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The task of implementing the concurrency facilities
is split roughly equally among Pilot, the Mesa compiler.
and the underlying machine. The basic primitives are
defined as language constructs (e.g.. entering a MONITOR,
WAITINg Oon a CONDITION variable. FORKInNg a new
PROCESS) and are implemented either by machine
op-codes (for heavily used constructs. e.g.. WaIT) or by
calls on Pilot (for less heavily used constructs. e.g.. FORK).
The constructs supported by the machine and the low-
level Mesa support component provide procedure calls
and synchronization among existing processes. allowing
the remainder of Pilot to be implemented as a collection
of monitors. which carefully synchronize the multiple
processes executing concurrently inside them. These
processes comprise a variable number of client processes
(e.g.. which have called into Pilot through some public
interface) plus a fixed number of dedicated system pro-
cesses (about a dozen) which are created specially at
system initialization time. The machinery for creating
and deleting processes is a monitor within the high-level
Mesa support component; this places it above the virtual
memory implementation: this means that it is swappable,
but also means that the rest of Pilot (with the exception
of network streams) cannot make use of dynamic process
creation. The process implementation is thus another
example of the manager/kernel pattern, in which the
manager is implemented at a very high level and the
kernel is pushed down to a very low level (in this case,
largely into the underlying machine). To the Pilot client,
the split implementation appears as a unified mechanism
comprising the Mesa language features and the opera-

R - O I TE TR A3 I B
tions defined Oy tae Pilot Process interface.

3.4 File System Robustness

One of the most important properties of the Pilot file
system is robustness. This is achieved primarily through
the use of reconstructable maps. Many previous systems
have demonstrated the value of a file scavenger, a utility
program which can repair a damaged file system, often
on a more or less ad hoc basis [5, 12, 14, 21]. In Pilot, the
scavenger is given first-class citizenship, in the sense that
the file structures were all designed from the beginning
with the scavenger in mind. Each file page is self-iden-
tifying by virtue of its label, written as a separate physical
record adjacent to the one holding the actual contents of
the page. (Again, this is not a new idea, but is the crucial
foundation on which the file system’s robustness is
based.) Conceptually, one can think of a file page access
proceeding by scanning all known volumes, checking the
label of each page encountered until the desired one is
found. In practice, this scan is performed only once by
the scavenger, which leaves behind maps on each volume
describing what it found there; Pilot then uses the maps
and incrementally updates them as file pages are created
and deleted. The logical redundancy of the maps does
not, of course. imply lack of importance. since the system
would be not be viable without them; the point is that
since they contain only redundant information, they can

be completely reconstructed should they be lost. In par-
ticular. this means that damage to any page on the disk
can compromise only data on that page.

The primary map structure is the volume file map. a
B-tree keyed on (file-uid, page-number) which returns
the device address of the page. All file storage devices
check the label of the page and abort the 1/O operation
in case of a mismatch: this does not occur in normal
operation and generally indicates the need to scavenge
the volume. The volume file map uses extensive com-
pression of uids and run-encoding of page numbers to
maximize the out-degree of the internal nodes of the B-
tree and thus minimize its depth.

Equally important but much simpler is the volume
allocation map, a table which describes the allocation
status of each page on the disk. Each free page is a self-
identifying member of a hypothetical file of free pages,
allowing reconstruction of the volume allocation map.

The robustness provided by the scavenger can only
guarantee the integrity of files as defined by Pilot. If a
database defined by client software becomes inconsistent
due to a system crash. a software bug, or some other
unfortunate event, it is little comfort to know that the
underlying file has been declared healthy by the scav-
enger. An “escape-hatch” is therefore provided to allow
client software to be invoked when a file is scavenged.
This is the main use of the file-type attribute mentioned
in Section 2.1. After the Pilot scavenger has restored the
low-level integrity of the file system, Pilot is restarted;
before resuming normal processing, Pilot first invokes all
client-level scavenging routines (if any) to reestablish
any higher level consistency constraints that may have
been violated. File types are used to determine which
files should be processed by which client-level scaven-
gers.

An interesting example of the first-class status of the
scavenger is its routine use in transporting volumes
between versions of Pilot. The freedom to redesign the
complex map structures stored on volumes represents a
crucial opportunity for continuing file system perform-
ance improvement, but this means that one version of
Pilot may find the maps left by another version totally
inscrutable. Since such incompatibility is just a particular
form of “damage,” however, the scavenger can be in-
voked to reconstruct the maps in the proper format, after
which the corresponding version of Pilot will recognize
the volume as its own.

3.5 Communication Implementation

The software that implements the packet communi-
cation protocols consists of a set of network-specific
drivers, modules that implement sockets, network stream
transducers, and at the heart of it all, a router. The router
is a software switch. It routes packets among sockets,
sockets and networks, and networks themselves. A router
is present on every Pilot machine. On personal machines,
the router handles only incoming, outgoing, and intra-



machine packet traffic. On internetwork router ma-
chines, the router acts as a service to other machines by
transporting internetwork packets across network
boundaries. The router’s data structures include a list of

all active sockets and networks on the local computer.

The router is designed so that network drivers may easily
be added to or removed from new configurations of
Pilot; this can even be done dynamically during execu-
tion. Sockets come and go as clients create and delete
them. Each router maintains a routing table indicating,
for a given remote network, the best internetwork router
to use as the next “hop” toward the final destination.
Thus, the two kinds of machines are essentially special
cases of the same program. An internetwork router is
simply a router that spends most of its time forwarding
packets between networks and exchanging routing tables
with other internetwork routers. On personal machines
the router updates its routing table by querying internet-
work routers or by overhearing their exchanges over
broadcast networks.

Pilot has taken the approach of connecting a network
much like any other input/output device, so that the
packet communication protocol software becomes part
of the operating system and operates in the same personal
computer. In particular, Pilot does not employ a dedi-
cated front-end communications processor connected to
the Pilot machine via a secondary interface.

Network-oriented communication differs from con-
ventional input/output in that packets arrive at a com-
puter unsolicited, implying that the intended recipient is
unknown until the packet is examined. As a conse-
quence, each incoming packet must be buffered initially
in router-supplied storage for examination. The router,
therefore, maintains a buffer pool shared by all the
network drivers. If a packet is undamaged and its desti-
nation socket exists, then the packet is copied into a
buffer associated with the socket and provided by the
socket’s client.

The architecture of the communication software per-
mits the computer supporting Pilot to behave as a user’s
personal computer, a supplier of information, or as a
dedicated internetwork router.

3.6 The Implementation Experience

The initial construction of Pilot was accomplished by
a fairly small group of people (averaging about 6 to 8) in
a fairly short period of time (about 18 months). We feel
that this is largely due to the use of Mesa. Pilot consists
of approximately 24,000 lines of Mesa, broken into about
160 modules (programs and interfaces), yielding an av-
erage module size of roughly 150 lines. The use of small
modules and minimal intermodule connectivity, com-
bined with the strongly typed interface facilities of Mesa,
aided in the creation of an implementation which
avoided many common kinds of errors and which is
relatively rugged in the face of modification. These issues
are discussed in more detail in [7] and [13].

4. Conclusion

The context of a large personal computer has moti-
vated us to reevaluate many design decisions which
characterize systems designed for more familiar situa-
tions (e.g., large shared machines or small personal com-
puters). This has resulted in a somewhat novel system
which, for example, provides sophisticated features but
only minimal protection, accepts advice from client pro-
grams, and even boot-loads the machine periodically in
the normal course of execution.

Aside from its novel aspects, however, Pilot’s real
significance is its careful integration, in a single relatively
compact system, of a number of good ideas which have
previously tended to appear individually, often in sys-
tems which were demonstration vehicles not intended to
support serious client programs. The combination of
streams, packet communications, a hierarchical virtual
memory mapped to a large file space, concurrent pro-
gramming support, and a modular high-level language.
provides an environment with relatively few artificial
limitations on the size and complexity of the client
programs which can be supported.

Acknowledgments. The primary design and imple-
mentation of Pilot were done by the authors. Some of
the earliest ideas were contributed by D. Gifford, R.
Metcalfe, W. Shultz, and D. Stottlemyre. More recent
contributions have been made by C. Fay, R. Gobbel, F.
Howard, C. Jose, and D. Knutsen. Since the inception
of the project, we have had continuous fruitful interac-
tion with all the members of the Mesa language group;
in particular, R. Johnsson, J. Sandman, and J. Wick
have provided much of the software that stands on the
border between Pilot and Mesa. We are also indebted to
P. Jarvis and V. Schwartz, who designed and imple-
mented some of the low-level input/output drivers. The
success of the close integration of Mesa and Pilot with
the machine architecture is largely due to the talent and
energy of the people who designed and built the hard-
ware and microcode for our personal computer.

Received June 1979; accepted September 1979; revised November 1979

References

1. Brinch-Hansen, P. The nucleus of a multiprogramming system.
Comm. ACM 13, 4 (April 1970), 238-241.

2. Boggs, D.R, Shoch, J.F., Taft, E., and Metcalfe, R.M. Pup: An
internetwork architecture. To appear in /EEE Trans. Commun.
(Special Issue on Computer Network Architecture and Protocols).
3. Cerf, V.G, and Kahn, R.E. A protocol for packet network
interconnection. JEEE Trans. Commun. COM-22, 5 (May 1974), 637-
641.

4. Cerf, V.G, and Kirstein, P.T. Issues in packet-network
interconnection. Proc. IEEE 66, 11 (Nov. 1978), 1386-1408.

5. Farber, D.J.,, and Heinrich, F.R. The structure of a distributed
computer system: The distributed file system. In Proc. Ist Int. Conf.
Computer Communication, 1972, pp. 364-370.

6. Habermann, A.N., Flon, L., and Cooprider, L. Modularization
and hierarchy in a family of operating systems. Comm. ACM 19,5
(May 1976), 266-272.

7. Horsley, T.R., and Lynch, W.C. Pilot: A software engineering

223



224

case history. In Proc. 4th Int. Conf. Software Engineering. Munich,
Germany. Sept. 1979, pp. 94-99.

8. Internet Datagram Protocol, Version 4. Prepared by USC/
Information Sciences Institute, for the Defense Advanced Research
Projects Agency. Information Processing Techniques Office, Feb.
1979

9. Lampson, B.W. Redundancy and robustness in memory
protection. Proc. IFIP 1974, North Holland, Amsterdam. pp. 128-
132.

10. Lampson, B.W_, Mitchell, J.G.. and Satterthwaite, E.H. On the
transfer of control between contexts. In Lecture Notes in Computer
Science 19, Springer-Verlag, New York, 1974, pp. 181-203.

11. Lampson, B.W., and Redell. D.D. Experience with processes and
monitors in Mesa. Comm. ACM 23. 2 (Feb. 1980), 105-117.

12. Lampson, B.W_, and Sproull, R.F. An open operating system for
a single user machine. Presented at the ACM 7th Symp. Operating
System Principles (Operating Syst. Rev. 13, 5). Dec. 1979, pp. 98-105.
13. Lauer, H.C., and Satterthwaite, E.H. The impact of Mesa on
system design. In Proc. 4th Int. Conf. Software Engineering, Munich,
Germany, Sept. 1979, pp. 174-182.

14. Lockemann, P.C., and Knutsen, W.D. Recovery of disk contents
after system failure. Comm. ACM 11, 8 (Aug. 1968), 542.

15. Metcalfe, R.M., and Boggs, D.R. Ethernet: Distributed packet
switching for local computer networks. Comm. ACM 19,7 (July
1976), pp. 395-404.

16. Mitchell, J.G., Maybury, W., and Sweet, R. Mesa Language
Manual. Tech. Rep., Xerox Palo Alto Res. Ctr., 1979.

17. Pouzin, L. Virtual circuits vs. datagrams—technical and political
problems. Proc. 1976 NCC, AFIPS Press, Arlington, Va., pp. 483—
494.

18. Ritchie, D.M., and Thompson, K. The UNIX time-sharing
system. Comm. ACM 17,7 (July 1974), 365-375.

19. Ross, D.T. The AED free storage package. Comm. ACM 10, 8
(Aug. 1967), 481-492.

20. Rotenberg, Leo J. Making computers keep secrets. Tech. Rep.
MAC-TR-115, MIT Lab. for Computer Science.

21. Stern, J.A. Backup and recovery of on-line information in a
computer utility. Tech. Rep. MAC-TR-116 (thesis), MIT Lab. for
Computer Science, 1974.

22. Sunshine, C.A., and Dalal, Y.K. Connection management in
transport protocol. Comput. Networks 2, 6 (Dec. 1978), 454473,

23. Stoy, J.E., and Strachey, C. OS6—An experimental operating
system for a small computer. Comput. J. 15, 2 and 3 (May, Aug.
1972).

24. Transmission Control Protocol, TCP, Version 4. Prepared by
USC/Information Sciences Institute, for the Defense Advanced
Research Projects Agency, Information Processing Techniques Office,
Feb. 1979.

25. Wulf, W, et. al. HYDRA: The kernel of a multiprocessor
operating system. Comm. ACM 17, 6 (June 1974), 337-345.



An Overview of the Mesa Processor Architecture

Richard K. Johnsson
John D. Wick
Xerox Office Products Division
3333 Coyote Hill Road
Palo Alto, California 94304

Introduction

This paper provides an overview of the architecture of the
Mesa processor, an architecture which was designed to
support the Mesa programming system [4]. Mesa is a high
level systems programming language and associated tools
designed to support the development of large information
processing applications (on the order of one million source
lines). Since the start of development in 1971, the
processor architecture, the programming language, and the
operating system have been designed as a unit, so that
proper tradeoffs among these components could be made.
The three main goals of the architecture were:

- To enable the efficient implementation of a
modular, high level programming language such as
Mesa. The emphasis here is not on simplicity of the
compiler, but on efficiency of the generated object
code and on a good match between the semantics of
the language and the capabilities of the processor.

- To provide a very compact representation of
programs and data so that large, complex systems
can run efficiently in machines with relatively small
amounts of primary memory.

- To separate the architecture from any particular
implementation of the processor, and thus
accommodate new implementations whenever it is
technically or economically advantageous, without
materially affecting either system or application
software.

We will present a general introduction to the processor
and its memory and control structure; we then consider an
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commercial advantage, the ACM copyright notice and the title of the
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permission of the Association for Computing Machinery. To copy
otherwise, or to republish, requires a fee and/or specific permission.

example of how the Mesa instruction set enables
significant reductions in code size over more traditional
architectures. We will also discuss in considerable detail
the control transfer mechanism used to implement
procedure calls and context switches among concurrent
processes. A brief description of the process facilities is
also included.

General Overview

All Mesa processors have the following characteristics
which distinguish them from other computers:

High Level Language

The Mesa architecture is designed to efficiently execute
high level languages in the style of Algol, Mesa, and
Pascal. Constructs in the programming languages such as
modules, procedures and processes all have concrete
representations in the processor and main memory, and
the instruction set includes opcodes that -efficiently
implement those language constructs (e.g. procedure call
and return) using these structures. The processor does not
“directly execute” any particular high level programming
language.

Compact Program Representation

The Mesa instruction set is designed primarily for a
compact, dense representation of programs. Instructions
are variable length with the most frequently used
operations and operands encoded in a single byte. opcode;
less frequently used combinations are encoded in two
bytes, and so on. The instructions themselves are chosen
based on their frequency of use. This design leads to an
asymmetrical instruction set. For example, there are
twenty-four different instructions that can be used to load
local variables from memory, but only twenty-one that
store .into such variables; this occurs because typical
programs perform many more loads than stores. The
average instruction length (static) is 1.45 bytes.
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Compact Data Representation

The instruction set includes a wide variety of instructions
for accessing partial and multiword fields of the memory’s
basic unit, the sixteen bit word. Except for system data
structures defined by the architecture, there are no
alignment restrictions on the allocation of variables, and
data structures are generally assumed to be tightly packed
in memory.

Evaluation Stack

The Mesa processor is a stack machine; it has no general
purpose registers. The evaluation stack is used as the
destination for load instructions, the source for store
instructions, and as both the source and destination for
arithmetic instructions; it is also used for passing
paramcters to procedures. The primary motivation for the
stack architecture is not to simplify code generation, but to
achicve compact program representation. Since the stack is
assumed as the source and/or destination of one or more
operands, specifving operand location requires no bits in
the instruction. Another motivation for the stack is to
minimize the register saving and restoring required in the
procedure calling mechanism.

Control Transfers

The architecture is designed to support modular
programming, and therefore suitably optimizes transfers of
control between modules. The Mesa processor implements
ol control transfers with a singlc primitive called XFER,
which is a generalization of the notion of a procedure or
subroutine call. All of the standard procedure calling
conventions (call by value, call by reference (result), etc.)
and all transfers of control between contexts (procedure
call and return, nested procedure calls, coroutine transfers,
traps, and process switches) are implemented using the
XFER primitive, To support arbitrary control transfer
disciplines, activation records (called frames) are allocated
by XFER from a heap rather than a stack; this allows the
heap to be shared by multiple processes.

Process Mechanism

The architecture is designed for applications that expect a
large amount of concurrent activity. The Mesa processor
provides for the simultaneous execution of up to one
thousand asynchronous preemptable processes on a single
processor. The. process mechanism implements monitors
and condition variables to control the synchronization and
mutual exclusion of processes and the sharing of resources
among them. Scheduling is event driven, rather than time
sliced. Interrupts, timeouts, and communication with I/0
devices also utilize the process mechanism.

Virtual Memory

The Mesa processor provides a single large, uniformly
addressed virtual memory, shared by all processes. The
memory is addressed linearly as an array of 232 sixteen-bit
words, and, for mapping purposes, is further organized as
an array of 224 pages of 256 words each; it has no other
programmer visible substructure. Each page can be
individually write-protected. and the processor records the
fact that a page has been written into or referenced.

Protection

The architecture is designed for the execution of
cooperating, not competing, processes. There is no
protection mechanism (other than the write-protected
page) to limit the sharing of resources among processes.
There is no “supervisor mode,” nor are there any
“privileged” instructions.

Virtual Memory Organization

Virtual addresses are mapped into real addresses by the
processor. The mapping mechanism can be modeled as an
array of real page numbers indexed by virtual page
numbers. The array can have holes so that an associative
or hashed implementation of the map is allowed; the
actual implementation is not specified by the architecture
and differs among the various implementations of the
Mesa processor.

Instructions are provided to enahle a program (usually the
operating system) to examine and modify the virtual-to-
real mapping. The processor maintains “write-protected,”
“dirty,” and “referenced” flags for each mapped virtual
page which can also be examined and modified by the
program.

The address translation process is identical for all memory
accesses, whether they originate from the processor or
from 170 devices. There is no way to bypass the mapping
and directly reference a main memory location using a real
address. Any reference to a virtual page which has no
associated real page (page faulr), or an attempt to store into
a write-protected page (writeprotect faulr) will cause the
processor to initiate a process switch (as described below).
The abstraction of faults is that they occur between
instructions so that the processor state at the time of the
fault is well defined. In order to honor this abstraction,
each instruction must avoid all changes to processor state
registers (including the evaluation stack) and main
memory until the possibility of faults has passed, or such
changes must be undone in the event of a fault

Virtual memory is addressed by either long (two word)
pointers containing a full virtual address or by short (one
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Figure 1. Virtual Memory Structure

word) pointers containing an offset from an implicit 64K
word aligned base address. There are several uses of short
pointers defined by the architecture:

— The first 64K words of virtual memory are reserved
for booting data and communication with [/O
devices. Virtual addresses known to be in this range
are passed to [/0 devices as short pointers with an
implicit base of zero.

~ The second 64K of virtual memory contains data
structures relating to processes. Pointers to data
structures in this area aré stored as short pointers
with an implicit base of 64K.

- Any other 64K region of virtual memory can be a
main data space (MDS). Each process executes
within some MDS in which its module and
procedure variables are stored; these variables can
be referenced by short pointers using as an implicit
base the value stored in the processor's MDS
register.

Code may be placed anywhere in virtual memory,
although in general it is not located within any of the three
regions mentioned above. A code segment contains read
only instructions and constants for the procedures that
comprise a Mesa module; it is never modified during
normal execution and is usually write-protected. A code
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segment is relocatable without modification; no caller (the return link). A local frame also holds the code

information in a code segment depends on its location in
virtual memory.

The data associated with a Mesa program is allocated in a
main data space in the form of local and global frames. A
global frame contains the data common to all procedures
in the module, ie. declared outside the scope of any
procedure. The giobal frame 1s aliocated when a module 1s
loaded. and freed when the module is destroyed. A local
frame contains data declared within a procedure; it is
allocated when the procedure is called and freed when it
returns.

Any region of the virtual memory, including any main
data space, can contain additional dynamically allocated
user data; it is managed by the programmer and
referenced indirectly using long or short pointers. An MDS
also contains a few system data structures used in the
implementation of control transfers (discussed beiow). The
overall structure of virtual memory is shown in Figure 1.

Besides enabling standard high level language features
such as rccursive procecures, multiple module instances,
coroutines, and muitiple processes, the representation of a
program as local data, global data, and code segment tends
to increase locality of reference: this is important in a
paged virtual memory environment.

Contexts

In addition to a program’s variables, there is a small
amount of linkage and control information in each frame.
A local frame contains a short pointer to the associated
global frame and a short pointer to the local frame of its

segment relative program counter for a procedure whose
execution has been suspended (by preemption or by a call
to- another procedure). Each global frame contains a long
pointer to the code segment of the module. A global frame
optionally is preceded by an area called the link space,
where links to procedures and variables in other modules
are stored, This structure is shown in Figure 2.

To speed access to code and data, the processor contains
registers which hold the local and global frame addresses
(LF and GF), and the code base and program counter (CB
and PC) for the currently executing procedure; these are
collectively called a context. When a procedure is
suspended, the single sixteen bit value which is the MDS
relative pointer to its local frame is sufficient to reestablish
this complete context by fetching GF and pC from the
local frame and CB from the global frame. The
management of these registers during context switches is
discussed in the section on control transfers below.

The Mesa Instruction Set

As mentioned above, a primary goal of the Mesa
architecture is compact representation of programs. The
general idea is to introduce special mechanisms into the
instruction set so that the most frequent operations can be
represented in a minimum number of bytes. See [5] for a
description of how the instruction set is tuned to
accomplish this goal. Below we enumerate a representative
sample of the instruction set.

Many functions are implemented with a family of
instructions with the most common forms being a single



byte. In the descriptions of instructions below, operand
bytes in the code stream are represented by a and 3; «f8
represents two bytes that are tuken together as a sixteen bit
quantity. The suffix n on an cpcode mncmonic represents
a group of instructions with n standing for small integers,
e.g. Lin represents LIO, Li1, LI2, etc. A trailing B in an
opcode indicates a following operand byte (a); W
indicates a word (af); P indicates that the operand byte is
a pair of four bit quantities, a.left and a.right.

Operations on the stack. These instructions obtain
arguments from and return results to the evaluation stack.
Although elements in the stack are sixteen bits, some
instructions treat two elements as single thirty-two bit
quantities. Numbers are represented in two's complement.

DIS Discard the top element of the stack
(decrement the stack pointer).

REC Recover the previous top of stack
(increment the stack pointer).

EXCH Exchange the top two elements of the
stack.

DEXCH Exchange the top two doubleword
elements of the stack.

pupP Duplicate the top element of the stack.

DDUP Duplicate the top doubleword element of
the stack.

DBL Double the top of stack (multiply by 2).

unary operations: NEG, INC, DEC, etc.
logical operations: IOR, AND, XOR.
arithmetic: ADD, SUB, MUL.
doubleword arithmetic: DADD, DSUB.

Divide and other infrequent operations are relegated to a
multibyte escape opcode that extends the instruction set
beyond 256 instructions.

Simple Load and Store instructions. These instructions
move data between the evaluation stack and local or global
variables.

Lin Load Immediate n.

LIB a Load Immediate Byte.

uw aff Load Immediate Word.

LLn Load Local n; load the word at offset n
from LF.

LLB «a Load Local Byte; load the word at offset a
from LF.

SLn Store Local n.

SLB a Store Local Byte.

PLn Put Local n; equivalent to SLn REC, i.e.
store and leave the value on the stack.

LGn Load Global n; load the word at offset n
from GF.

LGB a Load Global Byte; load the word at offset
a from GF.

SGB a Store Global Byte.

Load Link; load a word at offset « in the
link space.

LLKB a

There are also versions of these instructions that load
doubleword quantities. Note that there are no three-byte
versions of these loads and stores and no one-byte Store
Global instructions. These do not occur frequently enough
to warrant inclusion in the instruction set.

Jumps. All jump distances are measured in bytes relative to
the beginning of the jump instruction; they are specified as
signed eight or sixteen bit numbers.

Jn short positive jumps.
JB a jump -128 to +127 bytes.
JW af long positive or negative jumps.

JLB a compare (unsigned) top two elements of
stack and jump if less; also JLEB, JEB,
JGB, JGEB and unsigned versions.

JEBB a 8 if top of stack is equal to to a, jump
distance in 8; also JNBB.

JZB « jump if top of stack is zero; also JNZB.

JEP a if top of stack is equal to a.left, jump
distance in a.right; also JNEP.

JIB af at offset af8 in the code segment find a
table of eight bit distances to be indexed
by the top of stack; also Jiw with a table

of sixteen bit distances.

Read and Write through pointers. These instructions read
and write data through pointers on the stack or stered in
local variables.

Rn Read through pointer on stack plus small
offset.

RB a Read through pointer on stack plus offset
a.

WB a Write through pointer on stack plus offset
a.

RLIP a Read Local Indirect; use pointer in local
variable a.left; add offset a.right.

WLIP a Write Local Indirect.
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RnF o Read Field using pointer on the stack plus
n: a contains starting bit and bit count as
four bit quantities.

RFaf Read Field using pointer on the stack plus
a; f3 contains starting bit and bit count as
four bit quantities.

WF a 8 Write Field.

RKIB a Read Link Indirect; use the word at offset

a In the link space as a pointer.

There are also versions of these instructions that take long
pointers and versions that read or write doubleword
quantities.

Conirol Transfers. These instructions handle procedure call
and return. Local calls (in the same module) specify the
entry point number of the destination procedure; external
calls (to another module) specify an index of a control link
in the module’s link space (see the section on Control
Transfers).

LFCn Local Function Call using entry point n.

LFCB a Local Function Call using entry point a.

EFCn External Function Call using control link
n.

EFCB a External Function Call Byte using control
link a.

SFC Stack Function Call; use control link from
the stack.

RET Return. XFER using the return link in the
local frame as thc destination; frec the
frame.

BRK Breakpoint; a distinguished one-byte

instruction that causes a trap.

Miscellaneous. These instructions are used to generate and
manipulate pointer values.

LAn Local Address n; put the address of local
variable n on the stack.

LP Lengthen Pointer; convert the short
pointer on the stack to a long pointer by
adding MDS; includes a check for invalid
pointers.

An example. Consider the program fragment below. The
statement ¢ « Q[p.f +i] means “call procedure Q, passing
the sum of i and field f of the record pointed to by local
variable p; store the result in global variable ¢.” The
statement RETURN [a[i].c] means “return as the value of
the procedure Q field ¢ of the ith record of global array
a” ’

Prog: PROGRAM =
BEGIN

c: CHARACTER;
a: ARRAY INTEGER OF RECORD [
b: BOOLEAN,
C: CHARACTER,
s: INTEGER[0..128),
w: CARDINAL];

P: PROCEDURE =
BEGIN
i: INTEGER = 2;
p: POINTER TO RECORD [. . ., f: INTEGER];

ceQp.f+il;

END;

Q: PROCEDURE [i: INTEGER]
RETURNS [CHARACTER] =
BEGIN
RETURN [a[i].c];
END;

END.

Below we have shown the code generated for this program
fragment in a generalized Mesa instruction set, and then in
the current optimized version of the instruction set

LAB a Local Address Byte; put the address of
local variable « on the stack.

LAw a8 Local Address Word; put the address of
focai variabie af on the stack.

GAn Global Address n; put the address of
global variable n on the stack.

GAB a Global Address Byte: put the address of
global variable a on the stack.

GAW aff  Global Address Word; put the address of
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global variable af8 on the stack.

Source Mesa/Gen Mesa/Opt
p.f L p RLIP (p,f)
R f
i Li i Ll
p.f+i ADD ADD
Q[..] LFC q LFCq
ne« SG n SG n
11 Code Bytes 7 Code Bytes
§ Instructions 5 Instructions
Q: SL i PLi
i REC
DBL DBL
GAB a GAa
afi ADD ADD
a[i].c RF 0,(1,8) ROF (1,8)
RETURN RET RET

11 Code Bytes
7 Instructions

7 Code Bytes
6 Instructions



Although this is admittedly a contrived example, it cannot
be called pathological, and it does illustrate quite well
several of the ways the Mesa instruction set achieves code
size reduction. In particular:

- Use of the evaluation siack. The stack is the implicit
destination or scurce for load and store operations;
instructions can be smaller because they need not
specify all operand locations. Since the stack is also
used to pass parameters, no extra instructions are
needed to set up for the procedure call. Most
statements and expressions are quite simple so that
the added generality of a general register
architecture is a liability rather than an asset.

- Control transfer primitive. By using a single,
standard calling convention with built-in storage
allocation, almost all of the overhead associated
with a call is eliminated. There is minimal register
saving and restoring.

-~ Common  operations are single instructions.
Operations that occur frequently are encoded in
single instructions. Reading a word from a record
given a pointer to the record in a local variable is a
good example (RLIP). There are similar
instructions for storing values through pointers.
There are instructions that deal with partial word
quantities or that include runtime as well as
compile time offsets. Procedure calls are also given
single instructions.

— Frequently referenced variables are stored together.
Most operands are addressed with small offsets
from local or global frame pointers or from variable
pointers stored in the local or global frame. Using
small offsets means that instructions can be smaller
because fewer bits are needed to record the offset.
The compiler assists by assigning variable locations
based on static frequency so that the smailest offsets
occur most often.

These last two points are the guiding principles of the
Mesa instruction set. If an operation, even a complex one
involving indirection and indexing, occurs frequently in
“real” programs, then it should be a single instruction or
family of instructions. For instruction families with
compile time constant operands such as offsets, assigning
operand values by frequency increases the payoff of
merging small operand values into the opcode or packing
multiple values into a single operand byte. There are a
small number of cases in which an infrequently used
function is provided as an instruction because it is required
for technical reasons or for efficiency (e.g. disable
interrupts or block transfer).

Control Transfers

The Mesa architecture supports several types of transfers
of control, including procedure call and return, nested
procedure calls, coroutine transfers, traps and process
switches, using a single primitive called xFeR [1]. In its
simplest form, XFER is supplied with a destination control
link in the form of a pointer to a local frame; XFER then
establishes the context associated with that frame by
loading the processor state registers: the PC and global
frame pointer GF are obtained from the local frame, and
the code base CB is obtained from the global frame. Most
control transfer instructions perform scme initial setup
before invoking the XFER primitive; some specify action to
be taken after the xFER. If after the XFER we add code to
free the source frame, we have the mechanism for
performing a procedure return. On the other hand, if we
add code before the XFER to save the current context (only
the PC), we have the basic mechanism to implement a
coroutine transfer between any two existing contexts.

A process switch is little more than a coroutine transfer,
except that it may be preemptive, in which case the
evaluation stack must be saved and restored on each side
of the XFER. In the Mesa architecture, we have also added
the ability to change the main data space on a process
switch (see the next section).

The procedure call is the most interesting form of control
transfer in any architecture; it is complicated by the fact
that the destination context does not yet exist, and must be
created out of whole cloth. We represent the context of a
not-yet-executing procedure by a control link called a
procedure descriptor. It must contain enough information
to derive all of the following:

The global frame pointer of the module containing
the procedure,

The address of the code segment of the module,

The starting PC of the procedure within the code
segment, and

The size of the frame to allocate for the procedure’s
local variables.

Note that in the case of a local call within the current
module, only the last two items are nceded; the first two
remain unchanged.

It is desirable to pack all of this information into a single
word, and at the same time make room for a tag bit to
distinguish between local frames and procedure
descriptors, so the two can be used interchangeably. Then,
at the Mesa source level, a program need not concern itself
with whether it is calling a procedure or a coroutine.
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Figure 3. Procedure Calls

The obvious representation of a procedure descriptor
would include the global frame address (sixteen bits), the
code scgment address (thirty-two bits), the starting PC
(sixteen bits), and the local frame size (sixteen bits), for a
total of eighty bits. We use a combination of indirection,
auxiliary tables, and imposed restrictions to reduce this to
the required fifteen bits, leaving one bit for the
frame/procedure tag (refer to Figure 3).

We eliminate the code segment address by noticing that it
is available in the global frame of the destination module,
at the cost of a double word fetch.

We replace the PC and frame size by a small (five bit)
entry point index into a table at the beginning of each code
segment containing these values for each procedure. This
costs another double word fetch, and limits the number of

procedures per module to a maximum of thirty-two. (By
an encoding trick, we will increase this to 128 later.)

We replace the global frame pointer by a ten bit index into
an MDS-unique structure called the global frame table
(GFT); it contains a global frame pointer for each module
in the main data space. This costs one additional memory
reference per XFER and limits the number of modules in
an MDS to 1024 and the number of procedures in an MDS
to 32,768.

We obtain our tag bit by aligning local frames to at least
even addresses; the low order bit of all procedure
descriptors is one.

To increase the maximum number of procedures per
module, we first free up two bits in each entry of the
global frame table by aligning all global frames on quad



word boundaries. We use these two bits to indicate that
the entry point index should be increased by 0, 32, 64, or
96 before it is used to index the code segment entry vector.
Of course, this requircs multiple entries in the global
frame table for modules with more than thirty-two
procedures.

So, XFER's job in the case of a procedure call is
conceptually the same as a simple frame transfer, except
that it must pick apart the procedure descriptor and
reference all the auxiliary data structures created above. It
also needs a mechanism for allocating a new local frame,
given its size.

As mentioned above, local frames are allocated from a
heap rather than a stack, so that a pool of available frames
can be shared among several processes executing in the
same MDS. We organize this pool as an array of lists of
frames of the most frequently used sizes; each list contains
frames of only one size. Rather than actual frame sizes, the
code segment entry vector contains frame size indexes into
this array, called the allocation vector, or Av (see Figure
3.

Assuming that a frame is present on the appropriate list, it
costs three memory references to remove the frame from
the list and update the list head. This scheme requires that
the frame’s frame size index be kept in its overhead words,
so that it can be returned to the proper list; it therefore
requires four memory references to free a frame. Again we
take advantage of the fact that fremies are aligned to make
use of the low order bits of the list pointers as a tag to
indicate an empty list. There is also a facility for chaining a
list to a larger frame size list.

In the (rare) event that no frame of the required size (or
larger) is available, a trap to software is generated; it may
resume the operation after supplying more frame storage.
Of course, the frequency of traps depends on the initial
allocation of frames of each size, as well as the calling
patterns of the application; this is determined by the
obvious static and dynamic analysis of frame usage.

Calling a nested procedure involves additional complexity
because the new context must be able to access the local
variables of the lexically enclosing procedure. The
semantics of procedure variables in the Mesa language
dictate that the caller of a nested procedure cannot be
aware of its context or depth of nesting; all of the
complexity must be handled by the called procedure. The
implementation of this is beyond the scope of this paper.

Concurrent Processes

The Mesa architecture implements concurrent processes as
defined by the Mesa programming language for
controlling the execution of multiple processes and
guaranteeing mutual exclusion [2].

The process implementation is based on queues of small
objects called Process State Blocks (PsSBs), each
representing a single process. When a process is not
running, its PSB records the state associated with the
process, including the process’s MDS and the local frame it
was last executing. If the process was preempted, its
¢valuation stack is also saved in an auxiliary data structure;
the evaluation stack is known to be empty when a process
stops running voluntarily (by waiting on a condition or
blocking on a monitor). The PSB also records the process’s
priority and a few flag bits,

When a process is running, its state is contained in the
evaluation stack and in the processor registers that hold
pointers to the current local and global frames, code
segment and MDS. An MDS may be shared by more than
one process or may be restricted to a single process. All of
these processor registers are modified when a process
switch takes place.

Each pPsB is a member of exactly one process queue.
There is one queue for each monitor lock, condition
variable, and fault handler in the system. A process that is
not blocked on a monitor, waiting on a condition variable,
or faulted (e.g. suspended by a page fault) is on the ready
queue and is available for execution by the processor. The
process at the head of the ready queue is the one currently
being executed.

The primary effect of the process instructions is to move
PsBs back and forth between the ready queue and a
monitor or condition queue. A process moves from the
ready to a monitor queue when it attempts to enter a
locked monitor; it moves from the monitor queue to the
ready queue when the monitor is unlocked (by some other
process). Similarly, a process moves from the ready queue
to a condition queue when it waits on a condition variable,
and it moves back to the ready queue when the condition
variable is notified, or when the process has timed out.
The instruction set includes both notify and broadcast
instructions, the latter having the effect of moving all
processes waiting on a condition variable to the ready
queue.

Each time a process is requeued, the scheduler is invoked;
it saves the state of the current process in the process's
PSB, loads the state of the highest priority ready process,
and continues execution. To simplify the task of choosing
the highest priority task from a queue, all queues are kept
sorted by priority.

In addition to normal interaction with monitors and
condition variables, certain other conditions result in
process switches. Faults (e.g. page faults or write-protect
faults) cause the current process to be moved to a fault
queue (specific to the type of fault); a condition variable
associated with the fault is then notified. An interrupt
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(from an 1/0 device) causes one of a set of preassigned
condition variables to be notified. Finally, a timeout causes
a waiting process to be moved to the ready queue, even
though the condition variable on which it was waiting has
not been notified by another process.

Conclusions

The Mesa architecture accomplishes its goals of supporting
the Mesa programming system and allowing significant
code size reduction. Key to this success is that the
architecture has evolved in conjunction with the language
and the operating system, and that the hardware
architecture has been driven by the software architecture,
rather than the other way around.

The Mesa architecture has been implemented on several
machines ranging from the Alto [6] to the Dorado [3], and
is the basis of the Xerox 8000 series products and the
Xerox 5700 electronic printing system. The ability to
transport almost all Mesa software (i.e. all except unusual
170 device drivers) among these machines while retaining
the advantages of the semantic match between the
language and the architecture has been invaluable. The
code size reduction over conventional architectures (which
averages about a factor of two) has allowed considerable
shoehorning of software function into relatively small
machines.
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Empirical Analysis of the Mesa
Instruction Set

Richard E. Sweet
James G. Sandman, Jr.
Xerox Office Products Division
Palo Alto, California

1. Introduction

This paper describes recent work to refine the instruction
set of the Mesa processor. Mesa [8] is a high level systems
implementation language developed at Xerox PARC
during the middle 1970’s. Typical systems written in Mesa
are large collections of programs running on single-user
machines. For this reason, a major design goal of the
project has been to generate compact object programs.

The computers that execute Mesa programs are
implementations of a stack architecture [5].  The
instructions of an object program are organized into a
stream of eight bit bytes. The exact complement of
instructions in the architecture has changed as the
language and machine micro architecture have evolved.

In Sections 3 and 4, we give a short history of the Mesa
instruction set and discuss the motivation for our most
recent analysis of it. In Section 5, we discuss the tools and
techniques used in this analysis. Section 6 shows the
results of this analysis as applied to a large sample of
approximately 2.5 million instruction bytes. Sections 7
and 8 give advice to others who might be contemplating
similar analyses.

2. Language Oriented Instruction Sets

There has been a recent trend toward tailoring computer
architecture to a given programming language.
Availability of machines with writeable control stores has
accelerated this trend. A recent Computer issue [2]
contains several general discussions of the subject.

There are at least two reasons for choosing a language
oriented architecture: space and time. We can get

Permission to copy without fee all or part of this material is granted
provided that the copies are not made or distributed for direct
commercial advantage, the ACM copyright notice and the title of the
publication and its date appear, and notice is given that copying is by
permission of the Association for Computing Machinery. To copy
otherwise, or to republish, requires a fee and/or specific permission.

improved speed by assuring that operations done
frequently have efficient implementations. We can get
more compact object programs by using variable length
opcodes, assigning short opcodes to common operations.
The use of wvariable length encodings based on
probabilities is, of course, not new; see the classical papers
by Shannon [9] and Huffman [4].

Both space and time optimizations rely on knowledge of
the statistical properties of programs. Static statistics are
sufficient for code compaction, while dynamic statistics
help in the area of execution speed. As most of today’s
computers have some sort of virtual memory, anything
that makes programs smaller tends to speed them up by
reducing the amount of swapping.

One of the first published empirical stucies of
programming language usage was by Knuth [6], where he
studied FORTRAN programs. Several other studies have
also been published, including [1], [11], and [13]. Similar
studies have been made of Mesa programs before each
change in the instruction set.

Basing an instruction set on statistical properties of
programs leads to an asymmetric instruction set. For
example, variables. are read more often than they are
assigned, so it makes sense to have more short load
instructions than short store ones; certain short jump
distances are more common than others, so variable length
jump instructions can make address assignment a rather
complicated operation. There is a misconception held by
some that a language oriented architecture is one in which
the compiler’s code generators have a very easy task.
Quite the contrary, in a production environment, we are
willing to put considerable complexity into code
generation in order to generate compact object programs.

There are trade-offs between code compaction and
processor complexity.  Encoding techniques such as
variable bit length opcodes and conditional encoding add
to the amount of microcode or hardware needed, and slow
down decoding. The Mesa machines use a fixed size
opcode (eight bits), and have instructions with zero, one,
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or two data bytes. A similar architecture was
independently proposed by Tanenbaum [11}.

The paper by Johnsson and Wick [5] describes the current
Mesa architecture.

3. History of the Mesa Instruction Set

Each machine that runs Mesa provides a microcoded
implementation of the Mesa architecture. Machines have
spanned more than an order of magnitude in processing
power, from the Alto [12] to the Dorado [7], with several
machines in between. All have a 16 bit word size.

The overall concepts of the Mesa architecture have not
changed since 1974, but the exact complement of
instructions has changed several times. New language
features, such as a larger address space, have required new
instructions. New insights into the usage of these language
features have allowed more compact encoding of common
operations.

The first implementation of Mesa was done in 1974 for the
Alto. Peter Deutsch’s experience with Byte LISP [3] had
shown the feasibility of a byte code interpreter to run on
the Alto. A stack architecture was chosen to allow
“addressless” instructions. Decisions on stack size and
procedure parameter passing, etc. were partially based on
statistics gathered on programs written in MPL, a
precursor to Mesa that ran on Tenex (and partially forced
by the limitations of the Alto hardware). The MPL study
is described briefly in Sweet’s thesis [10].

In 1976, a reasonable body of Mesa code exisled and was
analyzed. A study of source programs is described in [10].
There was also a study of the object code. These analyses
lead to small changes in the instruction set; in particular to
some two byte instructions where the second (operand)
byte was divided into two four-bit fields.

It soon became clear that the small 16 bit address space of
the original Alto implementation was too restrictive.
There were several proposals for adding virtual memory to
the Alto, but they were rejected in favor of designing a
new machine whose microarchitecture was better suited
for Mesa emulation. In 1978, we had a machine with
virtual memory, and the type LONG POINTER (32 bits) was
added to the language.  This, of course, required
instructions for dealing with the new pointers: loading,
storing, dereferencing, etc. At the same time, 32 bit
arithmetic was also added to the language (and Mesa
architecture).

4. Experimental Sample

Today, Mesa has reached a significant level of maturity.
Our programmers are working in a development
environment written completelv in Mesa; there are

products in the field, such as the Xerox 8000 series,
including the Star workstation, that are programmed
entirely in Mesa. These are large programs that make
extensive use of the virtual memory. Since the LONG
POINTER instructions were added to the architecture before
we had any body of code using long pointers to analyze,
we were sure that there was room for improvement in
their encoding. We did not have the resources at this time
to completely redesign the instruction set, but we decided
that it was_worth our while to see if small changes to the
instruction set could lead to more compact object
programs.

We started with a sample of programs that was
representative of all software running under Pilot [8], the
Mesa operating system. We had to decide whether to
analyze the source code or the object code generated by
the then current compiler. We chose to do both, but this
paper deals primarily with the object code analysis.

Some changes, such as increasing the stack depth, or
adding new instructions for record construction, have
significant effects on the code generating strategy in the
compiler. These were studied by instrumenting the
compiler or producing a new compiler that generated the
expanded instruction set.

Most anticipated instruction set changes were sufficiently
similar 1o the existing set that observing patterns in object
code was a workable plan. This certainly included
decisions about the proper mix of one, two, and three byte
instructions for a given function. In fact, the compiler
waits until the very last phase of code generation, the
peephole optimizer, to choose the exact opcodes. This
concentrates knowledge of the exact instruction set in a
single place in the compiler.

S. Experimental Plan
The general plan of attack was as follows:
1. Normalize the object code.

We converted the existing object code into a
canonical form. This included breaking the code
into straight line sequences, and undoing most
peephole optimizations. The sample resulted in 2.5
million bytes of normalized instructions.

2. Collect statistics by pattern matching.

Patterns took two general forms: compiled in
patterns that looked at things like operator pair
frequencies, and interactive patterns, where the user
could type in a pattern and have the data base
searched for that pattern.

3. Propose new instructions.

Based upon the statistics gathered in step 2, we
proposed new instructions.



4, Convert to new opcodes by peephole optimization.

We wrote a general framework for peephole
optimization that read and wrote files in a format
compatible with the pattern matching utilities. This
allowed us to write procedures that would convert
sequences of simple instructions into new fancier
instructions.

5. Repeat steps 2 through 4.

While the statistics from step 2 tell us how many of
each new instruction we will get in step 4, the
ability to partially convert the data file was helpful
for questions of the form "What local variables are
we loading when the load is not folded into another
instruction?"”

Normalization

The version of the Mesa instruction set under analysis
used 240 of the possible 256 byte values. Moreover, many
of the instructions are single byte encodings of what is
logically an operation and an operand value, e.g. “Load
Local 6" or "Jump 8." Other instructions replace two or
three instruction sequences that are sufficiently common to
warrant a more compact encoding. To simplify analysis,
all code sequences were transformed into semantically
equivalent sequences of a subset of the instructions,
comprising slightly over 100 opcode values.

1. Expand out imbedded operand values.

All instructions with embedded operand values
were replaced by a corresponding two or three byte
instructions where the operand is given explicitly.
For example "Jump 8", a single byte opcode was
replaced by the three byte sequence: the "Jump
word" opcode, and a two byte operand with a value
of 8.

2. Break apart muiti-operation opcodes.

Most complicated instructions were replaced by
sequences of equivalent simpler instructions. For
example, "Jump Not Zero" was replaced by the
sequence "Load 0," "Jump Not Equal.” Notable
exceptions were the "Doubleword” instructions.
These could often have been replaced by two single
word instructions, but a major thrust of this analysis
was finding out how doublewords were used in the
language.

The procedure that did the normalization first made a pass
over the code to find the targets of all jumps. These were
then sorted so that the normalizing procedure could put a
marker byte in the output file between each sequence of
straight line code.

The analysis software was written so that the normalization
routine could run as a coroutine with any of the pattern

matchers, converting object files to a stream of normalized
bytes. While not a complete waste of effort, this option
was not used when the mass of data became large, The
normal mode of operation was to convert a related set of
object programs to a single output file, and then use that
data file, or a collection of such files, as the input to
pattern matching and peephole optimization.

When working with large amounts of data, you should
plan foi expansion. Consider the format of tie code
sequence data file. The normalization step reduces the
opcodes to a set with approximately a hundred members.
On the other hand, the peephole optimization (step 3
above) adds new opcodes. In fact, before we were done
we had more than 256 logical opcodes (some of them
became two or three byte sequences in the resuiting
instruction set using an escape sequence). As we desired
to have the output of peephole acceptable to the pattern
matchers, we used two bytes for each operation "byte” of
the stream.

Pattern Matching

The collected files of normalized instructions may now be
used to answer questions about language usage. One
obvious question is "How many of each opcode do I
have?" It is easy to write a routine that reads the data file
and counts the opcodes. This was one of a class of generic
patterns that we ran on our data file. The set of generic
patterns waxed and waned throughout the several months
of analysis, but at the end, we found the following patterns
most interesting:

1. Static opcode frequency.
Count the number of occurrences of each opcode.

2. Operands values.

For each opcode, get a histogram of operand
values.

3. Opcode successors.

For each opcode, get a histogram of the set of next
opcodes in the code sequences.

4. Opcode predecessors.

For each opcode, get a histogram of the set of
previous opcodes in the code sequences.

5. Popular opcode pairs.

Consider the set of all pairs of adjacent opcodes;
sort them by frequency.

The reader will doubtless observe that patterns 3, 4, and 5
all report the same information. Patterns 3 and 4 are
valuable because, even when the frequency of an opcode
pair is not especially high, the conditional probability of
one based on the other might be high. Additionally, all
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three patterns provide information that can suggest
additional areas of study, as described below.

We also wrote patterns for finding popular triples, and in
fact popular n-tuples, where the search space is seeded
with allowed (n-1)-tuple initial strings. These weren’t as
interesting as we had suspected; we got mountains of n-
tuples that occurred only a few times, and we tended to
run out of storage. Looking at pairs, along with a
knowledge of the language and the compiler's code
generation strategies, allowed us to generate patierns that
gave us statistics on most interesting multibyte constructs.

User Specified Patierns

For matching of longer patterns, or answering specific
questions about instruction use, we preferred not to have
to recompile the matching program for every new pattern.
We therefore wrote an interactive program where the user
typed in a pattern which was parsed, and then matched
against the data base. A pattern was a sequence of
instructions; each instruction consisted of an operator and
its operands. The operator/operands could be given
explicitly in the pattern, or a certain amount of "wild
carding” was allowed. For wild card slots, we provided
the option of collecting statistics on the actual values.

Consider the pattern: LLB * IN [0..16), RB §. The
instruction LLB is a two byte "load local variable”
instruction where the second byte gives the offset of the
variable in the frame (procedure activation record).
Similarly, RB says "dereference the pointer on the stack,
alding the offset specified by the operand byte.” This
pattern finds all occurrences of LLB followed by RB where
one of the first sixteen local variables is a pointer being
loaded. The $ is a wild card match like the *, except it
tells the pattern matcher to gather statistics on the actual
operand values for the RB instructions. The output of the
pattern matcher looked something like this:

Total data: 1289310 inst, 2653970 bytes

LLB * IN [0..16), RB § total: 22813

value count % cum. %
0 7575 33.20 33.20
1 3638 15.94 49.15
2 2838 12.44 61.59
3 1700 7.45 69.04
4 1291 6§.65 74.70
5 823 3.60 78.31
6 746 3.27 81.58
7 577 2.52 84.10
13 344 1.50 85.61
15 328 1.43 87.05
10 315 1.38 88.43
11 283 1.24 89.67
14 277 1.21 90.89
12 752 1.10 91.99

Figure 1. Sample Pattern Matcher Output

These data tell us that the vast majority of otrsets are
small. If the first "*" had been a "$", statistics would have
been collected on which local variable was loaded as well.
The statistics for this field are even more skewed—over
90% of the matches are for locals at offset 0, 1, or 2.

Peephole Optimizer

Based on the statistics gathered by pattern matching, we
proposed some new instructions. Some of these new
instructions were single byte opcodes that encoded a
common operand value of what was logically a two or
three byte operation; other new instructions were
combinations of operations that occurred frequently in
code sequences.

Decisions about the two types of instructions were
interrelated. The question "How many single byte 'load
local’ instructions should we have" is best answered by
looking at the load local statistics after any loads have been
combined into fancier instructions. We solved this
problem by writing a peephole optimizer to convert
normalized code sequences into sequences of new
instructions. This simplified the patterns needed for
decisions and also allowed us to look for patterns involving
the new instructions. The actual peephole conversion was
done by straightforward case analysis, but the framework
that it was built upon is worthy of some discussion.

There are several problems with operating directly on the
data files. Variable length instructions cannot be read
backward. and some instructions have two operand bvtes
that are logically a single sixteen bit operand. For this
reason, the file reading procedure produced fixed sized
Mesa records containing the opcode and an array of
parameters, correctly decoding multibyte operands. These
were maintained in an array as shown in the figure below.

-2 -1 0 +1 +2

To - e From
Output - Input

\

New code here

Figure 2. Peephole Optimization Framework

The optimizing procedures typically dealt with the element
at index 0, based upon previous instructions (i) and
following instructions (+/). The range of index values
depends on how much history is required in the peephole
procedure. For all of our routines, a range from —5 to
+3 was more than adequate. The framework provided
the following operations:

1. Delete i.

Any instruction not already written to the output
may be deleted.



2. OQutput new code.

New instructions may be generated; they are
buffered until the next shift, but will appear just to
the right of index 0.

3. Shift left

The first new output, or the element at +1, is
moved to index 0. Deleted cells are compacted.
The buffered new code is moved into the array,
possibly pushing some of the previous +/ eléments
into a buffer at the right. Any instruction forced
out the left is written to the output file. In the case
of no change, this reduces to a write, a block
transfer in memory, and a read; in the general case,
the operation can be rather complicated.

One useful feature of the framework was a display facility
that showed the entire array on the screen, with the
instruction given as a mnemonic and the parameter array
shown only to the extent that the given instruction had
parameters. We had several stepping modes, allowing us
to see the instructions streaming by, or allowing us 10 stop
and display only when an optimization was to take place.

6. Results

There is certainly not room in this paper to show the
complete results of our analysis. Instead, we will show
some of the generally interesting results, and go into
considerable detail for one class of jump instructions.

Statistics of the Normalized Instruction Data

Table 1 shows the most frequently occurring elements of
the original normalized instruction set, together with their
statistics.

Op  count % cum%

LI 208924 16.90 16.90 Loadimmediate

LL 156848 12.68 .29.59 Load local variable

St 81270 6.57 36.16 Storelocal variable

REC 64145 5.18 41.35 Recover previous top of stack
LLD 62950 5.09 46.44 Load local doubleword

EFC 55982 4.52 50.97 External function call

J 50726 4.10 55.08 Unconditional jump

R 42328 3.42 58.50 Dereference pointer on stack
SLD 37747 3.05 61.56 Storelocal doubleword

LA 292056 2.36 63.92 Addressoflocal variable
ADD 28987 2.34 66.26 Addtop two words of stack
JNE 25499 2.06 68.33. Jump notequal

RET 24176 1.95 70.28 Rewm

JE 23335 1.88 72.17 Jumpequal

LG 21594 1.74 73.92 Loadglobal variable

LFC 21450 1.73 75.65 Local function call

DADD 20652 1.67 77.32 Doubleword add

LGD 17895 1.44 78.77 Load global doubleword
LLK 16193 1.31 80.08 Loadlink

Table 1. Frequency of normalized instructions

Table 1 contains some interesting data about language
usage. Note that the local variables of procedures are
loaded twice as often as they are stored. Doubleword (32
bit) variables are loaded and stored almost half as often as
single word ones. Over 6% of the instructions were
procedure calls (EFC+LFC), and there were statically three
times as many procedure calls as returns. Knowing that
the compiler generates a single return from a procedure to
facilitate setting breakpoints, we can conclude that
procedures are called from an average of three places.
Almost 17% of the instructions load constants (LI). Table
2 shows the most popular constants. Bear in mind that
some of the loads of constants go away when then are
combined into fancier instructions, as we will see in the
section on conditional jumps.

Value count % cum%
0 96652 45.83 45.83

1 29546 14.01 59.84
2 8901 4.22 64.06
3 7094 3.36 67.42
4 5895 2.79 70.22
-1 5563 2.63 72.85
5 3411 1.61 74.47
6 3198 1.51 75.99
8 2220 1.05 77.04
13 2037 0.96 78.01
9 1853 0.87 78.88
7 1841 0.87 79.76

Table 2. Distribution of values for load immediate
instructions

The distribution of local variables loaded is shown in
Table 3. The reader should be aware that the compiler
sorts the local variables by static usage before assigning

“addresses in the local frame.

Offset  count % cum%

0 63152 40.29 40.29
1 23151 14.77 55.07
2 161256 9.65 64.72
3 10116 6.45 71.17
4 7886 5.03 76.21
5 6837 3.72 79.93
6 4323 2.75 82.69
7 3764 2.39 85.08
8 2718 1.73 86.82
9 2096 1.33 88.16

Table 3. Distribution of offsets of local variables loaded

Analysis of Conditional Jumps

We observe from Table 1 that approximately 4% of the
instructions are testing the top two elements of the stack
for equality (JE or JNE). It is instructive to describe in
some detail the steps that we took in deciding upon what
specific instructions to generate for the "Jump Not Equal”
class of instructions (JNE).
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In Tanenbaum'’s proposed architecture [11], he allocates 20
one byte instructions and one two byte instruction to each
of "Jump Not Equal” and "Jump Not Zero." We would
rather not use this much of our opcode space. We looked
10 see if some of the conditional jumps could be combined
with other operations.

From the predecessor data, we observed that 84.7% of the
JNE instructions are preceded by a load immediate. We
next wrote a pattern that gave a distribution of the values
being tested against. Table 4 shows the most frequent
values.

Value count % cum%
0 11792 54.07 54.07

1 2181 10.00 64.07
3 1441  6.60 70.68
2 1032 4.73 75.41
4 390 1.78 77.20
5 314  1.43 78.64
6 238 1.090 79.73
7 232 1.06 80.80
-1 220 1.00 81.81
15 198 0.90 B82.72

Table 4. Constants loaded before Jump Not Equal
instructions

It comes as no surprise that 0 is the most common value,
since 1% of the pre-normalization instructions were "Jump
Not Zero,” and they were normalized to the sequence L1
0. JNE. We clearly needed to put back in at least the two
byvie version of this instruction. “Jump Not Zero Byvte”
(JNZB). where the operand byte specifies the jump
distance. The frequency of other small constants lead us
10 propose a new instrucion: "Jump Not Equal Pair” a
two byte instruction where the operand byte is treated as
o four bit fields, one a constant. and the other a jump
distance. Since jump distances are measured from the first
byte of a multibyte instruction, the first reasonable value
10 jump is 3 bytes—jump over a single byte. When we
looked at the jump distances for JNE, however, we saw
that 3 byte jumps occur very seldom, and that 5 bytes is
the winner, followed by 4 bytes. For this reason. we
biased our distances by 4.

By using the data byte 10 hold a constant between 0 and
15. and a jump distance between 4 and 19, we found 4464
opportunities for the new JNEP instruction. This did not
count the situations where the constant value was 0, since
they could be encoded by the equally short JINZB
instruction.

Afier the JNZB and JNEP instructions are removed from
JNE statistics, there are still over 5000 cases of LT *, JNE
left. In these, either the constant value or the jump
distance was out of range. We decided to include a "Jump
Not Equal Byte Byte” instruction—one with two operand

bytes: a value for comparison, and a signed jump distance.
This took care of most of the remaining cases.

Now it was time to look at the operands of the remaining
JNEB instructions to see if we should have any one byte
JNE instructions. The distribution was fairly flat. with the
most frequent occurring around <30 times. For this
reason, we declined to include single byte JNE
instructions.

We also looked at the operands of the JNZB instructions.
There were two values. 4 and 5, that were frequent enough
to warrant single byte instructions. We added the
instructions JNZ3 and JNZ4 (remembering that the jump
distance counts from the first byte of the instruction).

In summary. our Not Equal testing is now supported by
the following instructions:

Opcode bvies count % of INE

JNEB 2 4501 18

Jump Not Equal Byte (all byte jumps are signed by tes)
JNZB 2 8878 35

Jump Non-Zero Byte
JINEP 2 4464 17

Jump Not Equal Pair (value in [0..15]. dist in [4..19])
JNEBB 3 4742 19

Jump Not Equal Byte Byte (value in [0..255). dist in [-128..127]
JNZ3 1 1029 4

Jump Non-Zere 3
JNZ4 1 1885 7

Jump Non-Zero 4.
Table 5. Jump Not Equal in the new instruction set

The then current opcode set under analysis had a two byte
JNZB instruction, a two byte JNEB instruction and eight
single byte INE instructions. The new instruction set has
no single byte INE instructions: most of them occurred in
situations where we could combine the jump with the
preceding instruction into a new two byte jump. The
overall net change was a 13% decrease in code bytes used
for not-equal testing compared to the previous instruction
set, even though there are four fewer JNE instructions.

Statistics of the Final Instruction Set

From information theory, we know that the best encoding
would have all single byte opcodes equally probable.
While we do not meet this ideal, the distribution of opcode
frequencies is a lot flatter than that of the normalized set.
Table 6 shows the most frequently occurring instructions
in the new instruction set. Note that of the wenty-two
instructions shown in Table 6, fourteen are straightforward
single operation opcodes with any operand values given
explicitly as additional bytes, six are single byte
instructions where operand values are encoded in the
opcode, and two are compound operations combined into
a single opcode.



Opcode  count %
LIO 46356 4.5
Load immediate 0
LLo 35242 3.43

Load local 0

JB 25587 2.49 )
Jump byte—a relative, signed byte distance

RET 24256 2.36
Return

LIB 19944 1.94 o
Load immediate byte—operand is literal value

LL1 18951 1.84
Load local 1
EFCB 17074 1.66 . )
External function call byte—operand specifies a link number

LAB . 16706 1.62
Local address byte—load address of a local variable

LIl 16244 1.58
Load immediate 1

REC 15929 1.55
Recover value just popped from stack

SLB 13977 1.36 . X
Store local byte—operand is offset in frame

JZB 13618 1.32 ) .

Jump zero byte—pop stack. jump if value = 0
LLDO 13553 1.32

Load local doubleword 0

LL8 13269 1.29 _
Load local byte—operand is offset in frame -
LL2 13132 1.27 -
Load local 2

ADD 12435 1.21
Add—adds the top two elements of the stack

SLDB 12400 1.20 )
Store local doubleword byte—operand is offset in frame of
first word

LLDB 11222 1.09 o .
Load local doubleword byte—operand is offset in frame of
first word

LIW 11205 1.09 o
Load immediate word—next two byvtes are a 16 bit literal

7

JW 10322 1.00 ) o
Jump word—next two bytes are a 16 bit relative jump
distance

LLKB 10306 1.00 o
Load link byte—operand specifies link number

RLIP 9691 0.94
Read local indirect pair—operand has four bits to specify
local variable pointer. four bits to specify offSet of word
relative to that pointer.

Table 6. Most frequent instruction of the new set.

It is interesting to compare the contents of Tables 1, 2, and
3 with that of Table 6. We see that over half of the LI0
instructions have been folded into new instructions.
Eighty percent of the LL instructions are either encoded as
single byte instructions such as LLO, or folded into more
complicated instructions such as RLIP. Several of the
most common instructions are load immediate ones (LI*).
In fact, the complete frequency data show that almost 13%
of all new instructions are some form of load immediate.
The most frequent instruction, weighted by instruction
size, is JB, a two byte unconditional jump. The most
frequent conditional jump is a test against zero, JZB;
many of these arise from tests of Boolean variables. Table
7 shows the set of one and two byte load and store local
instructions of the new instruction set.

J_oad instructions—push local variable ongo stack.

byres rotal %
LLn,forn=0,1,2,3,4, 1 103402 10.1
5,6,7,8,9,10,11
LLB 2 13269 13
LLDn,forn=0,1,2,3,4, 1 39989 39
5.6,7,8,9
LLDB 2 11222 1.v
Store instructions—pop from stack into local variable.
Stn, forn=0,1,2,3,4, 1 44598 43
5,6,7,8,9,10
SLB 2 13977 14
SLDn,forn=0,1,2,3,4, 1 21829 21
5,6,8
SLDB 2 12400 1.2
Put instructions—store from stack into local variable,
don’t pop.
PLn,forn=0,1,2 1 10540 1.0
PLB 2 4195 04
PLDn, for n=0 1 2350 0.2
PLDB 2 5238 0.5

Table 7. Distibution of load and store local instructions

Variables outside the first 256 words of the frame are
loaded and stored so infrequently that the compiler first
generates their address on the stack and then uses the
pointer dereferencing instructions. We considered a three
byte "Load Local Word" instruction with a sixteen bit
offset, but found that "Local Address Word,” which
loaded the address of a local variable, was more useful.
The compiler needs to generate the address of large
variables (larger than two words) in order to use the
"Block Transfer” instruction; if a variable is at a large
offset in the frame, it is probably a large variable as well.

We implemented fewer short instructions for storing local
variables than for loading them. Note in Table 6 that four
of the single byte load local instructions appear in the top
fifteen instructions. Table 7 says that the most frequently
referenced (and hence the first in the frame) locals are
loaded over twice as often as stored. The variables that are
loaded with the two byte LLB are loaded and stored at
about the same frequency. The "put” instructions arise
primarily at statement boundaries where a variable is
stored in one statement and then immediately used in the
next; such situations are found by the peephole optimizer
of the compiler.

7. Analysis

The most useful patterns for finding sequences of
instructions to combine are succeessors, predecessors, and
popular pairs. A simple minded scheme for generating
instructions is to start down the list of popular pairs and
make a new instruction for each pair until the number of
occurrences of that pair reaches some threshold. Of
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course, each new instruction potentially changes the
frequencies of all other pairs containing one of the
instructions.

Popular pairs will find many sequences but the data from
the successors and predecessors patterns should not be
overlooked. For example, the WS (Write Swapped)
instruction writes a word in memory using a pointer and
value popped from the stack. The REC (Recover)
instruction recovers the value that was previously on the
stack; after a WS, it recovers the pointer. The successor
data showed that 91.4% of the WS instructions were
followed by a REC. These two instructions were combined
into the PS (Put Swupped) instruction which left the
pointer on the stack. We could then eliminate the WS
instruction entirely and use the sequence PS, DIS
{Discard) the remaining 8.6% of the time.

It helps to know what the compiler does when analyzing
patterns. We were suprised to find no occurrences of the
pattern LI 0, LI 0. We found them when we looked at
popular pairs—the compiler had changed that sequence
into LI 0, DUP (Duplicate). This sequence was one of the
more popular pairs, which lead us to include the new
instruction LIDO (Load Immediate Double Zero).

The pattern showing histograms of operand values is
useful for deciding when to fold an operand value into a
single byte opcode. Remember that combining
instructions may change the operand distribution. For
example, the initial operand data for JNEB showed very
popular jump distances of 3 through 9 bytes. The original
instruction set had single oyte instructions for these jumps.
After the analysis, most of these short jumps had been
combined into the JNEP or JNEB3 instructions. The
operand data obtained after peephole optimization did not
warrant putting the short JNE instructions back into the
instruction set.

8. Implementation Issues

One cannot blindly apply the statistical results of the
analysis to decide what instructions to have in the new
instruction set. It is necessary to temper these data with
knowledge of the compiler, history and expected future
trends of language use. and details of the implementations
of the instruction set.

There are some operations that are needed in the machine.
even though they occur infrequently—the divide operation
is an example. Many such operations can be encoded as a
single opcode. ESC (Escape). followed by an operand byte
specifving the infrequently used operation. This makes
available more single byte opcodes for more frequently
occurring operations. Mathematically, it makes sense to
move any operation 10 ESC if the available opcode can
hold a new operation that gives a net savings in code size.

On the other hand, each new opcode adds complexity to
the implementation.

Suppose there are two potential new instructions with the
same code size savings, one that combines two operations,
and the other that combines an operand value with an
operation. The latter often results in less complexity in the
implementation of the instruction set. In particular, if you
already have a LL6 instruction, it typically takes only a
single microinstruction to add LL7.

There are many encoding tricks that can be used to save
space. Some of these can be decoded at virtually no cost,
others are more costly. In the analysis of JNE above, we
ended up with an instruction, JNEP, where the operand
byte was interpreted as two four bit fields, a literal value
and a jump distance. The jump distance was biased, i.e.
the microcode added 4 to the value before interpreting the
jump. The literal value, on the other hand was unbiased,
even though the compiler would not generate the
instruction for one of the values. For one of the
microprocessors implementing the instruction set, biasing
the compared value would have significantly slowed down
the execution of the instruction.

In an integrated system such as Mesa, global issues must
be considered when making instruction set decisions. For
example, many procedures return a value of zero. The
statistics showed that an opcode that loads zero and
returns would be cost effective. However, the source level
debugger rakes advantage of the fact that a procedure has
a single RET instruction when setting exit breakpoints (all
of the procedure’s returns jump to this RET). We were
unwilling at this time to add the complexity to the
debugger of finding all possible return instructions (RET
and the new RETZ) in order to set exit breakpoints.
Therefore we declined 10 add this new instruction.

Finally, be careful when analyzing data obtained about an
evolving system. Be aware that some common code
sequences reflect attempts by older programs to cope with
restrictions that are no longer in the architecture. For
example, programs written to live in a small address space
use different algorithms than those written to live in a
large address space.

9. Conclusions

We began our analysis with limited goals: we had a short
time in which 10 make recommendations about changes to
the instruction set, we were generally happy with the old
instruction set, and we didn't have the resources to handle
the necessary rewriting of microcode and compiler that a
massive change in the instruction set would require.

Our experience showed that our chosen method, analysis
of existing object code. was a workable approach to the
problem. Normalization of the code to a canonical form



proved valuable for simplifving the subsequent pattern
matching used.

We found that simple minded analysis of n-tuples becomes
unworkable for n>2, but that informed study of opcode
pairs allowed us to postulate longer patterns for study. An
interactive pattern matching program was valuable for
answering questions about longer patterns.

Our analysis predicted an overall reduction in code size of
12%. We converted the compiler 10 generate the new
instructions and realized the expected savings on a large
sample of programs.
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Pilot: A Software Engineering Case Study

Thomas R. Horsley and William C. Lynch

Xerox Corporation, Palo Alto, California

Abstract

Pilot is an operating system implemented in the strongly
typed language Mesa and produced in an environment
containing a number of sophisticated software engineering
and development tools. We report here on the strengths
and deficiencies of these toocls and techniques as observed
in the Pilot project. We report on the ways that these tools
have allowed a division of labor among several
programming teams, and we examine the problems
introduced within each different kind of development
programming activity (ie. source editing, compiling,
binding, integration, and testing).

Introduction

The purpose of this paper is t0 describe our experiences in
implementing an operating system called Pilot using a sofiware
engineering support system based on the strongly typed language
Mesa [Geschke er al. 1977. Mitchell er al. 1978], a distributed
network of personal computers [Metcalfe er al. 1976], and a filing
and indexing system on that network designed to coordinate the
activities of a score or more of programmers. In this paper we will
present a broad overview of our experience with this project, briefly
describing our successes and the next laver of problems and issues
engendered by this approach. Most of these new problems will not
be given a comprehensive discussion in this paper, as they are
interesting and challenging enough to deserve separate treatment

That the Mesa system, coupled with our mode of usage, enabled us
10 solve the organizational and communication problems usually
associated with a development team of a score of people. These
facilities allowed us to give stable and non-interactive direction to
the several sub-teams.

We developed and used a technique of incremental integration
W!’llch avoids the difficulties and schedule risk usually associated
with system integration and testing.

The use of a Program Secretary, not unlike Harlan Mills’ program
librarian. proved to be quite valuable, particularly in dealing with
situations where our tools had weaknesses. We showed the worth
of the program librarian tool. which helped coordinate the
substantial parallel activity we sustained: and we identified the need
for some additional tools, particularly tools for scheduling consistent
compilations and for controlling incremental integrations.

We determined that these additional tools require an integrated
data base wherein consistent and correct information about the
system as a whole can be found.

Background

Pilot is a medium-sized operating system designed and implemented
as a usable 100l rather than as an object lesson in operating system
design. Its construction was subjected to the fiscal, schedule, and
performance pressures normally associated with an industrial
enterprise.

Pilot is implemented in Mesa, a modular programming system. As
reported in [Mitchell er al, 1978], Mesa supports both definitions
and implementing modules (see below). Pilot is comprised of some
92 definitions modules and 79 implementation modules, with an
average module size of approximately 300 lines.

Pilot consists of tens of thousands of Mesa source lines: it was
implemented and released in a few months. The team responsible
for the development of Pilot necessarily consisted of a score of
people, of which at least a dozen contributed Mesa code to the final
result. The coordination of four separately managed sub-teams was
required.

There are a number of innovative features in Pilot, and it employs
some interesting operating system technology. However. the
structure of Pilot is not particularly relevant here and will be
reported in a series of papers to come [Redell er al, 1979],
[Lampson er al, 1979].

Development Environment and Tools

The hardware system supporting the development environment is
based on the Alto, 2 personal interactive computer [Lampson 1979],
[Boggs, et al 1979]. Each developer has his own personal machine,
leading t0 a potentially large amount of concurrent development
activity and the potential for a great degree of concurrent
development difficulty.  These personal computers are linked
together by means of an Ethernet multi-access communication
system [Metcalfe er al, 1976). As the Altos have limited disk
storage, a file server machine with hundreds of megabytes of
storage is also connected to the communications facility. Likewise.
high-speed printers are locally available via the same mechanism.
The accessing, indexing. and bookkeeping of the large number of
files in the project is a serious problem (see below). To deal with
this, a file indexing facility (librarian) is also available through the
communications- system. .

The Alto supports a number of significant wideranging software
tools (of which the Mesa system is just one) developed over a
period of years by various contributors. As one might imagine, the
level of integration of these tools is less than perfect, which led 10 a
number of difficulties and deficiencies in the Pilot project. Many
of these tools were constructed as separate, almost stand-alone
systems.
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The major software tools which we emploved are described below.

Mesa is a modular programming language [Geschke er al. 1977].
The Mesa system consists of a compiler for the language. a Mesa
binder for connecting the separately compiled modules, and an
interactive debugger for debugging the Mesa programs. Optionally.
a set of procedures called the Mesa run-time may be used as a base
upon which to build experimental systems.

The language defines two types of modules: definitions modules and
implemeniation modules. Both of these are compiled into binary
(object) form. A definitions module describes an interface 10 a
function by providing a bundle of procedure and data declarations
which can be referenced by client programs (clients). Declarations
are fully tvpe specified so that the compiler can carry out sirong
1ype checking between clients and implementation modules. The
relevant type information is supplied to the clients (and checked
against the implementations) by reading the object modules which
resulted from previous compilation(s) of the relevent definitions
module(s). The implementing modules contain the procedural
description of one or more of the functions defined in some
definitions module. Since an implementing module can be seen
only through some definitions module. a wide variety of
implementations and/or versions is possible without their being
functionally detectable by the clients. Thus Mesa enforces a form
of information hiding [Parnas. 1972}

The Mesa binder [Mitchell er al. 1978] defines another language.
called C/Mesa. which is capable of defining configurations. These
assemble a set of modules and/or sub-configurations into a new
conglomerate entity which has the characteristics of a single
module. Configurations may be nested and used to describe a tree
of modules. Configurations were used in the Pilot project as a
management (00l 10 precisely define the resultant output of a
contributing development sub-team.

Another software tool is the Librarian. It is designed specifically 1o
index and track the history of the thousands of files created during
the project. In addition 0 its indexing. tracking. and siatus
reporting functions. the Librarian is constructed to adjudicate the
frequent conflicts arising beiween programmers attempting (0 access
and update the same module.

Organization. Division, and Control of the Development Effort

The size of the Pilot development team (itself mandated by
schedule considerations) posed the usual organizational and
management chalienges. With 20 developers, a mulii-level
management structure was necessary despite the concomitant
human communication and coordination problems.

As described below. we chose to use the modularization power of
the Mesa sysiem 10 address these problems, rather than primarily
providing the capability for rapid interface change as reported in
[Mitchell. 1978]. The resultant methodology worked well for the
larger Pilot team. We believe that this methodology will
extrapolate to organizations at least another factor of five larger and
one management level deeper. A description and evaluation of this
methodology are the topics of this section.

Another aspect of our approach was the use of a single person
called the Program Secretary, a person not unlike the program
librarian described by Harlan Mills [Mills. 1970] in his chief
programmer team approach. As we shall describe, the Secretary
performed a number of functions which would have been very
difficult to distribute in our environmen:. This person allowed us to
control and make tolerable a number of problems, described below,
which for lack of time or insight we were not able to solve directly.

The Pilot Configuration Tree

We organized Pilot into a tree of configurations isomorphic to the
corresponding people tree of teams and sub-teams. The nodes of
the Pilot tree are C/Mesa configuration descriptions and the leaves
(at the bottom of the tree) are Mesa impiementation modules. B
strictly controlling the scope (see below) of interfaces (through use
of the facilities of the configuration language C/Mesa). different
branches of the tree were developed independenty.  The
configuration tree was three to four layers deep everywhere. The
top level configuration implements Pilot itself. Each node of the
next level down maps 1o each of the major Pilot development
teams, and the next lower level to sub-teams, At the lowest level.
the modules themselves were usually the responsibilin of one
person. This technique of dividing the labor in correspondence
with the configuration tree proved to be a viable management
technique and was supported effectively by Mesa,

Management Of Inierfaces

It quickly became apparent that the scope of an interface was an
important concept. It is important because it measures the number
of development teams that might be impacted by a change 1o that
interface.  The scope of an interface is defined as the least
configuration within which all clients of that interface are confined.
This configuration corresponds 1o the lowest C/Mesa source
module which does no: export the interface t0 a containing
configuration. Thus the scope of a module may be inferred from
the C/Mesa sources. The impact of a change t0 an interface is
confined to the development organization or team that corresponds
to the node which is the scope of the interface. Thus the scope
directly identifies the impacted organization and its sub-
organizations.

The higher the scope of an interface, the more rigorously it must be
(and was) controlled and the less frequently it was altered since
changes to high scope interfaces impact broader organizations.
Changing a high jevel interface was a management decision
requiring careful project planning and longer lead times, while a
lowest-level interface could be modified at the whim of the
(usually) individual developer responsible for it. In general,
changing an interface required project planning at the
organizational level corresponding to its scope. In particular,
misunderstandings beiween development sub-teams about interface
specifications were identified early at design time rather than being
discovered late at system integration time. Also obviated were
dependencies of one team on another team’'s volatile
implementation details. The result of all of this was 1) the
elimination of schedule slips during system integration by the
elimination of nasty interface incompatibility surprises and. even
stronger. 2) the reduction of system integration to0 a pro-forma
exercise by the (thus enabled) introduction of incremenial
integration (see below).

[Mitchell 1978] reported good success with changing Mesa interface
specifications. followed by corresponding revisions in the
implementing modules and a virtually bug-free re-integration.
While we also found this to be a valid and valuable technique for
low-level interfaces (the scope of which corresponded 10 a three-to-
five-person development sub-team), the project planning required to
change high-level interfaces affecting the entire body of developers
was obviously much greater as was the requirement for stability of
such interfaces. It should be noted that the experience reported by
[Mitchell 1978) refers to a team of less than a half dozen
developers.

Thus, we chose t0 use the precise interface definition capabilities
and strong type checking of the Mesa system differently for the
high-level interfaces than for the low-level ones. High-level



interfaces were changed only very reluctantly, and were frozen
several weeks prior 1o system integraton. This methodology served
t0 decouple one development team from another since each team
was assured that they would not be affected by the on going
implementation changes made by another developer. Each could
be dependent only on the shared definitions modules, and these
were controlled quite carefully and kept very stable [Lauer er al.
1976].

The Master Lisi

As the system grew. it became painfully obvious that we had no
single master description of what constituted the System. Instead
we had a number of overlapping descriptions, each of which had w0
be maintained independently.

One such description was the working: directory on the file server.
Its subdirectory structure was a representation of the Pilot tree.
Another description of this same tree was embodied in the librarian
data base which indexed the file server. Yet another description
was implicit in the C/Mesa configuration files. Early in the project
we found it necessary to create a set of command files for
compiling and binding the system from source: these files contained
still another description of the Pilot tree.

The addition of a module implied manually updating each of these
related files and data bases; it was a tedious and error prone
process. In fact. not until the end of the project were all of these
descriptions made consistent.

We never did effect a good solution to this problem. We dealt
with it in an ad hoc fashion by establishing a rudimentary data base
called the Master List. This data base was fundam: 2ntal in the sense
that all other descriptions and enumerations were required to
conform to it. A program was written to generate from the Master
List some of the above files and some of the required data base
changes.

A proper solution to this problem requires merging the various lists
into a single, coherent data base. This implies that each tool take
direction from such a data base and properly update the data base.
Since many of the tools were constructed apart from such a system.
they would all require’ modification. Thus the implementation of a
coherent and effective data base is a large task in our environment.

Incidentally, this problem was one of those controlled by our
Progr: m Secretary. [t is quite clear what chaos would have resulted
if th: updating of the numerous lists described above had not been
conczntrated in the hands of a single developer.

Pilot Update Cycie

In this section we will examine some of the interesting software
engineering aspects of the inner loop of Pilot development. This
inner loop occurs after design is complete and after a skeletal
system is in place. The typical event consists of making a
coordinated set of changes or additions t0 a small number of
modules.

In our environment, a set of modules is fetched from the working
directory on the file server to the disk on the developers personal
machine. Measures must be taken 10 ensure that no one changes
these modules without coordinating these modifications with the
other developers. Usually edits are made to the source modules:
the changed modules (and perhaps some others) are recompiled:
and a trial Pilot system is built by binding the new object modules
to older object modules and configurations. The resulting system is
then debugged and tested using the symbolic Mesa debugger and
test programs which have been fetched from the working directory.
When the system is operating again (usually a few days later). the

result is integrated with the current contents of the working
directory on the file server, and the changed modules are stored
back onto the working directory.

A number of interesting problems arise during this cyclic process:

Consistent Update Of Files

Pilot has been implemented in the context of a distributed
computing network. The master copies of the Mesa source modules
and object modules for Pilot are kept in directories on a file server
on the network. [n order 10 make a coordinated batch of changes
to a set of Pilot source files. the developer transfers the current
copies of the files from the file server to his local disk. edits.
compiles. integrates, and tests them. and then copies them back to
the' file server.

This simple process has a number or risks. Two developers could
ry 1o change the same file simulaneously. A developer could
forget 10 fetch the source. and he would then be editing an old
copy on his local disk. He could fewch the correct source but forget
to write the updated version back 1o the file server.

All of these risks were addressed (after the project had begun) by
the introduction of the program librarian server. This serer
indexes the files in the file server and adjudicares access to them via
a checkin/checkout mechanism. To guarantee consistency between
local and remote copies of files. it provides atomic operations for
“checkout and fetch the file” and "checkin and store the file”. In
the latter case. it also deletes the file from the local disk. thus
removing the possibility of changing it without having it checked
out (n.b. check-in is prevenied unless the developer has the module
currently checked out).

Consistent Compilation

Each Mesa object file is identified by its name and the time at
which it was created: it contains a list of the identifications of all
the other object modules used in its creation (e.g., the definitions
module it is implementing). The Mesa compiler will not compile a
module in the presence of definitions modules which are not
consistent, nor will the the binder bind a set of inconsistent object
modules. Consistent is loosely defined to mean that. in the set of
all object modules referenced directly or indirectly, there is no case
of more than one ersion of a particular object module. FEach
recompilation of a source module gencrates a new version.

For example. module A may use definitions modules B and C. and
definitions module B may also refer to C. 1t can easily happen that
we compile B using the original compilation of C. then we edit the
source for C “slightly" and recompile. -and then we attempt to
compile A using C (the new version) and using B (which utilized
the original version of C). The compiler has no way of knowing
whether the "slight” edit has created compatibility problems, so it
“plays safe” and announces a consistency error.

Thus, editing a source module implies that it recompile not only
itself. but also all of those modules which include either a direct or
an indirect reference to it. Correctly determining the list of
modules to be recompiled and an order in which they are 1o be
recompiled is the consistent compilation problem.

This "problem™ is, in fact, not a problem at all but rather an aid
enabled by the strong type checking of Mesa. In previous systems
the developer made the decision as to whether an incompatibility
had been introduced by a “slight” change. Subtle errors due to the
indirect implications of the change often manifested themselves
only during system integration or system testing. With Mesa,
recompilation is forced via the Mesa systems auditing and judging
the compatability of all such changes, thus eliminating this source
of subtle problems.

247



248

A consistent compilation order for a system (such as Pilot) having a
configuration tree can be determined largely by the following
analysis:

1) As a direct consequence of the consistency requirement. two
modules cannot reference each other, nor can any other cvclical
dependencies exist: otherwise the set cannot be compiled. This
imphies the existence of a well-defined order of compilation.

2) Pilot implementation modules mayv not refer 10 each other but
must refer only to definitions modules. Therefore only those
implementauon  modules which import recompiled definitions
modules need themselves be recompiled. Such implementation
modules are recompiled in any order after the recompilation of the
definitions  modules.

3) An individual definitions module can have compilation
dependencies only on modules having the same or a higher scope
(from the definition of scope). The proper compilation order for
definitions modules with different scopes is thus determined by the
C/Mesa configuration sources (compile the one with the higher
scope first). The Pilot tree of configurations thus imposes a global
and fairly restrictive partial ordering on the compilation order of
definitions  modules. The set of "difficult” compilation
dependencies are hence limited and localized to definitions modules
of the same scope and described in the same C/Mesa source
module.

4) By point 1) there exists a well-defined order of compilation
among interfaces possessing the same scope. The compilation order
of such sets of interfaces was determined at design time. and. as a
matter of policy. the interfaces were not often modified so as to
change this ordering.

As an aside. it is clear that it is possible to build a tool which. given
that a specified module has been changed. will examine the source
modules of the svstem. determine  which modules must be
recompiled. and give the order of their recompilation. This is a
Coancictont Comnilatinr Tanl A mractical concictent compilation 100}
need not be omniscient, and it could occasionally cause a module 10
be compiled when this was not really necessary. Our auempts to
build such a tool have been less than completely successful.

Consistent compilation and the design of associated 100ls is one of
those topics which requires a separate paper for a complete
treatment.

System  Building

As already mentioned. the nodes of the Pilot tree are C/Mesa
configuration descripuons.  Associated with each is an object
module built by binding all associated modules and configuratons
below the node in the Pilot tree. If a module changes. the system
is rebound bottom up through the tree. First. the changed module
is bound with its siblings in its parent configuration. Next. the
parent is bound with its siblings in its parent’s configuration. and so
on.

Since the binding must be done on the developers personal
computer and the object modules are stored in the file sernver. it is
necessary 1o fetch from the file server the object modules involved
in the binding and 1o store (after testing [see below]) the newly
bound replacements back onto the file server.

The process of fetching (from the file server) the correct siblings for
each level of binding is somewhat tedious and error prone. It was
not automated except by individual developers using command
files. Clearly this information should have been derived
automatically from the Master List or from the hypothesized data
base.

Each rebinding vields a new version of the object module. The
Mesa Binder enforces consistent binding by ensuring that only one
version of a module or sub-configuration is used either directly or
indirectly in a bind. This situatuon has a number of similarities 10
the consistent compilation issue. The subileties of consistent
binding also merit treatment in a separate paper.

Integration and Testing

A kev software engineering technique which we implemented for
the Pilot project was that of incremenial integration. This kept Pilot
integrated and tested in a state which was no more than a few days
behind the lead developers.

Each devecloper integrated and tested changes as he made them.
Bugs arose incrementally and were usually restricted to the last set
of changes: there was always a current working version of the
system. This technique was particularly useful in the early stages of
development. when the various teams were quite dependent on
what the other teams were doing (i.e., they needed new functions as
soon as they were implemented).

Substantial payoff was realized at the time of release. Final sysrems
integration and systems test proved 10 be almost trivial: essentially
no bugs showed up at this stage. (In many projects it is during this
phase that project failure occurs [often with no prior warning]). We
were also required to designate several system integrations as
internal releases. This provided a continuing sequence of
milestones by which progress could be measured.

Keyv to meeting this objective of incremental integration is the
requirement to maintain consisiency among the sources and objects
in the working directory on the file server. In this case consistent
means that the stored modules are consistently compiled and
consistently bound and that the resultant Pilor object module has
becn system tested using regression-test programs also stored
consistenth in this same working directon.

When the Pilot object module had been constructed as described
above. the test modules were feiched from the working directorn
and executed. Nothing was to be stored n the working directon
until these tests had been passed. We referred to this whole
process as incremenial integration. (It is intended that the update
performed in an incremental integration require oniy a small
amount of work. [i.e. a few man-days]).

The steps in storing a change to Pilot onto the working directory
were as follows: 1) test the change on a private version of Pilot in
one’s local enmvironment. 2) fetch the latest object modules from
the working directory, rebuild the system. and test again. 3) via the
librarian. acquire sole right 10 update the master copy. 4) again
fetch the latest object modules, rebuild the system and test.  5)
write the source and new object modules back onto the working
directory. 6) relinquish sole right to updatc the master copy of the
object modules via the librarian.

Steps 3-6 are. of course, necessary 10 resolve the "store race” which
sometimes results from two developers performing incremental
integratdons in paraiiel.  This procedure permits such parallel
incremental integrations provided that they are independent updates
and that the order in which they are performed matters not. Step
2) minimizes the time that the universal directory lock is held.
Note that if independent and parallel incremental integrations are.
in fact. taking place. the modules feiched at step 4) may veny well
be different than those feiched at step 2). Unless there is a subtle
interaction error between the changes of the two concurrent
incremental integrations, the test at step 4) will not fail

Whiie this procedure was effective in managing parallel incremental
integrations. its implementation was not ven satisfactory.  The



procedure was executed manually. introducing the potential for
error.  The ferching and storing were accomplished by command
files derived from the Master List rather than from an integrated
data base. This situation could be considerably improved by a tool
flexing off the appropriate data base. While the overhead of our
incremental integration procedure was considerable, the payoff
more than justified it

It should be pointed out that certain classes of changes could not be
made as small increments to the current version of Pilot. For
example, the changing of high-level interfaces usually had system
wide repercussions. These changes were coordinated via internal
releases (described below).

Releases

Internal Releases

Internal releases of Pilot were generated when major interface
changes were required and also periodically to serve as milestones
for the measurement of progress. Internal releases are also useful
10 assure the consistency of the source and object modules in the
directory. In our environment it is possible {through human error)
for the source and object modules to0 be inconsistent with each
other due to the lack of unique version identification (e.g., a
timestamp) in cach source module. (Source modules may be
updated and checked back in without being recompiled and
rebound.) Ultimately. the only way to guarantee that the sources
and objects are consistent is to recompile the source.

To make an internal release. the working directory was write-locked
and the system was brought 1o a guaranteed consistent state by
completely recompiling and rebuilding it from source files. The
working directory was then tested and finally backed-up to an
archive directory. This was all done by the Program Secretary
using command files generated from the Master List. Any
outstanding changes to high level interfaces were made and frozen
several weeks prior to the internal release.

External Releases

An external release is accomplished simply by moving a completed
internal release from the working directory to a public test
directory. Substantial testing must take place and documentation
must be created. At the completion of the testing period. the
release should be moved from the public test directory to the
proper public releasc directory.

The execution of this activity was another of the Program
Secretary’'s duties.

Forking

Forking is defined to be the creation of a copy of a system followed
by the development of that copy in a fashion inconsistent with the
continuing development of the original. This usually means that
there is at least one module in which changes must be made which
are incompatible between the two branch systems of the fork. We
forked at one point early in the develepment, and found it
sufficiently unmanagable that we did not uy it again. The extra
complexity of maintaining two development paths and the problems
of making parallel bug fixes were the major shoricomings of
forking. The software engineering procedures described in this
paper 0 not address the problems of forking.

File Management

All of these machinations create file and directory logistics
problems. In addition to the main working directory, we also have
a public test and a public release directory for the previous external
rglease. Additionally, each external release and each internal
release (four or five per external relcase) are captured on a
structured archive directory.

By the end of the project. there were 600 current versions of files
stored on just the working directory. This included almost 200
source files. their corresponding object files and symbols files (for
the symbolic Mesa Debugger). and a number of other files.
including about 150 associated with the test programs. With
snapshots of past releases of the system on the archive directory. the
actual number of online files approached 5000. The time spent
keeping this data base up to date and backed up was very
significant.  The Master List and command files generated
therefrom helped allesiate some of the logistics problems.

Conclusion

What is the upshot of all of this? In short, most of the
development environment and control concepts which we used
worked well. Of even more interest is the catalog of newly
discovered issues which are the ones now constraining our
performance. Our systems are never fast enough, particularly in
switching from one major task to another. Many tasks which we
perform manually cry out 1o be automated, to have their speed of
execution improved but, more important, 10 have their accuracy
increased. The automation of these tasks generally requires a much
more integrated data base than is easily constructed in concert with
our unintegrated tools.

Successes

What worked really well?  The configuration and interface
definition capabilities of the Mesa language, the C/Mesa
configuration language. and the Mesa Binder worked spectacularly
well in allowing us to divide. organize and control our development
effort. Such facilities are clearly a must in any modern systems
language and implementation.

The important notion of the scope of an interface and the concept
of grading and controlling the volatility of each interface according
to its scope gave the project the appropriate amount of stability at
each organizational level. This stability in turn was one of the
enabling factors for incremental integration.

The Program Secretary was clearly a vital post in this scheme. He
was instrumental in maintaining the structure and consistency of the
Master List, the directories. and the many command files. He was
also the prime mover in the execution of both internal and external
releases. We do have some vague suspicions, however. that the
Program Secretary’s main value was in carrying the integrated data
base in his head, as we had no automated mechanism for doing so.
Ceruainly the implementation of an effective and integrated data
base (of which the Master List would be a part) would reduce his
duties considerably.

The program librarian proved its worth in dealing with the problem
of updating the working directory consistently. Since this tool was
introduced slightly after the beginning of the Pilot project. its
impact was clearly observable. It was an important facility in the
implementation of the incremental integration technique.
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Last. the incremental integration technique itself. despite its largely
manual implementation. was quite successful. particularly from the
point of view of avoiding a monolithic system integration and test
just before a scheduled release.

Deficiencies

With respect to our development environment, the relative
autonomy of each of our tools reflected itself in our inability to
achieve an integrated data base which would control the tools in a
consistent way. It also manifested itself in the relative slowness of
the svstem in switching from one tool to another. Something as
elementary as switching from the compiler to the editor requires a
fraction of a minute. This slowness raises the cost of the update
cycle and effectively imposes a minimum size on a change. The
resulting increased batching of changes iends to make the process
more erTor prone.

Maintaining and updating the librarian and Master List data bases
was a tedious error-prone operation. In thesc cases the tools are in
a relatively early stage. and not all of the improvements possible to
the user interaction have yet been made.

A strong requirement for some additional tools has been
established. The requirement for a Consistent Compilation Tool
(for determining the modules to recompile and the order of
recompilation) was proposed quite some time ago by members of
our staff (not participants in the Pilot project), but the necessity for
such a tool was not generally accepted at that time; the requirement
for a Consistent Compilation Tool is now quite clear. As a result
of the Pilot experience. The requirement for 2 Consistent Binding
Tool has been also now established. whereas before the Pilot project
this was not a particularly visible requirement. A third addition
which would have a large positive impact is a tool for controlling
and automating the incremental integration process.

The design and implementation of such tools constitutes a major
effort in itself. Central to any solution is an integrated data base.
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The Impact of Mesa on System Design

Hugh C. Lauer and Edwin H. Satterthwaite

Xerox Corporation, Palo Alto, California

Abstract

The Mesa programming language supports program
modularity in ways that permit subsystems to be developed
separately but to be bound together with complete type
safety. Separate and explicit interface definitions provide
an effective means of communication, both between
programs and between programmers. A configuration
language describes the organization of a system and
controls the scopes of interfaces. These facilities have had
a profound impact on the way we design systems and
organize development projects. This paper reports our
recent experience with Mesa, particularly its use in the
development of an operating system. It illustrates
techniques for designing interfaces, for using the interface
language as a specification language. and for organizing a
system to achieve the practical penefits of program
modularity without sacrificing strict type-checking.

Mesa is a programming language designed for system
implementation. It is used within the Xerox Corporation both by
research laboratories as a vehicle for experiments and by
development organizations for ‘production” programming. Some of
our initial experience with Mesa was reported previously [Geschke
et al. 1977]. Since that time. the language has evolved in several
directions and has acquired a larger and more diverse community
of users. That community has accumulated a substantial amount of
experience in using Mesa to design and implement large systems, a
number of which are now operational. It has become increasingly
clear that the value of Mesa extends far beyond its enforcement of
type-safety within individual programs. It has profoundly affected
the ways we think about system design, organize development
projects, and communicate our ideas about the systems we build.

This paper reports some of our recent experience with Mesa. It is
based primarily upon the development of one particular
system—what we refer 1o as the Pilot operating system—for a small,
personal computer. We also draw upon the lessons learned from
other systems. These represent a non-trivial amount of
programming; a survey of just the authors' immediate colleagues at
the end of 1978 uncovered several hundred thousand lines of stable,
operational Mesa code. Pilot itself is a ‘second generation® client of
Mesa. It is the first major system to take advantage of explicit
interface and configuration descriptions (discussed below) in its
original design. In addition. its designers were able 10 make careful
assessments of earlier systems to discover both the benefits and
pitfalls of using Mesa. As a result, we were able 10 profit from, as
well as add to, the accumulated ‘institutional learning’ about the
practical problems of developing large systems in Mesa.

The purpose of this paper is to communicate those lessons, which
deserve more emphasis and discussion than they have received to
date in the literature. We concentrate upon the impact and
adequacy of the Mesa programming language and its influence
upon system design; a companion paper [Horsley and Lynch, 1979]

focuses upon organizational and management issues. This paper
contains three main sections. First, the facilities provided by Mesa
for supporting the development and organization of modular
programs are discussed. In the second section. we describe the role
played by the Mesa interface and configuration languages in system
design, particularly from the perspective of Pilot. The final section
is a qualitative assessment of the adequacy of Mesa as a system
implementation language.

Context

Mesa is both a language and a system. The Mesa language
[Mitchell er al, 1979] features strict type-checking much like that of
PascaL [Wirth, 1971] or EUCLID {Lampson et al, 1977), with similar
advantages and disadvantages. In particular. the type-checking
moves a substantial amount of debugging from run-time to
compile-time. Much has been written on this subject; our views
and design decisions have changed little since our earlier report
[Geschke et al, 1977). The type system of Mesa pervades all other
aspects of the language and system. The latter consists of a
compiler, a binder. a source language debugger. and a number of
other tools and utilities. The system has been implemented on
machines that can be microprogrammed at the register transfer
level: thus we have also been able 10 design and implement a
machine architecture specifically tailored t0 Mesa.

The Pilot operating system upon which this report is based is
programmed entirely in Mesa, as are all of its clients. In addition
to providing the usual set of operating-system facilities, Pilot.
implements all of the run-time machinery needed to support the
execution of Mesa programs, including itself. The clients are
assumed to be friendly and cooperating, not hostile or malicious.
Since no debugging takes place on machines that are simultaneously
supporting other -users, no attempt has been made to provide a
strong protection mechanism; instead the goal has been to minimize
the likelihood of uncontrolled damage due to residual errors. Pilot
was designed and implemented by a core group of six people, with
important contributions by members of other groups in specialized
areas. By late 1978, the total system consisted of approximately
twenty-five thousand lines of Mesa code.

Modularity in Mesa

Svstems built in Mesa are collections of modules. The general
structure of a Mesa module is described in [Geschke ef al, 1977]. A
module declaration defines a data structure cOnsisung of a
collection of variables and a set of procedures with access 10 those
variables. In form, a module resembles an ALGOL procedure or
SIMULA class. Although the Mesa language enforces no particular
style of module usage, a de facto standa(d has evo}ved. An instance
of a module typically manages a collection of objects. Each object
contains information characterizing its own state. The module
instance provides a set of procedures 1o create, operate upon, apd
destroy the objects; it contains any data shared by the entire
collection (e.g., a table of allocated resources) and perhaps some
initialization code also.
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Modules communicate with each other via interfaces. A module
may impor! an interface, in which case it may use facilities defined
in that interface and implemented in other modules. We call the
importer a client of the interface. A module may also export an
interface, in which case it makes its own facilities available to other
modules as defined by that interface. Modules and interfaces
provide a basis for separate compilation. In the current version of
Mesa, they must in fact be compiled separately; there is no
provision for nesting modules within a single compilation unit
Instead a collection of modules is bound together into a
configuration by the Mesa binder. this causes all imported interfaces
0 be connected to corresponding exported interfaces.

This section contains a brief, simplified description of Mesa
interface definitions and of the configuration description language.
At the end of the section is a note on the consistent compilation
requirement. a constraint that has an important impact on the style
and organization of any large system programmed in Mesa.

Interfaces

An interface consists of a sequence of declarations and is defined
by a separate compilation unit called a DEFINITIONS module. An
interface definition can be partitioned into two parts. either of
which may be empty. A siatic part declares types and constants
that are 10 be shared between client and implementor. Such
interface components have values that are completely specified in
the interface definition and can be used by any module with access
to that definition. The operations part defines the operations
available to clients importing the interface. In general. the
operatons are defined in terms of procedures and signals
(dynamically bound unique names. used primarily for exception
handling). Only the names and types of operations (including the
types of their arguments) are specified in the interface, not their
implementations. The operations part of an interface implicitly
declares a record type with procedure- and signal-valued fields. We
call this an interface record.

Figures 1a and 1b are excerpts from the definition of a hypothetical
Channel interface. They illustrate the declarations typically found
in the static and operations parts respectively. Note that each
operation is defined 1o accept or return a Handle. Only this type
(and its distinguished value nullHandle) are of interest to clients.
The type Object is defined within Channel because it is required
for the declaration of Handle: the attribute PRIVATE hides the
definition of Object from clients of the interface.

A module that uses an interface is said to imporr an instance of the
corresponding interface record. Every module lists the interfaces
that it imports. In essence, the importer is parametrized with
respect 10 these interfaces. The compiler reads (the compiled
version of) each of the imported modules and obtains all of the
information necessary 10 compiie the importing module. No
knowledge about any implementors of the interfaces is required,
but the types and parameters of all references to an interface are
fully checked at compile time. The compiler also allocates space in
the object program for (the required components of) the imported
interface records but does not initialize that space.

Similarly, a module that implements an interface is said 10 export it.
Such a module contains procedure and/or signal declarations, each
with the PUBLIC attribute, for the procedures and/or signals defined
in the interface. The compiler ensures that the types in the
exporter are assignment compatible with the corresponding fields of
the interface record and thus with the types expected by importers
of the interface. In essence, instantiation of an exporter yields an
instance of the exported interface record in which procedure and
signal descriptors have been assigned to the fields. Figure lc
suggests the form of a module that exports Channel. In this
example, Channelimplementation imports another interface,
Device, so that it can use operations defined there.

The Mesa binder collects exported interface records and assigns
their values to the corresponding interface records of the importers.
The rules for collection and assignment are expressed in a
configuration description language. which is discussed below.

The Mesa approach to interfaces has several important advantages:

Once an interface has been agreed upon. construction of the
importer and exporter can proceed independently. In
particular, interfaces and implementations are decoupled.
Not only is information better hidden. but minor
programming bugs can be fixed in exporting modules without
invalidating a previously established interface and without
sacrificing full type-checking across module boundaries.

In large projects, interface specifications are units of
communication among design and programming groups (see
below under [Interfaces and Specifications).

Interfaces partition the name space and effectively reduce the
number of global names that must be kept distinct within a
project.

Interfaces enforce consistency in the connections among
modules. The operations upon a class of objects are collected
into a single interface. not defined individually and in
potentially incompatible ways. An earlier binding scheme.
using component-by-component connection. could for
example obtain Allocate from one module and Free from an
entirely unrelated one.

Nearly all of the work required for the type-checking of
interfaces is done by the compiler.

Object: PRIVATETYPE = RECORD[...];
Handle: TYPE = POINTER TO Channel.Object;
nuliHandle: Chennei.Handle = NIL;

Figure 1a

Create: PROCEDURE [a: arguments] RETURNS [h:
Channel.Handle];

Operation: PROCEDURE [h: Channel.Handle, a:
arguments];

Figure 1b

Channellmplementation: PROGRAM IMPORTS Device
EXPORTS Channel =

BEGIN

Create: PUBLIC PROCEDURE [a: arguments]
RETURNS [h: Channel.Handle] =

BEGIN

END; o

Operation: PUBLIC PROCEDURE [h: Channel.Handle,
a: arguments] =

BEGIN

END;

END.

- Figure 1c



This approach should be contrasted with the alternatives. Interfaces
in typical assembly-language programming are defined implicitly by
attributes attached to symbols scattered through the text of the
implementors. The associated binders (linkage editors) and loaders
do no type checking ard impose little structure on the use of
names.  Implementations of higher-level languages that are
constrained to use the same binders seldom do any better, even
when they offer strict intra-module type-checking. We believe that
the 1ype-checking of interfaces is the most important application of
the type machinery of Mesa. In a few PASCAL derivatives (see, for
example. [Kieburtz et a/, 1978]), inter-module type-checking is
provided by a special binder, but interfaces are still defined
implicitly.

If. importers and exporters refer to inconsistent versions of an
interface. the type-checking scheme used by Mesa will fail. The
following rather conservative approach has therefore been adopted
10 guarantee consistency. Whenever a DEFINITIONS module is
compiled, the compiler generates a unique internal name for the
interface (essentiallv a time stamp). Interfaces are ‘the same’ for the
purposes of binding only if they have the same internal name. This
rule is an extension of Mesa's equivalence rule for record types (see
[Geschke e al. 1977] for further discussion). The compiler places
the unique name of the interface in the object code generated for
any importer or exporter compiled using that interface. [t is this
internal name that is used by the binder to maich interfaces. Thus
the binder checks that each interface is used in the same version by
every importer and exporter.

This strategy has profound effects on the organization and
management of large systems. [t guarantees complete type-safety
and consistency among all modules in a system communicating via
a particular interface. On the other hand. it introduces both direct
and indirect dependencies among modules to the level of exact
versions; establishing consistency can require a great deal of
recompilation.  Subsequent sections discuss these issues.

Configurations and Binding

Mesa provides a separate configuration description language.
C/Mesa. for specifying how separately compiled modules are 10 be
bound together w0 form configurations. In the simple cases
considered here, configuration descriptions are just lists of modules
and (sub)configurations. These descriptions can be nested,
however: and the nesting implicitly determines the scope of an
interface according t0 the following rules:

A component of a configuration (i.e. a module or ‘sub-
configuration’ named within the configuration descripton)
may import an interface if and only if that interface is either
imported by the configuration itself or is exported by some
compenent of that configuration.

A configuration may export an interface only if it is exported
by one of its components.

The Mesa configuration language is. in fact. more general than this:
it has many of the attributes of a ‘module interconnection language’
as defined by [DeRemer and Kron, 1976]. C/Mesa provides such
features as multiple, named instances of interfaces, the assignment
of specific instances to specific importers, and the joint or shared
implementation of an interface by more than one module. This
generality is little used by Pilot and is not discussed here.

A complete system is represented by a hierarchy of configuration
descriptions. The scope rules for interfaces permit an interface to
be confined to, or excluded from, any given branch of the
hierarchy. This can best be illustrated by an example. Let A, B,
C. ... be interfaces, and let U, V, W, X, . .. be modules that
import and export them as indicated in the comments. Consider
the following three C/Mesa configuration descriptions:

Config1: CONFIGURATION

IMPORTS A
EXPORTS B =
BEGIN
U; --imports A, C
V; --exports B, C
END.

Config2: CONFIGURATION

IMPORTS B =
BEGIN
w; --imports B. exports C
X; --imports B, C
END.

Config3: CONFIGURATION
IMPORTS A =
BEGIN
Config1;
Config2;
END.

These coufiguration descriptions guarantee the following properties
of the interfaces (among others):

The scope of interface € in Configl is just that
configuration; that is, this instance of C is known to all
components of Config1 but 10 no component outside it
Every component of Config1 which imports C will be
bound to the same implementation, the one provided by V.
The interface C in Config2 is entirely independent of the
interface € in Config1. Whether these two interfaces are
different instances of the same interface definition does not
matier: ey do notl represeni the same implementation. All
components of Config2 that import C are bound 10 the
implementation in W, not V.

Interface A is imported into Config3 (from some vet-10-be-
specified. larger configuration). but ii is imported only into
the branch of the hierarchy represente<} by Config1. Thus
no component of Config2 may import A, even though it is
known at a higher level in the hierarchy.

The scope rules for configurations provide a powerful tool for
controlling the interactions among different parts of ths system.
Individual subgroups of the development team can define their own
interfaces for their own purposes without involving larger usits,
without having to cope with unexpected calls from unrelated pa:i
of the system. and without having any naming conflicts. Similarly:
the organization of the whole system is subject to scrutiny. and a//
interfaces between different parts of the system are fully exposed.
No private, undocumented interfaces between low-level components
in unrelated branches of the configuration hierarchy can exist.

Pilot makes extensive use of nested configurations to limit the
scopes of interfaces. The configuration descriptions are organized
as a four-level hierarchy. The highest level exports just the ‘public’
interfaces defined in the Functional Specification (see below). At
the next level are the major internal interfaces, used for
communication among the major subsystems of Pilot—e.g.,
input/output. memory management. etc. = At lower levels are the
interfaces that provide communication within a subsystem. At each
level. the interfaces are defined and managed by the group or
individual responsible for that configuration. This has been an
important factor in keeping the logistics of the project manageable
and its schedule reasonable.

Consistent Compilation

When one module is referenced during the course of compiling
another. a compilation dependency is established. This dependency
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imposes a partial ordering on a collection of modules. If one
module is changed and recompiled, all those that follow it in the
ordering must also be recompiled before the collection is again
consistent. It is seldom possible 10 bind a system together so long
as any inconsistencies remain. An example illustrates the problem.
Let A be an interface between modules U and V. If some change
is required in A. it is a relatively simple matter to recompile first A
and then U and V. These three are then consistent with each other
and may be correctly bound together. If only U or only V were
recompiled, the binder would report an error. Suppose. however,
that interface B uses a type defined in A. say as the type of an
object pointed to by a field of a record. Suppose further that
modules X and Y communicate using B. If X also references A,
any attempt to recompile X will fail until B is recompiled; then
consistent binding requires recompilation of Y also. Thus Y has an
indirect compilation dependency on A. Whenever A is recompiled.
B. X. and Y must be also.

If the number of modules and interfaces in a system is large and if
interfaces are evolving. ensuring this stricthy-checked consistency
becomes a major logistic problem for the project manager. The
practical effect of this consistent compilation requirement is to force
system designers to pay very close attention to when and how
modules are updated. Without careful planning and system design.
small changes 10 one or a few interfaces can trigger a recompilation
of an entire system. For small systems this is not significant, but
for larger projects it is a headache: and it sacrifices many of the
operational benefits of modularity. All members of the project
must bring their work into phase and ‘check in’ their outstanding
modules. These must then be recompiled in a sequence consistent
with the partial order.

In our experience. such a universal recompilation effort nearly
alwavs reveals newly introduced inconsistencies ard interactions
among modules. These must be resolved immediately to allow the
recompilation and rebinding to proceed. In the development of
Pilot. the recompilation effort took more than a week the first time
it was tried; this eventually converged to one-and-one-half or two
days once the logistics were debugged. Note that this period is one
of enforced inactivity ameng the members of the project—ie., they
are not able to continue the coding and development of the system
being integrated. (Because of the hierarchical structure of Pilot.
universal recompilations were rare. In most cases. only the
components of one of the nested configurations needed to be
recompiled. requiring much less time and effort and affecting fewer

people.)

The enforcement of consistent ‘compilation is a result of Mesa's
strict type- and version-checking at the module fevel. We have
found that a utlity program capable of computing the partal
ordering and scheduling the required compilations is of great help
in dealing with consistent compilation.  Three more drastic
alternatives can be imagined:

First. compatibility of interfaces might be defined recursively
in terms of component-by-component compatibility of types
and values. This not only involves the binder in much more
elaborate type checking but also requires access 0 large
symbol tables during binding. Previous use of this scheme in
Mesa demonstrated that it had unacceptable performance and
iniroduced a different set of operational problems.

Second. the compiler and binder could be more
discriminating and enforce recompilation of B. X. and Y only
when they are actually affected by the changes made to A.
So far, attempts 0 do this in ways that do not reduce 10 the
first alternative have not been very successful.

Finally, the onus could be placed on the programmer 0
recompile B, X, and Y when required. This, however,
sacrifices the type-safeness of the Mesa language in one of
the places where it is most required: at the interface between
two modules. Failure to recompile at the appropriate times
will result in a discrepancy between those modules rhat is not
apparent in any source texi. (In fact, one early version of

Mesa used ‘unique’ names that were incorrectly computed
and were not always unique. We found that debugging in
the presence of undetected version mismatches was extremely
tedious and frustrating.)

The universal recompilation effort is, in effect, the root of a
software release policy. Observe that the clients of Pilot itself must
be recompiled whenever the external interfaces (those exported by
Pilot) are recompiled. This, of course, can be very time-consuming
and costly. Therefore, new releases of sysitem software—i.e., new
versions with updated interfaces—must be carefully planned and
must not be undertaken lightly. ‘Maintenance’ releases. on the
other hand, involve updates only to program modules or strictly
internal interfaces. These releases can be absorbed very easily by
clients at will and at the cost of a few seconds’ or minutes’ binding.

While consistent compilation is a logistic problem for the project
manager, it can also be a programming benefit. Sometimes it
becomes necessary 1o change an interface, e.g., to change the
representation of a shared type or to repartition functions within a
system. When this occurs. the type- and version-checking done by
the compiler and binder will detect all references to that interface
and will expose ail parts of the system that must be modified to
accommodate the change. The experience of many projects in Mesa
is ,that once a previously running system has been successfully
recompiled and rebound following changes 10 its internal or external
interfaces. it will immediately run with the same reliability as before.
The correct use of strict interface checking is not always obvious.
but it must be mastered if the potential benefits are 10 be obtained.
(This parallels our experience with intra-module type checking.)

Programming in the Interface Language of Mesa

Designing interfaces and reducing them to Mesa DEFINITIONS
modules are as much acts of programming as designing algorithms
and reducing. them 10 executable code. In Mesa. interfaces are noi
derived ex post facto from the compiled modules constituting a
system.  Most of the earlv ‘programming’ of Pilot was in fact
interface programming. and one member of the design team was
recognized as the ‘interface programmer.” This was a senior
member of the group who had the responsibility of ensuring that all
interfaces were complete, were consistent with each other, and
conformed 1o project standards.

The notion of an interface programmer did not exist a priori but
arose from the methods used in the specification and design of
Pilot. The original assignment of the interface programmer was (0
act as editor of the Functional Specification. a document describing
the external characteristics of the Pilot operating system. However.
it soon became apparent that Mesa text was an inherent part of this

specification. In addition. while each of the designers contributed
an interface and.draft specification that was satisfactory for the area
of his responsibility. the collection of these had 10 be imegrated
into a coherent whole. Thus. the editing task evolved into one
resembling programming. The first part of this section illustrates
the specification method and the use of the Mesa interface language
for defining the external characteristics. of Pilot.

One of the most imporiani tesponsibilities of the interface
programmer was (0 ensure that there were no compilation
dependencies between client programs and internal details of Pilot.
This is not as easy as it sounds, and we had suffered some bitter
experience in previous systems that failed to do this. In one case. a
field of a record representing a low-level data structure was
accidentally omitted in some code shared between Pilot and the
Mesa system itself. The omission did not affect the operation of
the Mesa system and was discovered only after most of the testing
of a new release of that system had been completed.
Unfortunately. the DEFINITIONS module in which- the record was
located was near the root of the tree of compilation dependencies
and, because of schedule commitments, could not be corrected prior
to release. As a consequence, all versions of Pilot built on that



release of Mesa had 10 avoid using a fundamental feature of the
system architecture.  Considerable pains were taken in the
subsequent design of the Pilot interfaces to avoid this kind of
problem. The second part of this section describes a language
feature that reduces the number of such undesirable interactions.

The third part of this section describes how the explicit and strictly
checked interfaces of Mesa permitted the functional simulation of
Pilot using an older operating system. Contrary to our expectations
and previous experience in operating-system design, the conversion
of the client programs from the simulated system to the real one
was painless.

Interfuces and Specifications

The interface language of Mesa served as the nucleus of the
functional specification of the Pilot operating system.  This
provided a means for defining the scope and character of the
system, for documenting it for clients and potential clients, and for
focusing the programming effort.

In this particular project. two versions of a Functional Specification
document were prepared before coding began. The first of these
was the culmination of a long study in which the general nature of
the system. its goals, and its requirements were identified. This first
version of the Functional Specification was circulated, and detailed
design of the system was begun. Approximately six months later,
the second version of the Functional Specification was prepared. It
incorporated changes and refinements resulting from the design
effort and from comments by the client organizations. Following
this, Pilot was coded and tested for a period of approximately six
months. Finally, the Functional Specification was edited to make
minor changes and distributed as a programmer’s reference manual.

The external specification of Pilot at the functional level is
essentially a specification of its public interfaces—i.e.. of the types
and constants defined by the system. of the procedures that clients
can call, and of the signals representing error conditions detected by
the system. These interfaces consist of approximately a dozen
DEFINITIONS modules representing the major functional areas of the
system. They are named according to function, e.g.. File and
Volume to describe the file storage system. Space to describe
memory management. ec.

Figure 2 illustrates two fragments of the Functional Specification for
the File interface. The two parts of the figure illustrate,
respectively, the definition of the notion of file capabilities in this

A Frile.Capability is an encapsulation of a Fite.ID. along with a set
of permissions. and is used 10 represent the right to perform a
specific set of operatons on a specific file or volume.

File.Capability: TYPE = PRIVATE RECORD [
fID: Fite.ID, permissions: File.Permissions];

File.Permissions: TYPE = SET OF {read, write, grow,
shrink, delete};

File.nullCapability: File.Capability = [fID: File.nulliD,
permissions: {}];

Note:  Capabilities are redundant specifications of intent, not
“ironclad” vehicles for protection. If a client program
conscientiously limits the permissions in its capabilities to
those it expects to use, it will reduce its chances of
accidentally destroying its own data in case of minor
hardware or software malfunctions.

Figure 2a

system and the operation for creating files. File capabilities are
simply and conveniently described in terms of the type File.iD
(described earlier in the Functional Specification). The null value
of a file capability is also defined at this point in terms of
Fite.nullID, a previously defined null value of File.ID, and the
empty set. Figure 2a contains all of the information about file
capabilities needed by a Mesa programmer designing a client of
Pilot, and it illustrates the self-documenting nature of high-level
languages such as Mesa.

In Figure 2b, the file creation operation is defined.  First,
definitions of the procedure and associated error signals are
presented as they appear in the interface (note that the Create
operation defined in the File interface can cause signals defined in
the Volume interface to be raised). Following this is a narrative
describing the function of the Create operation and the error
responses that' can occur. The inital state of the file is fully
defined (including values of attributes defined elsewhere in the
Functional Specification). The type attribute of the file is defined
in conjunction with Create and consists of a CARDINAL (i.e.. non-
negative integer) encapsulated in a record (to create a unique type).

When the Funciional Specification was completed, the Mesa text
was extracted using a text editor, embedded in a prototype
DEFINITIONS module and compiled. This revealed a host of minor
errors and several circularities.  Several omissions were also
detected. indicating that the document was incomplete in these
respects. These, of course, were corrected both in the interfaces
and in the document. The result was twofold: First, the interfaces
compiled from the document became the ‘official’ versions and
were used in the implementation. Second, we had confidence that
we had adequately documented the whole system as an integral part
of its development, in advance and not as a last-minute chore.

File.Create: PROCEDURE [volume: volume.1D, initialSize:
File.PageCount,
type: File.Type] RETURNS [file: File.Capability];

File.Error: ERROR [type: File.ErrorType];

File.ErrorType: TYPE = {reservedType, ... };

volume.InsufficientSpace: ERROR;

Volume.Unknown: ERROR [volume: volume.1D];
The Create operation creates a new file on the specified volume.
The operation returns a Fite.Capability (with all permissions) for
the new file. If volume does not name a volume known to Pilot,
Volume.Unknown is signaled. The signal
volume.InsufficientSpace is generated if there is not enough
space on the volume to contain the file. The file initially contains

the number of pages specified by initialSize (filled with zeros) and
has the following other autributes (see §5.2.5):

type = type parameter 0 Create
immutable = FALSE
temporary = TRUE

The type auribute of the file is a tag provided by Pilot for the use
of higher level software. . . .

File.Type: TYPE = RECORD [CARDINAL];

The type of a file is set at the time it is created and may not be
changed. . . .

Create may signal Frile.Error[reservedType] if iis type
argument is one of a set of values reserved by the Pilot file
implementation.

Figure 2b
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From the Pilot experience, we conclude that the combination of
Mesa and English in the style we have described is an effective
specification tool. There is no formal or mechanical verification
method to ensure or ‘prove’ that the resulting system satisfies the
specifications. Nevertheless, our experience has been that human
‘verification” is tractable; i.e., the redundancy in this description
plus ordinary debugging and testing techniques are sufficient to
convince us that the operating system meets its specifications with a
reasonable degree of reliability. There were very few cases in
which the specifications were misinterpreted or interpreted
differently by different people.

A Note on Exporting Types

At the time Pilot was developed., Mesa did not permit modules to
export types, only procedures and signals. Constants and types
could, of course, be declared in interfaces. but these were known at
compile-time t0 both the importers and the exporters of the
interfaces. Unlike procedures and signals, types 10 be used by one
module could not be bound at some later time to types defined by
implementation modules elsewhere. Thus every module using
instances of a type had to be compiled in an environment in which
that type was completely defined, even if the compilation actually
required no knowledge of the internal structure- of the type.

This restriction introduced unreasonable compilation dependencies
between implementation details and the external interfaces of Pilot.
‘This is partly a result of the ‘object’ style of programming.
Consider, for example, the specification of the Channel interface
introduced previously. The desired interface must provide the type
Channei.Handle (10 be used by Pilot w0 identify objects describing
channels) and a number of operations. such as Channel.Create,
requiring handles as arguments or returning them as results.
Figures la and 1b suggest the obvious mapping of these
requirements into a Mesa DEFINITIONS module,

While Figure 1 shows the most type-safe way to define a
Channel.Handle, that interface has a serious operational
shoricoming. A client program is not concerned with the actual
values of Channel.Handle: it only stores them and passes them as
parameters. The implementation might use a pointer, an array
index. or some other kind of token to represent a Channel.Handle.
In particular, the implementor should be free 1w change its
representation without impacting Channel clients (i.e.. without
forcing them to be recompiled). Unfortunately, the definition in
Figure 1 requires a commitment to the representation of not only
Channel.Handle but also Channel.Object at the time the interface
is defined. The.only flexibility retained by the implementor is in
the algorithms and data  structures hidden  within
Channelimplementation. Thus, fixing bugs and improving the
system behavior must be confined to major releases of Pilot, at
which time it is expected that all cliems will, at least, be
recompiled.

Clients also suffer in this approach. Because the representation of
the Channel.Object is clearly exposed in the interface (even
though it is marked PRIVATE), the client programmer is tempted to
make unwarranted assumptions about the properties of the objects.
Indeed, he can even reference objects directly (using a very simple
breach of the type system subject only to administrative control),
rather than via the exported procedures of the interface. If the
implementation of channels is changed in a subsequent release of
Pilot, the client program must be revised, not just recompiled.

In Pilot, introducing implementation details into public interfaces
was avoided by carefully placed breaches of the type system. The
Mesa version of the Channel specification was defined as shown
in Figure 3. The declaration in Figure 32 defines Channel.Handle
to be a unique record type occupving one word of storage. This
change has no effect on clients of the interface (see Figure 3b) and
does not sacrifice type-checking of channel handles within clients.
The actual representation of the Channel.Handle is defined in the

implementation module as suggested by Figure 3¢. where the
LOOPHOLE construct changes the type of its first argument to its
second argument, with no change in representation.

Note that the implementation module can be recompiled whenever
necessary and rebound to the rest of the system without affecting
any interfaces. In particular, the implementation details of the
embedded types Object and InternalHandie (except the latter's
size) can be changed at will. The type InternalHandle is bound
at compile time to the current version of Object, but the type
Channel.Handle is constant for the life of the interface.

This need to breach the type system 10 minimize compilation
dependencies has suggested an improvement to the Mesa language.
namely, the exporting of types. To do this, we replace the
declaration of Channel.Handle in Figure 3a by:

Handle: TYPE WITH S1ZE [POINTER];

This defines Channel.Handle 10 be a type that will be bound at a
later time. The size, if specified, grants to an importer the right to
use the declaration and assignment operations for that type. An
implementation module then exports the type in exactly the same
way it exports procedures—by declaring a PUBLIC type with the
required name. The compiler checks that the representation of the

Handle: TYPE = PRIVATE RECORD[UNSPECIFIED];

Figure 3a

Create: PROCEDURE [a: arguments] RETURNS [h:
Channel.Handle];

Operation: PROCEDURE [h: Channel.Handle, a:
arguments];

Figure 3b

Channellmpiementation: PROGRAM IMPORTS Device
EXPORTS Channel =

BEGIN
Object: TYPE = RECORD [...];
internalHandle: TYPE = POINTERTO Object;

Create: PUBLIC PROCEDURE [a: arguments]
RETURNS [h: Channel.Handle] =
BEGIN
h1: InternalHandie;

hte...;

h « LOOPHOLE[h1, Chennel.Handle];
END;

Operation: PUBLIC PROCEDURE [h: Channel.Handle,
a: arguments] =

BEGIN
h1: InternalHandie = LOOPHOLE[h,
InternalHandle];
END;' o
END.
Figure 3¢



exported type is consistent with the specified size. In Figure 3c. the
declaration of InternalHandle is replaced by:

Handle: PUBLICTYPE = POINTERTO Object;

references 10 h1 are replaced by references to h, and the
assignments using LOOPHOLEs are removed. Breaches of the
type system are no longer required in the source code. Clients of
Channel are unaffected. The binder checks that each exported
tvpe is exported by precisely one implementing module and that
therefore all modules of a configuration refer to the same type.
The only information that needs to be known about the type when
the interface is designed or a client is compiled is the size of the
representation of that type. Note that an exported type does not
have a run-time representation that is available to clients; only the
exporter can have any knowledge of the internal structure of that
type.

Functional Simulation of the Pilot Operating System

A side effect of the explicit definition of interfaces in separate
compilation units is that the same set of interfaces can be
implemented by two different systems, and a client can be bound to
either one. Provided that corresponding procedures of the two
systems implement the same ‘semantics.’ the client perceives no
functional difference between them. This proved to be a valuable
feature for the early clients of Pilot. To allow them to begin their
own testing before Pilot was complete. a simulated version of Pilot
was provided using an older operating system.

This simulated version used exactly the same interfaces (i.e.. source
and object DEFINITIONS modules) as the real one. It consisted of
only a small amount of code that converted calls upon Pilot
procedures into calls upon old operating-system procedures. In the
configuration description of the simulated system. all interfaces of
the old system were carefully concealed from clients. For all of
the basic operating system facilities, the simulated system and the
teal one provided virtually identcal functional behavior.

The conversion from the simulated environment to ihe real
environment took very little time and effort. In one typical case, an
operational version of an application system was demonstrated
using the simulated Pilot system. Within two weeks, it was
operational on the real system and had successfully executed the
same tests as it had in the simulated environment. We attribute
this success primarily to the strict interpretation of interface
equivalence in Mesa, which, along with the English narrative in the
Functional Specification. provided sufficient redundancy to permit
the implementation of exactly the same functions on two different
systems.

This simulated system was not our first attempt. An earlier effort
demonstrated that compatibility requires more than a collection of
appropriately named operations. In that effort. the old operating
system interfaces were not concealed, and the interface modules of
the simulated system were only ‘approximately’ the same as those of
the real system. As a result. conversion from the simulated system
was a very painful process. Programs that worked well on the
simulated system needed extensive revision prior to conversion
because (much to the surprise of their implementors) they were
found 10 contain extensive dependencies upon the facilities of the
old system, which were still available and visible.

Adequacy of Mesa as a System Programming Language

Previous sections have discussed some potential benefits of high-
level languages, particularly in the areas of consistency checking,
information hiding, and control of interfaces. These languages offer
other well-known advantages, such as greater descriptive power and
the suppression of many coding details. A question often raised,

however, is whether a language such as Mesa is adequate for
implementing components of ‘real’ systems, especially very low-level
programs such as the kernel of an operating system or a device
driver. In the case of the Pilot project, the answer is an unqualified
‘ves.' Al system software, including all run-time suppornt for the
language, trap handlers. interrupt routines. etc.. is coded in Mesa.
Even a bootstrap loader that fits into a single 256-word disk block
has been written in Mesa.

We must, however, expand upon our answer. In our opinion.
several easily overlooked characteristics of our environment
contributed substantially to our success. The more important of
these are discussed in this section.

Access 10 the Hardware

Mesa was designed to provide complete but controlled access to the
underlying machine. There are several aspects of this. Note that
the features described below appear quite infrequently in our code,
and the use of most of them is subject to strict administrative
control. Each one. however, seems crucial in certain situations.

The programmer has the option of specifving the representation to
be used for a particular type. If, for example. the attribute
MACHINE DEPENDENT is attached to a record declaration, the
mapping from the fields of that record to the bit positions in its
representation is precisely defined and guaranteed by the compiler.
An important use of this altribute is to create structures that exactly
match hardware-defined formats; thereafter. interaction with the
hardware can be described symbolically. Another use is to specify
the formats of records placed on secondary storage media. The
Mesa system is still evolving; each release defines a ‘virtual
machine’ that may differ from its pred>cessors in certain details.
Any data structure likely to outlive a particular release is, in effect.
dependent upon the virtual machine that created it. Clients are
encouraged to recognize this dependency explicitly. either by
specifving some fixed format in the original declaration or by
inventing thelr own unique naming scheme for version contfol.
(We have found that using the MACHINE DEPENDENT attribute for
this purpose is overly tedious: an adequate and more satisfactory
alternative would be an attribute enforcing some standard. release-
independent format.)

The Mesa language allows explicit breaches of the type system. For
essentially the same reasons reported previously [Geschke er al,
1977]. we have made modest use of such breaches, often to decode
representations. Trap handling, for example. sometimes requires
inspection of a procedure descriptor as a string of bits. We use
another breach. the assignment of an integer to a pointer. to access
hardware-defined memory locations. This is one of the rare cases
in which a non-pointer value must be assigned to a pointer, and it
is almost always done by a constant declaration in an internal
DEFINITIONS module rather than by an executable program.

The language also includes a low-level ‘transfer’ primitive, as
defined in {Lampson ez al, 1974], for the transfer of control between
contexts. Use of this primitive sacrifices a certain amount of
readability and type checking; in conjunction with the heap (non-
stack) allocation of frames, however, it has allowed us 10

experiment with unconventional control structures and 1o
implement the lowest levels of trap handlers, interrupt routines,
process schedulers and the like in Mesa.

Finally, Mesa permits bodies of procedures to be specified as
sequences of machine instructions. When one of these procedures
is called, that sequence is compiled ‘inline” in the body of the caller.
This facility permits direct access to any special operations of the
machine not reflected in the Mesa language, such as 1/0 control.
interrupt masking, etc.
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Ffficiency

Implementing Mesa on a microprogrammed machine has given us
the opportunity to design an instruction set that is well matched to
the requirements of the language. In our experience. space has
proved more critical than time in most systems for small. personal
computers: overall performance depends more upon the amount of
primary memory available than on raw execution speed. We have
therefore emphasized compactness in our design.

Mesa object code is very compact. This is due primarily to the
design of the instruction set itself. We used techniques for program
analysis similar to those described in [Sweet 1978] to discover
common operations and to choose efficient encodings of them. The
current compiler does little global analysis and optimization. but
extensive ‘peephole’ optimization does contribute further to the
compactness of the object code. That code is considerably more
compact than the code produced by most other compilers known to
us. even those that perform extensive optimization [Wichmann,
1977}, In fact. Mesa object code is often more compact than good
assembly code for machines with a conventional instruction set.

We have been careful 10 define operations that have reasonable
implementations in microcode.  Execution speed is therefore
adequate also: critcal timing-dependent code. such as a disk
interrupt handler that operates on each sector. can be sausfactorily
programmed in Mesa without making undue demands on processor
time. We seldom find it necessary to resort 10 obscure coding styles
1o achieve fast programs: when bottlenecks are discovered. it is
often more profitable 10 improve the microcode.

Tools

Another essential requirement for programming in a language such
as Mesa is a set of tools that maintains the illusion of a Mesa
‘virtual machine”. The most notable of these is a powerful source-
language debugger. which is routinely used by all Mesa
programmers. To allow the debugging of programs such as Pilot
itself, our debugger operates on the ‘world-swap  principle.
Embedded in the program o be debugged is a small nub which
fields traps, faulis. breakpoints, and other conditions. Using a few
carefully chosen primitive operations. this nub causes the entire
state of the memory to be saved on a file and then loads a
debugging system 10 examine that file. Because of the swap. an
errant program cannot damage the debugger. and the debugger is
not dependent upon the system being debugged for amy of its
operations.

The debugger provides the usual facilities: for example. it is
possible 1o display variables. 1o set conditional breakpoints and 10
display the state or call stack of any process. All interactions with
the programmer are symbolic and are expressed in terms of his
original program. Thus each displayed value is formatted according
to its type. the original source code is used to specify the location
of a breakpoint. etc. In addition. the debugger contains an
interpreter of a subset of Mesa: it is valuable for following paths
through data structures. setting variables, and calling procedures in
the user’s memory image.

System Integration

‘the entire Mesa sysiem is integrated and can evolve to meet new
requirements as they are recognized. We can influence all levels of
the implementation; to add new facilities or remove a bottleneck.
changes can be made where they are most appropriate.

The evolution of processes in Mesa demonstrates this. Earlier
versions of the language had no special support for processes in any
form. Because of the accessibility of the underlying machine.
particularly the transfer primitives, users were able to write their
own packages supporting process creation and scheduling. In fact.

several such packages were written, each designed to perform well
for certain ciasses of applicatons. Most of the packages were
mutually incompatible, however, and since the language had no
notion of a ‘process’ or ‘critical section.’ the compiler could offer no
help in checking for process-related inconsistencies.

After much discussion of the alternatives. we decided to adopt a
‘procedure-oriented model" of processes [Lauer and Needham. 1978]
as our standard. The concepts of processes. monitors. and
condition variables were added to the language. While it is possible
(and. at the lowest levels of the system. sometimes necessary) 10
ignore these additions. they provide a standard way of programming
that is adequate for most applications. The compiler was extended
not only 10 accept these constructs but also 1o check for obvious
inconsistencies in their use. In our inital implementation. process
scheduling was done largely in sofiware; this was relatively easy and
gave us some flexibility for experimentation. Subsequently. cerain
parts of the scheduler were moved into microcode to obtain a
substantial performance improvement,

Conclusions

The correct uses of the type system. interface - language, and
configuration language of Mesa are not always obvious. They must
be mastered both by individuals and by organizations if the benefits
are 10 be obtained. The benefits, however, can be very substantial.
Mesa provides a measure of control over the design and
development of systems that greatly exceeds anything else available
10 us within the resources of a modesi-sized developmeni project.
As a result. sophisticated systems can be implemented robustly and
reliably by small groups within reasonable times. One of the most
important practical benefits of Mesa is that the ‘easy’ bugs are
eliminated almost at once and the ‘hard’ bugs are encountered
much sooner in the life of a sysiem.
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A Retrospective on the Development of Star

Eric Harslem and LeRoy E. Nelson

Xerox Corporation, El Sequndo, Ca‘lifornia

Abstract

Star, officially known as the Xerox 8010 Information
System, is a workstation for professionals, providing a
comprehensive set of capabilities for the office
environment. The Star software consists of just over
250,000 lines of code. Its development required 93
work years over a 3.5 year period.

The development of Star depended heavily on the use of
powerful personal computers connected to a local-area
network and on the use of the Mesa language and
development environment. An Integration Service was
introduced to speed up the building of Star and to
relieve the programmers of many complex, but
repetitive, tasks.

Background

In 1975, the Systems Development Department (SDD)
was formed inside Xerox to effect the technology
transfer of research from the Xerox Palo Alto Research
Center (PARC) into mainline Xerox office products.
Central to this strategy was the development of a
superior professional workstation, subsequently named
Star, that was to provide a major step forward in
several different domains of office automation.

PARC had developed a number of experimental
software development tools and office tools based on the
Alto personal computer [Thacker 82]. The most
important of these tools was a combined modular
implementation language and interactive development
environment called Mesa [Mitchell 78]. Mesa played a
key role in the construction of an integrated,
distributed development environment of personal
computers connected by a local-area network.

The experimental office tools were the result of several
research projects that had produced extensive user-
interface design knowledge. But these tools were not
consistent in terms of software design, implementation
language or user interface. The goal of Star was to use
the base of experience accumulated at PARC to build
an integrated system with a uniform user interface.

Xerox®, 8010 and Star are trademarks of Xerox Corporation.

The first release of Star entered the marketplace in
1981. Star provides a relatively powerful personal
computer in an elegant professional workstation
(electronic Desktop) connected to a 10 mega-bits-per-
second (Mbps), local-area network (Ethernet [Dalal
81]). Star provides a unique user interface and
comprehensive office functions [Smith 82] including
multi-font text editing integrated with graphics,
sophisticated interactive layout!, electronic mail,
printing and filing, as well as a “personalized” data
management system.

In this paper, we generally refer to Star development in
the past tense, as if it had ended with the first release.
Actually, that first release has already been replaced
by later releases. Star is expected to evolve as a
product for several more years--adding new functions
and encompassing new domains.

Summary of Star Development

From the start of 1977 through the first quarter of
1978, a functional specification was written for Star.
Product specifications are often overly ambitious due to
pressures from the marketing organization. In the case
of Star, the problem was compounded because the very
charter of the development organization was to be
innovative. The staff of designers and implementors
aspired to build the ultimate professional workstation.
Concurrent with the writing of the functional
specification, two experimental prototypes were
developed at a cost of approximately 15 work years.

The design of the Star software began in the spring of
1978. The first release was completed early in October
of 1981. Over that period of 3.5 years. 93 work years
were expended by the Star development group,
including project leaders, first- and second-level
managers, and software integrators. The staff grew to
20 people within the first six months and then
gradually increased to 45 people over the next three
years.

The progress of Star development was interrupted
several times when we discovered that fundamental

1 This paper was prepared on Star. The layout, fonts and
graphics, as you see them, were viewed and edited directly on
Star. The original document was printed on a Xerox 8044 laser
printer.
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found many errors that traditionally would require
tedious debugging. Also, when a working part of the
system was converted to new interfaces, type
enforcement found most errors, allowing Star to
become operational again quickly.

® Coding conventions. Star developmers chose to
observe a set of formally specified coding style
conventions, particularly in regard to naming types
and variables. While not specifically part of Mesa,
these conventions were made possible by Mesa's
provision for user-defined types. @ The naming
conventions significantly enhanced the readability of
Star code.

The Software Development Environment

Many papers on software engineering have noted that
software tools are as critical to the effectiveness of an
environment as the hardware. The key tools, ranging
from the obvious to the sublime, that were part of our
development environment, are listed below.2

® Compiler. Read interface and implementation source modules
and produced object files called Binary Configuration Descriptions
(BCDs).

® Binder. Merged implementation module BCDs and/or
configuration BCDs into configuration BCDs.

® [ncludeChecker Examined the partial ordering of
dependencies in a set of modules and/or configurations to
determine which ones must be recompiled and/or rebound, and in
what order, to insure type compatibility.

® Packager. Rearrunged code within hound configurations
BCDs to change swupping performance.

®  MakeBoot. Procuced a boot fife” from a BCi) which contains
Pilot. A boot file w.~ the basic executable object on S000 systems.
® CoPilot. Provided interactive. source-level debugging for

Mesa programs, including a variety of performance monitoring
and debugging tools.

® Adobe. Submited problem reports to a data base on a file
server, maintained the data base, and generated data for status
reports. Was used extensively to keep track of problems with
hardware as well as problems with software.

® Bravo/Editor/Formatter/Find/Waterlily. Created and
manipulated Mesa source programs and documentation, including
string searches and line-by-line file comparisons. In the future,
Star itself will be used for many of these same purposes.

® Lister. Produced human-readable listings of BCD contents in
many different formats.

® Access/Librarian. Checked modules in and out of a source
library maintained on a file server via a librarian server and
updated the librarian server’s data base.

® FTP/FileTool/Chat/Brownie. Transfered data files between
workstations and file servers.

® Empress/Print. Printed source listings, documentation, etc.
on print servers.

® Laurel/Hardy. Used to compose, send, receive and organize
electronic mail.

As mentioned previously [Horsley 79], the original
Alto-based environment was highly fragmented. Each

2 The diversity of tool names reflects the variety of groups
which contributed to the development of these tools. Most of the
tools with self-explanatory names were created for the
integrated Mesa development environment.

tool was a separate context to and from which the
programmer had to switch. This was burdensome, due
as much to the attention and keystrokes required as to
the time consumed. Furthermore, these tools had been
developed by many different groups. They had radical
differences in user interfaces, which taxed even the
adaptability of systems programmers. These
programmers frequently cited the context switching
and differing user interfaces as major aggravations, if
not measurable deterrents to progress.

Over the years, an integrated environment-a
Programmer’s  Desktop-was  developed. This
environment provided editing, compiling, binding,
debugging, etc. in multiple co-existing windows on the
Desktop. This integrated environment was only
available for the last few months of Star development.

Personal Computers for Programmers

The increasing cost of software as a portion of overall
computer system development is a well known fact of
life. SDD was committed from the start to maximize
the effectiveness of a relatively scarce and expensive
resource-programmers.

Gutz, Wasserman and Spier present a thorough case for
providing professional programmers with personal
workstations, in the context of a network of larger-
scale services [Gutz 81]. The Star experience supported
their case. The personal environment was a key to the
high productivity of Star development. The
advantagesincluded the following:

® Vehicle machine = Target machine. This condition
held at two points during Star’s development: at the
beginning and at the end. Almost any degree to which
a personal vehicle machine can approximate the target
machine is a major benefit. The one year when it was
necessary to “sign up” for Dolphins was significantly
more frustrating and less productive.

® Reliability. The operational independence of
personal computers meant that a single workstation
failure affected only one person.

® (Consistency/Performance. Second in importance to
reliability is the consistent feedback/response that a
personal computer provides. “A dependable 2-h[our]
turnaround is better than an average 1-h[our]
turnaround with high wvariability.” [Mills 76]
Furthermore, the 8000 processor provided computing
power comparable to modest timesharing systems.

® Physical environment. Personal computing in an
environment rich in services provided remotely via
Ethernet freed programmers from many traditional
restrictions—extreme noise, cold air, etc. The power of
the 8000 and of the Programmer’s Desktop reduced
programmers’ reliance on printed output. Portability
was certainly an option, but the capital expense of an
8000 was such that they were not made available for
home use.

® Staffing. Hiring talented programmers has been
especially difficult in recent years. We found that
being able to offer a programmer his own personal



computer with a powerful set of development tools was
of great benefit in attracting and holding a talented
stafl.

® Job satisfaction. Qur programmers appreciate and
enjoy having sufficient computing resources readily
available to make full use of their time and talents.

We also noticed a few pitfalls with personal computing.
There was a tendency for individuals to isolate
themselves because of the autonomy of personal
computing. Without careful coordination and
direction, it was easy for for considerable time and
effort to be wasted.

Another interesting effect was that the overhead of
doing a given task could be reduced to the point where
it was tempting, if not automatic, to do it without
appropriate forethought. For example, when it was
easy to build a new version of the system, programmers
would tend to stop debugging as soon as they found the
first bug rather than making the most efficient use of
each debugging opportunity. Under those conditions, it
was also tempting to try a quick fix for a problem
rather than taking time to really understand it.

Going to Extremes with Personal Computers

At the end of the first year of development, Star had
grown to 300 modules and 67,000 lines of code. This
was far more than an individual programmer could fit
on his Alto disks along with the necessary tools to build
the system.

Of course, not all changes required compiling all of
modules in Star. In fact, most changes required only a
small number of modules to be recompiled. However,
binding Star and building a boot file each required
most of the available disk space as well as significant
amounts of time.

File servers could solve the disk space problem.
However, swapping files required a large number of
keystrokes and introduced opportunities for error. A
lot of creative time was spent on the rather mundane
task of system building.

In part, this problem could have been alleviated by a
system modeling/building tool. A system modeling tool
would provide a formal description of the system and a

means of automatically building a new version given

an arbitrary revision. Such a tool would have allowed
programmers more of an option to rebuild the system
themselves, particularly overnight. System modeling
was—-and still is-an active research topic in SDD.
However, even if system bulding were completely
automatic, the time involved was frequently not
appopriate for a personal workstation.

The Integration Service

After the first few months of Star development we
“rediscovered” the need for integrations—versions of the
system that were complete, consistent, operational,
and stored on a file server for public use as a basis for
development. The requirements for an Integration
Service enumerated below may seem quite logical and

even obvious. While we recognized a few of them from
the beginning, we discovered most of them along the
way-by identifying bottlenecks and by experimenting
with proposed solutions that we found in the literature
or (re)invented ourselves.

Initially we tried to have individual programmers
perform software system integrations on a rotating
basis. It became increasingly difficult for each new
integrator to learn the techniques that had been
developed by his predecessors.

® The Integration Service permanently accepted the
responsibility for producing and storing integrations
and for documenting the structural and procedural
aspects of integrations.

Producing an integration included the following
functions, among others:
® compiling the right modules in the correct order;
® binding the configurations in the correct order;
® correcting syntax errors; and
® building an executable system.

® The Integration Service was staffed with para-
programmers under the direction of a programmer.

We found performing integrations to be a sub-optimal
use of programming talent. Performing integrations
was a specialized, repetitive task, in many ways having
little to do with programming and requiring good skills
for interpersonal communication. The bulk of the work
of performing Star integrations was done by a single
para-programmer. A second integrator was added
during 1981 when the Integration Service was
expanded to support development of Services products
and the file system in addition to Star.

® The Integration Seruice tested what it built to insure
operability of the system.

For an integration to be useful as a base for further
development, it had to operate with a sufficient, known
degree of correctness. We generally required that all
modules submitted to the mainline integration be “unit
tested,” but as Mills points out “ . . . the difficulties
show up at system integration time. ... there is seldom
difficulty in programming the pieces, the modules; the
main difficulty is that the modules seldom all run
together as designed.” [Mills 76]

The Star project had a separate product testing group,
but it was oriented toward testing fully documented
“final” products. The Integration Service was in the
best position to quickly determine the level of
operability of the system and then either to initiate
corrective action or to inform the programmers of any
pitfalls that had been discovered. Even a
malfunctioning system could often be used successfully
by programmers as long as each programmer could be
spared the burden of having to discover. each
malfunction himself.

® The Integration Service acquired and organized
computing resources to handle the burdens of large
computing tasks.
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The computing resources of the Integration Service
expanded gradually to include nine Altos for compiling
and binding, two Dolphins for system building, and an
8000 system for checkout. In addition, integrations
used a library of over 200 2.5MB Alto disk packs, a
dedicated file server with 600 MB of storage, and
300MB of storage on three public file servers.

By taking advantage of opportunities to automate the
integration procedures, we enabled a single para-
programmer to keep up to eight workstations busy
building different parts of Star for several different
integrations simultaneously.

The integrator’s principal interactions with the
programmers were through electronic mail and a well-
publicized set of uniquely named directories on file
servers for each integration. The Ethernet
environment allowed these forms of interaction to work
equally well with programmers in El Segundo or Palo
Alto, except for the degradation caused by the 56 Kbps
line between sites.

Parallel Integrations

® The most interesting contribution of the Integration
Service was its management of parallel integrations.

Most Star development was planned to follow a single
thread-the mainline series of integrations. But there
were several situations where we were compelled to do
some development work in parallel with the
mainstream until it reached stability, and then to
merge it into the mainstream. We had as many as four
parallel integrations in progress at the peak of Star
development.

Reworks of critical parts of the system were one such
situation. For example, the input handler was largely
reworked 3 years into the development of Star to
provide a “virtual” or “soft” keyboard capability.
Untested changes could not be introduced into the
mainline integration sequence without running the
risk of stopping all development until the new feature
was operational.

In many cases, this problem could be handled
adequately by an individual on his personal
workstation. However, the changes frequently affected
interface definitions which had such wide compilation
dependencies that the computing effort would have
swamped the programmer and his workstation.

One alternative to parallel integrations was to develop
stand-alone test vehicles for critical parts of the
system. We only chose this alternative in a few cases.
In general, we found that testing changes in parallel
integrations required much less programming
resources than developing and maintaining test
programs.

® The Integration Service supported reworks and
conversions.

Parallel integrations were also used when we received
a new version of Mesa, Pilot or the file
system—-especially when interfaces changed or massive
recompilations were required. We call such parallel
integrations conversions.

L1n converting to a new version of Mesa, Pilot, the file
system or to some reworked component within Star,
much of the work was systematic and straightforward
editing that could be performed by para-programmers.
We found that this was also a good training activity for
new, junior programmers. The work was fairly easy,
and it provided an opportunity to expose them to Mesa,
toour coding standards, and to various domains of Star
in a non-threatening way.

® The Integration Service
integrations into the mainstream.

merged  parallel

This was another example of work that could be done
by para-programmers. Most of the work was routine,
given a good source comparison program and complete
lists of the sources that were changed in each
integration being merged.

The key to our success with this technique was our
simple method of accounting for all of the source
changes that went into each integration. Every source
file that was modified for a particular integration was
stored by the programmers on a uniquely-named
directory on a file server. As the files were processed by
the integrator, the original source files were moved to a
different uniquely-named directory. The names of both
directories included the version number of the
integration for easy traceability. At the end of the
integration, the second directory contained all of the
files which had been changed for that integration.

Conclusions

The net productivity of Star development was just over
2700 lines of code per work year. This compares
favorably with Brooks, who cites 1500 lines per year for
a typical project with "many interactions” [Brooks 75].
Boehm’s formulas for the nominal productivity of a
project delivering 250K source lines yield 2066 lines
per year for “semidetached software” and 1420 lines
per year for “embedded software.” Star was probably
more “semidetached” than  “embedded”. The main
factors contributing to our productivity were as follows:

e High-level language. The number of lines of
assembly language code required for Star would have
been larger than the Mesa code by at least a factor of
three. The manpower required would have increased
by an even larger factor.

® Language explicitness. Manually debugging the
errors caught at compile time by Mesa’s type checking
could easily have doubled the duration and cost of the
project.

® Source-level interactive debugging. This roughly
halved the debugging time, thereby increasing overall
progress by about 10%.

® Sophisticated development environment. We
estimate that the power of our tools and the flexibility
of the Programmer’s Desktep have increased our
programming output by about 30%. Overall gain for
the project was about 10%. The attractiveness and
rarity of our personal development environment made
hiring easier and reduced turnover. -




The Alto was very good hardware for research
purposes, but it lacked virtual memory and was
thereforé not suitable for a sophisticated product such
as Star. The Dolphin (also known as the D0) was still
research hardware, but its virtual memory capability,
disk capacity and user terminal put it much closer to
the 8000 than the Alto was. The Dolphin’s principal
use for Star development was to emulate the 8000
workstation, while the latter was under development.
During 1980, Dolphins were a critical resource for Star
development. One Dolphin was provided for every 3-4
programmers. While each programmer had an Alto for
his programming tasks, all execution and debugging
had to be done on shared Dolphins.

An important feature was that all three computers
were micro-programmed to run Mesa. All three
systems could be used to compile and build systems as
well as to execute them. In the terminology of Brooks
[Brooks 75], our two early vehicle machines were able
to imitate the target machine, albeit with a certain
degradation in performance. This feature accelerated
Star development and provided partial independence
from the delivery schedule for 8000 hardware.

The Network Development Environment

All three of the hardware systems used in the
development of Star were interconnected via the
Ethernet. As noted above, these systems came with
only modest disk capacity and with no printing
capability. Our requirements for large disk storage
and printing were fulfilled by server elements on the
Ethernet.

For most of the development of Star, the servers were
Alto-based. File servers used in Star development had
between 600 and 1.200 MB of online file storage. Print
servers provided between 10 and 60 pages-per-minute
raster printing to personal systems on the network.
Librarian servers mediated access to libraries of source
files stored on file servers.

To further complicate the process of developing Star,
SDD was geographically split between El Segundo and
Palo Alto, California. During 1981, roughly twenty-
five programmers were located in El Segundo, and ten
were located in Palo Alto. Communication servers
connected the El Segundo Ethernet with the Palo Alto
Ethernet via a 56 Kbps leased line.

The following diagram shows the portion of the Xerox
internetwork (internal, connected Ethernets) that was
relevant to the development of Star.

The internetwork made large-scale resources available
to geographically-separated, personal computers on a
cost-effective basis. It was also essential to the
Integration Service, which we discuss later.

The network link between El Segundo and Palo Alto
provided high-bandwidth, inter-personal electronic
communication. Through electronic mail, minor
developments, which might otherwise have gone
unnoticed, were broadly publicized. This constant flow
of information was a primary vehicle for the
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implementors to keep up to date on such a large project‘.
The Implementation Language

Much has already been written about the advantages of
using Mesa for the development of system software
(Horsley 791 [Lauer 79]. Our experience with Mesa in
the development of Star supported the following key
points made in the earlier papers:

& High-level language. This was the most obvious
benefit of Mesa. It provided the ability to “say” a lot in
a single statement and improved the readability of the
code.

® Interface definitions modules (Defs). Defs allowed
use of logical software objects by client modules
without any knowledge of, or dependency on, the
implementation modules. Such information hiding
greatly facilitated the rapid growth of Star, as well as
the redesigns and re-implementations of key functions
in the system. Star contained 401 Defs.

® Independent compilation of modules. Star was
composed of 440 implementation modules, each of
which could be recompiled without recompiling any of
the others. The compiled modules were bound together
into a tree-structured hierarchy of 88 configurations.
Only those configurations on a direct path between a
recompiled implementation module and the root
configuration needed to be rebound. This feature made
it possible for programmers to routinely achieve six or
more compile-build-test cycles perday.

® Strict type enforcement. The compiler and binder
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components of the system required redesign to meet
objectives. For example, three successive designs for
interactive text, graphics and page layout were
implemented.

About one-fifth of Star was working by the time it was
determined that a subclassing mechanism would be
needed to complete the system. Such a mechanism was
subsequently designed and implemented [Curry 82].
The existing Star code was converted to use this new
mechanism in several phases.

The initial text display and editing implementation
supported an 8-bit character space. A little over a year
before the end of development, this was replaced with a
new design to support a 16-bit character space,
including Japanese, Chinese, Russian and European
characters.

Star workstation software was built on a specialized
operating system known as Pilot [Horsley 79]. For
historical reascns, we include a tree-structured file
system as part of Star, even though it was split off as a
separate project in 1980. There were six major releases
of the Pilot operating system and five major releases of
the file system during the course of Star development.

Each new release of underlying software required
significant changes to Star code-sometimes to take
advantage of new functionality, and sometimes to
adapt to radically restructured interfaces. The last
major restructuring of the file system occurred only
three months before the first release of Star.

The barchart beiow shows the size of the operational
corpus of Star code over the period of its development.
A plot of functionality would have roughly the same
shape, Star actually shrank during the conversion to
the subclassing mechanism.
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The first release of Star (including the file system but
not Pilot) was composed of 401 interface (definitions)
rrodules, 440 implementation (code) modules and 88
configuration description files. The modules contained
255,000 lines of code and the compiled system consisted
0f 908,000 bytes of Mesa opcodes.

Altogether, we probably wrote, integrated and had
working, for some period of time, in excess of 400,000
lines of code. Moreover, we expect major components of
the existing system to be rewritten in the future, based
on our most recently evolved insights.

The 8000 Workstation

The 8000 workstation hardware was developed
concurrently with the Star software. The 8000
workstation had two distinct uses for Star
development: as an electronic Office Desktop, which is
the Star product, and as a Programmer’s Desktop-a
vehicle for software development which is currently
only available inside Xerox.

The 8000 workstation consists of a processing unit and
a user terminal. The 8000 processor was designed to be
the processor in all SDD products (the 8000 series).
The processing unit is installed in a wheeled cabinet
that is small enough (127x25"%28”) to fit conveniently
under a table or beside a desk. It consists of a central
processor (implemented with bit-slice microprocessor
technology), a rigid disk (8 mega bytes (MB) or, with a
second cabinet, 24MB), a floppy disk, connections for
Ethernet and user terminal, and optional controllers
for other devices. The memory system implements a
22-bit virtual and 20-bit real address space. The
typical memory configuration includes 512KB of RAM.

The central processor is microprogrammed, so it allows
an efficient implementation of a modular, high-level
language such as Mesa through the specialization of
the Mesa opcodes [Johnsson 82]. The 8000 processor
runs about 500,000 Mesa opcodes per second. For
typical (non-floating-point) processing, the 8000
processor has about one-half the speed of a DEC VAX
11/780 processor.

The user terminal consists of an 808 raster by 1024
pixel bitmapped display, a keyboard, and a pointing
device called a "mouse” [Thacker 82]. The bitmapped
display and mouse are of particular significance to the
functionality of Star as well as for the use of the 8000
as a programming environment.

The Evolution of Workstation Hardware

From the beginning of Star software development,
every programmer had his own Alto. Later, Altos were
supplemented by a more powerful personal computer,
the Dolphin. Finally, 8000 workstations replaced both
Altos .and Dolphins as the personal computers for
programmers. About two-thirds of the Star
programmers have used all three of these computers in
the course of Star’s development.

The following table summarizes the capabilities of
these three computers.

Avail-  Virtual Typical Disk Mesa

ability memory memory capacity <compile
Alto 1977-81 NO 256KB 5MB 2min.
Dolphin  1979-81 YES 576KB 24MB 1.5min.
8000 1981- YES 512KB 2amM8B 1 min.

Availability is for personal use of Star developers.
Compile times are for a typical 600 line program.



® Personal computers. Personal computers with
adequate capacity to support the Mesa development
environment were essential to the development of this
particular product. We feel certain that personal
computers were cost effective relative to timesharing,
but we do not have an adequate basis for quantative
comparison.

® Integration Service and parallel integrations. Our
semi-automated integration procedures made parallel
integrations practical. Parallel integrations enabled
us to more than double the amount of development
work that could be integrated and system tested in a
given period of time, with a modest increase in less-
skilled manpower. @ We estimate that parallel
integrations shortened our total development schedule
by 40%.

® Electronic mail. Electronic mail was extremely
important to Star development because the group was
geographically split. Moreover, the ease of information
dissemination to a large group in a non-preemptive
fashion (vs. the telephone, for example) eliminated a lot
of disruptive administrative overhead at a low cost.

Star was an ambitious undertaking. The design and
implementation were inherently complex and entailed
many uncertainties. Many future software projects
will have these same characteristics. Like Star, such
projects will benefit from a Mesa-like language, a
source-level debugger, a comprehensive set of
development tools, personal workstations connected to
a local-area network, and an Integration Service.
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Observations on the Development of an Operating System

Hugh C. Lauer
Xerox Corporation
Palo Alto, California

The development of Pilot. an operating system for a personal
computer, is reviewed, including a brief history and some of the
problems and lessons encountered during this development. As part
of understanding how Pilot and other operating systems come about,
an hypothesis is presented that systems can be classified into five
kinds according to the style and direction of their development,
independent of their structure. A further hypothesis is presented that
systems such as Pilot, and many others in widespread use, take about
five to seven years to reach maturity, independent of the quality and
quantity of the talent anplied to their development. The pressures,
constraints, and problems of producing Pilot are discussed in the
context of these hypotheses.

Key words and phrases: Operating system, system development,
software engineering, Pilot, personal computer, system classification.

CR Categories: 4.35, 4.30.

This paper contains my personal observations about the
development of Pilot, an operating system for a personal computer
[Redell er al}. compared and contrasted with some other operating
svstems with which I have had contact. In these observations, [
concentrate not on the anatomy of these systems but rather on their
life cycles, particularly their formative years from conception to birth
to maturity. This is a somewhat unorthodox point of view in the
technical literature which abounds with papers on operating system
techniques and structures, software engineering tools and methods.
and general exhortations about the right and wrong ways to develop
systems. But it is a useful one, not only for the student of operating
svstems and system development, but also for the managers or
sponsors of development projects who need some .understanding
about why systems are so dramatically different from each other. why
some succeed and others fail. and what might expected from
development organizations.

In comparing Pilot with other operating systems, 1 have found it
useful to classify operating systems into five categories according to
how they came about. how successful they were, and their impact on
the computing community. This classification is one of the main
themes of this paper. It is interesting to observe that systems
classified as the second kind, including Pilot and many of the major
operating systems in widespread use, seem 1o take from five to seven
vears to grow from birth to maturity. Furthermore, it seems that this
five to seven years is necessary, independent of the amount or
quality of the talent applied to an operating system development
project.

Permission to copy without fee all or part of this material is granted
provided that the copies are not made or distributed for direct
commercial advantage, the ACM copyright notice and the title of the

publication and its date appear, and notice is given that copying is by

permission of the Association for Computing Machinery. To copy
otherwise, or to republish, requires a fee and/ or specific permission.

The paper has four main parts. In the first two parts. I chronic.c
the development of Pilot and some of the data and problems
pertaining to it: this chronicle is presented not because it is new.
different. or novel. but because we rarely talk about these things in
the literature and there are lessons to be learned. In the third part. [
offer the classification and some comments on systems in each
category. In the final part, ] make some obsenations about the five-
to-seven year rule. why it seems to be true. and what its
consequences are.

History of Pilot

We use the term ‘Pilot’ in three different ways. to mean an
operating system kernel, a major project and system. and a way of
life.

As an operating system kernel. Pilot is the system described
in [Redell. er all. It consists of approximately 25.000-50.000
lines of code (depernding upcn how you count) in the Misa
programming language [Mitchell er al] and was developed
over four years by a group of four to eight people, many of
whom had other responsibilities at the same time.

As a system development project, Pilot consists of
approximately 250,000 lines of Mesa code in about two
dozen major subsystems. including the operating system
kernel, CoPilot (the ‘Mesa debugger). a common user
interface package and framework for building developmen:
tools, various utilities and communications packages,
microcode for defining the Mesa architecture in several
processors, and other facilities. For historical ‘and
organizational reasons, another 200.000 lines of code in
compilers. binders, Mesa utilites, librarian tools, change
request tools. etc.—much of which was Alto-based until early
1981—are not included in Pilot. Together, these two bodies
of software -represent both the operating system to be
embedded in client application systems and the necessary
support to develop and test those applications.
Approximately 40 people have contributed to these systems
over five years.

As a way of life, Pilot defines a framework for thinking
about. designing. and implementing systems and for
communicating among subsystems within machines and
across networks. It is the operating system for the Mesa
machine architecture and hence part of a number of Xerox
products, the foundation for the Mesa development
environment. and a tool for supporting software research
through the Cedar system [Deutsch and Taft].

Most other operating systems suffer the same multiple uses of
their names. In this paper, I will use the term Pilot and any other
operating sytem in the second sense. to include all the supporting
software that makes the system usable. Note that Pilot is not
ordinarily visible to Xerox customers; it was primarily intended to be
embedded in products and to be used internally in the research and
development environments.
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Although it has roots in earlier work on the Alto system [Sproull
and Lampson] and Mesa at the Xerox Palo Alto Research Center
(PARC), serious work on Pilot began in the System Development
Department (SDD) in early 1976. Most of the people who worked
on Pilot over the past five vears had previous experience primarily in
the academic and research communities, and very few had ever built
any ‘production’ system, let alone an operating system, to commercial
pressures of schedule and budgets. We knew about the differences
between the big. ponderous, ungainly systems sold by some
computer manufacturers and the simple, elegant, lightweight systems
imagined in the research community, and we were determined to do
it rightt This meant using a good. high-level language (Mesa).
assigning a fairly small group of knowledgeable people to the project,
carefully studying the lessons of others in the computer science
community and from the Alto environment at PARC, and designing
the hardware and software together. This ought to take two or
perhaps three years, after which the designers would be available to
work on advanced, Pilot-based applications for products, research,
and development. The following is a short chronicle of our actual
experience:
Jan. 1976: Architectural principles established: work began
on design of a machine architecture optimized for
Mesa. The Mesa machine extended the Alto
architecture in a number of ways, including
expansion of the basic machine address from 16
to 32 bits. stack-oriented operation, addition of
virtual memory, improved handling of [/0
devices, elc.

mid-1976: Mesa language and system becomes operational

on the Alto [Geschke er al].

Pilot Functional Specification (version 1) released
to clients. Unfortunately, the system specified in
this document looked a lot like a traditional
operating system and did not take account of the
characteristics of a personal computer. the role of
Mesa, or the (dimly perceived) needs of
distributed  applications.

Mesa process facilities [Lampson and Redell] and
Pilot file system redefined.

Pilot Functional Specification (version 2) released
to clients. This set the style of Pilot as it is today
and used the Mesa interface language as the
primary  specification  tool [Lauer and
Satterthwaite).

Sept 77-Apr. 78: Design of Pilot kernel implementation.

Apr. 78-Oct. 78: Implementation of Pilot kernel and basic
communication facilities.

Dec. 1976:

early 1977:

Sept. 1977:

July 1978: First Dolphin processor delivered to Pilot group
(the Dolphin is one of three machines supported
by Pilot). This was microcoded to be compatible
with the Alto but with virtual memory: some
Mesa emulator functions were still coded in

BCPL and compiled into Alto machine language.

First release of Pilot to clients. This version
retained compatiblility with the Alto system in
many areas such as disk layout. boot file formats,
and Mesa instruction set. even though they were
not adequate for our long term needs. The
debugger was a modification of the Alto/Mesa
debugger and operated in Alto mode. Since at
this time there was no established client base,
there was very little testing except from our own
test programs; consequently, this release was of
Iimited use.

Nov. 78-Dec. 79: Bootstrapped away from the Alto environment
During this time, we eliminated remaining Alto
compatibility from Pilot, implemented the Mesa
architecture entirely in microcode, supported Pilot
disk and boot file formats, etc. CoPilot, the Pilot
debugger. became operational as the first major
Pilot client. ~This was a particularly painful
period for the implementors.

Oct. 1978:

Dec. 1979: Second release of Pilot to clients. Note that at
this time, the Mesa compiler. binder, and other
facilities, as well as the program editors, were still
based on the Alto. The performance, reliability,
and usability of Pilot was grim; as each new
client tried it, a new set of disabling bugs was
uncovered. Among other things, we discovered
that Pilot could read or write the disk at the rate
of only one 256-word sector per revolution.

Mar. 1980: Third release of Pilot to clients. This was a
cleaned up version of the second release and the
first to appear in a product (the Xerox 5700
electronic printing system). We redesigned the
file system to solve the disk performance problem
and concentrated on the reliability issues with
respect to that specific client. Even so. the
application programmers had to resort to some
unnatural contortions to avoid problem areas in
the operating system.

May. 1980: First Dandelion processor available, but with no
disk or Ethernet (the Dandelion is the basis of all

Xerox 8000 series products).

The Pilot disk utility runs on the Dandelion (with
a simulated Ethernet).

July. 1980:

Oct 1980: Fourth release of Pilot to clients. The primary
emphasis of this release was to provide the
function necessary to support Xerox 8000 series
products, the Mesa development environment,
and the Cedar project at PaRC. Unfortunately,
Pilot by this time had become too large and too

slow 10 do any of these very well

Pilot runs on the Dorado processor at PARC (the
Dorado is a very high speed. single-user system
for the research environment [Dorado}).

First Xerox 8000 network system. including Pilot.
delivered to a customer.

Fifth release of Pilot to clients. The emphasis of
this release was to improve the performance and
reliability and to reduce the working set size of
the system to acceptable levels within the memory
available on the various processors. The first
version of the Pilot-based Mesa development
environment (i.e., compiler, binder. editor,
utilities, etc.) was made available to friendly
clients.

In April 1981, we received a letter from our most demanding
clients in PARG indicating that with the fifth release, Pilot had
become the system of choice (on processors that were capable of
running either Pilot or Alto software). After five years, Pilot had
~ome of age.

During this whole time, we always had the support of the
corporation, even during the hard years when we ‘should have’ had a
nicely running system. Of course, it was necessary to regularly show
progress, which we did partly by demonstrating some early but
limited applications (to show that Pilot actual worked) and partly by
demeonstrating Alto-based prototypes of some advanced applications
(to show the feasibility of the kinds of things we were aiming for).
We also had to fend off the usual kinds of pressures from other parts
of the corporation—for example, that we wuse a commercially
available language (e.g., Pascal) rather than Mesa or that we purchase
OEM computers rather than design our own architecture.

Dec. 1980:

Feb. 1981:

Apr. 1981:

Selected problems and lessons

In this section, I will recount a few of the problems we
encountered and lessons we learned during the development. Most
of these we should have avoided, and afterwards there were plenty of
people to say they told us so (none of whom had any responsibility
for actually releasing the system. of course). Nevertheless. these
problems and lessons happened anyway.



Sizes of the system. Table 1 shows some statistics for the five
releases of Pilot. Included are the sizes of the Pilot kernel and of the
entire system in terms of lines of Mesa code. bytes of object code,
and numbers of modules. From the table it can be seen that the
Pilot kernel dominated the first release, but by the fifth release it
represented barely more than twenty percent of the system. The
growth of the total system is accounted for partly by new
development and partly by absorbing and converting code which was
orginally developed for other systems. Other development, in which
major subsystems were completely rewritten or replaced. is not
apparent in this kind of summary table. but represents a non-trivial
portion of the work that went into all but the first release.

When we began work on Pilot, none of us imagined that we
would be developing and managing a system so large. Yet in
retrospect this was probably inevitable. given that it was intended to
support several major products plus all of our software development
some research. and a number of specialized applications. As we look
to the future, it is not clear whether the sizes of either the kernel or
the system will stabilize soon or whether they will continue to grow
as we respond to new or different needs from our clients.

Working set sizes. Table 1 also shows the size of the working set of
the Pilot kernel when supporting ‘typical' applications—i.., the
amount of real memory required to hold the virtual memory actively
needed by Pilot without thrashing. A working set size is inferred by
first artificially restricting the amount of real memory available on
the machine and then timing a selected benchmark with a stopwatch.
This is repeated for various memory sizes and the results plotted.
The total system working set for that benchmark is defined to be at
the knee of the curve and can be determined accurately within 1%.
Then another experiment is run by setting the real memory size to
the working set size, executing the benchmark again (most
benchmarks take a few uveconds), and taking a men:ory dump. With
some detective work, it is possible to attribute specific pages swapped
into real memory to the Pilot kernel, common software and other
packages. and the applicadon. This whole exercise is repeated for
various benchmarks and for each release of Pilot (and also for each
release of critical applications on a given version of Pilot).

An unexpected result was that the content of the working set of
the Pilot kernel (i.e., the actual pages swapped in) is nearly constant
across all benchmarks. We were also surprised that by April 1980,
Pilot exceeded its share of the real memory of our product
configurations by nearly a factor of two. [n retrospect. of course,
we should not have been surprised. Although the requirement for a
small working set was in the front of our minds, we had no feedback
or reinforcement to achieve it, even at the expense of some features
or function. In this sense, the developers suffered from the
availability of a good virtual memory system. [t is too easy to add
more memory to their machines in order to meet critical schedules,
even if business reasons precluded such memory in the products.
The result was a year of hard work to bring the Pilot memory
requirement down to a reasonable level, at some cost in the overall
schedule. (An Alto programmer. by contrast, is forced to make his
applications fit into a non-expandable real memory and address
space because he cannot proceed with his own work until they do.)

Unfortunately. similar pressures affect many of our clients, and some
are caught by the comenience of virtual memory the way we were.

Programmer Productivity. None of the ways that we know of for
measuring the productivity of our developers is very statisfying. We
do. of course, measure whether or not a release is on time, how
many trouble reports are submitted against it, how big it is. etc. But
none of these tell us how good the system is. We also have. on
occasion, tried to make one traditional measurement of programmer
productivity. namely the number of lines of code produced per work-
vear. There are two types of problems with this measurement. an
obvious one and a subtle one. The obvious one is deciding which
people and what time to count, so that an effective comparison might
be made among organizations and/or programming en\irenments
(companies such as Xerox are always interested in such comparisons.
even if individual development groups are not). There is also the
question of how to count the lines of code, especially when someone
is reorganizing or making major modifications to existing modules.

The subtle problem is illustrated by the following observation: in
my organization, a group of four or five developers. including a
project leader. can specify, design. implement. test, and release a
complete system or subsystem of approximately 25.000 lines of Mesa
code in twelve months. This includes vacations and holidays and
time to attend conferences and seminars, to write professional papers
or continue education. to get and train some users or clients to test
the system. and to be generally effective members of the
organization. In most cases, if the same people had iwice as much
time, they could produce as good a system in, perhaps, kalf that
amount of code—ie., the extra vear vields negative productivity.
Thus, one of the conflicts that we have to manage constantly is that
between the need to get a system done and working satisfactorily and
the desire to make it smaller, faster. easier to use, etc.

Holy wars. In the early days of Pilot development. we got bogged
down in a number of tesic questious of vperaiing system design and
spent a lot of time, energy, and emotions before resolving them.
One of these concerned the model of processes and synchronization
and whether we should have a facility based on procedures and
monitors or a facility based on messages. Each side was firmly
entrenched and unable to accept the position of the other; not until
we developed the duality hypothesis presented in [Lauer and
Needham] were we able to resolve the issue and implement the
scheme described in [Lampson and Redell]. Even afterward, our
organization bore serious scars from this debate.

Another basic question concerned the kind of access to the file
system that Pilot would provide. One alternative was a simple read-
write facility with which client programs transfer pages directly
between virtual memory and files. The other alternative was a
‘mapping’ facility, whereby a portion of the file is made the backing
store for a portion of virtual memory (for example, as in MULTICS
[Bensoussan e¢ af]). While this question did not inflame emotions
the way the process question did, the proponents of each view felt
that the two models were incompatible with each other. Pilot chose
the mapping approach, providing a convenience for some but causing
headaches for others, particularly those who were trying to convert

TABLE [ — SiZES OF PILOT RELEASES

Release [ 11 I v vV
Duate . Oct 78 Dec 79 Mar 80 Oct 80 "~ Apr8l
Contnibutors ~20 ~27 ~27 ~35 ~35
Pilot Kernel:
iines 24K 30K 3K 44K 53K
codebyies 89K 111K 110K 152K 162K
modules 88 102 114 123 135
interfaces 93 132 146 183 204
Pilor System:
‘lines 48K 129K 125K 171K 249K
codebytes 211K 508K 508K 754K 1025K
modules 390 420 unknown 530 710
Working Sets unknown unknown ~320 ~260 ~190

t256-word pages)

Most contributors had rasponsibility for other. non-Pilot software at the same time.
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programs from other systems based on the read-write model.
Subsequently. the perception grew that perhaps the two approaches
are duals of each other, and that a client program structured for one
approach might have a natural counterpart of similar performance
and complexity for the other approach. However, we never found a
duality transformation to support this view. Finally, we realized that
neither model excludes the other. In particular, code files and
certain data files of limited size are better supported by the mapping
model—the swapping characteristics are understood and address
space management in virtual memory is more convenient than
explicit reading and writing. Large data files with known, high
performance access tequirements, on the other hand. are better
served by the read-write approach—these files are often larger than
the virtual address space, and the complexity and overhead of buffer
management is worthwhile to achieve the desired performance. Pilot
now supporis both approaches with consistent interfaces.

Files and transactions. When the Pilot file system was being
designed. the question naturally arose about whether or not it should
include a transaction facility for crash recovery and atomic updating
of files. We did not include one because our experience was limited
and we were onlv just beginning to see results from research in this
area at PaRC. However, we did provide enough facilities so that a
client could build a specialized transaction mechanism on top of the
Pilot kernel. Someone built such a facility and also underiook an
evangelical mission to persuade people that it offered the solution to
all file reliability and recovery problems. As a consequence. several
of our major clients came to depend upon the transaction concept
even in cases where it is not appropriate.

"Naturally, a transaction facility built on top of Pilot could not
have as high performance as one integral with it, and in this case, its
interfaces were of a substantially different style than those of Pilot
itself. It was also extremely unreliable. Thus we were forced to do a
quick implementation of a new transaction facility as part of. and
consistent with, the Pilot kernel.  This has significantly better
performance and is reliable in spite of known bugs: client programs
that depended on the previous facility became simpler with the new
one. However, the performance is still not good enough for high
intensity activities such as data base accesses and updates. At the
same time. some of the clients began 10 realize that even the best
transaction facility would offer inappropriate performance for their
applications and that their failure modes did not require this
generality. For example. in the user level directory facility for the
Xerox 8000 series products. it is much better o accept that crashes
can occasionally occur in the middle of updates and to rely on a
scavenger to restore things from the natwral redundancy in the file
system.

It is not clear what the future of transactions in Pilot will be. but
since we currently satisfy no one in this area. it is likely that the
facility will change substandally again.

Virtual memory implementation. In designing the Pilot virtual
memory facilities, we recognized the client program would want to
manage the address space, map files to pieces of virtual memory. and
control (or influence) the swapping between real memory and the
backing file. We began with three different interfaces and concepts.
but quickly unified them into the single concept of the space. The
Pilot space is the unit of allocation. mapping. and swapping: spaces
can be declared within other spaces. so that the set of all spaces
forms a hierarchy according to the containment relation. This was a
remarkably simple generalization, but it was hard to implement and
is not used by clients. Clients have evolved a stvle in which almost
all mapped spaces are subspaces of the primordial space (all of
virtual memory) and only a few of these are further partitioned into
subspaces for swapping control. The implementation requires such
large data structures for each space that they have to be swappable.
and only the very active items are cached in real memory. In the
end. several caches were needed and a lot of resident code was
written to manage them.

An assumption of the virtual memory implementation is that
disk accesses are expensive. Thus, we set up a lot of queues and
expected a lot of muliprogramming to overlap computing with disk
operation. In fact disk accesses are cheap on both the Dandelion
and Dolphin configurations. If no arm movement is required (this
appears to be true most of the time), the computation required to
field a page fault locate the disk address, set up a disk command,
receive the disk interrupt. and dispatch the faulted process takes
about the same time as the average latency to read a sector. We
found that the system could not accept back-to-back requests for
adjacent sectors and read them on the same revolution, and thus we

had to rewrite the file system to submit single disk requests for runs
of pages whenever it could. Even so, it would almost be cheaper to
treat the disk as a synchronous device and simply wait until each
operation completes without trying to do anything else.

In view of this experience, we are currently reexamining the
basic design of the Pilot kernel virtual memory svstem and will
probably make major revisions in both the strategy and the
implementation.

Pipes. filters, and streams. One of the strong features of the UNIX
system [Ritchie and Thompson] is the uniform facility for input and
output which allows separate programs to be connected together by
‘pipes.” The UNIX programmer’s toolkit includes a large number of
simple programs (called ‘filters’) which perform simple
transformaiions 0. strams of data. and it is commor practice 0
concatenate a number of these together for a desired result. We
thought that Pilot should have a similar facility but consistent with
and implementable in Mesa. and so we designed Pilot streams (see
[Redell er al} for an overview).

Unforwnately, although the Pilot stream facility works
sausfactorily, it was not very well received and is not widely used by
us or by our clients. One reason probably lies in the Mesa mode! of
program modularity. The type-safety and interface language of Mesa
make it convenient to design programs with clearly specified
procedural interfaces and bind them together with a little bit of
control code for a desired result. Thus the Mesa programmer’s
toolkit consists of a large number of modules of varying complexity
and different kinds of control structures. For example, a module
which produces a sequence of objects of some abstract type will
export a procedure for its clients to access these one at a ime. This
can be easily bound to another module that expects 10 get objects of
that type. and it is often more flexible than parsing a stream of
characters. Thus., Pilot streams are used almost exclusively at the
interface with terminals and other systems over industry standard
communication lines and protocols.  Procedural interfaces are
preferred. both within Pilot-based programs and between syvstem
elements over the Ethernet.

Comparing Pilot with other operating systems

From the success of the April 1981 release. it is evident that Pilot
will take its place among the ranks of mature. evolving operating
svstems and have a useful life long after its original designers have
moved on to other pursuits. However. it did not happen as planned
and its development was very different from that of the Alio system.
In reflecting upon this. I found it useful to enumerate some of the
other operating systems 1 have known, either from direct contact or
from study of the literature or from contact with others. These
systems seem to fall into five categories, which I shall first enumerate
and then describe.

1. The Alto system. UNIX.

2. IBM's 0S/360. MuULTICS, Pilot. etc.

3. MTS (the Michigan Terminal Svstem). TENEX, CP-67

4. CAL-TSS. Project SUE. HYDRA, elc.

5. DOS/360. RS-11, etc.

These categories are the result of my personal observations. not of a
systematic study, and hence many Systems are not listed because 1
don't know enough about them to classify them. The ordering of
the categories is not significant.  An important part of the
classification is the maturity or success of a system—i.e.. acceplance
by its clients as a useful. economic tool for helping to get work done.
for “supporting applications. or for fulfilling other goals. A
characteristic of a successful system is that it is accepted by a non-
rivial community of users outside its developing organization as a
matter of choice and that this community contributes. directly or
indirectly. to its further development and growth.

Systems of the first kind. These are evervone’s favourite systems.
They are successful by our measure and by most other measures
(someii.ies too successful for their davelopers). Trey begin life as
small. simple, unambitious systems meant to serve only their authors
and perhaps their immediate colleagues.  They have limited
requirements, usually in the research area. But their excellence and
simplicity attract others who are willing to contribute to the further
development, additional features, or maintenance responsiblities in
exchange for being able to use such systems in their own work.
They become successful partly because potential users find it simple
and easy (o adapt them when necded facilities are missing or ill-



conceived. Systems of the first kind rarely evolve according to any
coherent plan agreed to between the implementors and clients, but
rather by the willingness to contribute faciliies and features as
needed. Thus it is not surprising that these systems sometimes
appear a little haphazard.

Systems of the second kind. These the planned systems. They are
cut ‘from whole cloth.” designed and implemented as major projects.
directed toward objectives defined by negotiation, often (but not
always) aimed at new architectures. meant to satisfy major clients.
and built according to schedules and budget constraints imposed for
business. contract. or other external reasons.

Some. but not all. of the major operating systems sold by
computer manufacturers fall into this category. For example. IBM’s
0S/360 was conceived as a whole system to satisfy a new, broad
marketplace and to incorporate many of the technological
achievements of the previous five years, and thus it is a system of the
second kind. So is MULTICS. which was built primarily at MIT as a
‘real” system based on the previous experimental system CTSS. Pilot
is a system of the second kind: it was conceived as a successor to the
Alto system and intended to support a range of product,
development, and research applications within Xerox over a specified
number of years on a new machine architecture.

Not all systems of the second kind are successes. Some notable
failures include IBM’s TSS/360. the Berkeley Computer Corporation
system [Lampson}, and the Elliot 503 Mark II system [Hoare]. Each
of these was conceived as a major system and a fairly ambitious
project. but none survived the patience of its sponsors or clients to
reach maturity.

Systems of the third kind. These sysiems borrow much of their
supporting software from an existing system but represent a
fundamental change in the way of life. The Michigan Terminal
System, for example, provides a paging, terminal-oriented, time-
sharing system especially suited for university use on the IBM 360/67
and IBM 370 systems. Most of its compilers, run-time support,
subroutine libraries. program development tools, etc., were taken and
converted directly from OS/360. but its operating system kernel is
dramatically different from OS/360 and it supports new applications
that OS/360 never could. (Of course, .there are also many OS/360
applications that MTS cannot support.) The obvious motiviation for
building a system of this kind is to avoid the time and expense of
designing. implementing. and maintaining all new supporting
software for the operating system when it is desired only to
implement an operating system kernel and some basic functions.

Systems of the fourth kind. While the population of systems of the
first three kinds is relatively small, there are many systems. of the
fourth kind. They make major contributions to the art and science
of operaung systems but either never reach maturity or never gain
acceptance outside the developing organization. For many of them,
there is never any serious intent to promote them for widespread use.
to support a variety of applications, or to be ‘complete.” They are
primarily laboratory exercises to support research and to teach about
operating system structures, or to support other laboratory work.
Note that systems of the first kind begin life as systems of the fourth
kind but suffer the calamity of success.

Systems of the fifth kind. Finally, the world is full of small,
uninteresting systems which do little to enhance the machines they
support and which contribute little to the technology or have little
impact on the computing community. These systems come in all
sizes, shapes, colors, and prices, and I have nothing interesting to say
about them.

This taxonomy is helpful in comparing like with like when we
talk about operating systems in a context of which work and which
do not. For example, it does not make sense to berate the excessive
generality of 0S/360. which did succeed, in comparison .with the
more limited objectives and elegant structures of, say, CAL-TSS or
Project SUE. both of which failed to become generally usable. It was
observed in [Lampson and Sturgis] that there is much more work
invoived in making an operating system usable by general
programmers than just providing a nice kernel. Similarly, when we
ask why the Pilot development was so different from that of the Alto
system. it is important to bear in mind the fundamental difference in
objectives and ground rules for the two systems. The following were
explicily not objectives of the Alto system:

“This system must satisfy the corporate needs for the next
10-15 years in specific areas.”

“A (nearly) complete list and specification of the functions
and facilities required of the system over the next five years
must be provided before design starts.”

“This system must incorporate all of the wonderful lessons
of operating system technology from the past five years.

“This system is expected to have more than one hundred
users or to be installed in more than one hundred
locations.™

These or similar objectives did apply, however. to Pilot and 10
most other systems of the second kind. The developers of the Alto
system are chagrined to find that they now have to spend
considerable time and energy supporting a system which has several
thousand users and supports a wide variety of corporate needs. By
contrast. in the Pilot development, we were chagrined to discover
that in striving to meet these objectives or our schedule. we often
found ourselves unable to apply what we felt was the best technical
solution t0 a problem.

The five-to-seven-year rule

The above classification identifies operating systems in terms of
how they were developed and their impact. It separates svstems of
the second kind, which are willed into existence and operation, from
those of the first, third. and fourth kinds. which evolve in a less
deliberate manner or as part of some other research or project.
While I have no recipe for producing successful systems of the latter
kinds, I can offer an hypothesis which. if true. will be useful to
anyone setting out to build a system of the second kind: it rakes
from five 10 seven years for a system of the second kind to grow from
birth to maturity. For example, in the systems I enumerated above:

0S/360 was begun in 1963-1964. Despite early availability
and vigourous promotion by its manufacturer, it was not
until 1968-1969 that it really gained wide acceptance by its
users as a ‘aluable, economic tool.

MULTICS development began in about 1965. After an
initial flurry of publications about the system. its design.
and its goals. the outside world heard very little from
MULTICS-land until the early 1970°s, when it started to
acquire a following outside MIT and was subsequently
- adopted by Honevwell, the manufacturer of MULTICS
hardware.

The first five years of the life of Pilot were chronicled
above. Although the previous skepticism by its users is now
changing to enthusiasm, there is still much to be done
before Pilot fulfills their expectations.

[t also appears that it takes from five to seven years for other
operating systems produced by major manufacturers or as major
system projects to mature. Let us consider what happens during
those years.

First, there is the period of planning and design. This is a time
of exceptional optimism, of desire to incorporate the past successes
and avoid past mistakes. of a determination to ‘do it right In the
Pilot project. for example, an attitude that prevailed was “the Alto
system demonstrated a lot 2bout personal computing: now let’s build
one for real, to support the company’s business. And incidentally.
we should build it in Mesa, and build it with virtual memory. and
re-engineer the Ethernet, and unify the protocols, improve the file
system, etc., efc., efc.”

Next comes the initial implementation and first release. There
are no operational client programs-against which to validate ‘it, so it
gets little testing. - Anyway. some of the promised function was
deferred in the interests of meeting the delivery schedule.

Then comes a period of trying. to make the system work at all.
Those first hardy users have had to pick their way through
minefields of bugs and problems, and some may have become
discouraged and turned to other alternatives. However, through
perseverance, the problems are solved one by one. and eventually the
system seems (o work passably, at least for its few active users.

But now it is important to make it work well. It is too slow or
100 big: it supports too few users/clients; or it fails to match the
performance of, its predecessors. Promised enhancements and/or
deferred functions are abandoned and development is concentrated
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on very simple matters. During these two phases. client or user
participation is essential, aithough painful. Without the aporopriate
feedback from others who are trying to use the system for non-trivial
reasons (other than its own development), the implementors do not
have enough information 1o guide their work and identify problems
in performance, style, or function.

Finally, if the sponsor has not lost patience, there is a period of
evolving expectations about the new system. Clients realize that it is
not the same as a previous one and that their old models of
performance. behaviour, and usage need to be modified to take
advantage of the new facilities and the new constraints. Some
functions or facilities of the new system may never work as well or
as fast as the corresponding ones of the old, and programs converted
from the old may appear sluggish in the new environment. This is
the beginning of the period of ‘community involvement’ with the
operating system. during which clients learn how to live within the
framework defined by that svstem and how to contribute to its
further success and growth.

The five-to-seven-year rule for systems of the second kind is a
strong generalization from weak evidence. [ know of no analysis
which might lead to it as a conclusion. 1 would even like to see it
disproved (and to learn how to disprove it at will). Nevertheless.
from my own experience and from observations of the experience of
others, it seems 1o be true. at least most of the time. It seems to
apply both to the professional system designers and programmers
who populate the industry and to the elite corps of computer
scientists from the academic/research community. Even people with
impressive credentials fail in their attempts to build systems in less
time, and very few succeed. We believed from the beginning that
we could do better in the development of Pilot.

Both in casual conversations and detailed analyses of the
successes and failures of systems of the second kind. the same terms
keep recurring: that the systems are “too ambitious™ and/or “too
general.” Hoare used these terms in his Turing Lecture [Hoare]. |
can remember as a graduate student that my colleagues and 1 would
sneer at the manufacturer-supplied operating systems (IBM's O5/360.
Univac's Exec VIII. Burroughs' MCP, and all the rest) in exactly the
same terms. In almost any cocktail conversation about a system in
trouble or one which the users find unsatisfactory. criticism is
focused on the generality or amibitousness of the project goals. In
my discussions with the original implementors of the kernel of the
Alto system, the same terms were used again: “if only we had set
more limited goals for Pilot by concentrating on. say, real memory
requirements rather than on featres, we would have produced a
nice. well-performing system in two or three years, just the way they
did” However, that begs the question: we did concentrate on real
memory usage, execution speed. simple structure. and all of the other
things that are important in making a successful design. We made
task lists of things to do, problems to solve, features to support: we
assigned priorites and worked on first things first; we parried
requests for yet more features or complexity; we ignored
unreasonable constraints imposed externally and let our computer
science wisdom prevail. It still took us five years. and our critics at
the time still worried about the grandiosity of our system.

1 suspect that there is something about the ground rules of
projects like Pilot. the Berkeley Computer Corporation system,
MULTICS. and other systems of the second kind that makes it
difficult or impossible 1o plan or carry out projects the way we do
for systems of the other kinds. (ldote that by definition, systeins of
the other kinds cannot be too ambitious or general: either they
succeed on their merits, meaning that they have exactly the right
blend of generality and simplicity, or they were never meant to fulfill
the kinds of goals that a system of the second kind is.) Part of it is,
no doubt, in the way that projects are sponsored. Systems of the
first, third. and fourth kinds are usually financed as part of some
other project or research.

But systems of the second kind are investments. As such they
are subject to the kinds of review of planning. budgeting. scheduling,
and scrutiny that the sponsor needs to confirm continuing support
(neither the Alto system. MTS, or HYDRA, for example, were ever
subject to this kind of review). Furthermore, investments in sysitem
development are still so risky these days that most sponsors would
rather purchase a sausfactory system. if available. than build one.

Thus. by definition. the new system has to be more ambitious and/or
more general than its predecessors. If it is necessary to finance a
new system, then the sponsors and/or their clients feel entitled to
some voice in the facilities. features. styvle, character, or other
auributes of the system. le.. the system designers do not get to go
off alone to build the system of their dreams, and the five-to-seven-
vear rule prevails.

Suminary

I have been a member of the Pilot project since early 1977 and
have managed it in its later years. Coming from an academic and
research background. | have been somewhat surprised at what it has
been possible for us to do and also at what we have not been able to
do. 1 think it is important for people to write about these things
occasionally because we too often concentrate on the objects we are
creating and not enough on the process of creating them. The world
of programming methodology and structured programming is
devoted to helping us achieve perfection in the systems we
design—an important goal but somewhat at odds with the need to
get something done. Pilot had to be delivered and work well
enough. despite the fact that we never had time to make it perfect or
even as small and as simple as we would have liked. It is helpful 10
treat the major system as an organism itself, with a life cycle and a
personality and characteristics derived from the organizations that
build. use, and sponsor it. The successful ones usually outlive the
interests and participation of their implementors. and they captivate
or even dominate the professional lives and interests of many other
people.

I have believed in the five-to-seven-year rule for at least a
decade and have not found much evidence against it. Yet this is not
proper science, so | challenge graduate students and researchers in
the operating system field to conduct systematic studies about how
systems are conceived and born and which ones grow, mature. and
lead productive.lives. This would be a study partly of technology
but partly of the sociology and dynamics of system development. and
it would teach us how to build better, simpler, less ambitious systems
more predictablv.

The classitication of operating systems into five kings came about
as | tried to- compare Pilot with other systems and see where the five-
to-seven-year rule applied and where it did not. There is definitely a
qualitative difference between the kind of development we carnied
out and the kind that I have watched or been associated with in
universities and research laboratories. Thus it is not surprising that
there is a difference in character between the kinds of systems that
emerge from these activities. 1 do not know whether this
classification is ‘right,’ so again I challenge research students to
explore the field of operating systems from this point of view.
making systematic studies to help us understand how we do better at
building them.

Finally. a word of advice to designers. implementors. sponsors.
and users: if you are involved with a new. challenging system
planned and cut out of whole cloth and meant as a service. not as an
experiment. but intended to streich our horizons and
expectations—i.e.. a system of the second kind—then have patience.
1 have not yet seen anyone who has been able to build one as
quickly and as well as he thought he could.
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