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Back-Compatibility and VP Sets

When cold booted in back-compatibility mode, the system creates a VP set
with the geometry implied by the command line options ~x and -y or -v. It
then allocates the amount of memory specified by the =b value to a single field
in that VP set. The single VP set and the one allocated field that are created for
back-compatibility mode are called “VP set 0” and “field 0” for the purposes of
this discussion.

The user can, however, create additional VP sets—of any legal geometry—by
means of direct calls to the appropriate Paris instructions. For these VP sets,
storage is handled in the normal way: that is, a single stack is shared among all
user-created VP sets. Only VP set 0 has memory specifically allocated for it.

The Size of the Back-Compatibility Field

Creating new VP sets, or using certain Paris instructions from within VP set O,
may require the user to adjust the fraction of memory allocated for back-
compatibility—that is, the relative size of field 0. Some considerations in
deciding on the value of the ~b option are:

s All automatic and scalar variables allocated by C* and CM Fortran
programs running in back-compatibility mode are allocated within field
0. A C* or CM Fortran program that contains no direct calls to Paris can
be executed with the =b value set relatively high.

a Al Paris instructions called while a user-defined VP set is the current
VP set use storage outside field 0. A C* or CM Fortran program that
creates additional VP sets may require that the ~b value be lowered.

= Most Paris instructions called while VP set 0 is the current (or only) VP
set allocate variables within field 0. A C* or CM Fortran program that
calls Paris instructions exclusively from within VP set O can be executed
with the =b value set relatively high.

s There are exceptions, however. The following instructions allocate
temporary storage outside field 0, regardless of which VP set is current
when they are called:

CM_get_ 1L

CM _read from news_array
CM_write_to_news_array

Some CM_send_ instructions when the message sent exceeds
128 bits in length
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= A program that calls these instructions—either from within VP set O or
from within a user-defined VP set—may require that the b value be
lowered.

Most Paris instructions have modest requirements, if any, for temporary
storage. However, a few instructions—CM_get_1L in particular—are
comparatively demanding of temporary storage. If at any time the available
temporary memory is exhausted, the system signals a run-time error and
program execution terminates. If this event occurs, you can make more
temporary space available by lowering the -b value.

A.3 Back-Compatibility Mode and Timesharing

Programs that must be executed under back-compatibility mode can execute
under timesharing. However, the overhead required for running back-
compatibility mode can cause a considerable decrease in performance.
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Appendix B

DFS: Defining File Sets

B.1

NOTE: The system described in this document is not officially supported
and is subject to change at any time. Users are welcome to make use of the
functions described below, with the understanding that the features described
herein may be modified without notice in future releases.

DFS — Defining File Sets

This document describes DFS, the Def File Set system. This system allows you
to define groups of files as “file sets.” All the files in a file set can then be
compiled and/or loaded together in a single operation. Individual files can
contain either Lisp code or plain text, and the order in which the files are
compiled and/or loaded can be determined by the user.

The basics of file sets and file set definition files are described in this
document. For more information, execute the function (dfs:dfs:help), or
read through the file /cm/dfs/documentation.lisp, in the DFS system
file set.

The following DFS operations are documented:

dfs:def-file-set Define a file set.
dfs:def~-file-set-directory

Define the directory in which a file set is stored.
dfs:load-file-set Loads all files in a file set.
dfs:complle-load-file-set

Compiles and loads all files in a file set.
dfs:load-n Loads a single file from a file set.

The purpose and use of file set definition files is also described.

Version 6.1, October 1991 187



188

CM User’s Guide

B.2

B.2.1

Defining File Sets

A “file set” is simply a group of files stored in the same directory that must be
loaded and/or compiled as a group in a specific order.

The dfs:def~-file-set macro defines a file set.

dfs def file-set ( name - (: directory default—pathname ) )
' &restﬁlespecs SR G

A sample call to dfs:def-£ile-set looks like:

- . - . T
(dfs def- flle~set ( my- f11e~set ( dlrectory S
: : '"~username/my code/") 1
o  "def1n1t1ons" A H
“macros"
~"other-defs" =
Sfic Lremain-program®) Lo il s hin e s b B
L hdheestaer Lo G

This form defines a file set that contains four files: definitions, macros,
other-defs, and main-program. All of these files are located in the
directory ~username/my-code/.

The dfs:def-file-set macro has many options to control file
compilation and loading, including options that allow simple conditional
compilation of files. These options are described in the next section.

Arguments to dfs:def-file—set

The name argument must be a symbol. It specifies the name of the file set for
DFS. (The package of the symbol is ignored; only the name of the symbol is
seen by DFS.)

The default-pathname must be a string containing a directory pathname. This
pathname is used as the default path for the files specified by the filespecs
arguments. Note that DFS currently requires that all files in the file set must be
stored in this directory.

The filespecs arguments specify the files in the file set. The simplest way to
specify a file is by a string that contains just the name of the file without any
extension such as .1isp or .bin. (DFS automatically adds appropriate type
extensions where needed.)
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Files that are to be compiled and/or loaded only in specific circumstances may
be specified as a list of the form ( filename conditions ). In this case, filename
is a string containing the name of a file as described above, and conditions is
any number of keywords that conditionalize the compilation and/or loading of
that file.

Files specified with no conditions are compiled and loaded in order. Files with
conditions may or may not be compiled or loaded, as determined by the

conditions.
The permissible conditions are:

:compille Compile the file only if it has been modified since it
was last compiled. Note that : compile only
compiles the file; the : load option must be
specified as well to load the file.

:load Load the file only if it has been modified and/or

recompiled since it was last loaded.

:compile-load This option is the same as specifying both
:compile and :1load, and is the default if no
conditions are specified.

(:compile filenames )
Compile the file if any of the files specified by the
Jilenames strings have been recompiled.

(:1oad filenames) Load the file if any of the files specified by the
filenames strings have been reloaded.

(:compille-load filenames )
This option is a combination of the preceding two,
and specifies that the file is compiled and loaded
conditionally.

:always This keyword may replace filenames in the above
options, and specifies that the file is always loaded
or compiled.

iread Read only the source version of the file. (Useful for
files of code that are never compiled.)

:no-load Do not compile or load the file. (Useful for text files
and documentation files that are part of a file set but
contain no compilable code.)
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(:external function-name)
Define a function with the specified function-name
that will return the full pathname of this file when
called. (Useful for files specified as :no-1oad that
may conditionally be loaded by other files in the file
set.)

For example, here is the above dfs:def-file-set call modlﬁed to make
use of conditions:

(dfs: def file-set { my—flle—set (: directoxy "~usezname/my-code/"} )
("def:.nltlons"' load always)
(*macros* :compile-load) o
("other-defs" :no-load'(:external other—defs—filename))
("ma1n~pxogram" ( comp;\.le "maczos") load)

This dfs:def-file-set call defines my-£ile-set with the following
conditions:

s The definitions file is never compiled, but is always loaded, even
if its source file has not been modified.

s The macros file is compiled and loaded only if it has been modified.

s The other-defs file is never loaded, but dfs:def-file-set
defines a function named other-defs-£ilename that, when called,
will return the pathname of this file. This function can be used elsewhere
to load the file (within main-program itself, for example).

s The main-program file is compiled and loaded whenever the
macros file has been compiled.

B.3 File Set Definition Files

The dfs:def-file-set macro is almost never called directly. Instead, it is
stored in a special file known as a definition file.

The definition file for a file set is typically stored in the same directory as the
files in the file set, and is typically named def-file-set.1lisp. (This file
can be located elsewhere, however, and can have a different name. See Section
B.4 on page 191.)
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B.4

B.5

The definition file is used by DFS to determine which files are part of the file
set, and also to determine the order in which those files are to be compiled
and/or loaded.

Defining File Set Directories

Another important macro is dfs:def-file-set-directory. This
macro defines the directory in which the definition file of a file set is located.

[ dfs: def-file—yset—directory file-set-name dqf-ﬁlé—pathname j

The file-set-name argument is the name of the file set, and must be a symbol.

The def-file-pathname argument is a string containing the pathname of the
definition file. This may be a complete pathname that specifies the directory
and name of the file, or a partial pathname that specifies only the directory. In
the latter case, DFS assumes by default that the name of the file is def~
file-set.lisp.

A call to this macro for my-file-set might look like:

. (dfs def-file-set- duectory ny-file-set ‘
~ "~username/my- code/") :

This form informs DFS that the file set my-file-set is defined by a
definition file named def-file-set.1l1isp, located in the directory
~username/my-code/.

File Set Diredtory Definition Files

Like dfs:def-file-set, the dfs:def-file-set-directory
macro is almost never called directly. Instead, it is stored in your system’s site
directory in a file that is named after the file set and that has the extension
.dfs.

For example, the dfs:def-file-set~directory call shown above
would be stored in a file named my-£file-set.dfs in your system’s site
directory.
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Finding Your Site Directory

The variable dfs: : *site-file-directory* contains the pathname of
your local site directory, and can be either a single string or a list of strings.

For UNIX users the site directory is typically /cm/dfs/site.

For Lisp machine users, the site directory is typically >cm>dfs>site.

How DFS Handles File Sets

When a DFS function is called to load a particular file set, DFS first checks to
see whether that file set is known to it already. (This is the case, for example,
if a DFS function has previously been called to compile or load the file set.)

If the file set is known, DFS reads the definition file for the file set and uses the
information contained in it to load the files of the file set.

If the file set is not known to DES (for example, if it has not been loaded
before), then DFS searches the site directory for a .d£fs file named after the
requested file set. If there is more than one site directory (that is, if the value of
dfs::*site-file~directory* is a list of strings), the directories are
searched in order.

If a .d£s file is found, DFS loads it, and uses the dfs:def-file-set-
directory form within to locate the definition file for the file set. DFS then
loads the file set as usual. If no . d£s file is found, DFS cannot load the file set,
and will signal an error.

Loading and Compiling File Sets

The DFS functions used to compile and load file sets, and to compile and load
individual files of those file sets, are described in the following sections.

All files compiled by DFS are compiled using the Common Lisp compiler.

NOTE: When using DFS, never load or compile any of the files in a file set by
any other means than the DFS operators described here (for example by using
the Common Lisp load or compile-£file functions). DFS maintains its
own information about whether the files in a file set have been compiled and/or
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B.8.1

B.8.2

loaded. Compiling or loading files by other means can invalidate this
information, causing DFS to perform incorrectly.

If it is necessary to recompile or reload a single file, use the dfs:load-n
operator described in Section B.9 on page 195.

Loading File Sets

The DFS function to load a file set is dfs: load-file-set.

[ dfs:load-file-set file-set-name &key :reload J

This function loads all of the files in a file set that are not currently loaded.

A sample call to dfs:load-£file-set looks like:

E’v:.(»dfvs:;loadeile-se.t "vm?éfi.le4set) SR s )

This example causes the three files in my-£1ile-set to be loaded in order.

Keyword Arguments to dfs:load-file-set

The :reload keyword argument controls whether files are loaded if they
have been loaded previously. It can have either of the following values:

:1f-not-loaded Only load files if they have not been loaded
previously.
t Load all files unconditionally.

The default value for the : reload argument is : 1f-not-loaded.

Compiling/Loading File Sets

The DFS function to compile and/or load a file set is dfs : compile-load-
file-set.

‘dfs:compile-load-file-set file-set-name o
pei &key :recompile :reload 1source-only :selective =
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This function compiles and loads each of the files in a file set that have been
recently modified.

A sample call to this function looks like:

[ (dfs:compile-load-file-set 'my-file-set) - ]

This example causes any of the files in my~£1le-sget that have been recently
modified to be compiled and loaded.

Keyword Arguments to dfs:compile-load-file-set

The :recompile keyword argument controls whether files are compiled if
they have been compiled previously. It can have any one of the following

values:
t Compile all files unconditionally.
:1f-changed Compile files only if they have not been compiled
previously.
nil , Do not compile any files.‘

The default value for the :recompile argument is : 1f-changed.

The :reload keyword argument controls whether files are loaded if they
have been loaded previously. It can have either of the following values:

t Load all files unconditionally.

:1f-not-loaded Load files only if they have not been loaded
previously.

nil Do not load any files.

The default value for the :reload argument is : 1f-not~loaded.

The :source-only keyword argument controls whether source or object

files are loaded:
t Load only source versions of files.
:when-no-object Load compiled files if available, otherwise load
source files.
nil Load only compiled versions of files.

The default value for the : source-only argument is : when-no-object.

The :selective keyword argument controls whether files are loaded
selectively.
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t Query user whether to compile and/or load each
file.
nil Compilefload all files without querying.

The default value for the :selective argument is nil.

The :verbose keyword argument controls whether files are compiled/loaded
verbosely.

t Display messages as files are processed.
nil Process files silently.

The default value for the :verbose argument is t.

Loading Individual Files

The DFS function to compile and load a single file from a file set is
dfs:load-n.

( dfs:load-n Jilename &key :recompile :reload R J

This fuction compiles and loads a single file from a file set.

A sample call to dfs: 1load~n looks like:

[ {(dfs:1load-n "&username/my—code/main—program") : J

This example compiles the file main-program from my-£ile-set (if it
was recently modified), and then loads the file.

Keyword Arguments to dfs:load-n

The : recompile keyword argument controls whether the file is compiled if
it has been compiled previously.

The :reload keyword argument controls whether the file is loaded if it has
been loaded previously.

The :verbose keyword argument controls whether files are loaded
verbosely.
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The legal values and default for these arguments are the same as for the
corresponding arguments of dfs: compile-load-file-set.
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Paris Functions Affecting
Timesharing Performance

The Paris functions listed in this appendix cause the CM and the front end to
resynchronize, potentially causing slower performance when running under timesharing
from a VAX front end. If your program will be running under timesharing from a VAX,
you should minimize calls to these functions.

/*
* PARIS REL3 functions
*/

CM_complex_t CM _c_read from processor_1L _AP((CM_sendaddr_t
send_address_value,

CM_field _id_t source,
unsigned s,
unsigned e));

double CM _f read from processor_ 1L _AP((CM sendaddr_t
send_address_value,

CM_field id_t souzrce,
unsigned s,

unsigned e));

CM_complex_t CM global c_add 1L _AP((CM_field id_t source,
unsigned s,

unsigned e));
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unsigned CM_global_count _bit _AP((CM_field id t source));

unsigned CM_global_count_bit_always _AP((CM field id t
source)) ;

unsigned CM global_count_context _AP((void));
unsigned CM_global_count overflow _AP((void));
unsigned CM_global_count_test _AP((void));

double CM global f add 1L _AP((CM_field id t source,
unsigned s,

unsigned e)) ;
double CM global_f max 1L _AP((CM_field id_t source,
unsigned s,

unsigned e));

double CM global f min 1L _AP((CM field id_t source,
unsigned s,

unsigned e));

int CM _global logand 1L _AP((CM _field id t source,
unsigned len));

unsigned CM_global_logand bit _AP((CM_field_ id t source));

unsigned CM_global_ logand bit_always _AP((CM field id t
source)) ;

unsigned CM_global_logand context _AP((void));
unsigned CM_global_ logand overflow _AP((void));

unsigned CM_global_logand_test _AP((void));
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int CM_global_logior_1L _AP((CM_field id_t source,

unsigned len));
unsigned CM global logior_bit _AP((CM_field_id t source));

unsigned CM global_logior_bit_always _AP((CM field id_t
source)) ;

unsigned CM_global_logior_context _AP((void));

unsigned CM_global_logior_overflow _AP((void));

unsigned CM_glcobal logior_test _AP((void));

unsigned CM global logxor_1L _AP((CM field_id_t source,

unsigned len));

int CM global_s_add 1L _AP((CM_field id_t source,

unsigned len));

int CM _global_s max_ 1L _AP((CM_field id t source,

unsigned len));

int CM_global_s_min 1L _AP((CM_field id t source,

unsigned len));

unsigned CM_global u add 1L _AP((CM_field id t source,
unsigned len)) ;

unsigned CM global u max 1L _AP((CM_field id_t source,

unsigned len));

unsigned CM_global_u _max s_intlen 1L _AP((CM_field id t source,
unsigned len));

unsigned CM_global u max u_intlen 1L _AP((CM_field id_t source,
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unsigned len));

unsigned CM global u min_ 1L _AP((CM_field id t source,
unsigned len));

int CM_s read from processor_1L _AP((CM_sendaddr_t
send_address_value,

CM_field_id_t source,

unsigned len));

double CM timer_read_cm busy _AP((unsigned timer));

double CM timer_read cm idle _AP((unsigned timer));

double CM_timer_read elapsed _AP((unsigned timer));

int CM_timer_read run_state _AP((unsigned timer));

int CM_timer_read starts _AP((unsigned timer));

unsigned CM_u_ read_from processor_1L _AP((CM_sendaddr_t
send_address_value,

CM_field_id_t source,

unsigned len));

/ *
* Back compatibility functions.
*/
unsigned CM_enumerate_and count _AP((CM memaddr_t, unsigned));

double CM_f read from processor _AP((CM_cubeaddr_t,
CM_memaddr_t, unsigned, unsigned));

long CM global _add _AP((CM _memaddr_t, unsigned));

long CM_global_count _AP((CM_memaddr_t));

long CM_global_count_always _AP((CM memaddr_t));

double CM _global f add _AP((CM _memaddr_t, unsigned, unsigned));
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double CM_global_ f max _AP((CM memaddr_t, unsigned, unsigned)):;
double CM_global f min _AP((CM_memaddr_t, unsigned, unsigned));
unsigned CM _global_logand _AP((CM_memaddr_t, unsigned));
unsigned CM_global_logand_always _AP((CM _memaddr_t, unsigned));
unsigned CM_global_logior _AP((CM _memaddr_t, unsigned));
unsigned CM _global_logior_always _AP((CM _memaddr_t, unsigned));
long CM_global max _AP((CM memaddr_t, unsigned));

long CM_global min _AP((CM_memaddr_t, unsigned));

unsigned CM_global_u add _AP((CM memaddr_t, unsigned));
unsigned CM_global_u max _AP((CM_memaddr_t, unsigned));
unsigned CM_global_u min _AP((CM memaddr_t, unsigned));

long CM read from processor _AP((CM_cubeaddr_t, CM memaddr_t,
unsigned) ) ;

CM_timeval_t * CM_stop_timer _AP((int));

unsigned CM_u read from processor _AP((CM_cubeaddr_t,
CM_memaddr_t, unsigned));
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The UNIX System for CM Users

This appendix presents brief explanations of features of the UNIX operating
system that are important to users of the Connection Machine system. For a
more comprehensive discussion of the UNIX system, consult The UNIX
Programming Environment, by Brian W. Kernighan and Rob Pike (Prentice-
Hall, 1984), or one of the many other books written about UNIX.

absolute pathname

background process

.cshrc

Bourne shell
C shell
current directory

directory

environment variables
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See pathname.

A process that runs “in the background,” allowing you
to issue other commands while it is executing.

In the C shell, a script file run after login to set up the
characteristics of the shell.

See shell.
See shell.
See directory.

A node in the UNIX file system. A directory can
contain files and other directories. The current or
working directory is the directory to which relative
pathnames refer.

Variables whose settings are available both to a shell
and to programs called from within the shell. You can
change the settings of these variables to provide
information about your environment to programs. CM
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filename

group ID

hostname

kernel

Korn shell

login ID

make utility

pathname

permissions

pipeline

CM Users Guide

system software provides various environment
variables for use with CM commands. For example, the
setting of the environment variable CHMINTERFACE
specifies a default front-end bus interface for use with
the cmattach command. Compare shell variables.

The name of a UNIX file. See also pathname.

The name of a class of users to which a user is

assigned.

The name assigned to a computer running the UNIX
system.

The program that controls the resources of the
computer. A user interacts with the UNIX kernel by
means of a shell.

See shell.
The name by which a user is known to the system.

A utility that provides a mechanism for maintaining
programs by ensuring that the files constituting a
program all exist and are up-to-date.

A name that includes all the directories that have to be
traversed to reach a given file or directory. An absolute
pathname starts with root—that is, at the beginning of
the file system hierarchy: for example, /usr/bin. A
relative pathname starts with the working directory: for
example, mydirectory/my_subdirectory.

Attributes associated with a file that determine who can
do what with the file.

A sequence of commands in which the output of one
command is the input of another.
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process

prompt

rcp

redirection

relative pathname

remote operations

rlogin

root

rsh

script file

setenv
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An instance of a running program. Each process in a
system has a unique process-id. Multiple processes can
be assigned to the same process group, so that a single
signal can be sent to them all at the same time.

A symbol that indicates that the system is ready to
accept commands. You can use a shell variable to set
what your prompt will be. In this guide, the prompt is
displayed as a percent sign (%).

See remote operations.

A method of designating that the source (or
destination) of input to a command (or output from a
command) is to be a named file or device.

See pathname.

Commands that involve interaction with UNIX systems
other than the local system to which you are logged in.
The rlogin command allows you to log in to a
remote UNIX system; the rsh command allows you to
execute a UNIX command on a remote system without
logging in; and the rcp command allows you to copy
a file to or from a remote system.

See remote operations.

The beginning directory in the hierarchy of the UNIX
file system—specified as /.

See remote operations.

A file that contains commands or programs to be
executed. You can submit a script file for execution by
the CM batch system. Also called shell script.

The C shell command for setting an environment
variable.
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shell

shell script

shell variables

signal
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A command interpreter that lets you issue commands
to be executed by the kernel. There are different shells
that provide slightly different features. The C shell, the
Bourne shell, and the Korn shell are popular UNIX
shells. You can create subshells within a shell; for
example, the cmattach subshell is created as a
subshell within the shell from which you issued the
cmattach command.

See script file.

A set of predefined variables whose values you can
change to customize your shell. For example, you can
set the prompt variable to change your UNIX prompt.
Compare environment variables.

A communication device that informs a process of an
event. For example, NQS may send a SIGTERM signal
to processes that are executing when a queue is about
to detach from its CM resource. Processes may contain
signal handlers that determine what to do when a
particular signal is received.

standard input, output, and error

subshell

superuser

symbolic link

Standard input is the input device for commands.
Standard output is the device to which commands send
their results. Standard error is the device to which
commands send error messages. Typically, all three are
defined to be your terminal. You can change this—for
example, by using redirection to send output to a file
instead of to your terminal.

See shell.

A special user on a UNIX system who can read or
modify any file in the system.

An entry in a directory that points to an already
existing file on a different file system. This allows a
user to gain access to a file without specifying an
absolute pathname.
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user ID A number associated by the system with a login ID.

working directory See directory.
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Appendix E

Glossary

This is a glossary of CM-specific terminology used in this manual.

batch access

batch queue

batch request

C*

cmattach subshell

CM Fortran

CMFS
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Access to the CM obtained by submitting a batch
request via the gsub command. Compare direct
access.

In NQS, a queue for batch requests.

A job submitted via the gsub command to an NQS
batch queue.

A data parallel extension of the C programming

language.

Used loosely for the Connection Machine system. Also
refers specifically to the parallel processing unit.

An interactive UNIX shell created when cmattach is
issued without the name of an executable program. A
user can issue CM and UNIX commands and run
programs from this shell.

An implementation of the Fortran 77 programming
language, extended with array-handling facilities from
Fortran 90.

The Connection Machine file system.
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CMIO bus An I/O bus that provides high-speed data transfer
among the components of the CM system.

CMIOC Connection Machine I/O Controller. A board that
connects a section of the parallel processing unit to the
CMIO bus.

C/Paris The C-language interface to the Paris instruction set.

CMSSL CM Scientific Software Library. A library of routines

that perform data parallel versions of standard
mathematical operations.

CM system An integrated combination of hardware and software
designed for high-speed data parallel computing.

DataVault A mass storage system for data in the CM system.

direct access Access to the CM via the cmattach command.
Compare batch access.

exclusive access Access to the CM in which only one user can be
attached to a FEBI and a sequencer at a time.

FEBI Front-end bus interface. A board that provides an
interface between a front end and a CM parallel
processing unit.

Fortran/Paris The Fortran interface to the Paris instruction set.

framebuffer module A board that connects an I/O channel of a parallel
processing unit to a high-resolution graphic monitor.
Framebuffer is often used loosely to refer to the
graphic display system.

front end A standard serial computer that provides the user’s link
to the CM system.

front-end bus interface
See FEBI.
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Generic Display Interface
A CM software product that provides a single user
interface to all CM framebuffers and X Window
servers available on a system.

graphic display system
Part of the CM system that lets users quickly visualize
large data sets. It consists of the framebuffer module
and a high-resolution color monitor.

Graphics Display Library
A CM library that contains routines for using the
framebuffer.

grid communication = Communication among CM processors in which
processors communicate with their neighbors in a

multidimensional grid.
interface See FEBL
*Lisp A data parallel extension of Common Lisp.
Lisp/Paris The Lisp interface to the Paris instruction set.

NEWS communication
An alternative term for grid communication. “NEWS”
refers to the four directions—North, East, West, and
South—of a 2-dimensional grid.

nexus A bidirectional switch that enables any front end to be
attached to any section, or valid combination of
sections, of a parallel processing unit.

NQS Network Queueing System. The batch system on which
the CM batch system is based.

Paris The CM parallel instruction set. Users can call Paris
instructions from Fortran, C, Lisp, or the high-level
data parallel languages.
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parallel processing unit

pipe queue

pvar

*Render

request-id

router

section

sequence number

sequencer

VMEIO computer

virtual processors

CM Users Guide

The part of the Connection Machine system that
contains the parallel processors. Also referred to
loosely as the CM.

In NQS, a queue that sends batch requests to other
queues.

A Lisp object that represents a collection of values
stored one per processor in the CM.

A CM software library whose routines support graphics
processing on the CM.

In NQS, an identifier for a batch request, consisting of
a sequence number and a hostname (or STDIN).

A high-speed communication device that interconnects
processors in the CM.

Part of a CM that can be treated as a separate parallel
processing unit. Separate sections have their own
sequencers, routers, and I/O channels.

In NQS, a number assigned to a batch request.

A device that controls the individual processors within
a parallel processing unit.

A VMEbus computer that contains a special interface
board that connects it to a CMIO bus. Other devices,
such as magnetic tape drives, can be connected to this
computer, and thereby to the CM system.

“Processors” created by dividing up the memory of
physical CM processors. The system automatically
creates virtual processors if a program requires more
processors than are actually available in the parallel
processing unit.
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Xcm A CM software library containing routines that support
the display of image data from CM memory in an X11
window.
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Appendix F

Man Pages

ST
TR

This appendix contains UNIX man pages for some of the user commands
discussed in this manual.

To obtain on-line documentation for a CM command or functional call, issue a
command with this format:

e T )
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NAME
cm - obtain information about the CM to which you are attached via a cmattach subshell

SYNOPSIS
em[-C][-d][-i][-S]

OPTIONS
~C  prints the name of the CM to which this subshell is attached.

-d  prints the name of the CM device driver. This is always /dev/cm.
=i prints the number of the interface to which this subshell is attached.
-S prints the number(s) of the sequencer(s) to which this subshell is attached.

IDENTIFICATION
Connection Machine System Software Release 6.1.
Copyright © 1991 by Thinking Machines Corporation, Cambridge MA.

SEE ALSO
Thinking Machines Corporation, CM User’s Guide.
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NAME

cmattach — allocate Connection Machine processors

SYNOPSIS

cmattach [ flags, CM options, and front end options 1 [ program [ args ... 1]

DESCRIPTION

218

cmattach allocates a Connection Machine resource to a user. The various options are described below.
When cmattach is executed without options specifying the characteristics of the CM resource to which
you want to attach, it attaches to the highest-numbered sequencer that is free on the lowest-numbered
interface available. If the cmattach succeeds, a cold boot (an industrial-strength reset of the allocated
portion of the system) is automatically performed.

If no program name appears on the cmattach command line, the requested processors are allocated and
configured, a cold boot is performed, and an interactive shell is spawned from which the user can run
programs that access the Connection Machine system. The processors are freed and made available to
other users when the subshell is exited (typically by typing control-D or ‘‘exit’’). Note that if you are
already in a cmattach subshell when invoking cmattach without a program argument, no further sub-
shells are created; this lets you change the allocation of physical processors without relinquishing the
interface.

If you give a program name, and possibly arguments for the program, the requested processors are allo-
cated and configured, a cold boot is performed, and the program is run. The processors are deallocated
when the program exits.

Flags that affect cmattach’s behavior are:
- requires that the requested CM resource be operating in exclusive mode--that is, not under

timesharing.

-h prints a help message. All other arguments provided are checked for legality, but otherwise
ignored.

-I<account-ID>

indicates the ID under which the program(s) are accounted. <account-ID> is a string of up to 8
characters. The value specified by -I overrides the setting of the CM_ACCOUNT_ID environ-
ment variable (which the autoattaching mechanism uses to obtain a job’s account ID)

-n means ‘‘don’t cold boot.”” Normally the Connection Machine system is cold booted after being
attached; this switch causes the cold boot to be skipped.

-q is for ‘‘quiet.’”” All informational (non-error) messages are suppressed. This is particularly useful
in conjunction with —w, when you run the program in the background and you don’t really want
it writing all over your terminal.

-t requires that the requested CM resource be operating under timesharing.

-w  means ‘‘wait for resources.”” Normally cmattach will return an error if either the front-end inter-
face to the Connection Machine system or the desired number of Connection Machine processors
is not available; this option causes the cmattach program to wait (possibly forever) for the
desired resources to be freed.

Obﬁons to cmattach affecting the choice of Connection Machine system are:

—p nprocs
Attach a particular number of Connection Machine processors. Legal values are 4096, 8192,

16384, 32768, and 65536 (which may be expressed as 4k, 8k, 16k, 32k, and 64k, respectively),
depending on your CM’s physical configuration. The —p option may not be used in conjunc-
tion with the —S option.

=S segspec
Attach a particular sequencer set. seqspec must be one of the following: 0, 1, 2, 3, 0-1, 2-3,

Last change: 7/20/92 Thinking Machines



CMATTACH(1) USER COMMANDS CMATTACH(1)

0-3. The -S option may not be used in conjunction with the —p option.
" Options to cmattach affecting the initial configuration of the Connection Machine environment are:

-b fraction
Set up the Connection Machine system in back compatibility mode. The fraction of memory
allocated for back compatibility mode is specified by fraction, which must be a decimal frac-
tion less than 1; if no value is specified, the default is 0.75.

—g axis-lengthl,axis-length...]

Configure the Connection Machine system to have a NEWS-ordered geometry having the
number of axes specified, of the lengths specified. A VP set is created in this geometry and
made current. Each axis length must be a power of 2, and the total number of processors allo-
cated must be an integer multiple of the number of physical processors. If —g is not given, the
default depends on the number of physical processors, as follows: 4K processors, 64x64; 8K
processors, 64x128; 16K processors, 128x128; 32K processors, 128x256; 64K processors,
128x512.

~u ucode
Load the specified version of the CM microcode. If you omit this option, the latest version of
the microcode is loaded.

Options to cmattach to help select among multiple interfaces (when more than one hardware interface is
installed) are:

-C CM-name
Attach to the Connection Machine system named CM-name. Only useful if your front-end
machine is connected to more than one Connection Machine system. You need not specify the
full Connection Machine name; a leading substring is acceptable.

—cmn  Attach to the specified model of Connection Machine system. Specify —cm2 to attach to a
CM-2 series Connection Machine system. Specify —m200 to attach to a CM-200 series CM.

—i interface
Attach to the Connection Machine system via a particular front-end interface. Only useful if
you have more than one interface in your front end.

None of these selection options may be combined with one another.

The following arguments are valid only for back compatibility. They cause back compatibility mode to
be entered, and 75% of CM memory to be reserved for back compatibility mode.

-V nvprocs
Configure the Connection Machine system to have nvprocs virtual processors. The number of
virtual processors can never be less than the number of physical processors allocated. The -v
option may not be used in conjunction with the —x/~y option.

—x xdimension -y ydimension
Configure the Connection Machine to have (xdimension * ydimension) virtual processors
arranged in an xdimension by ydimension NEWS grid. Each dimension must be a power of 2
and must be no less than the number of physical processors in that dimension, as described
below. The —x/-y option may not be used in conjunction with the —v option.

Virtual processors in back-compatibility mode are always configured in a two-dimensional grid
called the NEWS grid. When the number of virtual processors is the same as the number of
physical processors (the default case), the grid dimensions are as follows: 4K processors,
64x64; 8K processors, 64x128; 16K processors, 128x128; 32K processors, 128x256; 64K pro-
cessors, 128x512.
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SAFETY
There is a mode where extra error and consistency checking is performed during the execution of Con-
nection Machine programs. This can be very useful for debugging, but reduces execution speed. cmat-
tach establishes a default safety mode for all Connection Machine programs executed in the cmattach
subshell. If the environment variable CM_DEFAULT_SAFETY has the value ‘on’ or ‘ON’, the default
safety mode will be to perform the extra checking. In all other cases the extra checking is disabled.
The default safety mode can be changed inside the cmattach subshell using the cmsetsafery command.

EXAMPLES
The following are examples of cmattach usage:

cmattach -p16K -x256 -y256 life 1024
Attach 16,384 processors, configuring 65,536 virtual processors in back compatibility mode, in
a 256 by 256 grid, and run a program named life with one argument, 1024,

cmattach -C fig-newton -p 32k
Allocate 32,768 physical processors on a Connection Machine named fig-newton, using the
default configuration (128x256), and enter a cmattach subshell.

DIAGNOSTICS
All output from the cmattach program itself is directed to stderr. If a program name is given, the exit
code from cmattach will be one of the following: 255 (or -1, if you prefer) if the cmattach itself failed,
100 if something was killed by a signal, or the actual exit code of the program that was run within the
cmattach. Note that the 255 and 100 exit codes, along with any incidental messages to stderr, are
intended to be the only non-transparent aspects of running a program prefixed by cmattach.

FILES
/dev/cm??
The Connection Machine interface devices.

IDENTIFICATION
Connection Machine System Software Release 6.1.
Copyright © 1991 by Thinking Machines Corporation, Cambridge MA.

SEE ALSO
cmcoldboot (1), cmdetach (1), cmusers (1), cmfinger (1), cmsetsafety(1).
Thinking Machines Corporation, CM User’s Guide.
CM System Administrator’s Guide.

RESTRICTIONS
If you run a Connection Machine Lisp world (for example, starlisp) from within a cmattach subshell,
CM allocation and configuration information is not passed into the Lisp world—~you must execute the
cm:attach and cm:cold-boot or *lisp:*cold-boot functions from within the Lisp world before attempt-
ing to access the Connection Machine system.
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NAME
cmcoldboot — reset the Connection Machine system

SYNOPSIS
cmcoldboot [ -h ] [ -g axis-length[,axis-length...] [ -b fraction ] [ -u ucode 1 [ [-v] nvproc | [-x] xdimen-
sion [-y] ydimension ]

DESCRIPTION
cmcoldboot completely resets the state of the hardware allocated to the executing front end, loads
microcode, initializes system tables, and clears user memory. It can only be run from inside a cmattach
subshell (see cmattach(1) for details).

cmcoldboot has no effect when the allocated hardware is operating under timesharing. In that case, the
system automatically clears memory before allocating it to a process.

If a single number is provided as an argument, it specifies the total number of virtual processors that
will be configured in back compatibility mode. If two integers are provided, they specify the desired
dimensions of the virtual NEWS grid. Each of these dimensions must be a power of two and must be
no less than the number of physical processors in that dimension.

If no arguments are provided, the state of back compatibility mode and the number of virtual processors
remains unchanged (that is, whatever was configured by a previous cmattach or cmcoldboot remains in
effect).

When the number of virtual processors is the same as the number of physical processors (the default
case), the grid dimensions are as follows: 4K processors, 64x64; 8K processors, 64x128; 16K proces-
sors, 128x128; 32K processors, 128x256; 64K processors, 128x512. Note that usable memory per vir-
tual processor decreases with the number of virtual processors configured.

Options are:
-h Print a help message. All other arguments are ignored.

—g axis-length,axis-length...
Configure the CM system to have a NEWS-ordered geometry having the number of axes
specified, of the lengths specified. A VP set is created in this geometry and made current. Each
axis length must be a power of 2, and the total number of processors allocated must be an
integer multiple of the number of physical processors.

-b fraction
Set up the Connection Machine system in back compatibility mode. The fraction of memory
allocated for back compatibility mode is specified by fraction; if no value is specified, 0.75 is
the default.

-u ucode
Load the specified version of the microcode.

In addition, if only one dimension is provided it may be preceded by a -v, or if two dimensions are
provided they may be written as “‘~x xdim -y ydim’® to be compatible with cmartach option format.
Note that this format is valid only for back compatibility.

IDENTIFICATION
Connection Machine System Software Release 6.1.
Copyright © 1991 by Thinking Machines Corporation, Cambridge MA.

SEE ALSO
cmattach (1).
Thinking Machines Corporation, CM User's Guide.

Thinking Machines Last change: 9/5/91 221



- CMDETACH(1) USER COMMANDS CMDETACH(1)

NAME

cmdetach ~ detach a Connection Machine user

SYNOPSIS

cmdetach [ [-i] interface | user-ID | front-end[:interface) ] [<|-C CMname] [-s | -S seqno ]

DESCRIPTION

cmdetach detaches a user from the Connection Machine system.

If you invoke cmdetach in a cmattach subshell without arguments, you are detached from the Connec-
tion Machine system, but remain in the subshell. This is an alternative to exiting from the shell, and
may be useful to preserve environmental state. Re-executing cmattach will then reconnect you to the
Connection Machine system. An error results if you issue cmdetach with no arguments and you are not
currently in a cmattach subshell.

If you provide an integer as an argument, then the user who is attached to the Connection Machine sys-
tem via the local front end interface that corresponds to the given integer is detached. Use the cmfinger
command to determine the interface number. The interface number may be preceded by a —i for compa-
tibility with other Connection Machine commands.

If the argument provided is the login ID of a user on this front-end machine, that user will be detached
from the Connection Machine system. This only works for users attached from this front end; to detach
users on other front ends you must specify the name of that front-end system.

If the given argument is the name of another front end, and that host is connected to the same Connec-
tion Machine system as the local host, then that front end is logically and forcibly detached from the
Connection Machine system, possibly disrupting any ongoing interaction with the Connection Machine
system. By appending a colon and an interface number to the host name, you can specify a particular
interface on that front end to detach. For example:

% cmdetach binky:1

Use -¢ or -C to detach the specified CM from your front end. Use the -s or -S option in addition to
specify a particular sequencer or sequencer set within the CM; if only one CM is attached, -s or -S is
sufficient. If your front end has more than one interface to the specified CM, you are prompted to use
the -i option instead.

In all cases of detaching another user, you are asked to confirm the action, and are thereby given the
chance to abort the function. cmfinger output is displayed to let you know the status of the system. If
you are detaching a timesharing user, you are asked twice to confirm the action.

IDENTIFICATION

Connection Machine System Software Release 6.1.
Copyright © 1991 by Thinking Machines Corporation, Cambridge MA.

SEE ALSO

cmattach (1), cmfinger (1).
Thinking Machines Corporation, CM User’s Guide.

RESTRICTIONS
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When users on other Lisp machine front ends are detached they should be so notified, but they aren’t.
Instead they learn the hard way, when their programs crash in flames.
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NAME

cmfinger — show Connection Machine users
SYNOPSIS _ :

cmfinger [ -h ] [-in] [ cm-name [ cm-name ... ] ] [ hostname [ hostname ... ] ]
DESCRIPTION

cmfinger prints a table that provides information about who is using a Connection Machine system. If
you do not specify any options, the information is reported for all front ends connected to the same
Connection Machine system as the front end from which you issue the command. For example:

% cmfinger

CM Seqs  Size  Front end IF User Idle Command
GEMSTONE 1 8K clytemnestra 1 fred Oh 18m "cmattach"
GEMSTONE 2 8K christopher 0 barney Oh 00m "tests"
GEMSTONE 3 8K alaska 0 betty Oh 27m "matmul”
GEMSTONE = --- - alaska 1 nobody

256K memory, 32-bit floating point
framebuffers on sequencers 0 1 (seq O is free)
CMIOC:s on sequencers 0 1 (seq O is free)

1 free seq on GEMSTONE -- 0 -- totalling 8K procs

Here the Connection Machine system in question is named Gemstone. It has four sequencers, each with
8K processors. It is connected to three front ends named Clytemnestra, Christopher, and Alaska, which
are being used by users named Fred, Barney, and Betty, respectively. The second interface on Alaska
is unused. Fred is attached, via interface 1 on Clytemnestra, to sequencer 1 on Gemstone, and is run-
ning a cmattach subshell; he has been idle for 18 minutes. Barney and Betty are running programs
called "tests" and "matmul” on sequencers 2 and 3 of Gemstone; sequencer O is available for use from
interface 1 on Alaska.

OPTIONS
The -h option prints a help message.
Specify —i, followed by the number of a front-end interface, to obtain information about that interface.

To obtain information about CMs to which your front end does not have an interface, list their names
on the cmfinger command line.

To obtain information about CMs connected to hosts other than your front end, list their names on the
command line. If a hostname is the same as a CM name, cmfinger chooses the CM name.

IDENTIFICATION
Connection Machine System Software Release 6.1.
Copyright © 1991 by Thinking Machines Corporation, Cambridge MA.

SEE ALSO
Thinking Machines Corporation, CM User's Guide.
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NAME

cmlist — list Connection Machine parallel processing units
SYNOPSIS

cmlist [ -d ] [ —f ] [ -h hostname ... 1 [ -p nprocs ] [ -v ][ -01-321-64]
DESCRIPTION

cmlist lists all CMs listed in the CM configuration file associated with the front-end computer from
which the command is issued.

OPTIONS
-d lists CMs that have DataVaults.

-~f lists CMs that have framebuffers.
~h lists CMs connected to front ends with the specified hostnames.

-p lists CMs with the specified number of processors or more. Specify the number as an integer; to
indicate thousands of processors, follow the integer with k or K.

-v lists CMs connected to VME 1/O computers.
-0 lists CMs with no floating-point accelerators.
=32 lists CMs with 32-bit floating-point accelerators.
-64 lists CMs with 64-bit floating-point accelerators.

The options combine, so that specifying -d and -f lists the names of CMs with both a DataVault and a
framebuffer.

IDENTIFICATION
Connection Machine System Software Release 6.1.
Copyright © 1991 by Thinking Machines Corporation, Cambridge MA.

SEE ALSO
Thinking Machines Corporation, CM User’s Guide.
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NAME
cmman - display CMost and UNIX manual pages

SYNOPSIS
cmman [ man-options ]

DESCRIPTION
cmman is a shell script that calls the UNIX man command, first temporarily adding to the user’s MAN-
PATH the directories containing CMost on-line man pages. This allows users to display CMost man
pages without having to edit their MANPATH. cmman can also be used to display any UNIX man page
in the user’s MANPATH.

OPTIONS
cmman passes to man any man option specified on the cmman command line.

IDENTIFICATION
Connection Machine System Software Release 6.1.
Copyright © 1991 by Thinking Machines Corporation, Cambridge MA.

SEE ALSO
Thinking Machines Corporation, CM User’s Guide.
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NAME
cmnice — run a command with low CM timesharing priority

SYNOPSIS
cm [ —number ]} command [ arguments ]

DESCRIPTION
By default, the command is ran with a CM scehduling priority of 4, one less than the default priority.
A priority may be specified in the range of 0 to 5 (0 to 10 for the superuser. Useful priorities are: O (the
affected processes will run only when nothing else in the system wants to), S (the "base"” scheduling
priority) and values greater than 5 (to make things go very fast).

DIAGNOSTICS
cmnice returns the exit status of the subject command.

IDENTIFICATION

Connection Machine System Software Release 6.1.
Copyright © 1991-1992 by Thinking Machines Corporation, Cambridge MA.

SEE ALSO
cmps(1), cmrenice(1)
Thinking Machines Corporation, CM User’s Guide.
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NAME

cmps - list timeshared processes
SYNOPSIS

cmps [ -C cm-name -S seqset |

DESCRIPTION ‘
cmps prints a table that provides information about processes running under Connection Machine
timesharing. If you are attached to a sequencer running timesharing, cmps lists the processes running on
that sequencer. If you are not attached, use -C and -S to specify the correct sequencer(s). However, you
must issue the command from the front end that is running the timesharing daemon to obtain informa-
tion about the processes running under that daemon.

OPTIONS
Use -C to specify the name of a CM.

Use -S to specify the sequencers on the CM. segset can be 0, 1, 2, 3, 0-1, 2-3, or 0-3.
DISPLAY FORMAT

NAME is the name of the program

PID is the UNIX process ID of the process.

OWNER
is the name of the user who owns the process.

SIZE is the number of 1024-bit pages that the process takes up on the CM. Some of these may be
swapped out.

RSS  is the number of 1024-bit memory pages that the process is occupying at the moment.

BASE s the page number in CM memory of the first page of this process when it is running.

PRI is the current priority at which the process is running. Priority values vary from 0 to 9. A pro-

cess with a priority of 0 will run only when no other processes want to use the CM. An aster-
isk indicates that the process is ready to use the CM.

%-RT is the percent of real time that the process has received over its lifetime. Since processes start
at different times, these percentages can add up to more than 100%.

Q is the current quantum of the process. For the currently scheduled process, this is the amount
of time left in this processes quantum. While this is generally a small number (0.25 - 1
second), if the timesharing system has to swap jobs to disk it will increase the scheduling
quantum in order to reduce the overhead involved in swapping.

TSR  specifies how long it has been since the process has last run on the CM.
AGE s the age of the process in minutes:seconds.

The remaining statistics are overall data gathered by the memory managers since the timesharing dae-
mon was started.

IDENTIFICATION
Connection Machine System Software Release 6.1.
Copyright © 1991 by Thinking Machines Corporation, Cambridge MA.

SEE ALSO
Thinking Machines Corporation, CM User’s Guide.
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NAME
- cmrenice — change the CM timesharing system priority of a running process.

SYNOPSIS
cmrenice [ \-p priority ] process-ID

DESCRIPTION
cmrenice changes the CM timesharing system priority of a process. Processes with higher priorities
will be scheduled more often than processes with low priorities.

OPTIONS
By default, the specified process-id has its priority reduced by one.
—p priority

Set the scheduling priority of the process to priority.

Users other than the superuser may alter only the priority of processes they own, and can only change
their "nice value" within a range of 0 to 5. (This prevents overriding administrative fiats.) The superuser
may alter the priority of any process and set the priority to any value in the range 0 - 9. Useful priori-
ties are: 0 (the affected processes will run only when nothing else in the system wants to), 5 (the "base”
scheduling priority) and values greater than 5 (to make things go very fast).

IDENTIFICATION

Connection Machine System Software Release 6.1.

Copyright © 1991-1992 by Thinking Machines Corporation, Cambridge MA.
SEE ALSO

cmps(1), cmnice(1)

Thinking Machines Corporation, CM User’s Guide.
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NAME
cmsetsafety — set Paris safety mode

SYNOPSIS
cmsetsafety on/off

DESCRIPTION

cmsetsafety is used to set the Paris safety mode. It can only be run from inside a cmattach subshell
(see cmattach(1) for details).

This command sets the initial safety mode for all Connection Machine programs executed in the cmat-
tach subshell. If the safety mode is ‘‘on,”” various extra error and consistency checks are performed at
the Paris-level interface. The price of these error checks is substantially reduced execution speed at low
virtual processor ratios. If the safety mode is ‘‘off,”” minimal error checking is performed at the Paris-
level interface.

IDENTIFICATION
Connection Machine System Software Release 6.1.
Copyright © 1991 by Thinking Machines Corporation, Cambridge MA.

SEE ALSO
cmattach (1)

Thinking Machines Corporation, CM User’'s Guide.
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NAME
. cmtime - time a command

SYNOPSIS
cmtime command

DESCRIPTION
cmtime prints execution timing information about a program using the Connection Machine system.

Timing information is displayed on the diagnostic output stream.
cmtime displays information gathered by the CM accounting facility. If the CM accounting daemon is
not running, cmtime will report only on front-end timing information.

EXAMPLES » .
The output of cmtime is slightly different under timesharing and exclusive modes.

Exclusive mode:

% cmtime myprog

Elapsed time: 115.38 sec; CM time: 111.72 sec.

Front end virtual time (seconds): 10.39 user, 1.26 system.
CM utilization: 97%; Front end utilization: 10%

Timesharing mode:

% cmtime myprog

Elapsed time: 14.25 sec; CM time: 7.53 (out of 13.63) seconds.
Front end virtual time (seconds): 2.04 user, 4.40 system.

CM utilization: 55%; {CM}* share: 96%

IDENTIFICATION
Connection Machine System Software Release 6.1.
Copyright © 1991 by Thinking Machines Corporation, Cambridge MA.

SEE ALSO
cm-acctd (8)
Thinking Machines Corporation, CM User’'s Guide.

RESTRICTIONS
CM time is an estimate from the accounting system, obtained by polling the status of the CM sequencer
every 1/100th of a second. Users desiring really accurate timings should use the PARIS timing facility:

CM_timer_start(), CM_timer_stop(), and CM_timer_print().
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NAME

qdel — delete or signal NQS request(s).

SYNOPSIS

qdel [ -k ] [ =signo 1 [ —u username ] request-id

DESCRIPTION

qdel deletes all queued NQS requests whose respective request-id is listed on the command line. Addi-
tionally, if the flag -k is specified, then the default signal of SIGKILL (-9) is sent to any running request
whose request-id is listed on the command line. This will cause the receiving request to exit and be
deleted. If the flag —signo is present, then the specified signal is sent instead of the SIGKILL signal to
any running request whose request-id is listed on the command line. In the absence of the -k and
-signo flags, gdel will not delete a running NQS request.

To delete or signal an NQS request, the invoking user must be the owner--that is, the submitter of the
request. The only exception to this rule occurs when the invoking user is the superuser, or has NQS
operator privileges as defined in the NQS manager database. Under these conditions, the invoker may
specify the —u username flag, which allows the invoker to delete or signal requests owned by the user
whose account name is username. When this form of the command is used, all request-ids listed on
the command line are presumed to refer to requests owned by the specified user.

An NQS request is always uniquely identified by its request-id , no matter where it is in the network of
the machines. A request-id is always of the form: segno or seqno.hostname, where hostname identifies
the machine where the request was originally submitted, and seqno identifies the sequence number
assigned to the request on the originating host. If the hostname portion of a request-id is omitted, then
the local host is always assumed.

The request-id of any NQS request is displayed when the request is first submitted (unless the silent
mode of operation for the given NQS command was specified). The user can also obtain the request-id
of any request through the use of the gstat (1) command.

CAVEATS

When an NQS request is signalled by the methods discussed above, the proper signal is sent to all
processes comprising the NQS request that are in the same process group. Whenever an NQS request
is spawned, a new process group is established for all processes in the request. However, should one
or more processes of the request successfully execute a setpgrp () system call, then such processes will
not receive any signals sent by the gdel(1) command. This can lead to "rogue" request processes,
which must be killed by other means--such as the kill (1) command. For the UNIX implementations that
support the ability to "lock” a process and all of its progeny into a process-group , NQS will exploit this
capability to prevent processes from "escaping” in this manner.

SEE ALSO

qdev(1), qlimit(1), qpr(1), gstat(1), qsub(1), kill(2), setpgrp(2), signal(2), qmgr(1M)
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NAME

qlimit —~ show supported batch limits and shell strategy for the named host(s).

SYNOPSIS

qlimit [ host-name ... ]

DESCRIPTION
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qlimit displays the set of batch request resource limit types that can be directly enforced on the implied
local host or named hosts, and also the batch request shell strategy defined for the implied local host or
named hosts.

If no host-names are given, then the information displayed is only relevant to the local host. Other-
wise, the supported batch request limits and batch request shell strategy for each of the named hosts is
displayed.

NQS supports many batch request resource limit types that can be applied to an NQS batch request.
However, not all UNIX implementations are capable of supporting the rather extensive set of limit types
that NQS provides.

The set of limits applied to a batch request is always restricted to the set of limits that can be directly
supported by the underlying UNIX implementation. If a batch request specifies a limit that cannot be
enforced by the underlying UNIX implementation, then the limit is simply ignored, and the batch
request will operate as though there were no limit (other than the obvious physical maximums), placed
upon that resource type.

When an attempt is made to queue a batch request, each limit-value specified by the request (that can
also be supported by the local UNIX implementation), is compared against the corresponding limit-value
as configured for the destination batch queue. If the corresponding batch queue limit-value for all batch
request limit-values is defined as unlimited, or is greater than or equal to the corresponding batch
request limit-value , then the request can be successfully queued, provided that no other anomalous con-
ditions occur. For request infinity limit-values, the corresponding queue limit-value must also be
configured as infinity.

These resource limit checks are performed irrespective of the batch request arrival mechanism, either by
a direct use of the gsub (1) command, or by the indirect placement of a batch request into a batch queue
via a pipe queue. It is impossible for a batch request to be queued in an NQS batch queue if any of
these resource limit checks fail.

Finally, if a request fails to specify a limit-value for a resource limit type that is supported on the exe-
cution machine, then the corresponding limit-value as configured for the destination queue, becomes the
limit-value for the unspecified request limit.

Upon the successful queueing of a request in a batch queue, the set of limits under which the request
will execute is frozen, and will not be modified by subsequent gmgr (1M) commands that alter the Lim-
its of the containing batch queue.

As mentioned above, this command also displays the shell strategy as configured for the implied local
host, or named hosts. In the absence of a shell specification for a batch request, NQS must choose
which shell should be used to execute that batch request. NQS supports three different algorithms, or
strategies to solve this problem that can be configured for each system by a system administrator,
depending on the needs of the user’s involved, and upon system performance criterion.

The three possible shell strategies are called:

fixed,

free, and

login .
These shell strategies respectively cause the configured fixed shell to be exec’d to interpret all batch
requests, cause the user’s login shell as defined in the password file to be exec’d, which in turn chooses
and spawns the appropriate shell for running the batch shell script, or cause only the user’s login shell
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to be exec’d to interpret the script.

A shell strategy of fixed means that the same shell as chosen by the system administrator will be used
to execute all batch requests.

A shell strategy of free will run the batch request script exactly as would an interactive invocation of
the script, and is the default NQS shell strategy.

The strategies of fixed and login exist for host systems that are short on available free processes. In
these two strategies, a single shell is exec’d, and that same shell is the shell that executes all of the
commands in the batch request shell script.

When a shell strategy of fixed has been configured for a particular NQS system, then the “"fixed" shell
that will be used to run all batch requests at that host is displayed.

SEE ALSO
qdel(1), gdev(1), gpr(1), gstat(1), qsub(l), gmgr(IM) n.TH QSTAT 1 July 1992 "Thinking Machines
Corporation”

NAME

gstat — display status of NQS queue(s)
SYNOPSIS

gstat [-a] [1] [-m] [-u user-name ] [-x]

[ queue-name ... 1 [ queue-name@ host-name ... |

DESCRIPTION
gstat displays the status of Network Queueing System (NQS) queues.

If no queues are specified, then the current state of each NQS queue on the local host is displayed. Oth-
erwise, information is displayed for the specified queues only. Queues may be specified either as
queue-name or queue-name@host-name. In the absence of a host-name specifier, the local host is
assumed.

For each selected queue, gstat displays a queue header (information about the queue itself) followed by
information about requests in the queue. Ordinarily, gstat shows only those requests belonging to the
invoker. The following flags are available:

-a Shows all requests.

-1 Requests are shown in a long format.
-m Requests are shown in a medium-length format.
-u user-name

Shows only those requests belonging to user-name .
-X The queue header is shown in an extended format.

The queue header always includes the queue-name, queue type, queue status (see below), the number
of requests in the queue, and the CM resource (which sections of which CM the queue is associated
with). An extended queue header goes on to display the priority and run limit of a queue, as well as
the access restrictions, cumulative use statistics, wait time (when queue’s window ends, number of
seconds between the SIGTERM and SIGKILL signals), and resource limits (if a batch queue).

By default, gstar displays the following information about a request: the request-name, the request-id ,
the owner, the relative request priority, and the current request state (see below). For running requests,
the process group is also shown, as soon as this information becomes available to the local NQS dae-
‘mon.

gstat -m shows the following additional information: If the request was submitted with the constraint
that it not run before a certain time and date, then the constraining time and date will also be displayed.
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QUEUE

gstat -1 shows the time at which the request was created, an indication of whether or not mail will be
sent, where mail will be sent, and the usemame on the originating machine. If a batch queue is being
examined, resource limits, planned disposition of stderr and stdout, any advice concemning the command
interpreter, and the umask value are shown.

It must be understood that the relative ordering of requests within a queue does not always determine
the order in which the requests will be run. The NQS request scheduler is allowed to make exceptions
to the request ordering for the sake of efficient machine resource usage. However, requests appearing
near the beginning of the queue have higher priority than requests appearing later, and will usually be
run before requests appearing later on in the queue.

STATE
The general state of a queue is defined by two principal properties of the queue.

The first property determines whether or not requests can be submitted to the queue. If they can, then
the queue is said to be enabled. Otherwise the queue is said to be disabled. One of the words
CLOSED, ENABLED, or DISABLED will appear in the queue status field to indicate the respective
queue states of: enabled (with no local NQS daemon), enabled (and local NQS daemon is present), and
disabled. Requests can only be submitted to the queue if the queue is enabled, and the local NQS dae-
mon is present.

The second principal property of a queue determines if requests that are ready to run, but are not now
presently running, will be allowed to run upon the completion of any currently running requests, and
whether any requests are presently running in the queue.

If queued requests not already running are blocked from running, and no requests are presently execut-
ing in the queue, then the queue is said to be stopped. If the same situation exists with the difference
that at least one request is running, then the queue is said to be stopping , where the requests presently
executing will be allowed to complete execution, but no new requests will be spawned.

If queued requests ready to run are only prevented from doing so by the NQS request scheduler, and one
or more requests are presently running in the queue, then the queue is said to be running. If the same
circumstances prevail with the exception that no requests are presently running in the queue, then the
queue is said to be inactive. Finally, if the NQS daemon for the local host upon which the queue
resides is not running, but the queue would otherwise be in the state of running or inactive , then the
queue is said to be shutdown. The queue states describing the second principal property of a queue are
therefore respectively displayed as STOPPED, STOPPING, RUNNING, INACTIVE, and SHUTDOWN.

REQUEST STATE
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The state of a request may be arriving, holding , waiting , queued , staging , routing , running , depart-
ing, or exiting. A request is said to be arriving if it is being enqueued from a remote host. Holding
indicates that the request is presently prevented from entering any other state (including the running
state), because a hold has been placed on the request. A request is said to be waiting if it was submit-
ted with the constraint that it not run before a certain date and time, and that date and time have not yet
arrived. Queued requests are eligible to proceed (by routing or running). When a request reaches the
head of a pipe queue and receives service there, it is routing. A request is departing from the time the
pipe queue tumns to other work until the request has arrived intact at its destination. Staging denotes a
batch request that has not yet begun execution, but for which input files are being brought on to the
execution machine. A running request has reached its final destination queue, and is actually executing.
Finally, exiting describes a batch request that has completed execution, and will exit from the system
after the required output files have been returned (to possibly remote machines).

Imagine a batch request originating on a workstation, destined for the batch queue of a computation
engine, to be run immediately. That request would first go through the states queued, routing, and
departing in a local pipe queue. Then it would disappear from the pipe queue. From the point of view
of a queue on the computation engine, the request would first be arriving, then queued, staging (if
required by the batch request), running, and finally exiting. Upon completion of the exiting phase of
execution, the batch request would disappear from the batch queue.
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IDENTIFICATION
Connection Machine System Software Release 6.0. Copyright © 1990 by Thinking Machines Corpora-
tion, Cambridge MA.

RESTRICTIONS
NQS is not finished, and continues to undergo development. Some of the request states shown above
may not be supported in your version of NQS.

SEE ALSO
qdel(1), qdev(1), glimit(1), gpr(1), gsub(1), gmgr(IM)
Thinking Machines Corporation, The Connection Machine System User’s Guide.
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gsub — submit an NQS batch request.

SYNOPSIS

qsub [ flags ] [ script-file ]
DESCRIPTION

gsub submits a batch request to the Network Queueing System (NQS).

QSUB(1)

If no script-file is specified, then the set of commands to be executed as a batch request is taken
directly from the standard input file (stdin). In all cases however, the script file is spooled, so that later
changes will not affect previously queued batch requests.

All of the flags that can be specified on the command line can also be specified within the first com-
ment block inside the batch request script file as embedded default flags. Such flags appearing in the
batch request script file set default characteristics for the batch request. If the same flag is specified on
the command line, then the command line flag (and any associated value) takes precedence over the
embedded flag. See the section entitted LONG DESCRIPTION for more information on embedded
default flags .
What follows is a terse definition of the flags implemented by the gsub command (see the section
LONG DESCRIPTION for the complete definition and syntax used for each of these flags).
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—-a - run request after stated time

—e - direct stderr output to stated destination

—eo — direct stderr output to the stdout destination

-I - specify process’s account ID

-ke — keep stderr output on the execution machine
-ko - keep stdout output on the execution machine
—lc — establish per-process corefile size limit

~Id - establish per-process data-segment size limits
-If — establish per-process permanent-file size limits
-IF — establish per-request permanent-file space limits
-Im - establish per-process memory size limits

—IM - establish per-request memory space limits

-In - establish per-process nice execution value limit
~Is — establish per-process stack-segment size limits
~It — establish per-process CPU time limits

~IT - establish per-request CPU time limits

—lv — establish per-process temporary-file size limits
-1V - establish per-request temporary-file space limits
-lw — establish per-process working set limit

-mb - send mail when the request begins execution
-me - send mail when the request ends execution
—mu - send mail for the request to the stated user
-nr - declare that batch request is not restartable

-0 - direct stdout output to the stated destination
-p - specify intra-queue request priority

—q - queue request in the stated queue

-r - assign stated request name to the request

-re — remotely access the stderr output file

-ro — remotely access the stdout output file

—s - specify shell to interpret the batch request script
-x - export all environment variables with request
-z — submit the request silently

Last change: 7/13/92
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LONG DESCRIPTION
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As described above, it is possible to specify default flags within the batch request script file that
configure the default behavior of the batch request. The algorithm used to scan for such embedded
default flags within an NQS batch request script file is as follows:

1.
2.

6.

7.
8.

Read the first line of the script file.

If the current line contains only whitespace characters, or the first non-whitespace charac-
ter of the line is ":", then goto step 7.

If the first non-whitespace character of the current line is not a "#" character, then goto
step 8. ' »
If the second non-whitespace character in the current line is not the "@" character, or the

character immediately following the second non-whitespace character in the current line
is not a "$", then goto step 7.

If no "-" is present as the character immediately following the "@$" sequence, then goto
step 8.

Process the embedded flag, stopping the parsing process upon reaching the end of the
line, or upon reaching the first unquoted "#" character.

Read the next script file line. Goto step 2.
End. No more embedded flags will be recognized.

Here is an example of the use of embedded flags within the script file.

@s$

oI I IR HH K H I H N W

3
5
3

Batch request script example:

@$%-a "11:30pm EDT" -1t "21:10, 20:00"

# Run request after 11:30 EDT by default,
# and set a maximum per-process CPU time
# limit of 21 minutes and ten seconds.

# Send a warning signal when any process
# of the running batch request consumes

# more than 20 minutes of CPU time.

@$-IT 1:45:00

# Set a maximum per-request CPU time limit
# of one hour, and 45 minutes. (The

# implementation of CPU time limits is

# completely dependent upon the UNIX

# implementation at the execution

# machine.)

@$-mb -me  # Send mail at beginning and end of

# request execution.

@83-q batchl # Queue request to queue: batchl by

# default.
# No more embedded flags.

The following paragraphs give the detailed descriptions of the flags supported by the Qsub command.

Thinking Machines
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—a date-time Do not run the batch request before the specified date and/or time. If a date-time

specification is comprised of two or more tokens separated by whitespace characters, then
the date-time specification must be placed within double quotes as in: —a "July, 4, 2026
12:31-EDT", or otherwise escaped such that gsub and the shell will interpret the entire
date-time specification as a single character string. This restriction also applies when an
embedded default —a flag with accompanying date-time specification appears within the
batch request script file .

The syntax accepted for the date-time parameter is relatively flexible. Unspecified date
and time values default to an appropriate value (e.g., if no date is specified, then the
current month, day, and year are assumed).

A date may be specified as a month and day (current year assumed), or the year can also
be explicitly specified. It is also possible to specify the date as a weekday name (e.g.,
"Tues"), or as one of the strings: "today", or "tomorrow". Weekday names and month
names can be abbreviated by any three character (or longer) prefix of the actual name.
An optional period can follow an abbreviated month or day name.

Time of day specifications can be given using a twenty-four hour clock, or "am" and
"pm" specifications may be used alternatively. In the absence of a meridian specification,
a twenty-four hour clock is assumed.

It should be noted that the time of day specification is interpreted using the precise meri-
dian definitions, whereby "12am" refers to the twenty-four hour clock time of 0:00:00,
"12m" refers to noon, and "12-pm" refers to 24:00:00. Alternatively, the phrases "mid-
night" and "noon" are accepted as time of day specifications, where "midnight" refers to
the time of 24:00:00.

gsub does not allow a timezone specification. Specifying a timezone, e.g. EST, results in
a syntax error. The local timezone is always used.

All alphabetic comparisons are performed in a case insensitive fashion such that both
"WeD" and "weD" refer to the day of Wednesday.

Some valid date-time examples are:

01-Jan-1986 12am, PDT
Tuesday, 23:00:00
11pm tues.

tomorrow 23-MST

—~e [machine:][[/]path/] stderr-filename
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Direct output generated by the batch request that is sent to the stderr file to the named
[machine:][[[]path/] stderr-filename .

The brackets "[" and "]" enclose optional portions of the stderr destination machine,
path, and stderr-filename .

If no explicit machine destination is specified, then the destination machine defaults to
the machine that originated the batch request, or to the machine that will eventually run
the request, depending on the respective absence, or presence of the —ke flag.

If no machine destination is specified, and the path/filename does not begin with a "/",
then the current working directory is prepended to create a fully qualified path name, pro-
vided that the —ke (keep stderr) flag is also absent. In all other cases, any partial
path/filename is interpreted relative to the user’s home directory on the stderr destination
machine.

This flag cannot be specified when the —eo flag option is also present.

If the —eo and —e [machine:][[/]path{] stderr-filename flag options are not present, then
all stderr output for the batch request is sent to the file whose name consists of the first
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-1 account-ID
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seven characters of the request-name followed by the characters: ".e", followed by the
request sequence number portion of the request-id discussed below. In the absence of
the ke flag, this default stderr output file will be placed on the machine that originated
the batch request in the current working directory, as defined when the batch request was
first submitted. Otherwise, the file will be placed in the user’s home directory on the
execution machine.

Direct all output that would normally be sent to the stderr file to the stdout file for the
batch request. This flag cannot be specified when the —e [machine:][[/]lpath/] stderr-
filename flag option is also present.

Account the process under " account-ID™ , a string of up to 8 characters. Note that qsub
does not recognize the CM_ACCOUNT_ID environment variable.

In the absence of an explicit machine destination for the stderr file produced by a batch
request, the machine destination chosen for the stderr output file is the machine that ori-
ginated the batch request. In some cases however, this behavior may be undesirable, and
so the —ke flag can be specified which instructs NQS to leave any stderr output file pro-
duced by the request on the machine that actually executed the batch request.

This flag is meaningless if the —eo flag is specified, and cannot be specified if an explicit
machine destination is given for the stderr parameter of the —e flag.

In the absence of an explicit machine destination for the stdout file produced by a batch
request, the machine destination chosen for the stdout output file is the machine that ori-
ginated the batch request. In some cases however, this behavior may be undesirable, and
so the -ko flag can be specified; this instructs NQS to leave any stdout output file pro-
duced by the request on the machine that actually executed the batch request.

This flag cannot be specified if an explicit machine destination is given for the stdout
parameter of the —o flag.

~Ic per-process corefile size limit

Set a per-process maximum core file size limit for all processes that constitute the run-
ning batch request. If any process comprising the running request attempts to exit creat-
ing a core file whose size would exceed the maximum per-process core file size limit for
the request, then the core file image of the aborting process will be reduced to the neces-
sary size by an algorithm dependent upon the underlying UNIX implementation.

Not all UNIX implementations support per-process corefile size limits. If a batch request
specifies this limit, and the machine upon which the batch request is eventually run does
not support the enforcement of this limit, then the limit is simply ignored.

See the section entitled LIMITS for more information on the implementation of batch
request limits, and for a description of the precise syntax of a per-process corefile size
limit .

-Id per-process data-segment size limit [ , warn-limit ]

Thinking Machines

Set a per-process maximum and an optional warning data-segment size limit for all
processes that constitute the running batch request. If any process comprising the run-
ning request exceeds the maximum per-process data-segment size-limit for the request,
then that process is terminated by a signal chosen by the underlying UNIX implementa-
tion.

The ability to specify an optional warning limit exists for those UNIX operating systems
that support per-process data-segment warning size limits. When a warning limit is
exceeded, a signal as determined by the underlying UNIX implementation is delivered to
the offending process.

If a maximum limit (and optional waming limit) specification is composed of two or
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more tokens separated by whitespace characters, then the specification must be enclosed
within double quotes, or otherwise escaped such that gsub and the shell will interpret the
entire specification as a single character string token. This caveat also applies when an
embedded default -ld flag with its associated limit value(s) appears within the batch
request script file .

Not all UNIX implementations support per-process data-segment size limits. If a batch
request specifies this limit, and the machine upon which the batch request is eventually
run does not support the enforcement of this limit, then the limit is simply ignored.

See the section entitled LIMITS for more information on the implementation of batch
request limits, and for a description of the precise syntax of a per-process data-segment
size limit .

—If per-process permanent-file size limit [ , warn-limit ]

Set a per-process maximum and an optional warning permanent-file size limit for all
processes that constitute the running batch request. If any process comprising the run-
ning request attempts to write to a permanent file such that the file size would increase
beyond the maximum per-process permanent-file size limit for the request, then that pro-
cess is terminated by a signal chosen by the underlying UNIX implementation.

The ability to specify an optional warning limit exists for those UNIX operating systems
that support per-process warning permanent-file size limits. When a warning limit is
exceeded, a signal as determined by the underlying UNIX implementation is delivered to
the offending process.

If a maximum limit (and optional warning limit) specification is composed of two or
more tokens separated by whitespace characters, then the specification must be enclosed
within double quotes, or otherwise escaped such that Qsub and the shell will interpret the
entire specification as a single character string token. This caveat also applies when an
embedded default ~if flag with its associated limit value(s) appears within the batch
request script file .

Not all UNIX implementations support per-process permanent-file size limits. If a batch
request specifies this limit, and the machine upon which the batch request is eventually
run does not support the enforcement of this limit, then the limit is simply ignored.

At the time of this writing, the author was unaware of any UNIX implementation that
made a distinction at the kernel level between permanent and temporary files. While it
is certainly possible to construct a pseudo-temporary file by first creating it, and then
unlinking its pathname, the disk space allocated for such a file will be allocated from the
same pool of disk space that all other UNIX files are allocated from. Furthermore, such a
file will be subject to the same quota enforcement mechanisms, if any are provided by
the underlying UNIX implementation, that all other UNIX files are created under.

For all UNIX implementations that do not support a distinction between permanent and
temporary files at the kernel level, this limit is interpreted as a per-process file size
limit , with the word permanent removed from the definition.

See the section entitled LIMITS for more information on the implementation of batch
request limits, and for a description of the precise syntax of a per-process permanent-file
size limit .

~IF per-request permanent-file space limit [ , warn-limit |
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Set a per-request maximum and an optional waming cumulative permanent-file space
limit for all processes that constitute the running batch request. If any process compris-
ing the running request attempts to write to a permanent file such that the file space con-
sumed by all permanent files opened for writing by all of the processes in the batch
request, would increase beyond the maximum per-request permanent-file space limit for
the request, then all of the processes in the request will be terminated by a signal chosen
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by the underlying UNIX implementation.

The ability to specify an optional warning limit exists for those UNIX operating systems
that support per-request warning permanent-file space limits. When such a warning limit
is exceeded, a signal is delivered to one or more of the processes comprising the running
request, depending upon the underlying UNIX implementation.

If a maximum limit (and optional warning limit) specification is comprised of two or
more tokens separated by whitespace characters, then the specification must be enclosed
within double quotes, or otherwise escaped such that Qsub and the shell will interpret the
entire specification as a single character string token. This caveat also applies when an
embedded default -IF flag with its associated limit value(s) appears within the batch
request script file.

Not all UNIX implementations support per-request permanent-file space limits. If a batch
request specifies this limit, and the machine upon which the batch request is eventually
run does not support the enforcement of this limit, then the limit is simply ignored.

At the time of this writing, the author was unaware of any UNIX implementation that
made a distinction at the kernel level, between permanent and temporary files. While it
is certainly possible to construct a pseudo-temporary file by first creating it, and then
unlinking its pathname, the disk space allocated for such a file will be allocated from the
same pool of disk space that all other UNIX files are allocated from. Furthermore, such a
file will be subject to the same quota enforcement mechanisms, if any are provided by
the underlying UNIX implementation, that all other UNIX files are created under.

For all UNIX implementations that do not support a distinction between permanent and
temporary files at the kernel level, this limit is interpreted as a per-request file space
limit , with the word permanent removed from the definition.

See the section entitled LIMITS for more information on the implementation of batch
request limits, and for a description of the precise syntax of a per-request permanent-file
space limit .

—Im per-process memory size limit [ , warn-limit ]
Set a per-process maximum and an optional warning memory size limit for all processes
that constitute the running batch request. If any process comprising the running request
exceeds the maximum per-process memory size limit for the request, then that process is
terminated by a signal chosen by the underlying UNIX implementation.

The ability to specify an optional warning limit exists for those UNIX operating systems
that support per-process warning memory size limits. When a warning limit is exceeded,
a signal (as determined by the underlying UNIX implementation) is delivered to the
offending process.

If a maximum limit (and optional warning limit) specification is comprised of two or
more tokens separated by whitespace characters, then the specification must be enclosed
within double quotes, or otherwise escaped such that gsub and the shell will interpret the
entire specification as a single character string token. This caveat also applies when an
embedded default -Im flag with its associated limit value(s) appears within the batch
request script file .

Not all UNIX implementations support per-process memory size limits. If a batch request
specifies this limit, and the machine upon which the batch request is eventually run does
not support the enforcement of this limit, then the limit is simply ignored.

See the section entitled LIMITS for more information on the implementation of batch
request limits, and for a description of the precise syntax of a per-process memory size
limit.

~IM per-request memory space limit [ , warn-limit ]
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Set a per-request maximum and an optional warning cumulative memory space limit for
all processes that constitute the running batch request. If the sum of all memory con-
sumed by all of the processes comprising the running request exceeds the maximum per-
request memory space limit for the request, then all of the processes in the request will
be terminated by a signal chosen by the underlying UNIX implementation.

The ability to specify an optional warning limit exists for those UNIX operating systems
that support per-request warning memory size limits. When such a warning limit is
exceeded, a signal is delivered to one or more of the processes comprising the running
request, depending upon the underlying UNIX implementation.

If a maximum limit (and optional warning limit) specification is composed of two or
more tokens separated by whitespace characters, then the specification must be enclosed
within double quotes, or otherwise escaped such that gsub and the shell will interpret the
entire specification as a single character string token. This caveat also applies when an
embedded default M flag with its associated limit value(s) appears within the batch
request script file . _

Not all UNIX implementations support per-request memory space limits. If a batch
request specifies this limit, and the machine upon which the batch request is eventually
run does not support the enforcement of this limit, then the limit is simply ignored.

See the section entitled LIMITS for more information on the implementation of batch
request limits, and for a description of the precise syntax of a per-request memory space
limit .

~In per-process nice value limit

242

Set a per-process nice value for all processes comprising the running batch request.

At present, all UNIX implementations support the use of an integer called the nice value,
which determines the execution-time priority of a process relative to all other processes

. in the system. By letting the user set a limit on the nice value for all processes compris-

ing the running request, a user can cause a request to consume less (or more) of the CPU
resource presented by the execution machine.

This is particularly useful when a user wishes to execute a CPU intensive batch request
on a machine running interactive processes. By setting a low execution-time priority, a
user can make a long running batch request give way to more interactive processes dur-
ing the daytime, while the coming of the nighttime hours with typically smaller process

. loads will allow such a request to gain more and more of the CPU resource. In this way,

long running batch requests can be polite to their more transient, interactive neighbor
processes.

The only quirk associated with this flag results from the peculiar choice of nice values,
implemented by the standard UNIX implementations. In general, increasingly negative
nice values cause the relative execution priority of a process to increase , while increas-
ingly positive nice values causes the relative priority to decrease! Thus, a nice value
limit specification of: "-In -10" is greedier than a nice value limit specification of: "-In
o".

Since varying UNIX implementations often support a different finite range of nice values,
NQS allows the specification of nice values that can eventually turn out to be outside the
limits for the UNIX implementation running at the execution machine. In such cases,
NQs will simply bind the specified nice value limit to within the necessary range as
appropriate.

‘Lastly, any nice value specified by the use of this flag must be acceptable to the batch

queue in which the request is ultimately placed (see the section entitled LIMITS for more
information).
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—Is per-process stack-segment size limit [ , warn-limit |

Set a per-process maximum and an optional warning stack-segment size limit for all
processes that constitute the running batch request. If any process comprising the run-
ning request exceeds the maximum per-process stack-segment size limit for the request,
then that process is terminated by a signal chosen by the underlying UNIX implementa-
tion.

The ability to specify an optional warning limit exists for those UNIX operating systems
that support per-process warning stack-segment size limits. When a warning limit is
exceeded, a signal as determined by the underlying UNIX implementation is delivered to
the offending process.

If a maximum limit (and optional warning limit) specification is composed of two or
more tokens separated by whitespace characters, then the specification must be enclosed
within double quotes, or otherwise escaped such that gsub and the shell will interpret the
entire specification as a single character string token. This caveat also applies when an
embedded default -Is flag with its associated limit value(s) appears within the batch
request script file .

Not all UNIX implementations support per-process stack-segment size limits. If a batch

~ request specifies this limit, and the machine upon which the batch request is eventually

run does not support the enforcement of this limit, then the limit is simply ignored.

See the section entitled LIMITS for more information on the implementation of batch
request limits, and for a description of the precise syntax of a per-process stack-segment
size limit .

~It per-process CPU time limit [ , warn-limit |

Set a per-process maximum and an optional wammg CPU time limit for all processes
that constitute the running batch request. If any process comprising the running request
exceeds the maximum per-process CPU time limit for the request, then that process is ter-
minated by a signal chosen by the underlying UNIX implementation.

The ability to specify an optional warning limit exists for those UNIX operating systems
that support per-process CPU warning time limits. When a warning limit is exceeded, a
signal as determined by the underlying UNIX implementation is delivered to the
offending process.

If a maximum limit (and optional warning limit) specification is composed of two or
more tokens separated by whitespace characters, then the specification must be enclosed
within double quotes, or otherwise escaped such that gsub and the shell will interpret the
entire specification as a single character string token. This caveat also applies when an
embedded default -It flag with its associated limit value(s) appears within the batch
request script file .

Not all UNIX implementations support per-process CPU time limits. If a batch request
specifies this limit, and the machine upon which the batch request is eventually run does
not support the enforcement of this limit, then the limit is simply ignored.

See the section entitled LIMITS for more information on the implementation of batch
request limits, and for a description of the precise syntax of a per-process CPU time limit.

=IT per-request CPU time limit [ , warn-limit ]

Thinking Machines

Set a per-request maximum and an optional warning cumulative CPU time limit for all of
the processes that constitute the running batch request. If the sum of the CPU times con-
sumed by all of the processes in the batch request exceeds the maximum per-request CPU
time limit for the request, then all of the processes in the request will be terminated by a
signal chosen by the underlying UNIX implementation.

The ability to specify an optional warning limit exists for those UNIX operating systems
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that support per-request CPU warning time limits. When such a warning limit is
exceeded, a signal is delivered to one or more of the processes comprising the running
request, depending upon the underlying UNIX implementation.

If a maximum limit (and optional warning limit) specification is composed of two or
more tokens separated by whitespace characters, then the specification must be enclosed
within double quotes, or otherwise escaped such that gsub and the shell will interpret the
entire specification as a single character string token. This caveat also applies when an
embedded default -IT flag with its associated limit value(s) appears within the batch
request script file .

Not all UNIX implementations support per-request CPU time limits. If a batch request
specifies this limit, and the machine upon which the batch request is eventually run does
not support the enforcement of this limit, then the limit is simply ignored.

See the section entitled LIMITS for more information on the implementation of batch
request limits, and for a description of the precise syntax of a per-request CPU time limit.

~lv per-process temporary file size limit [ , warn-limit |

Set a per-process maximum and an optional warning temporary (volatile) file size limit
for all processes that constitute the running batch request. If any process comprising the
running request attempts to write to a femporary file such that the file size would
increase beyond the maximum per-process temporary-file size limit for the request, then
that process is terminated by a signal chosen by the underlying UNIX implementation.

The ability to specify an optional warning limit exists for those UNIX operating systems
that support per-process warning temporary-file size limits. When a warning limit is
exceeded, a signal as determined by the underlying UNIX implementation is delivered to
the offending process.

If a maximum limit (and optional warning limit) specification is comprised of two or
more tokens separated by whitespace characters, then the specification must be enclosed
within double quotes, or otherwise escaped such that Qsub and the shell will interpret the
entire specification as a single character string token. This caveat also applies when an
embedded default -lv flag with its associated limit value(s) appears within the batch
request script file.

At the time of this writing, no UNIX operating system known to the author supported a
distinction at the kernel level between permanent and temporary files. Certainly, a
pseudo-temporary file can be constructed by creating it, and then unlinking its pathname.
However, the file space allocated for such a file will be allocated from the same pool of
disk space that all other UNIX files are allocated from.

Until a mechanism is implemented in the kernel that knows about permanent and tem-
porary files, this limit cannot be supported in the sense most useful for batch requests,
namely the strict enforcement of disk quotas for permanent versus temporary files.

Until such a time, this limit will simply be ignored.

See the section entitled LIMITS for more information on the implementation of batch
request limits, and for a description of the precise syntax of a per-process temporary-file
size limit .

-1V per-request temporary file space limit [ , warn-limit ]
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Set a per-request maximum and an optional warning cumulative temporary (volatile) file
space limit for all processes that constitute the running batch request. If any process
comprising the running request attempts to write t0 a femporary file such that the file
space consumed by all temporary files opened for writing by all of the processes in the
batch request would increase beyond the maximum per-request temporary-file space limit
for the request, then all of the processes in the request will be terminated by a signal
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chosen by the underlying UNIX implementation.

The ability to specify an optional warning limit exists for those UNIX operating systems
that support per-request warning temporary-file space limits. When such a warning limit
is exceeded, a signal is delivered to one or more of the processes comprising the running
request, depending upon the underlying UNIX implementation.

If a maximum limit (and optional warning limit) specification is composed of two or
more tokens separated by whitespace characters, then the specification must be enclosed
within double quotes, or otherwise escaped such that gsub and the shell will interpret the
entire specification as a single character string token. This caveat also applies when an
embedded default -1V flag with its associated limit value(s) appears within the batch
request script file.

At the time of this writing, no UNIX operating system known to the author supported a
distinction at the kermel level between permanent and temporary files. Certainly, a
pseudo-temporary file can be constructed by creating it, and then unlinking its pathname.
However, the file space allocated for such a file will be allocated from the same pool of
disk space that all other UNIX files are allocated from.

Until a mechanism is implemented in the kernel that knows about permanent and tem-
porary files, this limit cannot be supported in the sense most useful for batch requests,
namely the strict enforcement of disk quotas for permanent versus temporary files.

Until such a time, this limit will simply be ignored.

See the section entitted LIMITS for more information on the implementation of batch
request limits, and for a description of the precise syntax of a temporary-file space limit .

~lw per-process working set size limit

-me

Set a per-process maximum working set size limit for all processes that constitute the
running batch request.

Not all UNIX implementations support per-process working set size limits, and such a
limit only makes sense in the context of a paged virtual memory machine. If a batch
request specifies this limit, and the machine upon which the batch request is eventually
run does not support the enforcement of this limit, then the limit is simply ignored.

See the section entitled LIMITS for more information on the implementation of batch
request limits, and for a description of the precise syntax of a per-process working set
size limit .

Send mail to the user on the originating machine when the request begins execution. If
the —mu flag is also present, then mail is sent to the user specified for the —mu flag
instead of to the invoking user.

Send mail to the user on the originating machine when the request has ended execution.
If the -mu flag is also present, then mail is sent to the user specified for the —mu flag
instead of to the invoking user.

~=mu user-name

Thinking Machines

Specify that any mail concerning the request should be delivered to the user user-name .
User-name may be formatted either as user (containing no ‘@’ characters), or as
user@machine. In the absence of this flag, any mail concerning the request will be sent
to the invoker on the originating machine.

Declare that the request is non-restartable. If this flag is specified, then the request will
not be restarted by NQS upon system boot if the request was running at the time of an
NQS shutdown or system crash.

By default, NQS assumes that all requests are restartable, with the caveat that it is the
responsibility of the user to ensure that the request will execute correctly if restarted, by

Last change: 7/13/92 245



QSUB(1)

246

USER COMMANDS QSUB (1)

the use of appropriate programming techniques.

Requests that are not running are always preserved across host crashes and NQS shut-
downs for later requeueing, with or without this flag.

When NQS is shutdown via an operator command to the gmgr (1M) NQS control program,
a SIGTERM signal is sent to all processes comprising all running NQS requests on the
local host, and all queued NQS requests are barred from beginning execution. After a
finite number of seconds have elapsed (typically sixty, but this value can be overridden
by the operator), all remaining processes comprising all remaining running NQS requests
are killed by the signal: SIGKILL.

For an NQS request to be properly restarted after an NQS shutdown, the —nr flag must not
be specified, and the spawned batch request shell must ignore SIGTERM signals (which
is done by default). The spawned batch request shell must also not exit before the final
SIGKILL arrives. Since the batch request shell is simply spawning commands and pro-
grams, waiting for their completion, this implies that the commands and programs being
executed by the batch request shell must also be immune to SIGTERM signals, saving
state as appropriate before being killed by the final SIGKILL signal.

See the CAVEATS section below for more discussion concerning the restartability of NQS
batch requests.

—0 [machine:][[[]path/] stdout-filename

-p priority

Direct output generated by the batch request that is sent to the stdout file to the named
[machine:][[[]path/] stdout-filename .

The brackets "[" and "]" enclose optional portions of the stdout destination machine,
path, and stdout-filename .

If no explicit machine destination is specified, then the destination machine defaults to
the machine that originated the batch request, or to the machine that will eventually run
the request, depending on the respective absence, or presence of the —ko flag.

If no machine destination is specified, and the path/filename does not begin with a "/",
then the current working directory is prepended to create a fully qualified path name, pro-
vided that the -ko (keep stdout) flag is also absent. In all other cases, any partial
path/filename is interpreted relative to the user’s home directory on the stdout destination
machine.

If no —o [machine:][[/]path/] stdous-filename flag is specified, then all stdout output for
the batch request is sent to the file whose name consists of the first seven characters of
the request-name followed by the characters: ".0", followed by the request sequence
number portion of the request-id discussed below. In the absence of the —ko flag, this
default stdout output file will be placed on the machine that originated the batch request
in the current working directory, as defined when the batch request was first submitted.
Otherwise, the file will be placed in the user’s home directory on the execution machine.

Explicitly assign an intraqueue priority to the request. The specified priority must be an
integer, and must be in the range [0..63], inclusive. A value of 63 defines the highest
intraqueue request priority, while a value of 0 defines the lowest. This priority does not
determine the execution priority of the request. This priority is only used to determine
the relative ordering of requests within a queue.

When a request is added to a queue, it is placed at a specific position within the queue
such that it appears ahead of all existing requests whose priority is less than the priority
of the new request. Similarly, all requests with a higher priority will remain ahead of the
new request when the queueing process is complete. When the priority of the new
request is equal to the priority of an existing request, the existing request takes pre-
cedence over the new request.
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If no intraqueue priority is chosen by the user, then NQS assigns a default value.

—q queue-name

Specify the queue to which the batch request is to be submitted. If no —q queue-name
specification is given, then the user’s environment variable set is searched for the vari-
able: QSUB_QUEUE. If this environment variable is found, then the character string
value for QSUB_QUEUE is presumed to name the queue to which the request should be
submitted. If the QSUB_QUEUE environment variable is not found, then the request will
be submitted to the default batch request queue, if defined by the local system adminis-
trator. Otherwise, the request cannot be queued, and an appropriate error message is
displayed to this effect.

-I request-name

~§ shell-name

Thinking Machines

Assign the specified request-name to the request. In the absence of an explict -r
request-name specification, the request-name defaults to the name of the script file (lead-
ing path name removed) given on the command line. If no script file was given, then the
default request-name assigned to the request is STDIN. '

In all cases, if the request-name is found to begin with a digit, then the character 'R’ is
prepended to prevent a request-name from beginning with a digit. All request-names are
truncated to a maximum length of 15 characters.

By default, all output generated by a batch request sent to the stderr file is temporarily
into a file residing in a protected directory on the machine that executes the request.
When the batch request completes execution, this file is then spooled to its final destina-
tion, possibly on a remote machine.

This default spooling of the stderr output file is done to reduce the network traffic costs
incurred by the submitter (owner) of a batch request that is to return its stderr output to a
remote machine upon completion. In some cases, this behavior is not desired. If it is
necessary to override this behavior, then the -re flag can be specified which says that
stderr output produced by the request is to be immediately written to the final destination
file, as output is generated, no matter what the networking cost.

Circumstances may not allow a given NQS implementation to support this flag, in which
case it will be ignored, and the stderr output file will simply be spooled as it ordinarily
would without this flag.

By default, all output generated by a batch request sent to the stdout file is temporarily
spooled into a file residing in a protected directory on the machine that executes the
request. When the batch request completes execution, this file is then spooled to its final
destination, possibly on a remote machine.

This default spooling of the stdout output file is done to reduce the network traffic costs
incurred by the submitter (owner) of a batch request which is to return its stdout output
to a remote machine upon completion. In some cases, this behavior is not desired. If it
is necessary to override this behavior, then the —ro flag can be specified; this flag says
that stdout output produced by the request is to be immediately written to the final desti-
nation file, as output is generated, no matter what the networking cost.

Circumstances may not allow a given NQS implementation to support this flag, in which
case it will be ignored, and the stdout output file will simply be spooled as it ordinarily
would without this flag.

Specify the absolute pathname of the shell that will be used to interpret the batch request
script. This flag unconditionally overrides any shell strategy configured on the execution
machine for selecting which shell to spawn in order to interpret the batch request script.

In the absence of this flag, the NQS system at the execution machine will use one of
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three (3) distinct shell choice strategies for the execution of the batch request. Any one
of the three strategies can be configured by a system administrator for each NQS
machine.

The three shell strategies are called:

fixed,
free, and
login .

These shell strategies respectively cause the configured fixed shell to be exec’d to inter-
pret all batch requests, cause the user’s login shell as defined in the password file to be
exec’d which in turn chooses and spawns the appropriate shell for interpreting the batch
request script, or cause only the user’s login shell to be exec’d to interpret the script.

A shell strategy of fixed means that the same shell (as configured by the system adminis-
trator), will be used to execute all batch requests.

A shell strategy of free will run the batch request script exactly as would an interactive
invocation of the script, and is the default NQS shell strategy.

The strategies of fixed and login exist for host systems that are short on available free
processes. In these two strategies, a single shell is exec’d, and that same shell is the
shell that executes all of the commands in the batch request script.

The shell strategy configured for a particular NQS system can be determined by the
qlimit (1) command.

Export all environment variables. When a batch request is submitted, the current values
of the environment variables: HOME, SHELL, PATH, LOGNAME (not all systems), USER
(not all systems), MAIL, and TZ are saved for later re-creation when the batch request is
spawned, as the respective environment variables: QSUB_HOME, QSUB_SHELL,
QSUB_PATH, QSUB_LOGNAME, QSUB_USER, QSUB_MAIL, and QSUB_TZ. Unless the
-x flag is specified, no other environment variables will be exported from the originating
host for the batch request. If the —x flag option is specified, then all remaining environ-
ment variables whose names do not conflict with the automatically exported variables,
are also exported with the request. These additional environment variables will be
recreated under the same name when the batch request is spawned.

Submit the batch request silently. If the request is submitted successfully, then no mes-
sages are displayed indicating this fact. Emor messages will, however, always be
displayed.

If the batch request is successfully submitted and the —z flag has not been specified, the request-id of
the request is displayed to the user. A request-id is always of the form: seqno.hostname , where seqno
refers to the sequence number assigned to the request by NQS, and hostname refers to the name of ori-
ginating local machine. This identifier is used throughout NQS to uniquely identify the request, no
matter where it is in the network.

The following events take place in the following order when an NQS batch request is spawned:

The process that will become the head of the process group for all processes comprising
the batch request is created by NQS.

Resource limits are enforced.

The real and effective group-id of the process is set to the group-id as defined in the
local password file for the request owner.

The real and effective user-id of the process is set to the real user-id of the batch request
owner.

The user file creation mask is set to the value that the user had on the originating
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machine when the batch request was first submitted.

If the user explicitly specified a shell by use of the —s flag (discussed above), then that
user-specified shell is chosen as the shell that will be used to execute the batch request
script. Otherwise, a shell is chosen based upon the shell strategy as configured for the
local NQS system (see the earlier discussion of the —s flag for a description of the possi-
ble shell strategies that can be configured for an NQS system).

The environment variables of HOME, SHELL, PATH, LOGNAME (not all systems),
USER (not all systems), and MAIL are set from the user’s password file entry, as though
the user had logged directly into the execution machine.

The environment string: ENVIRONMENT=BATCH is added to the environment so that
shell scripts (and the user’s .profile (Bourne shell) or .cshrc and .login (C-shell) scripts),
can test for batch request execution when appropriate, and not (for example) perform any
-setting of terminal characteristics, since a batch request is not connected to an input ter-
minal.

The environment variables of QSUB_WORKDIR, QSUB_HOST, QSUB_REQNAME, and
QSUB_REQID are added to the environment. These environment variables equate to the
obvious respective strings of the working directory at the time that the request was sub-
mitted, the name of the originating host, the name of the request, and the request
request-id .

All of the remaining environment variables saved for re-creation when the batch request
is spawned are added at this point to the environment. When a batch request is initially
submitted, the current values of the environment variables: HOME, SHELL, PATH, LOG-
NAME (not all systems), USER (not all systems), MAIL, and TZ are saved for later
recreation when the batch request is spawned. When recreated however, these variables
are added to the environment under the respective names: QSUB_HOME, QSUB_SHELL,
QSUB_PATH, QSUB_LOGNAME, QSUB_USER, QSUB_MAIL, and QSUB_TZ, to avoid
the obvious conflict with the local version of these environment variables. Additionally,
all environment variables exported from the originating host by the —x option are added
to the environment at this time.

The current working directory is then set to the user’s home directory on the execution
machine, and the chosen shell is exec’d to execute the batch request script with the
environment as constructed in the steps outlined above.

In all cases, the chosen shell is exec’d as though it were the login shell. If the Bourne shell is chosen
to execute the script, then the .profile file is read. If the C-shell is chosen, then the .cshrc and .login
scripts are read.

If the user did not specify a specific shell for the batch request, then NQS chooses which shell should be
used to execute the shell script, based on the shell strategy as configured by the system administrator
(see the earlier discussion of the -s flag).

In such a case, a free shell strategy instructs NQS to execute the login shell for the user (as configured
in the password file). The login shell is in turn instructed to examine the shell script file, and fork
another shell of the appropriate type to interpret the shell script, behaving exactly as an interactive
invocation of the script.

Otherwise no additional shell is spawned, and the chosen fixed or login shell sequentially executes the
commands contained in the shell script file until completion of the batch request.

QUEUE ACCESS
NQS supports queue access restrictions. If access is unrestricted, any request may enter the queue. If
access is restricted, a request can only enter the queue if the requester or the requester’s login group
has been given access to that queue (see gmgr(1M)). Requests submitted by root are an exception; they
are always queued, even if root has not explicitly been given access.
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Use gstat(1) to determine who has access to a particular queue.

NQS supports many batch request resource limit types that can be applied to an NQS batch request. The
existence of configurable resource limits allows an NQS user to set resource limits within which his or
her request must execute. In many instances, smaller limit values can result in a more favorable
scheduling policy for a batch request.

The syntax used to specify a limit-value for one of the limit-flags (<limit-letter-type), is quite flexible,
and describes values for two general limit categories. These two general categories respectively deal
with time related limits, and those limits are not time related.

For finite CPU time limits, the limit-value is expressed in the reasonably obvious format:
[[hours :] minutes : ] seconds [.milliseconds]

Whitespace can appear anywhere between the principal tokens, with the exception that no whitespace
can appear around the decimal point.

Example time limit-values are:

1234 : 58 : 21.29—- 1234 hrs 58 mins 21.290 secs

12345 — 12345 seconds
121.1 — 121.100 seconds
59:01 — 59 minutes and 1 second

For all other finite limits (with the exclusion of the nice limit-value —In), the acceptable syntax is:
fraction [units]

or
integer [.fraction)] [units]

where the integer and fraction tokens represent strings of up to eight decimal digits, denoting the obvi-

ous values. In both cases, the units of allocation may also be specified as onc of the case insensitive
strings:

b — bytes

w ~ words

kb — kilobytes (2710 bytes)
kw - kilowords (2°10 words)
mb — megabytes (2720 bytes)
mw — megawords (2°20 words)
gb — gigabytes (2730 bytes)
gw ~ gigawords (2°30 words)

In the absence of any units specification, the units of bytes are assumed.

For all limit types with the exception of the nice limit-value (-In), it is possible to state that no limit
should be applied. This is done by specifying a limit-value of "unlimited”, or any initial substring
thereof. Whenever an infinite limit-value is specified for a particular resource type, then the batch
request operates as though no explicit limits have been placed upon the corresponding resource, other
than by the limitations of the physical hardware involved.

The complications caused by batch request resource limits first show up when queueing a batch request
in a batch queue . This operation is described in the following paragraphs.
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If a batch request specifies a limit that cannot be enforced by the underlying UNIX implementation, then
the limit is simply ignored, and the batch request will operate as though there were no limit (other than
the obvious physical maximums), placed upon that resource type. (See the glimit (1) command to find
out what limits are supported by a given machine.)

For each remaining finite limit that can be supported by the underlying UNIX implementation that is not
a CPU time-limit or UNIX execution-time nice-value-limit, the limit-value is internally converted to the
units of bytes or words, whichever is more appropriate for the underlying machine architecture.

As an example, a per-process memory size limit value of 321 megabytes would be interpreted as 321 x
2720 bytes, provided that the underlying machine architecture was capable of directly addressing single
bytes. Thus the original limit coefficient of 321 would become 321 x 2°20. On a machine that was
only capable of addressing words, the appropriate conversion of 321 x 2°20 bytes / #of-bytes-per-word
would be performed.

If the result of such a conversion would cause overflow when the coefficient was represented as a
signed-long integer on the supporting hardware, then the coefficient is replaced with the coefficient of:
of 2°N-1 where N is equal to the number of bits of precision in a signed long integer. For typical 32-
bit machines, this default extreme limit would therefore be 2°31-1 bytes. For word addressable
machines in the supercomputer class supporting 64-bit long integers, the default extreme limit would be
2°63-1 words.

Lastly, some implementations of UNIX reserve coefficients of the form: 2°N-1 as synonymous with
infinity, meaning no limit is to be applied. For such UNIX implementations, NQS further decrements the
default extreme limit so as not to imply infinity.

The identical internal conversion process as described in the preceding paragraphs is also performed for
each finite limit-value configured for a particular batch queue using the gmgr (1IM) program.

After all of the applicable limit-values have been converted as described above, each such resulting
limit-value is then compared against the corresponding limit-value as configured for the destination
batch queue. If, for every type of limit, the batch queue limit-value is greater than or equal to the
corresponding batch request limit-value , then the request can be successfully queued, provided that no
other anomalous conditions occur. For request infinity limit-values, the corresponding queue limit-value
must also be configured as infinity.

These resource limit checks are performed irrespective of the batch request arrival mechanism, either by
a direct use of the gsub(I) command, or by the indirect placement of a batch request into a batch queue
via a pipe queue. It is impossible for a batch request to be queued in an NQS batch queue if any of
these resource limit checks fail.

Finally, if a request fails to specify a limit-value for a resource limit type that is supported on the exe-
cution machine, then the corresponding limit-value configured for the destination queue becomes the
limit-value for the unspecified request limit.

Upon the successful queueing of a request in a batch queue, the set of limits under which the request
will execute is frozen, and will not be modified by subsequent gmgr (1M) commands that alter the lim-
its of the containing batch queue.

CAVEATS

When an NQS batch request is spawned, a new process-group is established such that all processes of
the request exist in the same process-group. If the qdel (1) command is used to send a signal to an
NQS batch request, the signal is sent to all processes of the request in the created process-group. How-
ever, should one or more processes of the request choose to successfully execute a setpgrp (2) system
call, then such processes will not receive any signals sent by the gdel (1) command. This can lead to
"rogue” requests whose constituent processes must be killed by other means such as the kill (1) com-
mand. However, NQS takes advantage of any UNIX implementations that provide a mechanism of
"locking" a process, and all of its subsequent children in a particular process-group. For such UNIX
implementations, this problem does not occur.
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It is extremely wise for all processes of an NQS request to catch any SIGTERM signals. By default, the
receipt of a SIGTERM signal causes the receiving process to die. NQS sends a SIGTERM signal to all
processes in the established process-group for a batch request as a notification that the request should
be prepared to be killed, either because of an abort queue command issued by an operator using the
gmgr(1M) program, or because it is necessary to shutdown NQS and all running requests as part of a
general shutdown procedure of the local host.

It must be understood that the spawned shell ignores SIGTERM signals. If the current immediate child
of the shell does not ignore or catch SIGTERM signals, then it will be killed by the receipt of such, and
the shell will go on to execute the next command from the script (if there is one). In any case, the
shell will not be killed by the SIGTERM signal, though the executing command will have been killed.

After receiving a SIGTERM signal delivered from NQS, a process of a batch request typically has sixty
seconds to get its "house in order” before receiving a SIGKILL signal (though the sixty second duration
can be changed by the operator).

All batch requests terminated because of an operator NQS shutdown request that did not specify the —nr
flag are considered restartable by NQS, and are requeued (provided that the batch request shell process
is still present at the time of the SIGKILL signal broadcast as discussed above), so that when NQS is
rebooted, such batch requests will be respawned to continue execution. It is however, up to the user to
make the request restartable by the appropriate programming techniques. NQS simply spawns the
request again as though it were being spawned for the first time.

Upon completion of a batch request, a mail message can be sent to the submitter (see the discussion of
the —me flag above). In many instances, the completion code of the spawned Bourne or C-Shell will
be displayed. This is merely the value returned by the shell through the exit (2) system call.

Lastly, there is no good way to echo commands executed by unmodified versions of the Bourne and C
shells. While the C-shell can be spawned in such a fashion as to echo the commands it executes, it is
often very difficult to tell an echoed command from genuine output produced by the batch request,
because no "magic" character such as a ’$’ is displayed in front of the echoed command. The Bourne
shell does not support any echo option whatsoever.

Thus, one of the better ways to write the shell script for a batch request is to place appropriate lines in
the shell script of the form:

echo "explanatory-message”

where the echoed message should be a meaningful message chosen by the user.

LIMITATIONS AND IMPLEMENTATION NOTES

In the present implementation, it is not possible to see the stderr or stdout files produced by the batch
request while the request is running, unless the -re and -ro flags have been respectively specified.

Lastly, the strange "@S$" syntax used to introduce embedded argument flags was chosen because it
rarely conflicts with anything else present in a shell script file. NQS users with better minds will
(rightly) suggest improved alternatives to this convention.

SEE ALSO
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mail(1), qdel(1), qdev(1), qlimit(1), gpr(1), gstat(1), kill(2), setpgrp(2), signal(2), qmgr(1M).

CM User’s Guide.
CM System Administrator’s Guide.
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NAME

restart — run a checkpointed version of a Connection Machine program

SYNOPSIS

restart feprefix

DESCRIPTION

FILES

restart restarts a program that has been checkpointed using the CM checkpointing utility.

When a program is checkpointed, the checkpointing utility saves the state of the program in files that
have the prefix feprefix and, optionally, cmprefix; these prefixes are specified by the routine that exe-
cutes the checkpoint. feprefix is used for the front-end core file, a list of the files that the program had
open when it was checkpointed, and the stored copy of the checkpointed program. cmprefix is used as
the prefix for the CM core file, and specifies a pathname in the CM file system. The CM core file is not
created if the program does not use the CM.

restart takes as an argument the front-end prefix used for naming the checkpointed files. It obtains the
CM prefix, if any, from the program it is restarting. The program begins execution from the point at
which the feprefix and cmprefix files were saved.

Be careful when using output redirection with restart. You must append the output to the output file,
not just redirect it; otherwise, restart overwrites what is already in the file.

It can take up to several minutes to restart a checkpointed program, depending on the size of the files.
If a flag is set in the program, progress reports are displayed while the program is being restarted.

To restart a checkpoint more than once, rename the checkpoint files and issue restart with different
prefixes as arguments. If you move the checkpoint files to another directory, make sure the files used by
the program are accessible from this directory with the same names they had when opened by the origi-
nal invocation of the program.

feprefix-core

The standard core file, containing the state of the program on the front end.
feprefix-file-list

List of files that the program had open when it was checkpointed.
feprefix-program

The stored copy of the checkpointed program.
cmprefix-cm-core

The state of the program on the CM. This file is not created if the program is not using the
CM.

IDENTIFICATION

Connection Machine System Software Release 6.0.
Copyright © 1990 by Thinking Machines Corporation, Cambridge MA.

SEE ALSO

Thinking Machines Corporation, CM User’s Guide.
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