












































































































































































































































































































































































































































































































































































































































































































































































































Design of the OSF/1 Operating System 

Note that the policy module and the message driver merely act as conduits 
for the internal representation. The daemon actually validates the format of 
the internal representation and allocates a tag for it. Note also that all 
attribute changes must pass through the policy daemon. Only the daemon 
knows how to convert an internal representation into a tag. 

15.9 Mandatory Access Control 

15-30 

Under MAC, all information is classified according to how sensitive that 
information is. This classification is called a sensitivity level. Users are 
rated according to the maximum sensitivity of information they are cleared 
to handle. This rating is known as a clearance. The system decides who 
can access what information based on the information's sensitivity level and 
the user's clearance. Only users with sufficiently high clearances can access 
information of certain sensitivity levels. A user who wants to open a file for 
reading must have a clearance that is at least as high as the file's sensitivity 
level; that is, the subject must dominate the object (no "read up"). 

Similarly, the system must prevent a process from reading information and 
writing it to an object that can be seen by users at a lower sensitivity level 
than the information (no "write down"). This comparison of sensitivity level 
and clearance is called a multilevel security model. (Access must also be 
granted by the system's discretionary access controls.) User access to 
objects is mediated by the system and cannot (normally) be overridden by 
ordinary users. 

Each subject and each object is assigned a sensitivity label when it is 
created by the system. Subjects and objects generally inherit their 
sensitivity labels from the processes that create them. The system 
administrator can permit users to choose their sensitivity levels when they 
log in (as long as the level chosen is equal to or less than that user's 
clearance). The user might choose a level below his or her clearance to 
ensure that programs inheriting this sensitivity label have limited access to 
privileged information. 

The system compares subject and object sensitivity labels in making an 
access decision. In keeping with the Orange Book, a sensitivity label is 
composed of a hierarchical classification and a nonhierarchical set of 
categories (or compartments). 
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An object's sensitivity label denotes the sensitivity of the object's contents 
and attributes. A subject actually has two labels, a sensitivity label and a 
clearance label. One denotes the sensitivity level the process is currently 
executing at, and the other denotes the clearance level of the user on whose 
behalf the process is running. (Note that users can only choose to execute 
processes at a sensitivity level dominated by their clearances.) 

Sensitivity labels and clearances have an external representation, which 
includes a classification name followed by a comma-separated list of 
categories enclosed in slashes. This form of label is called the expanded 
form of the label. On input, a user can specify synonyms to simplify entry of 
long names or long lists of categories. The ISSO defines synonyms at a 
given site using the mandsyn utility. The internal representation is used by 
the programming interface and by the mandatory policy daemon. 

15.9.1 Mandatory Access Control Components 

The MAC policy has the following components: 

• The MAC policy module 

• The MAC policy daemon 

• System calls 

• Library routines 

• Commands 

The MAC policy module is a collection of routines called through the MAC 
policy entry in the security policy switch. A policy module for each policy 
implemented on the system is linked into the kernel. Functions in the MAC 
policy module exist to perform operations such as 

• Computing access decisions between subject and object sensitivity label 
tags. The module may have to consult the MAC policy daemon to 
compare the internal representations associated with the tags and return 
an access decision. 

• Setting and retrieving the process sensitivity label or clearance. 

• Setting and retrieving the object sensitivity label. 

• Enforcing privileges. 
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15.9.2 MAC Privileges 
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Privileges allow a process to bypass some or most of the limitations 
imposed on normal users by the MAC policy. The MAC policy module 
access routine checks whether the process requesting an operation on an 
object has a privilege (in its effective privilege set) relevant to the 
operation. If so, the MAC policy module grants the access request without 
checking the sensitivity labels of the process and the object. For example, a 
process with the allowmacaccess privilege returns success to most MAC 
checks. 

Processes need writeupsyshi, writeupclearance, or allowmacaccess 
privileges to upgrade an object, and downgrade or allowmacaccess 
privileges to downgrade an object. If a file is downgraded, its new level 
must continue to dominate the parent directory's level. Otherwise, the 
downgrade is not allowed. 

In an unsecured OSF/l system, certain directories (such as /tmp) are 
writable by all users. On a secure system, the ability of processes at 
different sensitivity levels to write into a common directory would be a 
violation of MAC. Therefore, such a directory is implemented as a 
multilevel directory, which contains child directories for each sensitivity 
level. A process needs the multileveldir privilege to see the child 
directories within the multilevel directory. When a process without the 
multileveldir privilege references the multilevel directory, it is 
automatically diverted to the child directory with the same sensitivity level 
as the process. If no child directory exists at that level, one is created by the 
system. 

For example, various programs such as the C compiler use the /tmp 
directory to hold their temporary files. Even though the contents of these 
files may be securely protected, the existence of a temporary file as well as 
its name could be easily discovered by anyone who performed an ls on the 
/tmp directory. Such information about Top Secret temporaries, for 
example, should not be known to those operating in the Secret domain. 

One approach to dealing with this problem might be to change all 
applications so that they do not use public directories, but instead find 
directories at appropriate security levels. A better approach is to deal with 
the problem transparently. A directory such as /tmp may be set up as a 
multilevel directory. It is then transparently split into a number of 
subdirectories, one for each security classification. Thus, a reference to the 
file /tmp/foo by a process executing as Top Secret would be translated into a 
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reference to the file /tmp/mac.xxxxxxxxxxx/foo. The name of the multilevel 
child directory is always mac followed by an ASCII representation of the 
decimal value of the tag that corresponds to the sensitivity level of the 
process. Leading zeroes are prepended to the decimal value to pad it to 11 
characters (long enough to store any 32-bit number in decimal, yet short 
enough to not exceed the 14-character filename limit of some file system 
types). 

The diversion to the child directory is as transparent as possible, while still 
maintaining the desired separation of files at different sensitivity levels. For 
example, if /tmp is a multilevel directory, a cd /tmp by a process with a 
System Low sensitivity level and without the multileveldir privilege 
enabled will divert the process to /tmp/mac00000000002, but a pwd will 
show the user's current directory to be /tmp. A cd .. will return the user to I 
(automatically diverting through the multilevel parent directory that was 
skipped by the original cd command). 

The diversion works the same way for processes at other sensitivity levels, 
except that they are diverted to a different multilevel child directory 
(mac00000000003 for System High processes, for example). 

Explicit creation and regrading of subdirectories are not allowed because 
there is a unique mapping from subdirectory name to sensitivity level. 
Subdirectory diversion and automatic multilevel child directory creation is 
implemented by hooks implanted in the filename lookup routines. 
Conversion to multilevel directories is handled through new system calls 
that call routines specific to each file system type that set and clear the 
multilevel directory security attribute. 

A common use of the multileveldir privilege is to allow all of the 
subdirectories of a multilevel directory to be accessed easily for purposes of 
making backups of a file system. Because processes are automatically 
diverted to a subdirectory if they do not have this privilege enabled, it would 
be difficult to try to do full backups without this privilege enabled. 

If the process has sucompat in its effective set, and has effective UID 0 
(zero), it is granted all of these privileges, except multileveldir. That 
privilege is granted only if it appears in the effective privilege set. 
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15.9.3 MAC Access Decisions 

When making MAC checks on behalf of system calls, the system grants the 
process MAC read access to the object if the sensitivity level of the process 
dominates the sensitivity level of the file or if the process has the 
allowmacaccess effective privilege. 

The process has MAC write access to the object if any of the following is 
true: 

• The sensitivity level of the process is equal to the sensitivity level of the 
object. 

• The sensitivity level of the object dominates the sensitivity level of the 
process and is dominated by the process clearance, and the process has 
the writeupclearance effective privilege. 

• The sensitivity level of the object dominates the sensitivity level of the 
process, and the process has the writeupsyshi effective privilege. 

• The process has the allowmacaccess effective privilege. 

The system administrator defines two system-wide and frequently used 
sensitivity labels: System High and System Low. These are defined in the 
configuration file /etc/policy/mac/config. System High dominates System 
Low, and the two form a range that absolutely bounds activity on the 
system. The TCB code that enforces the MAC policy contains a number of 
optimizations that take advantage of this fact. For example, when making a 
MAC access decision, the kernel tests the tags in question against 
the well-known tag values SEC_ MAC _SYSLO _TAG and 
SEC MAC SYSHI TAG. These extra tests often allow the kernel to - - -
avoid the overhead of consulting the MAC policy daemon for an access 
decision. 

15.9.4 MAC System Calls, Library Routines, and Commands 
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The getlabel() and setlabel() system calls that address the MAC attributes 
on subjects and objects call through the security policy switch to perform 
MAC-specific label setting and retrieval functions. Except for the 
multilevel directory calls, all MAC function calls retrieve or set a sensitivity 



Security 

label or clearance on one of the system's subject or object types. These 
function calls pass either getlabel() or setlabel() to the appropriate tag 
offset. 

Library routines for MAC convert between internal and external 
representations of sensitivity labels, communicate with the policy daemon 
to map tags and make decisions, and access the subdirectories of a 
multilevel directory. In performing these activities, they must at times 
make calls to the kernel (through system calls) to operate on subjects or 
objects, or make calls to the daemon to retrieve sensitivity label internal 
representations. 

In addition to existing UNIX command changes to implement MAC, there 
are a few new, specific MAC commands. Existing commands that are 
affected are the utilities that 

• Adjust the sensitivity level at login time 

• Access the raw UNIX file system structure 

• Deal with multilevel directories 

• Deal with users who modify a system database but may be logged in at a 
different sensitivity level than the database (for example, passwd) 

• Print information about subjects and objects in the system that may be at 
different sensitivity levels. 

New MAC commands have been created to 

• Print the current process's sensitivity label and/or clearance to standard 
output (getlevel ). 

• Change a file's sensitivity level. The resulting file sens1tlv1ty level 
depends on the user's authorizations and the file's sensitivity level. If 
the operation is a downgrade, the file must continue to dominate the 
sensitivity level of the file's parent directory. This command produces 
an audit record for all outcomes (chlevel). 

• List the sensitivity level of files and directories (lslevel ). 

• List and replace sensitivity labels on message queues, semaphores, and 
shared memory segments, depending on the arguments supplied 
(ipclevel ). 
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15.9.5 MAC Database Protection Principles 
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This subsection describes database protection in terms of MAC attributes. 
Section 15.10 expands the protection discussion to include all attributes. 

All protected databases are labeled with the System Low sensitivity level. 
The following principles are used to protect the system files critical to the 
operation and security of the system. 

Protected password database 
Contains user clearances in authentication profiles. Each 
profile is kept in a separate file, and each is protected at 
System Low. When a user changes his or her password, the 
passwd() program creates a new file to store the modified 
database. This new file inherits the sensitivity label of the 
creating process. If left at that level, the database might be 
improperly protected or inaccessible to user processes that 
should have access to it. To remedy this situation, many 
commands enable the allowmacaccess privilege. After 
updating the appropriate database, the programs change the 
sensitivity label of the database back to the appropriate level. 
This protection mechanism is used for all the databases 
described in this section. 

System defaults database 
Stores default sensitivity level ranges, the default user 
clearance, and the single-user-mode sensitivity level. This 
database is protected at System Low. 

Device assignment database 
Stores the default device sensitivity level range and the 
default single-level sensitivity level. This database is 
protected at System Low. 

File control database 
Describes the attributes of security-relevant files, stored at 
System Low. The only sensitivity levels stored in this file are 
the strings syshi, syslo, and WILDCARD. These do not 
convey the classified compartment names. 

Audit control files 
Binary files that are read by the audit subsystem. These are 
stored at System Low because they do not contain literal 
compartment names. 
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Audit output files 
Contain audit records corresponding to all processes running 
on the system. These files, and the directories in which they 
are stored, have System High sensitivity labels. 

Audit daemon 
Must be run at System High. 

System accounting file 
Has information about all processes in the system. It has a 
System High sensitivity label. 

15.10 Authentication Subsystem and the Security 
Databases 

The process of verifying the identity of the user is called authentication. 
The system authenticates each user at login time and when a user attempts 
to change identity through the su( ) program. The authentication subsystem 
uses and maintains the security databases related to authentication that 
contain user parameters and statistics for the system, terminal, and user. 

OSF/1 offers the following enhancements to traditional UNIX password 
mechanisms: 

• In traditional UNIX systems, any user can choose his or her own 
password. In secured OSF/1, the ISSO must determine site and per-user 
password selection methods. Default settings are provided with the 
system, but the ISSO at a site can relax or tighten these restrictions. 

• Many UNIX implementations do not impose restrictions on the chosen 
password, checking only for length, resemblance to the login name, and 
that they are purely alphabetical. Secured OSF/1 additionally supplies 
checks for palindromes, resemblance to user names on the system, and 
English words. 

• In traditional UNIX systems, encrypted passwords (stored in a central 
file) are visible to all users. The encryption algorithm (crypt() is also 
commonly available. Thus, a penetrator can apply heuristics to guess 
passwords. Secured OSF/1 stores encrypted passwords in protected (not 
public-readable) files. Secured OSF/l also provides assurance that the 
cleartext of the password will not be compromised, by clearing buffers 
that store the cleartext immediately after use. 
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• Traditional UNIX systems allow accounts without passwords. Secured 
OSF/l allows the ISSO to require passwords of all accounts. 

• Password aging is not a requirement. Accounts with this feature 
disabled are never forced to change passwords. Secured OSF/l enforces 
a password lifetime, after which the account is disabled. 

• The UNIX implementation of aging does not satisfy Green Book 
requirements. Secured OSF/1 requires that when a password is created 
or changed, a time period exists when the password cannot be changed 
again. This prevents a user from changing a password multiple times, 
ultimately back to the original password, as a way to avoid a true 
password change. 

• Passwords are significant only to eight characters. Thus, pass phrases 
are impractical in traditional UNIX systems. A pass phrase is like a 
password, but it consists of several words instead of just one. Thus, it is 
harder to guess. Secured OSF/1 includes a routine (passlen()) that 
computes a minimum password length based on parameters stored in the 
security databases. It also allows the ISSO to choose a maximum 
password length. The maximum length of a generated password is 40 
characters, but this can be extended or reduced by changing the 
definition (AUTH_MAX_PASSWD_LENGTH) and recompiling. 

For each process, the system maintains a login user ID (LUID). The LUID 
identifies the user associated with a process. Once the LUID is initialized 
(by the authentication program, or the su() or epa() program, or by the 
daemon itself for system daemons), it is never changed, regardless of 
authorization or identity. It is thus immutable. The LUID is necessary 
because users can acquire setprocident effective privilege and can change 
their process's real user ID and effective user ID. In such cases, auditing is 
based on the LUID, not on the effective user ID. Authorization checking is 
always done against the process's LUID. 
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15.10.1 Authentication Database 

The heart of the authentication subsystem is the set of security databases 
that store security parameters enforced by the system. These are the 
following: 

• Protected password database 

• System defaults database 

• Terminal control database 

• File control database 

• Command authorizations database 

• Device assignment database 

All of the databases have similar formats, although each has a different 
purpose. The low-level routines to read the entries and the fields in each 
entry are shared among the databases. 

15.10.1.1 Protected Password Database 

The protected password database stores the encrypted password for the 
user's account, as well as all account-specific parameters (referred to as the 
user's authentication profile). Any parameters not specifically set in the user 
account protected password entry are set by default to the corresponding 
value in the system default database, described in Section 15.10.1.5. 

Each user's protected password database entry is stored in a separate file. 
This makes looking up each user's entry faster, because scanning a large file 
is avoided, and updating a user's entry does not require that all accounts be 
locked for the duration of the update. A directory hierarchy exists under 
/tcb/files/auth that is structured like terminal descriptors in the 
/usr/shared/Iib/terminfo database. Each user's entry is contained in a 
separate file whose name is the user's account name. The file resides in a 
directory in /tcb/files/auth whose name is the first letter of the account 
name. 

Both the /tcb/files/auth directory and its subdirectories are protected with 
owner and group auth. Directories have mode 0770, while files have mode 
0660. Programs that access the database are SGID to auth or enable the 
allowdacaccess effective privilege. The protected password database files 
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have a sensitivity label of System Low. Programs that access or update the 
database need to enable appropriate privilege to be able to read or update 
the database depending on the sensitivity label of the program accessing it. 

Each entry in the protected password database corresponds to a single user. 
The login name is the primary key. The secondary key, the UID, is a cross­
check to the corresponding entry in /etc/passwd. All programs dealing with 
allocation of users ensure that 

• Each account is assigned to one real user. 

• Each account has one login name. 

• Each account has one reference UID. 

• For each login name, there is a single UID and a single database entry. 

A lock on an account prevents anyone from logging into the system under 
that account. With the account locked, the next time the user gives his or 
her user ID and password, the system responds with a message stating that 
the account is locked. Only the ISSO can unlock the account. 

There are three types of locks: 

• Unconditional (administrative lock) 

• Maximum number of login retries exceeded 

• Password lifetime has expired 

A field in the protected password database entry for the account stores the 
status of the administrative lock. Another field contains the maximum 
number of login retries allowed, and another the password lifetime. 

The system authentication program and su() enforce the lock conditions. In 
addition, they do not allow access to accounts that have been retired. The 
lock condition is reversible; once retired, an account cannot be reinstated 
(unless the protected password database entry is edited manually). The su() 
program checks if the destination account is locked and prevents the 
transition to that account if it is. All locks are audited. 

All daemons that create processes that run on behalf of users enforce this 
behavior. A library routine is supplied that enforces the lock conditions. 

The successful and unsuccessful login counts are kept with the protected 
password data. Thus, the system remembers breakin attempts across 
sessions and system reboot. 
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A user can lock another user's account by simply making repeated failed 
attempts on that account. However, audit information can help track down 
the terminal where the attempts are made. (One safeguard against locking 
the whole system is that the root account on the system console cannot stay 
locked. It can be locked by repeated failed attempts; however, the next login 
attempt from the console will print out a warning of the lock, log an audit 
record, clear the lock, and let the login succeed.) 

15.10.1.2 Terminal Control Database 

The terminal control database stores a threshold of the number of 
unsuccessful login attempts allowed at a terminal before that terminal is 
considered locked. 

There is a delay field that controls how quickly the system allows a new 
login attempt after a failed attempt. The database also stores the user ID 
and time of the last successful and unsuccessful login attempts at that 
terminal, and of the last session terminated. These fields can be used to 
detect penetration attempts. 

The system associates an administrative lock and a count of unsuccessful 
attempts with each terminal. 

The terminal control database stores a terminal-specific delay factor that 
spreads out login attempts. (The system-wide delay factor is stored in the 
system defaults database.) This feature impedes automated attempts to 
guess authentication information. The default delay for the system is used 
as input to determine the minimum size of a password. The delay may be 
set to 0 (zero). 

Each terminal entry has the times and user ID (if the name has an associated 
/etc/passwd entry) of the last attempts (successful and unsuccessful) to log 
in, and the last logout. The terminal control database stores the user and 
time of the last successful and unsuccessful login attempts and last logout 
from a given terminal. 

The terminal control database has shorter entries than the protected 
password database and is updated infrequently. It is stored in a single file, 
/etc/auth/system/ttys. The terminal entry is updated on each successful and 
unsuccessful login attempt, and on each session termination. The 
authentication program does not allow a user to log into a terminal unless 
there is a valid (and unlocked) terminal control database entry. The 
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exception is the root account, which is always allowed access on the system 
console, even if the databases are corrupt. 

15.10.1.3 File Control Database 

The file control database contains information about security-relevant files, 
each of which has an entry in this database. With the information in these 
entries, the system administrator can possibly detect tampering on security­
relevant files. This helps thwart a penetrator who has managed to overwrite 
a system file with a Trojan Horse file. 

The file control database is accessed by the integrity program, which 
checks each entry in the database against the corresponding file in the file 
system. The setfiles program not only checks the entries, but fixes them. A 
setfiles with no command line arguments fixes all files in the file control 
database. A list of files can also be specified. The file control database is 
also accessed by the create_ file_ securely() library routine, which sets the 
security attributes (mode, owner, sensitivity level, privileges, ACL, and 
group) of each newly created security-relevant file. Like the terminal 
control database, the file control database is contained in one file, 
/etc/auth/system/files. 

The file control database may have a filename whose last component is * 
(asterisk). This entry matches all files in the corresponding directory and 
may be used as a wildcard entry when all files in a directory have the same 
attributes. The entries in the database that precede the wildcard entry and 
refer to files in the directory named by the wildcard entry override the 
wildcard entry. Programs that process the database remember the files they 
have accessed and process each file only once. 

Only static file attributes should be present in the file control database entry. 
For example, some programs may require that some system files have a 
specific group identification, but the user owning the file may vary (for 
example, mailboxes in the public mail directory). Absent file control 
database entry fields (for example, user ID) successfully compare with all 
values of the corresponding file attribute. 
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15.10.1.4 Command Authorizations Database 

A user's command authorizations are stored in the user's authentication 
profile, which is not generally readable. Programs that must check user 
command authorizations query the publicly readable command 
authorizations database to determine the authorizations a user possesses. 
The programs that update a user's authentication profile update the 
command authorizations database whenever they change a user's command 
authorizations. 

The system is designed to accommodate additions to the command 
authorizations the system recognizes. The list of authorizations supported at 
a site is determined by the contents of the command authorization definition 
file. This file contains a list of authorizations and the relationships between 
them. Command authorizations are hierarchical; possession of certain 
authorizations implies possession of others. 

The authorized_ user() routine checks whether a user has a speci tied 
command authorization. It understands the hierarchy of authorizations as 
defined in the command authorizations definition file 
(/etc/auth/system/authorize). All command authorizations are checked 
against the login user ID. Thus, a user does not gain a new set of command 
authorizations across su() transitions or by running SUID/SGID programs. 

The hascmdauth() routine checks the presence of an authorization in a 
speci fie authorization vector. This routine is useful for checking a specific 
user's authorizations against the user's protected password entry or for 
checking authorizations within a program that has not yet set its LUID. 
authorized_ user() returns TRUE for all authorizations when called from a 
program without an LUID. 

15.10.1.5 System Defaults Database 

The protected password, device assignment, and terminal control databases 
allow for system defaults. The system defaults database stores default 
values for database fields. The default fields are consulted if the 
corresponding field in the user-specific, device-speci fie, or terminal-specific 
database is not set. 

In its external form, the database stores fields with the same names as the 
terminal control, device assignment, and protected password databases. 
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Database access routines return the system default values for each database 
with each record returned. Thus, there are field and flag structures for the 
user or terminal-specific entry and the system default values. In the internal 
form, each database structure holds specific and default field structures, and 
specific and default flag structures. The default database structure has field 
and flag structures for the protected password, terminal control, and device 
assignment databases. The system defaults database consists of only one 
entry, keyed by the name default. The database is stored in the file 
/etc/auth/system/default. 

The system defaults database is fairly static. It is updated only by the ISSO. 
This database is not written as a side effect of user operations. 

15.10.1.6 Device Assignment Database 

The device assignment database stores device name synonyms and 
import/export restrictions. In OSF/1, it is possible for several special device 
pathnames to reference the same physical device. When such a device is 
reassigned to another user session, all references to the physical device must 
be invalidated. The device assignment database entry stores a list of 
pathnames for the physical device. It also stores a device type and the 
external name of the device. The database is stored in the file 
/etc/auth/system/devassign. 

15.11 Audit Subsystem 
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The audit subsystem collects information on all security-related system 
activity. The subsystem writes this data to an audit trail. The time from the 
enabling of audit (automatic or administrator-initiated) to the corresponding 
disable (which may occur as a by-product of system shutdown) is called an 
audit session. Each audit session is identified by a unique session ID. The 
audit subsystem increments the session ID each time it enables auditing. 
The data that the audit subsystem collects during a single audit session is 
called the session audit trail. The session audit trail for the current session 
is often simply referred to as the audit trail. 

Each session audit trail is composed of a sequence of audit records. An 
audit record stores the information required to identify one security event. 
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Together with the records that precede the record in the audit trail, a 
program can identify the user accountable for an action, the object or 
objects affected, and the specific action performed. 

Audit records are categorized by event type. The ISSO can select the 
defined event types when specifying which audit records the audit 
subsystem should pass to the audit trail and which records the audit 
subsystem should print during analysis. The selection criteria can include 
upper and lower bounds on the sensitivity level of a process, as well as lists 
of user IDs and group IDs to audit. By default, all sensitivity levels and 
user/group IDs are audited. 

The TCB generates audit records. Both the kernel and trusted processes 
generate audit records; the kernel records the actions of system calls made 
by processes to request changes to subjects and objects that the kernel 
maintains, while trusted processes record the actions of the users that invoke 
them. A kernel audit record stores the parameters and success or failure of a 
specific system call (such as opening a file for reading and writing), while a 
trusted process audit record stores the higher-level actions of a trusted 
program (such as the use of a command authorization). 

The following design decisions were made for the OSF/1 audit 
implementation: 

• The system stores a binary audit record format. Binary structures are 
simpler and faster to generate and manipulate and consume less disk 
space. When an audit transfer capability is required (to print reports on 
a different machine than the system on which the data is generated), or a 
standards organization decrees a new format, simple tools can be 
developed to convert the current audit record format to the desired 
format. 

• The audit subsystem records relative pathnames in audit records, 
recreating full pathnames at reporting time. This saves the time 
overhead associated with preserving pathnames in the kernel for current 
and root directories and open files, and the space overhead of the 
additional data structures in the kernel and the extra space for absolute 
pathnames in the audit trail. 

• Not all of a process's attributes are stored with each audit record. 
Specifically, the process identity (effective and real user and group IDs, 
login user ID, and supplementary groups) is not recorded in each audit 
record, but rather is stored when the process is first created and when 
each of these parameters changes. 
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• Some events must be audited to maintain the process state. The cost of 
generating the additional audit records to maintain process state is far 
less than that of increasing the size of audit records to store full 
pathnames, and the space and time overhead of maintaining process 
state within the running operating system. 

15.11.1 Audit Subsystem Components 
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The audit subsystem is composed of a set of modules that are added to the 
kernel and a set of trusted utilities that control and maintain the kernel audit 
components and the audit trails. 

15.11.1.1 Audit Device Driver 

The system implements the kernel audit mechanism as a character special 
device driver with the normal device interfaces and additional internal (to 
the kernel) entry points. There are two minor devices (the audit read and 
audit write device) associated with the audit major device, each of which 
allows trusted processes access to the kernel audit mechanism. 

The kernel audit mechanism defines a control interface, a read interface, and 
two write interfaces. The control interface (ioctl() calls through the audit 
write device, which requires the configaudit effective privilege) sets the 
parameters of the audit subsystem. The write interfaces allow the kernel 
(through an internal interface) and trusted processes (write() to the audit 
write device, which requires writeaudit effective privilege) to append 
records to the buffered audit trail maintained by the kernel. The kernel 
buffers these records until a trusted process called the audit daemon (see 
Section 15.11.1.2) reads them through the read interface and appends them, 
in compacted form (optionally), to the compacted audit trail. 
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15.11.1.2 Audit Daemon 

The audit daemon receives audit data through the read interface provided by 
the kernel audit mechanism (through read() from the audit read device). It 
is responsible for compacting the data received and appending it to the 
compacted audit trail. The compacted audit trail is the ultimate destination 
of audit data. The reduction program reads audit data for the session to be 
reduced from the compacted audit trail. The audit daemon is involved in the 
system's shutdown logic to ensure that all audit data generated by the 
system until system shutdown is appended to the compacted audit trail. 

15.11.1.3 Reduction Program 

The audit reduction program (/tcb/bin/reduce) transforms the binary 
compressed form of the audit trail to a human-readable format. It uses a 
selection file to filter the audit records that are to be reported, and converts 
those records to their printed format. The reduction program re-creates the 
state of the process that produced the audit record, identifying the user 
accountable for the audit event and resolving any relative pathnames that 
identify the objects accessed. 

15.11.1.4 ISSO Interface 

The ISSO maintains the audit subsystem through the audit-related functions 
of the ISSO interface program (/tcb/bin/issoif for ASCII, or /tcb/bin/Xlsso 
for the X interface). This program uses the control interface of the audit 
subsystem to make dynamic changes to the audit subsystem and manipulates 
the control files that control the actions of the audit daemon, reduction 
program, and audit subsystem for subsequent sessions. This program also 
provides interfaces to back up, restore, and remove audit data associated 
with named sessions. 
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15 .11.1.5 Trusted Application Support 

A library of routines is provided that allows trusted processes to append 
records to the audit trail. This library uses the write interface to the kernel 
audit subsystem to append records to the audit trail. 

15.11.1.6 Data Structures 

The primary kernel audit subsystem data structures are described in the 
following list: 

audit info structure 
A data structure that stores audit information for the current 
system call associated with each thread. This structure is re­
initialized at the beginning of each call. State information that 
applies to the process as a whole (for example, selection 
masks) is stored in the per-process security _info structure, 
and data relevant to the thread context is stored in the 
audit info structure. 

audit control structure 
The audit control structure contains the global state 
maintenance variables the kernel audit subsystem uses to 
control the audit subsystem. The resources the audit 
subsystem controls are 

• The kernel audit buffer 

• Selectivity criteria for audit record production 

• Buffers for the production of audit records, including 
pathname buffers 

The audit control structure is initialized at the time audit is 
enabled. It is statically allocated from kernel data space, 
referenced by the and_ cont structure name. 

Audit subsystem call table 
The audit subsystem call table stores audit-relevant 
information about each system call in the underlying system. 
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The table includes 

• Audit event disposition flags 

• The default event type 

• The default record type 

The audit event disposition flags include flags for 

• Mandatory audit events 

• Audits on error only 

• Audits if an event is selected 

The table has as many entries as the underlying sysent table in 
the kernel. 

15.11.2 Audit Data Flow 

This section gives a broad overview of the flow of audit records from their 
source (trusted processes and the kernel) to their destination (the compacted 
audit trail). It describes the buffering mechanisms used to make sure that 
the producers of audit data do not overrun the consumers, and introduces 
terms that identify the data structures and control mechanisms described in 
further detail in later parts of this chapter. 

Audit records are produced internally in the kernel to record the actions of 
system calls, and by trusted processes through the audit write device. The 
kernel audit subsystem must decide whether the record generated should be 
appended to the audit trail, basing its decision on the selectivity criteria set 
up by the administrator. If the audit record meets the criteria, it is buffered 
by the kernel until it can be delivered to the audit daemon. 

15.11.2.1 Internal Kernel Buffering 

The kernel audit subsystem allocates an audit buffer at the time auditing is 
enabled. The size of the buffer is an audit subsystem configuration 
parameter. There is a tradeoff between having a large audit buffer (which 
increases performance, especially on mainframe configurations) and a small 
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audit buffer (which reduces the risk of lost data in the event of a system 
crash). 

The subsystem uses this buffer as a staging area for audit record delivery to 
the audit daemon. The audit device write routine and the audit record 
generation routine allocate space for the next record in the buffer, causing 
the calling process to wait if the buffer is full. 

The audit daemon requests the next buffer of audit records through the audit 
read device. If the amount of data accumulated in the buffer exceeds the 
read_ count field in the audit_ control structure, the daemon context is 
awakened to gather the next buffer of audit data. The audit daemon reads 
the device interface and receives the next read_ count bytes of audit data 
starting at the read_ offset offset in the kernel buffer. If enough data has 
been collected, read_ count bytes are returned to the user context, and 
pointers into the buffer are adjusted. If not enough data has been collected, 
the daemon is put to sleep waiting for read_ count to be exceeded. 

Appropriate locks surround manipulation of the audit buffer to maintain the 
consistency of the data and the control structures describing the buffers. 

The source of the data for audit records is the buffer argument to the write() 
system call (trusted process records) and process state information, 
including system call arguments (kernel audit records). The system call 
arguments that reside in user space (pathnames and so on) are collected into 
kernel buffers during the course of the call before being moved into the 
audit buffer. This avoids having the audit buffer locked while the kernel 
pages in a pathname from the user process context. Audit records that are 
written by trusted processes are copied directly into the kernel buff er to 
avoid multiple copy operations. 

15 .11.2.2 Compaction Files 

The audit daemon appends audit buffers to the compacted 6 audit trail. The 
compacted audit trail is composed of a sequence of compacted audit output 

6. There is an option to produce uncompacted audit output files, but that option is rarely used. The output 
files will therefore be referred to as compacted, even though it might not be true of all subsystem 
configurations. 
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files, each of which is allowed to grow to an administrator-specified size. 
The daemon switches to a new compacted output file when the current file 
reaches the specified size. 

One configuration parameter specifies a directory that the audit subsystem 
uses while the system is in single-user mode. Since no other file systems are 
mounted, audit output files must be placed in a directory on the root file 
system until the remaining file systems are mounted. 

When the system transitions to multi-user mode, the audit daemon is 
notified to begin creating files in a list of directories that the ISSO specifies 
as part of subsystem configuration. The daemon closes the output file it had 
been using on the root file system and opens a new compacted output file in 
the first directory in the list. 

When the daemon encounters a write error to the compacted output file, or 
free space in the file system that contains that directory falls below a certain 
percentage of the total file system space, the daemon closes the current 
output file and opens a new compacted output file in the next directory 
named in the list. 

When the daemon can no longer write in the last directory on the list, it 
either terminates auditing or shuts down the system (according to ISSO 
configuration parameters). 

The reduction program processes the audit trail by reading sequentially 
through all compacted audit output files associated with the session being 
examined. The audit daemon maintains the list of files associated with the 
audit trail in a session log file, which stores parameters associated with the 
session and the sequence of compacted audit output files storing session 
audit records. 

15.11.3 Audit Record Formats 

Each system call is categorized by an event type, which the administrator 
can use to reduce the amount of data collected (by the audit subsystem) or 
displayed (by the reduction program reduce()). The kernel determines the 
event type based on the results of the system call. Trusted processes specify 
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the event type in the audit records they generate. The event types defined by 
the system are as follows: 

• Startup/shutdown 

• Login events 

• Process create/delete 

• Make available 

• Map to subject 

• Modify object 

• Object unavailable 

• Create object 

• Delete object 

• Change modes 

• Access denied 

• System administrator actions 

• Insufficient privilege 

• Resource denial 

• Interprocess communication 

• Change process control fields 

• Audit subsystem events 

• Special subsystem events 

• Use of privilege event 

• Use of authorization event 

• Set security level events 

The structure of each audit record is defined by one of several record types. 
The record type used for a specific audit record depends on the system call 
or application event that is being audited. 

All records are preceded by a common audit header, which stores the total 
record length, a timestamp (applied by the source of the audit record), a 
sequence identifier (applied by the kernel audit subsystem), event and 
record types, an object type, and a process ID. The process ID is assigned 
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by the kernel for all events except the special subsystem events type, which 
may have been produced by server programs or the audit delivery helper 
program on behalf of another process. The object type identifies the object 
modified by the operation audited by this record. 

15.11.4 Audit Control Flow 

This section describes the flow of control through the tasks that the kernel 
audit subsystem accomplishes in its audit record processing operations. 

15.11.4.1 Kernel Audit Record Generation 

The collection of system call audit records centers around two hooks in the 
system call trap handler routine in the kernel. Before the system calls 
through the sysent table to invoke a system call, it calls the audit_setup() 
routine with the call 's sysent table offset. This routine initializes the 
audit _info fields in preparation for the audit activity of the call. The basic 
logic for audit_setup() is 

if (auditing is not enabled) 

remember not to audit this system call 

else { 
initialize a structure of info about the system call to zeroes. 

Look at a table entry for the system call to figure out what 

type of audit record (if any) it should generate, and remember 

this for later. 

When it returns to syscall( ), the kernel gets the arguments for the system 
call, then uses the system call number passed in by the user to get the 
address of the kernel routine that handles the code for that system call. 

The second hook is the audit stub routine responsible for collecting system 
call-speci fie information necessary for generating the audit record. After 
the system call has executed, the audit() routine is called to decide whether 
an audit record needs to be produced for that call. The audit() routine 
considers all of the selection criteria that the ISSO has specified and places 
the information stored during the course of the call into the audit record. 
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The flow is as follows. The kernel calls the routine for the system call in 
question. That call is responsible for collecting any information needed to 
generate the audit record. The information is collected in an audit_info 
structure. Typically, the code for a system call will call appropriate audit 
stub routines to collect this information. 

Eventually, the system call either succeeds or fails, and returns to syscall(), 
where there is a call to the AUDIT_ GENERATE_ RECORD() macro. If 
auditing is not enabled, this does nothing. If auditing is enabled, it calls 
audit(). This routine collects all the information generated by the previous 
calls to the stub routines, and decides whether an audit record actually needs 
to be generated for this system call. If not, it just ignores the information 
previously collected (if any). The system might decide not to audit because 
one or more of the following is true: 

• Auditing is not enabled. 

• Auditing is enabled, but this process is not eligible for auditing 
according to the audit configuration parameters. 

• This process is exempt from auditing because it has the suspendaudit 
privilege or equivalent exemption. 

• Auditing is enabled, but this system call does not need to be audited. 

• Auditing is enabled, this system call is normally audited, but the 
arguments the user passed to it were invalid. 

If audit() decides that the event must be audited, it goes through a set of 
routines that format the raw data into a well-defined format and append the 
formatted data to a buffer in kernel memory. If there is enough data there 
from the combination of previously written audit data and newly added data, 
the kernel wakes up /tcb/bin/auditd. 

The kernel returns back to AUDIT_ GENERATE_ RECORD() in syscall() 
from audit(), and eventually back to the user program. 

At some point, the kernel decides that auditd should run (assuming that the 
kernel previously decided that there was enough audit data collected to 
make it worthwhile to wake it up). The auditd routine reads from the 
device /dev/auditr, which causes the audit data in the kernel buffer to be 
copied into auditd's memory. The auditd routine manipulates the data some 
more (for example, to compress it) and writes the resulting data into 
/tcb/files/audit/CA * files. 
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(At some later point, the system manager can look at the generated audit 
files, using /tcb/bin/reduce to read, filter, and format the 
/tcb/files/audit/CA * files.) 

15 .11.4.2 Pathname Processing 

There are at most two pathnames specified as arguments to system calls. 
Each pathname traversal may cause the traversal of one or more symbolic 
links. For auditing purposes, both the pathname specified and the directories 
actually traversed may be useful to the ISSO at reduction time. Therefore, 
the audit subsystem modifies the pathname processing logic to allow 
collection of this information during pathname traversal. 

The AUDFLAG_PATHl and AUDFLAG_PATH2 flags tell whether the 
first or second pathname is being traversed. Initially, either 
AUDFLAG_PATHl is set, AUDFLAG_PATH2 is set instead, or both are 
cleared, depending on whether the impending traversal is for another 
pathname or a pathname that is not of interest (for example, if it is the 
second traversal of the same pathname). After the pathname is successfully 
copied into the kernel, it is saved into a dynamically allocated buffer, a 
pointer to which is placed in the thread's audit_info structure in the 
appropriate si_path slot; the length is in si_pathlen. 

When a symbolic link is encountered, a hook in the pathname traversal logic 
passes the first character in the pathname being translated, the first character 
following the symbolic link component name, the number of unprocessed 
characters, and the number of characters remaining in the pathname to a 
routine that collects the actual path traversed. A new symbolic link 
pathname buffer is allocated. 

If the symbolic link contents start with I (slash), the existing contents of the 
symbolic link pathname buffer are discarded because the pathname traversal 
begins again at the root directory. Otherwise, the symbolic link pathname 
is relative, and the pathname traversed so far, the link contents, and the 
remainder of the pathname are placed in the pathname buffer. The intent of 
the algorithm is to insert the expanded symbolic link name into the point in 
the traversal where the symbolic link occurred. This can occur multiple 
times if more than one symbolic link is encountered during a pathname 
translation. 
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Special processing is required in the pathname translation routine if the 
symbolic link pathname overwrites the pathname buffer before it can be 
saved in the symbolic link audit routine. 

15.12 File System Security Extensions 

Security-related file system modifications include 

• Changes to the mount table 

• Changes to the vnode 

• Changes to the file system superblock 

• Changes to the in-core and on-disk inodes 

• Creation of a security attribute data structure that communicates 
attributes between the file-system-independent and file-system­
dependent layers 

15.12.1 Mount Table Security Extensions 
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A security tag pool must be associated with any file system that is mounted 
on a system configured for security. Usually, the file system is in extended 
format, and therefore has tags already associated with it. For backward 
compatibility, it is also possible to mount unextended format file systems. 
Since unextended file systems have no space for tag pools, options to the 
mount command must be used in order to specify a set of global tags that 
apply to all inodes on that file system. These global tags are copied into the 
mount structure for that file system. A flag in the mount structure indicates 
whether or not the file system is in extended format. It is invalid to use 
mount command options to override the tags of an extended format file 
system, or to attempt a mount of an unextended file system without 
specifying global tags. 
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15.12.2 Vnode Security Extensions 

The file system architecture provides a clean interface between file-system­
independent (vnode) and file-system-dependent (inode) layers. The vnode, 
as a file-system-independent file header, is extended with an operations 
vector containing pointers to file-system-dependent security operation 
routines that implement security functions on the object represented by the 
vnode. Each file system implementation defines a set of routines that 
implement these functions. The security attributes are communicated 
between the file-system-independent (vnode) layer and the file-system­
dependent (UNIX file system, System V file system) layer through a virtual 
security attributes structure that is independent of file system format. 

The file-system-dependent routines translate the file-system-independent 
attribute descriptions into their specific implementation for that file system 
type. 

An additional flag has been defined for the vnode structure to indicate that 
the file is a multilevel parent directory. In addition, a member has been 
added to the vnode structure that references a vector of generic security 
operations applicable to the file system. Particular file system 
implementations fill in the vector with the appropriate file-system­
dependent routines. 

15.12.3 Vnode Security Attributes 

A file's security attributes are not stored in the vnode structure. Instead, 
these attributes are stored in the new vsecattr structure: 

struct vsecattr 

u_short vsa_valid; 

u_char vsa_policy; 

u_char vsa_tagnurn; 

struct vnode *vsa_parent; 

/* which fields are valid (see below) */ 

/* policy index for vsa_tag */ 

/* policy-relative tag index */ 

/* parent vnode for tag changes */ 

tag_t 

privvec_t 

privvec_t 

u_long 

vsa_tags[SEC_TAG_COUNT]; /*tag pool*/ 

vsa_gpriv; 

vsa_ppriv; 

vsa_type_flags; 

/* granted privileges */ 

/* potential privileges */ 

/* type flags (MLD, and so on) */ 
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} ; 

uid_t 

gid_t 

mode_t 

vsa_uid; 

vsa_gid; 

vsa_mode; 

/* POSIX ACL uid(result of tag change)*/ 

/* POSIX ACL group ID (ditto) */ 

/* POSIX ACL mode (ditto) */ 

*define vsa_tag vsa_tags[O] 

The vsecattr structure is a file-system-independent structure passed 
between the file-system-independent and file-system-dependent layers 
through the getsecattr() and setsecattr() functions, similar to the way the 
vattr structure is passed through the vnodeops functions. The vsa _valid 
field is a mask of flags that specify which structure members are to be 
retrieved from or associated with the file. The flags increase performance 
by only specifying changed attributes or retrieving desired attributes. File­
system-independent routines can retrieve the potential or granted privileges 
without information about an object's policy tags. 

The vsa _valid flag can be one of the following values: 

VSA _TAG A specific tag pool slot specified by the tag pool offset 
vsa_tagnum 

VSA _ GPRIV The file's granted privilege set 

VSA_PPRIV The file's potential privilege set 

VSA TYPE FLAGS - -
The file's type flags, such as whether it is a multilevel parent 
or child directory 

VSA ALLTAGS 
The entire tag pool 

The remainder of the fields are storage places for the policy index for the 
specified policy's tag (if one tag is requested or specified, the first slot in the 
vsa_tags array is used), the policy-relative tag number, the parent vnode, the 
tag pool, the granted and potential privileges, the type flag, and some 
information for POSIX ACLs. 
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15.12.4 Vnode Security Routines 

The function pointers in the vnsecops structure direct the calling routine to 
the appropriate file-system-dependent routine. For example, for the UNIX 
File System (UFS), the vnsecops fields contain the addresses of 
ufs _getsecattr( ), ufs _setsecattr( ), and ufs _ dirempty( ). The following 
macros call through the corresponding vnsecops function pointer: 

VOP _ GETSECATTR() 
Retrieves selected security attributes from the file specified. 
No access checking is performed; that is assumed to have been 
done by the caller. 

VOP _SETSECATTR() 
Changes the specified attributes to the corresponding 
arguments in the vsecattr structure. 

VOP _DIREMPTY() 
Tests whether a directory contains any entries. 

A vsecattr structure is used as a communication point between these file­
system-independent operations and the file-system-dependent routines that 
manipulate an inode's security attributes directly. VOP _ GETSECATTR() 
and VOP _SETSECATTR() are called with arguments specifying the 
vnode, a pointer to the vsecattr structure associated with the vnode, and the 
calling process's UNIX credentials. VOP _DIREMPTY() takes a pointer to 
the directory to be tested, to the parent of the tested directory, and to the the 
caller's credentials. All three also take a pointer to a place to return an error 
code. 

15.12.5 Superblock Modifications (UFS File System Type) 

Extended format file systems have a different magic number than the one 
used by unextended format file systems. The new magic number is 
necessary for keeping old programs (written for traditional UNIX systems) 
from mistakenly believing they know the format of an extended format file 
system. Without this change, such programs could corrupt extended format 
file systems. All OSF/l programs that look at file system magic numbers 
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have been modified to deal appropriately with both extended and 
unextended file system formats. The FsSEC() macro determines if the 
superblock's magic number is this new number. 

15.12.6 On-Disk Inode Extensions (UFS File System Type) 

The on-disk inode for the UFS is described by the dinode structure. The 
security modifications to the on-disk inode consist of a set of security 
extensions added to the normal dinode structure, so that the on-disk inode is 
now defined by the sec_ dinode structure. 

struct sec_dinode { 

struct dinode 

struct dinode_sec 

} ; 

di_node; 

di_sec; 

The di_sec structure contains granted and potential privilege vectors, the tag 
pool for the inode, the parent inode number for multilevel directories, and a 
file type flag. The size of the privilege vectors is implementation-dependent. 

struct dinode_sec { 

priv_t di_gpriv[2]; /* granted privilege vector */ 

priv_t di__ppriv[2]; /*potential privilege vector*/ 

tag_t di_tag[SEC_TAG_COUNT]; /*security policy tags*/ 

ino_t di__parent; 

u_short di_type_flags; 

/* inode number of parent of MLD child */ 

/* type flags (MLD, and so on) */ 

The dinode _sec structure also contains the tag pool for the on-disk inode, 
the parent inode number for multilevel directories, and a file type flag. 

15.12.7 In-Core Inode Extensions (UFS File System Type) 
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The in-core inode for the UNIX File System is described by the inode 
structure (in ufs/inode.h). The in-core inode contains all the information of 
the on-disk inode, plus additional information needed while the file is being 
referenced by processes. The inode structure includes an added i_disec 
member, of the same type as the structure added to the on-disk inode. 
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struct dinode_sec i_disec; /* security extension */ 

Since the in-core inode security extensions are only accessed by the kernel, 
changes to the security extensions do not require recompilation for user­
level programs. 

15.13 STREAMS Security Extensions 

The STREAMS mechanism provides a generalized architecture for 
implementing communications protocols. The cornerstone of this 
architecture is the notion of a stream as a sequence of self-contained 
modules connecting a program at one end (the stream head) to a device 
driver at the other. The stream provides a full duplex communication path 
in which each module accepts a message from one of its two neighbors, 
performs some kind of processing on the message, and then passes it on to 
its other neighbor. The architecture defines both the internal interfaces and 
procedures that modules use to communicate with their neighbors in a 
stream, and the external interfaces that allow programs to create and 
manage streams and to transfer data. 

This section describes the OSF/l design for trust enhancements to the 
STREAMS architecture and programming interface. The primary 
extensions in the OSF/l STREAMS trust enhancement design are 

• The architecture and internal interfaces were extended to associate 
security attributes with each message that traverses a stream, and to 
define the attribute format used at the interface between the stream head 
and its downstream neighbor. 

• The STREAMS programming interface was extended to allow programs 
to obtain the security attributes associated with received messages, to 
allow trusted applications to specify the attributes to be attached to the 
messages they send, and to define the attribute format used at the 
programming interface. 

• Hooks were added for auditing data transfers that result from STREAMS 
ioctl commands. 

• Binary compatibility was maintained with existing programs that use the 
STREAMS programming interface. 
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STREAMS provides a framework for the implementation of a variety of 
interprocess communication services; however, there are security-relevant 
issues that cannot be fully addressed by changes to the framework itself, but 
which must be handled by the specific modules and drivers that work within 
it. For example, different network protocol suites may encode security 
attributes in dissimilar ways, making the enforcement of security policies at 
the time of a process rendezvous a protocol-dependent function. The 
security extensions ensure that all the necessary information is available to 
modules and drivers that must perform the security checks. 

15.13.1 Local Access Control 
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One of the ways that a process gains access to a stream is by using the 
open( ) system call on a character special file associated with a STREAMS 
device driver. If the minor device is not already open, a new stream is 
created and is initially private to the calling process. Otherwise, the 
returned file descriptor refers to the existing stream, which is shared by all 
other processes that have opened the same minor device. As with any 
open() system call, access control is performed based on the attributes 
(owner, group, mode, and security policy tags) of the device's inode. 

On systems configured with MAC, this means that if the device is opened 
for read/write (as would be typical for a device that implements a 
communications protocol), the inode and the process must have the same 
sensitivity level. Even if the open is not for read/write, the ioctl system call 
performs another access check to ensure that the process and inode have the 
same level. 

Together, these facts mean that, for all practical purposes, a STREAMS 
device cannot be used concurrently by untrusted processes at different 
sensitivity levels unless its inode has a WILDCARD label. For devices that 
implement network protocols, it is usually essential that they be equally 
accessible to processes at all levels. If such a driver allows multiple 
concurrent opens of the same minor device, then processes at different 
levels could effectively bypass the system's MAC policy and communicate 
with each other by pushing and popping modules and making other changes 
to the configuration of the stream. To guard against this, drivers that want to 
provide multilevel service must either prohibit concurrent opens of the same 
minor device, or perform their own MAC enforcement. Drivers that can 
only be opened indirectly through the clone device automatically avoid the 
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problem, since every open() call results in the creation of a new stream that 
is private to the opening process. 

A driver that wants to perform its own access control should associate a tag 
pool with each minor device. Then, upon the first open() call on a minor 
device, it should initialize the tag pool by calling 
SP_ OBJECT_ CREATE(), and on each subsequent open() call, it should 
perform an access check by calling SP_ ACCESS(). The result is that when 
a new stream is created, it inherits a sensitivity label from the creating 
process and, for the remainder of its existence, is only accessible to trusted 
processes or processes at the same level as the creator. This is the same 
general approach used by the OSF/l trust-enhanced pseudo-tty driver. 

15.13.2 Internal Interfaces 

Internally, each message that passes through the stream is augmented with a 
complete set of security attributes, which consists of values specified by the 
caller combined with default values taken from the current state of the 
calling process. This set of attributes is attached to the first message block 
in each message. Several functions that perform processing at the stream 
head are modified to copy attributes from user space and translate them into 
their internal format, and vice versa. Because the attributes are incorporated 
into the basic message structure, the standard interfaces between modules 
remain unchanged. 

15.14 Socket Security Extensions 

OSF/l security extensions to sockets support MAC and allow a trusted 
server process to receive the security attributes of clients with client 
requests. The socket extensions have been implemented only on UNIX 
domain sockets, not on Internet domain sockets. 

15-63 



Design of the OSF/1 Operating System 

15.14.1 Socket Data Structures 

Each socket data structure has a new so_ tag member that includes a tag pool 
in the socket data structure. The allocation of tags in the pool is the same as 
the layout for other objects in the system. 

The socket mechanism includes the concept of rights, which is a list of file 
descriptors that can be passed in a message across a socket connection. The 
system uses a data structure, called the rights buffer, to contain those file 
descriptors in transit and to contain the privileges of the sending process. 
The buffer is structured as a set of descriptors, each of which contains a file 
descriptor and privileges. Each descriptor is formatted as a rights type 
followed by a length. The contents of the descriptors are as follows: 

SEC RIGHTS FDS - -
The file pointers of the file descriptors passed 

SEC RIGHTS PRIVS - -
The effective privileges of the process 

There is an additional socket option, SO_EXPANDED_RIGHTS, which a 
process can set if it is interested in receiving the privilege mask on each 
recvmsg() call. The user process rights buffer received has the same format 
as described for the kernel. 

15.14.2 Socket Control Flow 
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A process creates a socket (or two sockets) using the socket() (or 
socketpair( ) ) system call. At socket creation time, the system initializes 
the socket's tags through a call to SP_ OBJECT_ CREATE(). When the 
server process calls listen() to create a queue for incoming connections, the 
socket becomes the prototype socket for new connections to the server. 

When a client process calls connect(), specifying a UNIX domain socket 
(the connecting socket) and a pathname, the system checks write access to 
the socket file named by the pathname and creates a new socket, which is 
added to the prototype socket's pending connections queue. The tag pool 
for the new socket is copied from the connecting socket's tag pool. 

When a server process calls accept() to complete the connection protocol, 
the system calls SP_ ACCESS() to check SP_ IOCTLACC access between 
the connecting socket and the prototype socket (which is implemented as an 
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equality check for MAC and no check for DAC). If the check succeeds, the 
new socket is removed from the pending connections queue, and a new file 
descriptor is allocated and returned to the server. Appropriate data structure 
references are made between the connecting socket and the new socket to 
establish the connection. 

If the client sends a message without specifying a rights buffer, the system 
creates one SEC_ RIG HTS_ PRIVS descriptor containing the effective 
privilege vector of the sending process. The process may specify an 
alternate privilege descriptor if the privilege vector specified is a subset of 
the union of the process's base privilege set and the current program's 
potential privilege set. The process may pass file descriptors if it has both 
the allowmacaccess and allowdacaccess effective privileges. 

15.15 Loader Security 

In either unextended or secure OSF/l, a privileged program (setuid, setgid, 
or executing with any privilege bits set in its privilege vector) will always 
be loaded through the default loader. This ensures that users cannot use their 
own loaders to load arbitrary privileged programs. 

The loader design also protects the user of shared libraries. The way the 
loader finds its shared libraries is by consulting the installed package tables 
(see Chapter 8). The global installed package table is secured by virtue of its 
being stored in a file in a known-secure part of the file system, which is 
writable only by root. This ensures that any libraries found through the 
global installed package table are secure. 

The private installed package table is inherited across exec() by the fact 
that it is stored in a memory segment allocated with the keep-on-exec bit 
turned on; this causes it to be retained in the process's address space across 
the exec() call. The loader finds it during loader initialization (as part of the 
inheritance operation) by making the getaddressconf() call to find the 
address to look at, and the mvalid() call to verify that there is something 
there. 

The exec() call will not retain any segments, even segments marked keep­
on-exec, in the address space when the program it is executing is privileged. 
This check is implemented in the vm _map() call, which is passed an 
is _yriv flag from exec(). Therefore, when a privileged program is run, its 
loader will never find a private installed package table in its address space, 
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and will always use the global installed package table. Thus, it is not 
possible for a user to inlib a library and have that library used in a 
privileged application. 

15.16 Mach Subsystem Security 
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The basic security issue for the Mach subsystem involves port rights. Task 
ports can be used to replace the entire contents of a task's address space; in 
the absence of security checks, users could exec a privileged task and dump 
their own code into it. Mach exceptions transfer rights on the task port to 
the recipient of the exception message, and therefore, exception ports must 
be checked as well. 

The port_secure() routine determines whether the given task has the only 
access rights to the port in question. The exc _port _secure() routine 
determines if an exception port is secure. This is the case if either the 
ux_exception task is the receiver, or a privileged task is the receiver. (A 
privileged task in this context is one whose effective user ID is 0 (zero) in 
unextended OSF/1, or a task with the debug effective privilege in secure 
OSF/l.) The task_secure() routine determines whether the given task can 
be manipulated by tasks other than itself, using the IPC interface. The 
routines ensure that an exec of a setuid or otherwise privileged program will 
fail if someone else is holding a port right they should not have. The 
task_secure() check is implemented in terms of port_secure() and 
exc_port_secure() (that is, it calls them on all relevant ports). 

The task_ by_ unix _pid() routine gets the task port for a task on the same 
host as another task whose port the calling task already has rights to (called 
the target task). This can only be done if the specified task has the same user 
ID as the target task, or if the calling task is privileged (as defined 
previously). 

The trap_ name() routine, which provides the currently executing 
task/thread with one of its ports, has been extended to protect the privileged 
host port. Without this check, a user might gain complete control of 
resources on the host, including the ability to get the task ports. 

Of these, only the last two routines are externally callable. The others 
mentioned are all internal kernel routines. 
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The Mach interfaces have not been explicitly secured for the OSF/l security 
configurations. 

15.17 Modified Data Structures 

The secured OSF/1 system modifies a number of OSF/1 kernel data 
structures to implement its security extensions. A number of file system 
data structures are modified, specifically the following: 

Mount table 

File structure 

The mount table is extended to include a flag bit indicating 
whether the mounted file system supports additional attributes 
(is an extended format file system), and a tag pool that stores 
attributes (sensitivity level, ACL) that apply to the entire file 
system for traditional format systems. 

The file-system-independent data structure for a file stores a 
separate operations vector that points to a set of operations for 
setting and retrieving attributes on extended format file 
systems. If the system is configured with MAC, the file­
system-independent file data structure also stores a flag to 
indicate whether the file is a multilevel parent directory. 

File system superblock 
The on-disk superblock for extended format file systems stores 
a magic number that is different from the one traditionally 
associated with the specified file system type. The 
nonstandard magic number indicates to unmodified software 
that the underlying file system cannot be manipulated by 
software not prepared to deal with the changed format. 

On-disk inode 

In-core inode 

The on-disk file header stores a tag pool, two privilege vectors, 
and a flag word. The strategy for incorporating the fields in 
the on-disk data structures is file-system-dependent. 

The in-core file header stores the same fields as the on-disk 
in ode. 
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Some other objects have tag pools. Those that are dynamically allocated 
and not visible to user programs are in the data structure (for example, 
sockets). Those that are allocated in tables and not visible outside the 
kernel have tag pools allocated in parallel tables. 

15.18 New Data Structures 
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A number of new data structures have been added to store the additional 
security data associated with each subject and object in the system. These 
include the following: 

security _info 
Stores per-process, security-relevant state information that 
spans system calls. The security _info structure for the 
currently executing process is typically accessed with the SIP 
macro. 

audit info Stores information gathered during system call execution to 
support the audit subsystem. The information in this structure 
is transient, and does not need to be maintained between 
system calls. In OSF/1, the audit_info structures are per­
thread. The audit_ info structure for the currently executing 
thread is typically accessed with the AIP macro. 

audit control 

udac t 

obj_t 

attr t 

Stores the internal state of the audit subsystem. 

Contains an object's unsecured OSF/l security attributes. The 
security policies configured into the system use this structure 
to coordinate the unsecured OSF/1 DAC decision with other 
security attributes of the object. 

A union of a number of object identifiers, including the file 
pathname and open file descriptor number, and the process, 
semaphore, shared memory, and message queue IDs. It is used 
at the system call interface when security attribute changes to 
the various unsecured OSF/1 software abstractions are 
specified. 

Used to pass internal representations of security attributes 
between user and kernel space. 
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attrtype_t Used to indicate whether an attribute is associated with a 
subject or an object. 

dac t Contains the user and group IDs, and unsecured OSF/l 
permission bits. 
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access control list (ACL) 

address map 

A variable-length list that is associated with an object 
(typically a file). The entries in the list identify users or 
groups of users who may access the object, and what kind of 
access they have. See also discretionary access control 
(DAC). 

A data structure that the kernel uses to manage a task's virtual 
address space. It is a doubly linked list of address map entries. 

address map entry 

A data structure that maps a virtual memory object into a 
task's address space. 
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address translation 

A mechanism that translates a program's logical or virtual 
addresses to physical memory addresses. Typically address 
translation is implemented by the hardware's memory 
management unit. 

Advanced Japanese EUC (AJEC) 

A Japanese implementation of the Extended UNIX Code 
(EUC) encoding method. AJEC allows for combining ASCII, 
phonetic Kana, and ideographic Kanji characters. See also 
Extended UNIX Code (EUC). 

anonymous memory 

AST 

A region of virtual address space that contains data generated 
by the process as it executes. For example, a process's heap 
and user stack are regions of anonymous memory. 

See asynchronous system trap (AST). 

asymmetric copy-on-write 

A copy-on-write mechanism that allows one task to retain 
exclusive write access to permanent data that is shared copy­
on-write with other tasks. See also permanent data, copy­
on-write. 

asynchronous system trap (AST) 

A software-initiated event that interrupts a thread's execution 
as it transitions from kernel mode to user mode. The OSF/1 
kernel uses ASTs to implement context switching. 



audit 

Glossary 

To audit means to record security-relevant events. "Audit 
information must be selectively kept and protected so that 
actions affecting security can be traced to the responsible 
party." 1 

authentication 

authorizations 

1. The verification of a principal' s network identity. 

2. A mechanism that is used by the system to verify that 
the user is in fact who she or he claims to be. See also 
identification and authentication (l&A). 

There are 
authorizations 

two kinds of 
and kernel 

authorizations: 
authorizations. 

command 
Command 

authorizations control user access to programs or program 
subfunctions. The system restricts certain activities to certain 
users by allowing a user to perform an action only if he or she 
possesses the required authorization. Authorizations are 
enforced by trusted applications and protected subsystems. 

Kernel authorizations, or override authorizations, are 
associated with specific kernel actions that are allowed to 
privileged users. These authorizations control the ability of 
trusted commands to override basic system constraints. They 
also affect the way that a user can enable privileges for all 
commands he or she executes and they limit the privileges that 
a user can associate with a program. 

Kernel authorizations are different from command 
authorizations in that kernel authorizations are used to enable 
specific security policy overrides in certain trusted 
applications, while command authorizations signal trusted 
commands to grant the user the required operational rights. 
Kernel authorizations are directly related to kernel-recognized 

1. Trusted Computer System Evaluation Criteria (TCSEC) (CSC-STD-001-83), U.S. Department of 
Defense, National Computer Security Center, August 15, 1983. Requirement 4. Preface. 
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privileges; command authorizations grant the right to perform 
some class of operations, without regard to how those 
operations are actually implemented, or what privileges are 
normaily required to perform them. Command authorizations 
allow that right to be granted to any subset of users on the 
system. See also privileges. 

background process 

1. A process that does not require operator intervention but 
can be run by the computer while the workstation is 
used to do other work. 

2. A mode of program execution in which the shell does 
not wait for program completion before prompting the 
user for another command. 

3. Contrast with foregrc>und process. 

4. A process that is allowed to execute as long as it does 
not attempt to access the terminal. When it attempts to 
access the terminal, the kernel suspends the process. 
See also foreground process. 

backing object 

The VM object that contains the original data when a task 
shares data copy-on-write symmetrically. When the task 
attempts to write the data, the page being written is physically 
copied and the new page is inserted in a shadow VM object. 
See also shadow object. 

backing store 

1. The collection of off-screen, saved pixels that are 
maintained by the server. 

2. Secondary storage (ususally on a disk drive) that is used 
to store data from resident memory when the data is 
paged out or swapped. 

bad sector relocation 

The sector relocation that is performed by the Logical Volume 
Manager when it encounters a hard (uncorrectable) bad sector. 
See also Logical Volume Manager (LVM). 



block 

block device 

bss 

busy page 

Glossary 

1. A group of contiguous records or data that is recorded or 
processed as a unit. 

2. In data communications, a group of records that is 
recorded, processed, or sent as a unit. 

3. In programming languages, a compound statement that 
coincides with the scope of at least one of the 
declarations that is contained within it. A block may 
also specify storage allocation or segment programs for 
other purposes. 

4. A group of contiguous records, or data, that is recorded 
or processed as a unit. 

5. When a thread attempts to access a system resource that 
may not be immediately available, the kernel blocks the 
thread until the resource becomes available. A thread 
that is blocked is sleeping. 

1. A device that is accessed as a set of sequential blocks of 
data through a block interface. See also character 
device. 

2. One of the types of files in the file system, which is 
described by an inode. 

In a program that is to be loaded into memory, bss is the 
portion that is to be initialized to some constant, usually 0 
(zero). The term is from an old assembler directive, "block 
started by symbol." See also object file format, data section, 
text. 

When a virtual page is about to become involved in a paging 
operation, the kernel marks the page's vm_page data structure 
as busy to prevent other threads from initiating additional 
paging operations on the page. 
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canonical mode 

A tty input processing mode where input is collected and 
processed one line at a time. See also noncanonical mode. 

catch a signal 

A process may choose to catch a signal by installing a signal 
handler routine. When the signal is delivered, the kernel 
arranges to execute the signal handler routine, and so the 
signal is caught. 

character device 

A device that provides either a character-stream-oriented I/0 
interface or, alternatively, an unstructured (raw) interface. 
Devices that are not character devices are usually block 
devices. 

child process 

clearance 

client 

1. A process, which is spawned by a parent process, that 
shares the resources of the parent process. 

2. A new process that is created when another process 
executes. 

The highest sens1tlv1ty level available to a user. See also 
sensitivity label, mandatory access control (MAC). 

1. CDS: Any application that interacts with a CDS server 
through the CDS clerk. 

2. DTS: Any application that interacts with a DTS server 
through the DTS clerk. 

3. RPC: The party that initiates a remote procedure call. 
Some applications act as both an RPC client and an RPC 
server. See also server. 

4. DFS: A consumer of resources or services. See also 
server. 



client/server 

cluster 

code set 

COFF 

Glossary 

5. GDS: The client consists of an application that links the 
DUA library, the C-stub that handles the connection 
over the communications network for accessing a 
remote server, and the DUA cache. 

6. A program that is written specifically for use with the X 
Window System. Clients create their own windows and 
know how to resize themselves. 

7. The portion of a distributed program that issues requests 
for service to a server. The client's address space is 
separate from the server's address space; the two 
programs may reside on separate machines. See also 
server. 

A model of computer interaction in which a server provides 
resources for other systems on a network, and a client accesses 
those resources. 

1. Any configuration of interconnected workstations for the 
purpose of sharing resources (for example, local area 
networks, host attached workstations, and so on). 

2. A group of storage locations allocated at one time. 

3. A station that consists of a control unit (cluster 
controller) and the terminals that are attached to it. 

4. See also page cluster. 

1. A collection of characters with assigned code values. 
For example, ASCII contains a specified group of 
characters; each character has an assigned value in the 
set. 

2. The set of binary values that is needed to represent all 
the characters in a language. 

See Common Object File Format (COFF). 
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Common Object File Format (COFF) 

The object file format that is used in System V, Release 3 
UNIX environments. 

configuration manager 

The daemon process that performs configuration at boot time 
and that handles requests for dynamic changes to the 
configuration. 

configuration method 

context 

User-supplied code that provides the configuration manager 
with a description of how to configure dyanamic subsystems 
into the system. See also configuration manager. 

An environment for computation; for example, virtual memory 
and CPU state. 

context switching 

copy map 

copy object 

Occurs when a CPU switches from executing one thread to 
executing another. 

A copy of one or more address map entries that is used to pass 
data between tasks. 

A virtual memory object that is created during an asymmetric 
copy-on-write operation when the task that has read/write 
access to permanent data first attempts to write data that is 
shared copy-on-write. Before the task can write a page of 
data, it must push a copy of the page to the copy object so that 
the other task that is sharing the data retains access to the data 
as it existed when the two tasks began sharing the data copy­
on-write. See also asymmetric copy-on-write. 
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copy-on-write 

core file 

daemon 

data section 

deadlock 

1. An option that creates a mapped file with changes that 
are saved in the system paging space, instead of saving 
the changes to the copy of the file on the disk. 

2. A mechanism where data can be shared between two or 
more tasks and copied only when one of the tasks writes 
the data. In OSF/l, there are two copy-on-write 
mechanisms: symmetric copy-on-write and asymmetric 
copy-on-write. See also asymmetric copy-on-write, 
symmetric copy-on-write. 

A file that records the state of a process at the time it was 
terminated. The file includes the contents of the process's 
virtual address space. The kernel produces a core file of a 
process when it delivers certain signals to the process that 
force the process to terminate. 

1. A program that runs unattended to perform a standard 
service. Some daemons are triggered automatically to 
perform their task; others operate periodically. An 
example is the cron daemon, which periodically 
performs the tasks that are listed in the crontab file. 
Many standard dictionaries accept the spelling demon. 

2. A process or thread that performs system-related 
operations. Generally, daemons are started during 
system initialization. Daemons usually sleep when their 
services are not needed. The pageout daemon is an 
example of a daemon in OSF/l. 

The portion of an object file or process address space that 
contains initialized and uninitialized data. 

1. An error condition in which processing cannot continue 
because each of two elements of the process is waiting 
for an action by or a response from the other. 
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2. An unresolved contention for the use of a resource. 

3. An impasse that occurs when multiple processes are 
waiting for the availability of a resource that does not 
become available because it is being held by another 
process that is in a similar wait state. 

4. In multithreaded programming, the condition that is 
caused when one or more threads block indefinitely, 
each waiting for the other to give up the specified lock. 

demand paging 

dirty 

A memory management policy where text and data is brought 
into resident memory only when it is referenced. 

A page that has been modified while in resident memory. The 
memory management system must save all dirty pages in 
secondary storage before reusing their resources in resident 
memory. 

discretionary access control (DAC) 

The "Orange Book" defines discretionary access control as "A 
means of restricting access to objects based on the identity of 
subjects and/or groups to which they belong. The controls are 
discretionary in the sense that a subject with a certain access 
perm1ss1on is capable of passing that permission (perhaps 
indirectly) on to any other subject (unless restrained by 
mandatory access control)." 2 See also access control list 
(ACL), mandatory access control (MAC), security policy. 

distributed file system 

A file system that is composed of files or directories that 
physically reside on more than one computer in a 
communications network. 

2. Trusted Computer System Evaluation Criteria (TCSEC) (CSC-STD-001-83), U.S. Department of 
Defense, National Computer Security Center, August 15, 1983. Glossary. 
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distributed program 

domain 

dominance 

A program that is distributed among multiple tasks. The tasks 
may run on different machines. A client/server application is 
an example of a distributed program. 

A type of addressing that is used by a network layer. For 
example, the Internet protocol family (IP, TCP, UDP) 
comprises the Internet domain. 

The method that is used to compare sensitivity levels. Level 
A is said to dominate level B if A's classification is greater 
than or equal to B's (according to numeric value of the 
classification) and if A's compartments are a superset of B's. 
Two sensitivity labels are equal if their classifications and 
compartment sets are the same. If A dominates B, and if they 
are not equal, A is said to strictly dominate B. See also 
sensitivity label, mandatory access control (MAC). 

dynamic configuration 

A means of configuring a subsystem that involves loading it 
into an executing kernel. There is also dynamic 
unconfiguration. 

Extended UNIX Code (EUC) 

A character encoding scheme that allows a combination of 
several code sets to be used simultaneously. It can be used as 
an encoding method for code sets that are composed of single 
or multiple bytes. 

fictitious page 

A vm _page data structure that does not point to an actual page 
frame. Fictitious pages are used by the memory management 
system to represent pages that are involved in paging 
operations. 
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file descriptor 

1. A small positive integer that the system uses instead of 
the filename to identify the file. 

2. A small unsigned integer that a UNIX system uses to 
identify an open file. A process creates a file descriptor 
by issuing an exist when it is no longer held by any 
process. 

file-based privileges 

Privileges in which effective user identity normally does not 
determine privilege. Rather, trusted programs use the privilege 
library to enable and disable privileges around all operations 
that require them. See also privileges, privilege bracketing. 

foreground process 

framework 

Green Book 

1. A process that must run to completion before another 
command is issued to the shell. 

2. A process that has access to the controlling terminal. 
The command interpreter waits for the current 
foreground process to finish executing before prompting 
the user to enter another command. 

A set of interfaces and associated code that provides 
subsystems access to the system's resources. Example 
frameworks include STREAMS, sockets, and the virtual file 
system. 

Officially entitled U.S. Department of Defense Password 
Management Guideline, this book offers criteria for 
identification and authentication management. It is called the 
"Green Book" because of the color of its cover as part of the 
Rainbow Series. See also Orange Book. 

group ID (GID) 

See group number (GID). 
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group number (GID) 

hashing 

heap 

hook 

A unique number that is assigned to a group of related users. 
The group number can often be substituted in commands that 
take a group name as an argument. 

1. A method of transforming a search key into an address 
for the purpose of storing and retrieving items of data. 

2. Encoding a character string as a fixed-length bit string 
for comparison. The encoding may not necessarily be 
unique. 

1. A collection of dynamically allocated variables. 

2. The region of a process's virtual address space that 
provides storage for global data. See also bss. 

The act of configuring a dynamic subsystem into the kernel. 

identification and authentication (l&A) 

Identification is how a user tells the system who she or he is. 
Authentication is how the system verifies that the user is in 
fact who she or he claims to be. In OSF/1, the authentication 
subsystem does more than provide password management. It 
is a framework where processes, trusted applications, and the 
kernel work together to ensure the identity of users and their 
processes. 

information systems security officer (ISSO) 

The ISSO is an administrative role that sets system defaults 
for users, maintains security-related authentication profile 
parameters, modifies non-ISSO user accounts, administers the 
audit subsystem, assigns devices, and ensures system integrity. 

interrupt service routine (ISR) 

A routine that executes as a direct result of an event, such as a 
device or timer interrupt. It is an interrupt handler. 
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job control 

kernel map 

kernel mode 

kernel stack 

kernel task 

The facilities for monitoring and accessing background 
processes. 

In OSF/1, the address map data structure that describes the 
kernel's address space. 

1. The state in which a process executes kernel code. 
Contrast with user mode. 

2. A privileged mode of execution in which the CPU can 
execute kernel code and access kernel data structures. 
A user process executes in kernel mode when it traps 
into the kernel by executing a system call. See also 
system call. 

The stack that is used by the CPU when a process executes in 
kernel mode. See also user stack. 

In OSF/l, the task that is associated with the kernel's virtual 
address space. 

kernel thread 

A thread that executes within the kernel task to perform 
system-related operations. For example, the pageout daemon 
executes as a kernel thread. 

large sparsely filled address space 

An address space whose regions of allocated memory are 
separated by large regions of unallocated memory. 

lazy evaluation 

A programming opt1m1zation that defers performing an 
operation until it absolutely must be performed. Copy-on­
write is an example of an operation that is lazily evaluated. 
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least privilege 

The "Orange Book" requirement that stipulates that users and 
programs possess the least number of privileges possible to 
perform operations. See also privilege bracketing, Orange 
Book. 

line discipline 

load average 

1. The asynchronous communications user interface for a 
tty, which includes the POSIX and the Berkeley line 
disciplines. 

2. A software module that provides an asynchronous 
communications user interface for a tty. The line 
discipline performs the input and output processing for 
ttys and ptys, as specified by the termios structure. 

The measure of the load on the system's CPUs. In OSF/l, it is 
calculated as the number of runnable threads divided by the 
number of CPUs averaged exponentially over time. 

loader switch 

locale 

A data structure of the OSF/l loader that provides, for each of 
several object formats, a set of entry points defining a format­
dependent manager that is appropriate to that format. 

1. The language. geographic location, and software 
environment that is required to support the local 
language and customs. For example, the environment 
required to support the French language in Canada is a 
locale. A locale can include information about the 
language, the code set that is used to represent the 
language, the collating sequence, and cultural 
requirements for printing numeric and date values. 

2. The international environment of an application 
program that defines the language-dependent behavior 
of the program at run time. An application derives the 
locale based on internal procedures and a set of 
implementation-defined values. 
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logical extent 

The unit of allocation of logical volume space. Each logical 
volume consists of a number of logical extents. All extents 
within a given volume group are of the same size. See also 
Logical Volume Manager (L VM), physical extent. 

logical track group (LTG) 

Each logical track group consists of 32 consecutive pages. 
The Logical Volume Manager uses the logical track group 
internally to ensure mirror consistency, and to perform mirror 
resynchronization. See also Logical Volume Manager 
(L VM), mirrored. 

logical volume 

1. A direct access storage device (DASD) that is composed 
of a collection of physical partitions that are organized 
into logical partitions, all contained in a single volume 
group. Logical volumes are expandable and can span 
several physical volumes in a volume group. 

2. Logically contiguous areas of disk. 

3. A volume that is implemented by the L VM. To users 
and file systems, logical volumes appear as devices. A 
logical volume can be thought of as a virtual disk drive, 
although it may map to multiple physical volumes. See 
also Logical Volume Manager (LVM), physical 
volume, volume. 

Logical Volume Manager (L VM) 

LVM 

An OSF/1 subsystem that provides a level of abstraction 
between physical volumes and the file management subsystem 
that allows a file system, or even a single file, to span multiple 
physical volumes. 

See Logical Volume Manager (L VM). 



Glossary 

Mach Interprocess Communication Subsystem (Mach IPC) 

A Mach kernel subsystem that provides primitives and 
operations that allow tasks to send messages to one another. 

main memory 

See resident memory. 

mandatory access control (MAC) 

mbuf 

Defined in the "Orange Book" as "A means of restricting 
access to objects based on the sensitivity (as represented by a 
label) of the information contained in the objects and the 
formal authorization (that is, clearance) of subjects to access 
information of such sensitivity."3 See also discretionary 
access control (DAC), security policy. 

A data structure that describes a block of data. Mbufs are used 
by some communication subsystems. 

memory management unit (MMU) 

A hardware component that performs address translation and 
implements the hardware's memory protection scheme. See 
also address translation. 

memory manager 

A task that manages paging operations on memory objects by 
using the external memory manger interface. A memory 
manager may run in user space and implement application­
specific memory objects. 

3. Trusted Computer System Evaluation Criteria (TCSEC) (CSC-STD-001-83), U.S. Department of 
Defense, National Computer Security Center, August 15, 1983. Glossary. 
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memory mapped address space 

An address space that contains logical addresses. An 
executing process references its instructions and data with 
logical (or virtual) addresses, which the memory management 
unit translates to physical addresses. See also virtual address 
space. 

memory object 

method 

mirrored 

MMU 

An object that represents a set of virtual pages that reside in 
secondary storage. Each memory object is managed by a 
memory manager. 

1. The subsystem-specific part of the configuration 
manager that runs in user space. 

2. In object-oriented programming, a function that is used 
to perform operations on an object. The method is part 
of the object. 

1. The state of physically replicated data that is stored in a 
logical block. Mirrored data refers to the copies of data 
that are stored in physical extents (blocks) that map to a 
unique logical extent. Data can be singly mirrored (one 
additional copy) or doubly mirrored (two additional 
copies). 

2. The state of physically replicated data that is stored in a 
logical block. Mirrored data refers to the copies of data 
that are stored in physical extents (blocks) that map to a 
unique logical extent. Data can be singly mirrored (one 
additional copy) or doubly mirrored (two additional 
copies). 

See memory management unit (MMU). 



mount point 

Glossary 

1. DFS: An access point to a fileset in the DFS file tree. If 
a fileset has been mounted, the resulting mount point 
looks and acts like a directory in the file tree. 

2. The local directory of an NFS client where the remote 
directory is mounted. 

3. A file on which a file system has been attached. 

multilevel directory 

A directory that has separate child directories for each 
sensitivity level, and is used to implement directories that 
must be accessible to processes at more than one sensitivity 
level. When an unprivileged process references a multilevel 
directory, it is automatically diverted into the child directory 
corresponding to the process's sensitivity level. See also 
sensitivity label, mandatory access control (MAC). 

multilevel secure 

Defined m the "Orange Book" as "A class of system 
contammg information with different sensitivities that 
simultaneously permits access by users with different security 
clearances and needs-to-know, but prevents users from 
obtaining access to information for which they lack 
authorization."4 See also sensitivity label, mandatory access 
control (MAC). 

multiprocessor 

A computer having more than one central processing unit 
(CPU). The CPUs generally share a resource such as memory 
or a bus, allowing some degree of cooperation. 

noncanonical mode 

A tty input processing mode where input character erase and 
killing are eliminated, making input characters available to the 
user program as they are typed. See also canonical mode. 

4. Trusted Computer System Evaluation Criteria (TCSEC) (CSC-STD-001-83), U.S. Department of 
Defense, National Computer Security Center, August 15, 1983. Glossary. 
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object file format 

A specification for the output of an assembler, compiler, or 
linker; covers the representation of bss, text, and data sections, 
and their mappings, as well as imported and exported symbols. 
See also bss, text, data section. 

Orange Book 

OSF/ROSE 

Officially named the U.S. Department of Defense Trusted 
Computer System Evaluation Criteria (TCSEC). This book is 
the U.S. Government's definitive guide to the development 
and evaluation of trusted computer systems. It is referred to as 
the "Orange Book" because of the color of its cover. It is part 
of a series of government security books that are called the 
Rainbow Series. See also Green Book. 

The object file format that is supported by OSF/l for user 
programs and for kernel extensions. 

out-of-line data 

package 

With respect to the Mach IPC subsystem, data is said to be 
passed out-of-line when the message that is sending the data 
contains pointers to the data instead of the data. See also 
Mach Interprocess Communication Subsystem (Mach 
IPC). 

1. A specified group of related OM classes, denoted by an 
Object Identifier. 

2. In the OSF/1 loader, a collection of object entities that 
share a common name space. Symbol names are unique 
within a package. Symbols from different packages may 
bear identical symbol names because they are 
distinguished by their package names. 



page 

page cluster 

page fault 

Glossary 

1. A block of instructions, data, or both. 

2. The number of lines that can fit into a window. 

3. In a virtual storage system, a fixed-length block that has 
a virtual address and is transferred as a unit between real 
storage and auxiliary storage. 

A group of adjacent virtual pages. 

1. A program interruption that occurs when a program 
refers to a page that is not in real memory. 

2. A program interruption that occurs when a program 
attempts to access a page that is either not in resident 
memory or is resident but is protected against the type 
of access. For example, if a page is protected against 
write access and a program attempts to write the page, 
the attempt generates a page fault. 

page fault handler 

page frame 

The part of the kernel that executes when a thread generates a 
page fault. The page fault handler handles validity faults and 
protection faults. If it is unable to resolve a page fault, the 
page fault handler sends a signal to the process that causes the 
process to be terminated. See also page fault, protection 
fault, validity fault. 

1. In real storage, a storage location having the size of a 
page. 

2. An area of main storage that contains a page. 

3. A fixed-length unit within the system's resident address 
space. 
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page table 

paging 

A machine-dependent data structure that is used by the 
hardware's memory management unit to perform address 
translation. A page table contains page table entries, each of 
which maps a virtual page to a physical location in the 
system's memory heirarchy. 

1. The action of transferring instructions, data, or both 
between real storage and external storage. 

2. Moving data between memory and a mass storage 
device as the data is needed. 

parallel processing 

The condition in which multiple processors are executing a 
single image, such as the OSF/l kernel. 

parallel program 

A program that performs its operation by using more than one 
thread of control. 

permanent data 

A process's data that exists before the process executes and 
after the process exits. For example, a process's text is 
permanent data: it resides in a file in secondary storage. See 
also temporary data. 

physical extent 

1. A physical extent is a specific, contiguous region of the 
disk where the data resides. 

2. The unit of allocation of physical volume space. All of 
the physical extents within a given volume group are the 
same size. See also Logical Volume Manager (L VM), 
logical extent. 

physical map (pmap) 

A data structure that provides a handle to the machine­
dependent representation of a task's virtual-to-physical 
translations. 



Glossary 

physical volume 

PID 

pmap 

1. A read/write fixed disk that is physically connected to a 
computer. 

2. A contiguous area of a physical disk. See also volume 
group, logical volume, logical volume manager 
(LVM). 

3. A contiguous area of a physical disk drive. This can 
mean either an entire disk or a portion of the disk (for 
example, a UNIX partition). Usually the LVM uses an 
entire physical disk as a physical volume, but it allows 
for using individual UNIX partitions as physical 
volumes. See also volume, logical volume, logical 
volume manager (L VM). 

See process ID (PID). 

See physical map (pmap). 

pmap module 

port 

The kernel module that is responsible for managing physical 
maps. The pmap module contains all machine-dependent code 
that is associated with the memory management system. 

1. A part of the system unit or remote controller to which 
cables for external devices (display stations, terminals, 
or printers) are attached. The port is an access point for 
the entry or exit of data. 

2. An entrance to or exit from a network. 

3. Allows the programming changes that are necessary to 
permit a program that runs on one type of computer to 
run on another type of computer. 

4. An access point for data input to or data output from a 
computer system. 
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preload cache 

An operating system resource that contains all globally 
available shared libraries. These libraries are fully resolved 
and relocated and are mapped directly into a process's address 
space when the process is loaded. 

privilege bracketing 

privileges 

process 

The "Orange Book" requirement that stipulates that users and 
programs possess privileges for the shortest time necessary to 
perform operations. See also least privilege, Orange Book. 

Access rights that are granted to a process. When making 
operational decisions, the security-extended kernel checks 
which of approximately 30 defined privileges (depending on 
the configuration) a process possesses. A privilege set consists 
of individual privileges from the privileges that the operating 
system recognizes. Before allowing a privileged operation, 
the kernel verifies that the privilege is in the process's 
effective privilege set. The effective privilege set is dynamic. 
It can change when the process executes a new program and 
when trusted programs enable and disable privileges. See also 
file-based privileges. 

1. A sequence of actions that is required to produce a 
desired result. 

2. An entity receiving a portion of the processor's time for 
executing a program. 

3. An activity within the system that is started by a 
command, a shell program, or another process. When a 
program is running, it is called a process. 

4. In a computer system, a unique, finite course of events 
that is defined by its purpose or by its effect, achieved 
under given conditions. 

5. Any operation or combination of operations on data. 



process code 

Glossary 

6. In the operating system, the current state of a program 
that is running. This includes a memory image, the 
program data, the variables that are used, general 
register values, the status of opened files that are used, 
and the current directory. Programs that are running in a 
process must be either operating system programs or 
user programs. 

7. An address space and the threads of control that execute 
within it, as well as the associated system resources. 

8. An address space, the threads of control that execute 
within it, and the associated system resources. 

An encoding scheme that is used when a program is 
manipulating or processing characters. Process codes are 
designed for efficiently manipulating character data, but 
should not be used to communicate character data. Process 
codes should only be used in a single program execution and 
should not be written to a file. 

process context 

See context. 

process control block (PCB) 

A data structure that is associated with a thread that is used to 
store the thread's hardware state when the thread is not 
executing. The process control block is a machine-dependent 
data structure. 

process ID (PID) 

processor 

A unique number that is assigned to a UNIX process. 

In OSF/1, a data structure that is used to manage the state of a 
CPU. Each of the system's CPUs has a processor data 
structure. 

GL-25 



Design of the OSF/1 Operating System 

GL-26 

processor aging 

A mechanism that is used by the scheduler to gradually 
decrement a process's CPU utilization so that the process's 
priority rises if it has not executed recently. 

processor server 

A privileged program that applications can use to create new 
processor sets and allocate processors to those sets. 

processor set 

A data structure that is used to manage the state of a group of 
CPUs. By default, a thread is scheduled to run on the system's 
default processor set. The kernel ensures that at least one CPU 
is assigned to the default processor set so that kernel threads 
always have access to a CPU. 

program exception 

An interruption in the sequence of a program's instructions 
that is caused by the current instruction. For example, if the 
instruction references a page that is not resident, it generates a 
page fault exception. Program exceptions include system 
calls, which trap the process into the kernel, illegal 
instructions, and attempts to divide by zero. 

protection fault 

A page fault that is generated when a thread attempts to 
reference a page in a way that violates the page's protection. 
See also page fault, page fault handler, validity fault. 

pseudoterminal (pty) 

1. A special file in the /dev directory that effectively 
functions as a keyboard and display device. 

2. A special file in the /dev directory that effectively 
functions as a keyboard and display device. It acts like 
the tty, except that it connects two user processes 
(instead of a process and a hardware terminal). See also 
tty. 



Glossary 

pthreads library 

raw mode 

region 

A subroutine libarary that application programmers can use to 
implement multithreaded programs. 

See noncanonical mode. 

l. In the OSF/l loader, a contiguous portion of loadable 
space, as specified in the object file. It has a starting 
virtual address, a size, a mapped address, a protection, 
and (optionally) a name and flags. 

2. An area within a bitmap, a pixmap, a screen, or a 
window. 

remote procedure call (RPC) 

A procedure call that is executed by an application procedure 
that is located in a separate address space from the calling 
code. 

resident memory 

run queue 

The memory that is directly accessible by the CPU; the 
system's primary memory resource. 

In OSF/1, a queue that contains threads that are ready to 
execute. 

run-time registration 

scheduler 

The configuration of devices into the kernel while the kernel is 
still up and running. See also dynamic configuration. 

1. The kernel subsystem that is responsible for scheduling 
threads for execution. 

2. The layer of the L VM that schedules physical requests 
for logical operations and handles mirrors. See also 
Logical Volume Manager (L VM). 
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scheduling priority 

sector 

A per-thread attribute that is used to determine when the 
thread will next be scheduled for execution. In timesharing 
mode, the scheduler subsystem frequently adjusts each 
thread's priority so that all threads have approximately equal 
access to the system's CPU resources. 

1. An area on a disk track or a ·diskette track that is 
reserved to record information. 

2. The smallest amount of information that can be written 
to or read from a disk or diskette during a single read or 
write operation. 

3. On disk or diskette storage, an addressable subdivision 
of a track that .is used to record one block of a program 
or data. 

4. The smallest unit of I/0 to a physical disk, and hence to 
a physical volume. This is typically 512 bytes. Sector 
is often a synonym for block. See also physical volume, 
block. 

security classes 

A means of classifying levels of security. The National 
Computer Security Center (NCSC) defines a set of security 
classes, ranging from A to D (with gradations within each 
class). The criteria for the general classes are as follows: 

A 

B 

c 
D 

Verified protection 

Mandatory protection 

Discretionary protection 

Minimal security 

Within each class are subclasses that are indicated by a 
number, with higher numbers indicating higher security. That 
is, C2 offers more security than Cl, and Bl offers more than 
C2. The classification is hierarchical, meaning that each class 
includes all of the features of the previous classes. The 



Glossary 

significant levels for OSF/1 configurations are C2 and B 1. The 
C2 level contains the following features: 

• Individual password controls and auditing of security­
related events. 

• Access controls "capable of including or excluding to the 
granularity of a single user. "5 OSF/l fulfills this 
requirement by using ACLs. 

• Object reuse protection, ensuring that data left in memory, 
on disk, or elsewhere is not accessible to inappropriate 
users. 

The B 1 level contains the following features: 

• Mandatory access control. 

• Rigorous separation of security-related portions of the 
system from those portions that are not related to security. 

• Additional testing and documentation, including a model 
of the security policy that is supported. 

The next level, B2, requires additional assurance that the 
system cannot be penetrated. Some of the features that are 
required at B2 are already in place in OSF/1. For example, 
OSF/l supports the requirement of least privilege, which 
stipulates that users and programs possess the least number of 
privileges possible, and for the least time necessary to perform 
operations. See also Orange Book. 

security policy 

Defined by the "Orange Book" as "A set of rules that are used 
by the system to determine whether a given subject can be 
permitted to gain access to a specific object." 6 The two 
security policies that can be configured into OSF/1 are 

5. Trusted Computer System Evaluation Criteria (TCSEC) (CSC-STD-001-83), U.S. Department of 
Defense, National Computer Security Center, August 15, 1983. Section 2.2.1.1. 

6. Trusted Computer System Evaluation Criteria (TCSEC) (CSC-STD-001-83), U.S. Department of 
Defense, National Computer Security Center, August 15, 1983. Requirement 1. Preface. 
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send rights 

discretionary access control and mandatory access control. 
See also discretionary access control (DAC), mandatory 
access control (MAC). 

A port right that allows a task to send messages on the port. 

sensitivity label 

A "combination of hierarchical classification levels and non­
hierarchical categories" 7 (or compartments) that are assigned 
to subjects and objects, and are used as the basis for 
mandatory access control decisions. See also mandatory 
access control (MAC). 

sensitivity level 

Under mandatory access control, a classification of all 
information according to how sensitive that information is. 
This classification is called a sensitivity level. See also 
sensitivity label, mandatory access control (MAC). · 

Serial Line Internet Protocol (SLIP) 

A transmission line protocol that encapsulates and transfers IP 
datagrams over asynchronous serial lines. 

serial program 

server 

A program that performs its operations using a single thread of 
control. See also parallel program. 

1. RPC: The party that receives remote procedure calls. A 
given application can act as both an RPC server and an 
RPC client. See also client. 

7. Trusted Computer System Evaluation Criteria (TCSEC) (CSC-STD-001-83), U.S. Department of 
Defense, National Computer Security Center, August 15, 1983. Section 3.1.1.4. 
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Glossary 

2. CDS: A node that is running the CDS server software. A 
CDS server handles name-lookup requests and 
maintains the contents of the clearinghouse or 
clearinghouses at its node. 

3. DTS: A system or process that synchronizes with its 
peers and provides its clock value to clerks and their 
client applications. 

4. DFS: A provider of resources or services. See also 
client. 

5. GDS: The server consists of a DSA, which accesses the 
database, and an S-stub, which handles the connection 
over the communications network for responding to 
remote clients and accessing remote servers. 

6. An application program that usually runs in the 
background (daemon) and is controlled by the system 
program controller. 

7. On a network, the computer that contains the data or 
provides the facilities that are to be accessed by other 
computers on the network. 

8. A program that handles protocol, queuing, routing, and 
other tasks that are necessary for data transfer between 
devices in a computer system. 

9. The component of the X Window System that manages 
input and the visual display. 

10. The portion of a distributed program that handles 
requests for service from one or more client programs. 
The server's address space is separate from the client 
address spaces. See also client. 

A chain of shadow objects that is the result of multiple 
symmetric copy-on-write operations. See also shadow object. 

shadow object 

A virtual memory object that is created when a task first 
attempts to write data that is shared with another task copy­
on-write. Before the kernel allows the task to write the page, 
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share map 

it allocates a new page and physical resources, and creates a 
shadow object to manage the new page. If the task writes 
other pages in the original VM object, they are copied and 
inserted into the shadow object. 

A data structure that allows two or more tasks to share 
read/write access to data. The tasks must be related to one 
another. 

shared library 

A library that contains at least one subroutine that can be used 
by multiple processes. Programs and subroutines are linked as 
before, but the code that is common to different subroutines is 
combined in one library file that can be loaded at run time and 
shared by many programs. 

Shift-Japanese Industrial Standard (SJIS) 

signal 

An encoding scheme consisting of single bytes and double 
bytes that are used for character encoding. Because of the 
large number of characters in the Japanese and other Asian 
languages, the 8-bit byte is not sufficient for character 
encoding. 

1. Threads: To wake only one thread that is waiting on a 
condition variable. 

2. A simple method of communications between two 
processes. One process can inform the other process 
when an event occurs. 

3. In operating system operations, a method of inter­
process communication that simulates software 
interrupts. 

4. An interrupt that is generated by software that interrupts 
a process. See also catch a signal, signal handler. 
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signal handler 

socket 

1. A process-specific routine that is invoked when the 
process receives a particular signal. 

2. A subroutine that is called when a signal occurs. 

1. A port identifier. 

2. A 16-bit port number. 

3. A unique host identifier that is created by the 
concatenation of a port identifier with an IP address. 

4. In interprocess communication, an endpoint of 
communication. 

spl synchronization 

A software exclusion method that is used to mask interrupts 
from hardware. On uniprocessor network code, this is often 
sufficient to implement protection of critical sections. 

statically bound 

stream head 

STREAMS 

The state of being semipermanently bound to the kernel. A 
statically bound device can only be configured into and 
unconfigured from the kernel when the kernel is not running. 

The stream component that is closest to the user process, 
providing the interface to the user process. 

1. A kernel mechanism from AT&T that supports the 
implementation of device drivers and networking 
protocol stacks. 

2. A kernel mechanism from AT&T that supports the 
implementation of device drivers and networking 
protocol stacks. 
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STREAMS module 

subject 

submap 

swapping 

A set of routines that may be pushed into a stream to process 
control of data. It has a read queue and a write queue, and 
communicates with other elements of the stream by means of 
messages. 

Defined by the "Orange Book" as something (for example, a 
process) that "causes information to flow among objects or 
changes the system state." 8 See also security policy. 

An address map that manages a subrange of a larger address 
map. For example, the kernel map includes several submaps 
that are used by various kernel subsystems. A subsystem can 
lock its submap without having to lock the entire kernel map. 

1. Temporarily removing an active job from main storage, 
saving it on disk, and processing another job in the area 
of main storage that was formerly occupied by the first 
job. 

2. A process that interchanges the contents of an area of 
real storage with the contents of an area in auxiliary 
storage. 

3. In a system with virtual storage, a paging technique that 
writes the active pages of a job to auxiliary storage and 
reads pages of another job from auxiliary storage into 
real storage. 

4. In traditional UNIX, a memory management mechanism 
that forces the entire contents of a process's address 
space to secondary storage. In OSF/1, the swapping 
mechanism makes pages available for pageout but does 
not force them out of resident memory. 

8. Trusted Computer System Evaluation Criteria (TCSEC) (CSC-STD-001-83), U.S. Department of 
Defense, National Computer Security Center, August 15, 1983. Glossary. 
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symmetric copy-on-write 

A copy-on-write mechanism that allows tasks to share a copy 
of temporary data. When a task attempts to write data that is 
shared in this manner, the kernel allocates new physical 
memory, copies the data to the new memory, and places the 
corresponding virtual page in a shadow object. See also 
temporary data, virtual page. 

synchronization 

system call 

tag 

1. DTS: The process by which a DTS entity requests clock 
values from other systems, computes a new time from 
the values, and adjusts its system clock to the new time. 

2. The fundamental mechanism of locking between 
different threads of execution in the kernel and between 
the kernel and the interrupt handlers. 

1. A request by an active process for a service by the 
system kernel. 

2. A request by an active process for a service by the 
system kernel. A process executing a system call 
generates an exception that traps the process into the 
kernel so that it may run in kernel mode. 

Kernel encodings of policy-specific security information. A 
tag pool is associated with each UNIX data structure that 
describes a subject or object. The tag pool contains the tags 
that represent the security attributes for that subject or object. 
Note that tags and privilege sets in the file system are 
independent. Privileges reside in privilege vectors, not in tags. 

Tags are maintained in a security policy database that is 
managed by policy daemons. Each policy module maintains a 
decision cache. If the requisite information is not in the cache, 
the system must get its decision (and possibly a new tag) from 
a policy daemon. 
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task 

1. A basic unit of work that is to be performed. Some 
examples include a user task, a server task, and a 
processor task. 

2. A process and the procedures that run the process. 

3. In a multiprogramming or multiprocessing environment, 
one or more sequences of instructions that are treated by 
a control program as an element of work to be 
accomplished by a computer. 

4. A data structure that represents a set of system resources 
that provides a context for the execution of one or more 
threads. These resources include a virtual address space 
and Mach IPC ports. See also thread. 

task exception 
A program exception that is task-specific, not thread-specific. 
See also program exception, thread exception. 

temporary data 

terminal 

text 

Data that is generated in resident memory as a process 
executes. For example, the data contained in a process's heap 
is temporary; when the process exits, the heap data is lost. See 
also permanent data. 

1. A device, which is usually equipped with a keyboard 
and a display device, that is capable of sending and 
receiving information over a communications line. See 
also tty. 

2. In a system or communications network, a point at 
which data can either enter or leave. 

3. In curses, a special screen that represents what the work 
station's display screen currently looks like. 

1. A type of data consisting of a set of linguistic characters 
(letters, numbers, and symbols) and formatting controls. 



thrashing 

thread 

Glossary 

2. The executable portion of a program, as contained 
within an object file, or as loaded into memory. 
Operating systems generally make the text read-only, 
and generally arrange for multiple processes to share a 
single text image. See also object file format, bss, data 
section. 

3. In kernel mode, contains kernel program code that 
executes. It is read-only by a user process. 

4. In ASCII and data communications, a sequence of 
characters that is treated as an entity when preceded by 
one start-of-text and terminated by one end-of-text 
communication control character. 

5. In word processing, information that is intended for 
human viewing and that is presented in a two­
dimensional form, such as data printed on paper or 
displayed on a screen. 

6. The part of a message that is not the header or control 
information. 

In a virtual storage system, a condition in which the system is 
doing so much paging that little useful work can be done. 

1. A single, sequential flow of control within a process. 

2. A single, sequential flow of control. 

3. An independent computation that operates within the 
same context as other independent computations. 

4. A data structure that represents an independent 
computation. 

thread exception 

A program exception that is thread-specific, not task-specific. 
For example, a divide-by-zero exception is a thread exception. 
See also program exception, task exception. 
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TLB 

See translation lookaside buffer (TLB). 

TLB shootdown 

An operation that invalidates the contents of a CPU's 
translation lookaside buffer. See also translation lookaside 
buffer (TLB). 

translation lookaside buffer (TLB) 

A cache on the CPU that contains recently used address 
translations. When performing address translation, the 
memory management unit searches the TLB before searching 
page tables in memory. The TLB significantly optimized 
address translation operations. See also memory 
management unit (MMU). 

trusted computing base (TCB) 

tty 

Defined by the "Orange Book" as "The totality of protection 
mechanisms within a computer system-including hardware, 
firmware, and software-the combination of which is 
responsible for enforcing a security policy. A TCB consists of 
one or more components that together enforce a unified 
security policy over a product or system. The ability of a TCB 
to correctly enforce a security policy depends solely on the 
mechanisms within the TCB and on the correct input by 
system administrative personnel of parameters (for example, a 
user's clearance) related to the security policy."9 See also 
Orange Book. 

Any device that uses the termios standard terminal device 
interface. The tty devices typically perform input and output 
on a character-by-character basis. 

9. Trusted Computer System Evaluation Criteria (TCSEC) (CSC-STD-001-83), U.S. Department of 
Defense, National Computer Security Center, August 15, 1983. p. 116. 
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UID 

See user ID. 

uniprocessor 

A hardware platform that contains one CPU. 

user data area 

user ID 

user mode 

user stack 

validity fault 

VFS 

The system, virtual memory paging space, or application data. 
See also Logical Volume Manager (LVM), physical volume. 

An integer that uniquely identifies a system user. 

1. A mode in which a process is carried out in the user's 
program rather than in the kernel. Contrast with kernel 
mode. 

2. A mode of execution in which the CPU executes user 
instructions, but does not have access to kernel 
instructions and data. See also kernel mode. 

A region in a process's virtual address space that contains 
local variables that are being used by a currently active 
subroutine. When a subroutine calls another subroutine, the 
kernel allocates a new stack frame to hold the new routine's 
variables and pushes the stack frame on the user stack. 

A page fault that is generated when a thread attempts to 
reference a page that is not in resident memory. See also page 
fault, page fault handler, protection fault. 

See virtual file system (VFS). 
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virtual address space 

A contiguous range of virtual memory. In UNIX systems, 
each process has a single virtual address space that contains 
the process's executable text and data. See also address 
translation. 

virtual file system (VFS) 

1. DPS: A level of abstraction that is above the specific 
interfaces to various types of file systems. It is used to 
avoid having to change kernel code to handle low-level, 
system-speci fie differences. 

2. In OSF/l, a kernel subsystem that implements a level of 
abstraction that is above the specific interfaces to 
various types of file systems. 

virtual memory 

Addressable space that appears to be real memory. From 
virtual memory, virtual addresses are mapped into real 
memory locations. The size of virtual memory is limited by 
the addressing scheme of the computer system and by the 
amount of auxiliary storage that is available, not by the actual 
number of main storage locations. 

virtual memory object (VM object) 

virtual page 

VM object 

A kernel data structure that represents a set of virtual pages 
that are mapped into one or more virtual address spaces. See 
also memory object. 

A software abstraction that the kernel uses to manage the 
system's memory resources. Each system has a system­
specific virtual page size that either matches the hardware's 
page frame size or is a multiple of two of that size. See also 
page frame. 

See virtual memory object (VM object). 



vnode 

vnode pager 

volume 

Glossary 

1. DFS: The structure that is used to access the inode or 
anode structure that is associated with a specific file 
through a virtual file system interface. The term vnode 
stands for virtual node. 

2. A data structure that is used by the kernel to manage a 
file or directory. There is a unique vnode that is 
allocated for each of the system's active files and 
directories. Each vnode represents an underlying, file­
system-specific data structure. The vnode construct 
allows the kernel's virtual file system to manage 
different file systems through a uniform interface. See 
also memory object. 

The kernel's default pager, and the pager that manages paging 
operations on mapped files. The vnode pager is so named 
because the memory objects it manages are represented by 
vnodes. See also memory object, vnode. 

1. A certain portion of data, together with its data carrier, 
that can be handled conveniently as a unit. 

2. The level of sound of the system. 

3. The physical storage location of a file system. 

4. A block storage device that corresponds to a disk driver, 
or a disk partition in a traditional UNIX system. See 
also Logical Volume Manager (L VM). 
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volume group 

1. A collection of physical volumes (read/write hard 
drives) of varying sizes and types. 

2. A set of physical and logical volumes, and the mappings 
between them. Logical volumes can only map physical 
volumes that are in the same volume group. See also 
physical volume, logical volume, Logical Volume 
Manager (L VM). 

wide character 

The C type definition wchar _ t that is used to store process 
codes in a program. 
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__ lc_load() interface, 10-10 

A 
a.out, 8-5 
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load module, 8-3, 8-4 
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15-6, 15-24, 15-26to 
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ACL. See access control list 
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allocb() routine, 13-19 
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API, 10-9, 14-12 
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application programming interface. 
See API 

application programs, 
internationalization, 10-1 to 
10-12 

Asian code sets, 10-14 
assert_ wait( ) routine, 5-14, 5-16 
asymmetric copy-on-write, 6-10, 

6-25,6-26,6-29 
asynchronous signal, 4-7, 4-11, 

4-16 
audit, 15-10, 15-44 to 15-56 

and locks, 15-40 
and LUID, 15-38 
compaction files, 15-50 
control files, 15-36 
daemon, 15-47 
data structures, 15-48 
device driver, 15-46 
internal kernel buffering, 

15-49 
ISSO interface, 15-47 
pathname processing, 15-55 
record format, 15-51 
record generation, 15-53 
reduction program, 15-47 

audit_info structure, 15-68 
authentication, 15-7, 15-20, 

15-36, 15-37 to 15-44 
authorizations 

command, 15-3, 15-19, 
15-20, 15-43 

kernel, 15-3, 15-20, 15-21 
automatic configuration, 9-3 
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B 
Bl certification, 15-2, 15-4 
backing object, 6-13, 6-16, 6-17 
bad blocks, 14-2, 14-8, 14-21, 

14-26, 14-27 
bad sectors, 14-2, 14-8, 14-26, 

14-27 
base privilege set, 15-3, 15-20, 

15-65 
binding (or linking), 8-1, 8-3, 8-9 
block device, 11-12, 11-25 
block-oriented storage, 14-2 
boot time configuration, 9-10 
bottom-half configuration, 9-6 
BSD scheduler, 5-2 to 5-4 
bufcall() routine, 13-19, 13-20 
buffer 

c 

cache, 11-12, 11-19, 11-27 
free list, 11-28 

C2 certification, 15-2, 15-4 
cache 

buffer, 11-12, 11-19, 11-27 
name, 11-16 
preload, 8-22 

cache management algorithm, 
11-16 

callback, 13-9, 13-11, 13-19 
requests, 13-1 

canput() routine, 13-16 
catgets() function, 10-11 



catopen( ) function, 10-11 
cdevsw table, 13-7 
cdevsw _open_ comm() routine, 

13-22 
certification, 15-2, 15-4 
character 

classification, 10-6 
device revocation, 11-24 
devices, 11-25 
longer than one byte, 10-3 

classification of characters, 10-6 
clean buffer list, 11-19 
cleaning-in-place and cluster 

pageout, 7-11 
clearance, 15-3, 15-6 to 15-8, 

15-30 to 15-34, 15-36 
client parallelization, 11-31 
clock interrupt handler, 2-10, 5-3, 

5-4 
clone device, 13-7, 13-21 
clone devices, 11-27 
cloning, 13-21 
cluster data structure, 12-21, 

12-22 
cluster size, 7-5 
coarse-grained application 

scheduling, 5-23 
code sets 

Asian, 10-14 
converting between, 10-15 
eight-bit, 10-3, 10-12 
multibyte, 10-3 
single-byte, 10-3 

COFF, 8-5 
collation, 10-4 

Index 

command 
authorizations, 15-3, 15-19, 

15-20 
authorizations database, 

15-39, 15-43 
commands, autopush, 10-18 
Common Object File Format 

(COFF), 8-5 
compare-and-swap locks, 5-23 
computation-bound program, 5-3 
computational state, 2-8, 3-2 
configuration 

automatic, 9-3 
boot time, 9-10 
bottom half, 9-6 
database, 9-3 
dynamic, 14-2, 14-18 
manager, 9-3 
method, 9-3 
of dynamic system calls, 

9-9 
of file system types, 9-8 
security, 15-6 
selective, 9-10 
static, 9-10 
top half, 9-6 

context switching 
and discouragement hints, 

5-23 
and quantum, 5-2 
and the thread_ block() 

routine, 5-11, 5-14 
and the thread _switch() 

routine, 5-24 
and timers, 5-27 
introduction, 2-8 

control device, 14-19, 14-24 
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conventions for date and time, 
10-6 

conversion table, 10-16 
converting between code sets, 

10-15 
copied region, 6-9 
copy map object, 6-29 
copy object, 6-22, 6-24, 6-26, 

6-29 
copy-on-write, 3-6, 3-9, 6-10 

asymmetric, 6-10, 6-25, 
6-26,6-29 

symmetric, 6-10, 6-14, 
6-22,6-26 

covered vnode, 11-11 

CPU-usage timers, 5-2, 5-25, 
5-26 

csq_ acquire() routine, 13-13, 
13-25 

csq_lateral() routine, 13-13, 
13-17 

D 
data 
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mirroring, 14-6 
permanent, 6-22, 6-23, 

6-26, 7-3 
recovery, 14-6 
replication, 14-2, 14-6 
restoring, 14-11 
stale, 14-22 
temporary, 6-10, 6-14, 

6-22, 7-4 

date and time conventions, 10-6 
date display, international, 10-1 
deadlocks, 12-14, 13-16 
deallocation of file descriptors, 

11-7 
default 

pager, 3-13, 7-3 
pager, submap, 6-30 
processor set, 5-19, 5-20, 

5-21 
deferred catalog opens, 10-11 
deleting protocols dynamically, 

12-5 
demand paging, 2-6, 7-1 
descriptor management, 11-3 
device 

assignment database, 15-36, 
15-39, 15-43, 15-44 

driver, 2-11 
driver, bottom half, 9-6, 9-7 
driver, dynamically 

configurable, 9-6 
driver, top half, 9-6, 9-7 
hashing, 11-26 
interrupt, 2-12 
special files, 11-25 

devices, logical volumes, 14-4 
dirty buffer list, 11-19 
discretionary access control 

(DAC), 15-7, 15-11, 15-24 
to 15-30, 15-68 

disk drivers, 14-2 
disks, 14-1, 14-2, 14-4, 14-8 
distributed file system, 11-15 
domain, 12-3 

families, 12-2 
funnel mechanism, 12-10, 

12-13, 12-18 



list, 12-5 
reference count, 12-5 

domain data structure, 12-3, 12-4 
DOMAIN_ FUNNEL macro, 

12-19, 12-21 
domain_funnel structure, 12-19, 

12-21 
DOMAIN_ UNFUNNEL macro, 

12-19, 12-21 
dynamic 

E 

configuration, 11-38, 14-2, 
14-18 

configuration changes, 
11-32 

device driver, 9-6 
loading, 8-2, 8-12, 8-13, 

8-18,8-23 
system call numbers, 9-9 
system calls, 9-9 
unconfiguration, 14-18 

effective privilege set, 15-3, 
15-21, 15-22, 15-32, 
15-64, 15-65 

eight-bit code sets, 10-3 
esballoc() routine, 13-20 
event management, 12-9 
event-wait mechanism, 5-13, 

5-14,5-16,5-17 
events, 13-8 
exception handler, 4-13, 4-15 

default, 4-14 
exception handling facility, 4-13 

to 4-16 

exec, 4-6 
exec switch, 8-6, 8-7 
exec() system call 

algorithm, 8-7 

Index 

and absolute images, 8-1 
and Id in UNIX, 8-5 
and privileged processes, 

8-25 
and UNIX processes, 4-1 
architecture, 8-6 
introduction, 2-3 

executable image, absolute, 8-1 
execution 

mode, 2-10 
state, 2-4, 3-2, 5-8 to 5-18 

exit() system call, 2-3, 4-1, 4-6 
exported 

packages list, 8-14 
symbol, 8-5, 8-9, 8-10, 

8-12, 8-17 
extent size, 14-4 
external 

data, 12-25 
memory manager, 3-13, 

7-3,7-17, 7-19 
memory manager and 

paging, 7-9 
memory manager interface, 

7-3,7-19 
pager, 6-27 
reference, 8-1, 8-2, 8-3, 

8-4,8-10 
VM objects, 3-12 

extra privilege checking, 11-39 
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F 
fast symbolic links, 11-35 
fattach() routine, 13-21 
fictitious pages, 7-10 
file 

format manager, 8-6, 8-7, 
8-8, 8-17, 8-18, 
8-23 

layer, 11-3 
locking, 11-24 

file descriptor, 11-7, 12-1 
state, 2-4 
table, 4-2, 4-4 

file system 
layer, 11-30 
metadata, 11-25 
private data, 11-20 
security extensions, 11-38, 

15-56 to 15-61 
tree, 11-9 
type, loading, 9-8 

fine-grained application 
scheduling, 5-23 

flow control, 13-1 
fmodsw table, 13-7 
forcible unmount, 11-11, 11-24 
fork() system call, 2-3, 4-1, 4-6, 

13-21 
format-dependent loader routines, 

8-17 
framework, 13-1 
free list chains, 11-28 
free page queue, 7-8 
free() routine, 2-2 
freeb() routine, 13-20 
funneling, 11-36 
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G 
general registers, 2-9 
getaddressconf() system call, 

8-20 
getmsg() routine, 13-5 
getnewvnode() routine, 11-23 
getpmsg() routine, 13-5 
global 

data file, 8-20, 8-22 
installed packages table 

(global IPT), 8-11, 
8-20, 8-22, 8-23, 
8-25 

granted privilege set, 11-39, 15-3, 
15-21, 15-22, 15-60 

group ID, 2-5 

H 
hardware clock, 2-12 

I 
iconv conversion subsystem, 

10-15 
iconv() converters, 10-10 
iconv() function, 10-15 
iconv _close() function, 10-15 
iconv _open() function, 10-15 
identification, 2-5, 15-7, 15-42 



imported 
packages list, 8-14 
symbol, 8-5, 8-8, 8-9, 

8-10, 8-12, 8-14, 
8-15,8-24 

inactive page queue, 7-8 
information systems security 

officer (ISSO), 15-19, 
15-20, 15-23, 15-44, 15-47 

inlib build-in shell command, 8-11 
inode locking, 11-37 
installing libraries, 8-11, 8-22 
interactive program and CPU, 5-3 
internal VM objects, 3-12 
internationalization subsystem, 

10-1 to 10-12 
Internet 

domain, 12-2 
domain locks, 12-16 
protocols, 12-17 

interrupt 
handler, 2-12 
handler, clock, 2-10, 5-3, 

5-4 
handler, registering, 9-6 
level, 2-12 
service routine, 12-5 
service threads, 12-8, 12-13 

interrupts, 13-16 
invalidation of vnodes, 11-24 
ioctl() routine, 13-5 
IPC and paging requests, 7-2, 7-3, 

7-10, 7-11 
ISR threads, 12-8, 12-13 

J 
job control facility, 4-1, 4-7 

K 
keep-on-exec, 8-25 
kernel 

Index 

authorizations, 15-3, 15-20, 
15-21 

daemons, 2-13 
load server, 8-21 
map, 6-29 
mode, 2-10 
space loading, 8-21 
task, 6-29 
timer, 5-26, 5-27 
UNIX, 2-1, 2-3, 2-10 

kmodcall() system call, 9-3 
known module, 8-9 
known modules list, 8-14, 8-15, 

8-16 

L 
Latin-1, 10-13 
lazy evaluation, 3-6, 3-17, 6-32, 

6-36, 7-6 
Id command, 8-3, 8-4, 8-5, 8-10 
least privilege principle, 15-4 
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least recently used (LRU) 
name cache policy, 11-16 
paging policy, 7-9 

libraries, installing, 8-11, 8-22 
lib_ admin command, 8-11, 8-19, 

8-22 
linker, 8-3, 8-5, 8-10 
load average calculation, 5-3, 5-5 
load() 

interface, 8-12 
system call, 8-24 

load-time linking, 8-4 
loaded packages table (LPT), 8-12 
loader 

address space management, 
8-18 

context, 8-8, 8-12, 8-13, 
8-18 

format-dependent routines, 
8-17 

memory allocation 
interfaces, 8-19 

security, 15-65 
switch, 8-8, 8-14, 8-17 

loading 
a file system type, 9-8 
kernel space, 8-21 

locale, 10-1 
locking, 12-14, 13-9 
locks 

compare-and-swap, 5-23 
test-and-set, 5-23 
user address map, 6-29 

logical 
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address space, 2-2 
addresses, 2-7 
block requests, 14-21, 

14-23 
extents, 14-4, 14-6 

page, 3-14 
track group, 14-5, 14-21 

Logical Volume Manager. See 
LVM 

logical volumes, 14-2, 14-4 
allocation unit, 14-4 
and physical volumes, 14-2, 

14-6,14-8 
defect mirroring, 14-27 
logical extents, 14-4 

LTG. See logical track group 
LVM, 14-1to14-27 

M 
Mach 

Interprocess 
Communication 
(Mach IPC), 3-4, 
4-13,6-29 

security, 15-66 
machine-dependent, virtual 

memory management, 3-16, 
3-17 

machine-independent, 6-36, 6-37 
data structures, 6-32 
resident memory 

management, 3-14 
virtual memory 

management, 3-16, 
3-17 

malloc() routine, 2-2, 12-25 
managing disk storage, 14-1 
mandatory access control (MAC), 

15-2 to 15-7, 15-11, 15-30 
to 15-37, 15-62, 15-63, 
15-67 



mapping, logical-to-physical, 14-6 
masking signals, 4-10 
mbuf 

chain, 12-15, 12-22 
data structure, 12-21, 

12-22, 12-23, 13-20 
MCLALLOC macro, 12-25 
MCLGET macro, 12-25 
memory 

allocation, 13-1, 13-19 
allocation interfaces, loader, 

8-19 
external manager, 3-13, 

7-3, 7-17, 7-19 
external manager and 

paging, 7-9 
management hybrid policy, 

7-2 
management unit (MMU), 

2-7,6-32,6-37 
manager, 7-2 
map, 4-2, 4-3 
mapping, 2-6 
object, 3-1, 3-6, 3-8 to 

3-13, 3-16, 3-18, 
3-19 

object, cache management 
interface, 7-20 

physical, 3-14 
region, 3-9, 3-11, 3-18, 

3-19, 6-2 to 6-9, 
6-13, 6-27 

region, and memory object, 
7-2 

resident, 2-6, 7-1 
memory_ object_ data _provided() 

routine, 7-20 
message, 3-6, 3-7 

and paging, 3-12 

definition, 3-4 
subsystem, 10-11 

Index 

used to invoke an operation, 
3-8 

MFREE macro, 12-25 
MGET macro, 12-25 
MGETHDR macro, 12-25 
minor number space, 13-22 
mirror consistency record, 14-9, 

14-10, 14-25 
mirroring, 14-6 

consistency, 14-22 
data in transition, 14-23 
doubly, 14-6 
logical volume defects, 

14-27 
physical extents, 14-6 
recovery, 14-6 
replication, 14-22 
restoring, 14-11 
resynchronization, 14-22 
sequential policy, 14-24 
singly, 14-6 
stale data, 14-22 
synchronization, 14-21 

mknod() routine, 13-21 
mmap() routine, 6-28, 7-3 

and loader, 8-20 
MMU, 2-7, 6-32, 6-37 
module record, 8-14, 8-15, 8-23 
monetary display, international, 

10-1 
monetary formatting, 10-8 
mount point, 11-13 
mount structure, 11-11 
mounted 

block device, 11-12 
file system, 11-10, 11-14 
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mpsleep() routine, 13-18 
multi byte 

code sets, 10-3 
encoding methods, 10-3 

multilevel directories, 11-40 
multiplexing streams, 13-23, 

13-24 
multiprocessor environment, 12-13 
multiprocessor networking code, 

12-13 

N 
name 

cache, 11-16 
translation, 11-12 

namei() function, 11-13 
National Computer Security Center 

(NCSC), 15-1, 15-4 
negative caching, 11-16 
Netintr() routine, 12-9, 12-13 
netisr data structure, 12-10, 12-12 
netisr framework, 13-5, 13-8 
netisr _add() routine, 12-9 
netisr _ del() routine, 12-9 
netisr _input() routine, 12-12 
NETISR _STREAMS event, 13-8 
NETISR_STRTO event, 13-8 
NETISR_STRWELD event, 13-8 
netisr _thread event, 12-13 
nonresident page, 3-11 
nonparallelized protocol, 12-2, 

12-13, 12-18 
np_uthread structure, 4-2, 4-4, 

4-5 
numeric display, international, 

10-1 
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0 
object 

backing, 6-13, 6-16, 6-17 
copy,6-22,6-24,6-26, 

6-29 
copy map, 6-29 

object file, 8-2, 8-3, 8-4, 8-5, 
8-15,8-18 
format, 8-2, 8-4, 8-5, 8-6 

object-oriented subsystem, 
internationalization, 10-9 

operations vector, 11-11 
operator, 15-22, 15-23 
Orange Book, 15-1, 15-4, 15-7, 

15-10 
OSF/ROSE, 8-5 
OSR, 13-7 
OSRQ, 13-7 
out-of-line data, 3-6 

p 
packages, 8-9, 8-10, 8-11, 8-14, 

8-17 
packet processing, 12-12 
page 

caching, 3-15, 3-20, 6-35, 
7-17,7-20 

cluster size, 7-5 
clustering, 7-5 to 7-8 
fault, 3-11, 6-3, 6-8, 6-26, 

6-30,6-34,6-37 
fault exception, 2-7 
fault handler, 2-7, 6-7, 

6-26, 7-2, 7-3, 7-9 



page in 

fault handler and page 
clustering, 7-5, 7-12 

fictitious, 7-10 
frames, 2-6, 3-14 
logical, 3-14 
nonresident, 3-11 
private, 7-11 
queue, 7-8 
replacement algorithm, 7-8 
resident, 3-11, 3-14, 3-15 
size, 14-5 
target, 7-8, 7-11, 7-12 
wired, 3-15 

and caching, 3-20 
and memory objects, 3-9 
of clusters, 7-7, 7-12 
requests, 7-2 
thread protection, 7-13 
vnode pager, 7-3 

pageout, 3-9, 3-13, 3-20 
pageout daemon, 2-8, 2-13, 7-5, 

7-6 to 7-9, 7-10, 7-11, 
7-14 

pager 
and scheduler, 5-4 

default, 6-30, 7-3 
external, 6-27 
trusted, 7-3 

pager port, 3-11 
pager_ file data structure, 7-6 
paging 

demand, 2-6, 7-1 
files, 7-4 to 7-7 
manager, 3-8 

parallel programming models and 
the scheduler, 5-1, 5-18 

parallel protocol, 12-14 
parallelization, 11-30 

Index 

of NFS server, 11-31 
parallelized protocol, 12-2 
patching (subroutine and global 

variable references), 8-3, 
8-5 

pathname translation, 11-12 
pcb structure, 12-14, 12-16 
per-process open-file table, 11-3 
permanent data, 6-22, 6-23, 6-26, 

7-3 
pf_ drain() routine, 12-25 
physical 

disks, spanning, 14-2 
extents, 14-4, 14-6 
file system, 11-12 
map (pmap), 3-16 to 3-17, 

6-32 to 6-39, 7-9, 
7-10, 7-15, 7-16 

memory, 3-14 
volumes, 14-2 to 14-10, 

14-19, 14-26 
physical volume reserved area, 

14-8 
PID,2-5 
pipes, 13-21 
pmap, 3-16 to 3-17, 6-32 to 6-39, 

7-9, 7-10,7-15,7-16 
functions, 6-32 to 6-37 

port 
and memory object, 3-9 
as object, 3-8 
definition, 3-4 
name space, 3-5 
rights, 3-5 to 3-6 

potential privilege set, 11-39, 
15-3, 15-21, 15-60 
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predetermined system call 
numbers, 9-9 

preload, 8-13, 8-17, 8-19, 8-22 
preload cache, 8-22 
prerelocate, 8-22 
private installed packages table 

(private IPT), 8-11, 8-25 
private page, 7-11 
privilege bracketing, 15-4 
privileges, 15-3, 15-18 to 15-23, 

15-28, 15-32 
probing devices, 9-10 
proc structure, 2-5, 4-1, 4-3 
proc structure (UNIX), 4-5, 5-3 
process 

context, 2-8 
ID (PID), 2-5 
relation state, 2-5 
UNIX,2-1 

processor 
as object, 5-19, 5-20 
data structure, 5-19 
server program, 5-19, 5-21 

processor set, 5-18, 5-19 to 5-23 
as object, 5-19, 5-20 
data structure, 5-19 
default, 5-19, 5-20, 5-21 

program counter, 2-8 
program exceptions, 2-11 
protected password database, 

15-36, 15-39 to 15-41, 
15-43 

protocol, 12-3 
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control block, 12-7, 12-16 
deleting dynamically, 12-5 
endpoints, 13-21 
Internet, 12-17 

nonparallelized, 12-2, 
12-13, 12-18 

parallelized, 12-2, 12-14 
protocol-to-protocol service 

requests, 12-3 
protosw data structure, 12-3 
pseudodevices, 9-7 
pseudoterminals, 13-21 
pse_select() routine, 13-5 
psignal() (UNIX), 4-12 
psignal_indirect() routine, 4-12 
psignal_internal() routine, 4-12 
putmsg() routine, 13-5 
putnext()routine, 13-13 
putpmsg() routine, 13-5 
PVRA. See physical volume 

reserved area 

Q 
qenable() routine, 13-16, 13-19, 

13-20, 13-23 
qreply( ) routine, 13-13 
quantum (time-slice), 2-13, 5-2, 

5-3 
queue 

active page, 7-8 
free page, 7-8 
inactive page, 7-8 
wait, 5-13, 5-14, 5-15, 

5-16 
queue-pair synchronization, 13-28 
queued messages, 13-17 
quorums, 14-6, 14-9, 14-10, 

14-19, 14-25 



q next routine, 13-22 
q_qlock routine, 13-16 

R 
raw disk paging file, 7-4 
receive rights, 3-5 
recursion, 13-11 
recycling vnodes, 11-23 
region 

copied, 6-9 
in object file, 8-4, 8-8, 

8-17, 8-18, 8-21, 
8-23,8-25 

memory, 6-2 to 6-9, 6-13, 
6-27 

memory, inheritance, 3-18 
memory, interfaces, 3-19 
memory, introduction, 3-9 
memory, tracking, 3-11 
record, 8-14, 8-23 
shared, 6-9 

registering interrupt handlers, 9-6 
registers, general, 2-9 
relocatable object file region, 8-18 
relocation 

by the loader, 8-3, 8-5, 8-8, 
8-12, 8-14, 8-18, 
8-22 

sectors, 14-9 
software, 14-9 

remote procedure call. See RPC 
request 

unweld, 13-8 
weld, 13-8, 13-16, 13-22 

Index 

resident 
memory, 2-6, 7-1, 7-2, 

7-8,7-20 
page,3-11,3-14,3-15 
page table, 3-15, 7-10, 

7-13 
resynchronization, 14-10 
root, 15-2, 15-3, 15-11, 15-22, 

15-41, 15-42, 15-65 
RPC, 3-8, 4-13 
run queue 

s 

and context-switching, 5-2 
and event-wait, 5-13 
andload,5-4 
and priority updates, 5-7 
and suspend state, 5-10, 

5-12 
and thread state, 5-8 
data structure, 5-7 

sbappend() routine, 12-15 
schednetisr() macro, 12-9 
schednetisr( ) routine, 12-12 
scheduler 

BSD, 5-2 to 5-4 
OSF/l, 5-4 to 5-7 
timestamp, 5-2, 5-5, 5-7, 

5-26, 5-28 
usage-aging mechanism, 

5-3, 5-6 
scheduling 

hints, 5-18, 5-23 to 5-25 
network activity, 12-8 
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priority, 5-2, 5-8, 5-25 
state, 2-4 

secondary storage, 7-1 
sectors, relocating, LVM, 14-9 
secure systems, 9-10 
security, 15-1 to 15-69 

conditionals, 15-6, 15-9, 
15-18, 15-19, 15-21, 
15-23 

security policy, 15-1, 15-7 to 
15-17 
daemon, 15-11, 15-13, 

15-15 
database, 15-11, 15-14, 

15-16 
driver, 15-13, 15-16 
module, 15-11, 15-13, 

15-14, 15-24 
switch, 15-11, 15-13, 

15-24 
selective configuration, 9-10 
send rights, 3-5 
sensitivity 

label, 15-3, 15-4, 15-10, 
15-30, 15-31 

level, 15-3, 15-6, 15-7, 
15-30, 15-34 

server parallelization, 11-31 
setlocale() function, 10-10 
shadow 

object, 6-12, 6-13, 6-15, 
6-16,6-22 

object, chains, 6-15 to 6-18 
trees, 6-19 to 6-21 

share map, 6-27, 6-28 
shared 
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file description access, 11-5 
library, 8-1 to 8-5, 8-10, 

8-11, 8-25 

library, prerelocated, 8-22, 
8-23 

memory server, 7-17 
region, 6-9 

sharing sockets, 11-5 
Shift Japanese Industrial Standard, 

10-14 
sigaction( ) system call, 4-10, 

4-17 
signal 

and trap handler, 2-11 
asynchronous, 4-7, 4-11, 

4-16 
delivery, 4-9 
facility, 4-1, 4-7 to 4-12, 

4-16 
masking, 4-10 
synchronous, 4-7, 4-13, 

4-16 
sigprocmask( ) system call, 4-10 
sigsuspend() system call, 4-11 
single-byte code sets, 10-3 
single-queue synchronization, 

13-28 
singly mirrored, 14-6 
sleep interruptibly, 5-13, 5-15 
sleep() routine, 13-18, 13-19, 

13-25 
sockbuf structure, 12-7 
socket, 11-3 

framework, 12-2, 13-8 
in kernel space, 12-1 
in user space, 12-1 
locks, 12-14 
programming interface, 

12-2 
security extensions, 12-26, 

15-63 to 15-65 



socket data structure, 12-1, 12-6 
socket() system call, 11-5 
socket-to-protocol service requests, 

12-3 
SOCKET_LOCK macro, 12-15 
socklocks structure, 12-15 
soreceive() routine, 12-15 
sorting, alphabetic, 10-1 
sosbwait() routine, 12-15 
sosleep() routine, 12-15 
specalloc() routine, 11-25 
special files, 11-24 
spl synchronization, 12-14, 12-18 
spinet() function, 12-21 
splx() function, 12-21 
stack management registers, 2-9 
static configuration, 9-10 
static linking, 9-10 
sth_rput() routine, 13-25 
storage, block-oriented, 14-2 
stream 

head, 13-1, 13-3 
head routines, 13-7 
queue scheduling, 13-1 

STREAMS, 13-1to13-29 
security extensions, 15-61 

to 15-63 
streams_ mpsleep() routine, 13-18 
streams_ open_ comm() routine, 

13-22 
strmod _add() routine, 13-27 
strqset() routine, 13-17 
submap 

of kernel address map, 6-30 
vnode pager as, 7-3 

superblock changes, 11-40 
superuser, 15-20, 15-23 

Index 

suspend mechanism, 5-9, 5-10, 
5-12 

swapin daemon, 2-13 
swapon command, 7-4 
swapon() system call, 7-4 
swapout daemon, 2-13 
swapping, 2-6, 7-1, 7-13 to 7-16 

in OSF/1, 7-14 
tasks, 7-16 
threads, 7-15 

symbol resolution, 8-9, 8-11, 
8-14,8-17 

symbolic link, 11-13, 11-14 
symmetric copy-on-write, 6-10, 

6-14,6-22,6-26 
synchronization, 12-10, 12-13, 

13-9, 13-27 
on descriptors, 11-7 
queue, 13-9 
queue element, 13-11 
queue head, 13-11 
queue header, 13-28 

synchronous signal, 4-7, 4-13, 
4-16 

syscalls.master file, 9-9 
sysconfig command, 8-21 
system administrator, 15-20, 

15-23, 15-30, 15-34, 15-49 
system call interface, 2-10 
system call numbers 

dynamic, 9-9 
predetermined, 9-9 

system calls 
dynamic configurati<m of, 

9-9 
dynamic loading of, 9-9 
introduced, 2-10 
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system crash, 14-10, 14-22 
system defaults database, 15-36, 

15-39, 15-41, 15-43to 
15-44 

System High, sensitivity label, 
15-34 

System Low, sensitivity label, 
15-34 

System V File System, 11-35 
sysv _fs _configure() routine, 

11-38 

T 
table 

conversion, 10-16 
file descriptor, 4-2, 4-4 
fmodsw, 13-7 
global installed packages, 

8-11, 8-20, 8-22, 
8-23, 8-25 

pre-process open-file, 11-3 
private installed packages, 

8-11, 8-25 
resident page, 7-10, 7-13 

tag, 15-14, 15-15, 15-16, 15-24, 
15-29 

tag pool, 15-14, 15-27, 15-28, 
15-58,15-60 

tagged file systems, 11-38 
target page, 7-8, 7-11, 7-12 
target threshold, and swapper, 7-14 
task 
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address space, 3-9 
and thread creation, 3-6 
definition, 3-2 

exception port, 4-14, 4-15 
"" intertask communication, 

3-4,3-7 
port rights, 3-5 
swapper, 7-14, 7-15, 7-16 

task data structure, 3-3, 4-2, 4-3, 
4-5 

TCB. See trusted computing base 
TCP protocol, 12-15 
TCP/IP domain, 12-2 
tcp _input() routine, 12-15 
temporary data, 6-10, 6-14, 6-22, 

7-4 
temporary memory object, 7-3, 

7-7, 7-10 
terminal control database, 15-39, 

15-41 to 15-42, 15-43 
test-and-set locks, 5-23 
thrashing, 7-2 
thread 

definition, 3-2 
exception clear port, 4-15 
exception facility, 4-13 
exception port, 4-15 
execution states, 5-8 to 

5-18 
kernel stack, 5-9, 7-7, 

7-13, 7-15 
swapper, 7-15 

thread data structure, 3-3, 4-2, 
4-5 

thread_ block() routine, 5-9, 
5-11,5-12,5-14,5-18, 
5-24 

thread_ depress _priority() 
routine, 5-23, 5-24 

thread_ doexception( ) routine, 
4-16 



thread_ hold() routine, 5-9, 5-11 
thread_ release() routine, 5-9, 

5-11 
thread_ resume( ) routine, 5-9 
thread_ suspend() routine, 5-9 
thread_switch() routine, 5-23, 

5-24 
thread_ timeout() routine, 5-24 
thread_ wakeup() routine, 5-15, 

5-16 
time-sampling mechanism, 5-4, 

5-25 
time-slice, 2-13 
timeout() routine, 13-19, 13-20 
timer 

CPU-usage, 5-2, 5-25, 
5-26 

data structure, 5-27 
kernel, 5-26, 5-27 
user, 5-26, 5-27 

timesharing, 5-2 to 5-8 
timestamp-based timing facility, 

5-2,5-5,5-7,5-26,5-28 
TLB, 6-37 to 6-39 
top-half configuration, 9-6 
translation lookaside buffer (TLB), 

6-37 to 6-39 
trap handler, 2-11 
trusted computing base (TCB), 

15-5, 15-7 to 15-11, 
15-34, 15-45 

trusted pager, 7-3 
tsleep( ) routine, 13-18 

Index 

u 
u-area, 4-17 
UFS implementation, 11-32 
unconfiguration, dynamic, 14-18 
union of pointers, 11-20 
uniprocessor environment, 12-13 
universal character sets, 10-3 
UNIX 

IPC domain, 12-2 
IPC socket pairs, 12-18 
kernel, 2-1, 2-3, 2-10 
processes, 2-1 

unix_master() routine, 12-21 
unlinking multiplexed lower 

streams, 13-25 
unloading a file system type, 9-8 
unresolved reference, 8-1, 8-6, 

8-15 
untagged file systems, 11-38 
unweld request, 13-8 
unweldq() routine, 13-22 
update _priority() routine, 5-7 
usage-aging mechanism, 5-3, 5-6 
user area, physical volumes, 14-8 
user data area, 14-11 
user ID, 2-5 
user mode, 2-10 
user structure, 2-5, 4-2 
user structure (UNIX), 4-4 
user timer, 5-26, 5-27 
utask structure, 4-2, 4-4, 4-5, 

4-16, 4-17, 4-18 
uthread structure, 4-2, 4-4, 4-5, 

4-11, 4-16, 4-17 
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v 
VFS, 9-8, 11-1 

architecture, 11-8 
interface changes, 11-32 
layer, 11-8 
operations, 11-8 
switch, 9-8, 11-10, 11-38 

vfssw_add() routine, 11-38 
vfssw_del() routine, 11-38 
VGDA. See volume group 

descriptor area 
VGRA. See volume group reserved 

area 
VGSA. See volume group status 

area 
virtual 

address map, 3-3, 3-8, 3-9, 
3-10, 3-16 

address space, 6-1 
memory object (VM object), 

3-9, 3-11 to 3-13, 
6-1 to 6-29, 7-16 

Virtual File System. See VFS 
vm _allocate( ) routine, 3-18 
vm_ copy() routine, 3-19 
vm_ deallocate() routine, 3-18 
vm _fault() routine, 6-26 
vm_inherit() routine, 6-28 
vm _inheritance() routine, 3-19 
vm_map structure, 6-2, 6-3, 6-4 
vm_map(), 7-19 
vm _map( ) routine, 3-18 
vm _map_ entry structure, 6-2, 

6-4,6-6 
vm _page data structure, 3-15 
vm _protect() interface, 6-6 
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vm _protect() routine, 3-19 
vm _read() routine, 3-19 
vm_region() routine, 3-19 
vm _write() routine, 3-19 
vnode, 11-1, 11-3 

additions, 11-40 
contents, 11-17 
covered, 11-11 
free list, 11-17, 11-19, 

11-21 
interface changes, 11-32 
invalidation of, 11-24 
layer, 11-8 
list, 11-11 
management, 11-17 
operations, 11-8 
operations vector, 11-19 
pager, 3-13, 6-30, 7-3 to 

7-14 
recycling, 11-16, 11-23 
types, 11-18 

vnodeops structure, 15-59 
vnode _pager_ data _request_ direct() 

routine, 7-12 
vn _write() routine, 11-24 
volume group descriptor area, 

14-9, 14-10 
volume group reserved area, 14-8, 

14-9, 14-19 
volume group status area, 14-9, 

14-10, 14-13, 14-18, 14-25 
volume groups, 14-4 

configuration, 14-10, 
14-18, 14-25 

data structures, 14-15 
volumes, 14-2, 14-4 
vstruct data structure, 7-7 



w 
wait queue, 5-13, 5-14, 5-15, 

5-16 
wait() system call, 2-3, 4-1, 4-6 
wakeup() routine, 12-8, 13-19, 

13-23 
weld request, 13-8, 13-16, 13-22 
weldq() routine, 13-22 
wired pages, 3-15 
wired-down memory, 6-30 

and kernel stack, 7-15 
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