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fts crfldbentry (8dfs ) 

fts crfldbentry 

Purpose 

Synopsis 

Options 
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Creates a file set entry in the FLDB 

fts crftdbentry -ftname name -server machine -aggrid ID [-cell cellname] 
[{ -noauth I -localauth}] [-verbose] [-help] 

-ftname name 
Specifies a name for the fileset. The name must be unique within the 
local cell, and it should be indicative of the fileset's contents. The 
following characters can be included in the name of a fileset: 

• All uppercase and lowercase alphabetic characters (a to z, 
and A to Z) 

• All numerals (0 to 9) 

• The. (period) 

• The - (dash) 

• The _ (underscore) 

The name must contain at least one alphabetic character or an 
(underscore) to differentiate it from an ID number. The name can be 
no longer than 102 characters. (Fileset names are restricted to this 
limit to accommodate the .readonly and .backup extensions that 
DCE LFS filesets of those types receive.) 

-server machine 
Names the File Server machine where the file set resides. Specify the 
server name as a DCE pathname. 

-aggrid ID Specifies the aggregate ID number to be assigned to the aggregate 
or partition in the Fileset Location Database (FLDB). The number 
specified with this option must also be used as the aggregate ID in 
the fourth field of the entry for the aggregate or partition in the 
dcelocallvar/dfs/dfstab file on the machine where the aggregate or 
partition resides. The ID number must be a positive integer. If the 
command is being used to create an FLDB entry for a non-LFS 
fileset, the specified number must not already be in use in the dfstab 
file on the -server. 
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-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts crfldbentry command is used to register a file set in the FLDB. After the 
file set is registered, its location can be tracked by the FL Server. The command is 
typically used to create FLDB entries for non-LFS filesets. 

Use the -ftname option to specify a name for the file set according to the guidelines 
presented with the description of the -ftname option. Use the -server option to 
indicate the File Server machine the aggregate or partition housing the fileset 
resides on. Use the -aggrid option to specify an aggregate ID number to be 
associated with the aggregate or partition in the FLDB. This same number must 
also appear in the entry for the aggregate or partition in the dfstab file on -server. 

The FL Server allocates a unique file set ID number for the file set. This number, 
along with ID numbers allocated for read-only and backup filesets, is returned by 
the command. When creating an entry for a non-LFS file set, the ID number 
allocated for the read-write fileset must be specified in the fifth field of the entry in 
the dfstab file for the partition on which the fileset resides. 

The FL Server also sets the status flag for the read-write version in the fileset's 
entry to valid. In addition, it increments the number of fileset entries recorded as 
residing on the specified File Server machine in the FLDB entry for the server. A 
server entry must exist in the FLDB for the File Server machine before this 
command is issued. 

After issuing this command to register a non-LFS fileset, the partition on which the 
fileset resides must be exported with the dfsexport command, and the fileset it 
contains must be mounted with the fts crmount command, before the fileset is 
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accessible in the DCE namespace. The fts crserverentry command must be used 
before this command to create a server entry in the FLDB for the machine the 
fileset resides on. 

Privilege Required 

You must be listed in the admin.ft files on all Fileset Database machines or own 
the server entry for the machine specified by -server. 

Examples The following example creates an entry in the FLDB for a non-LFS fileset named 
user.jlw. The fileset is located on the File Server machine named fs3. The 
aggregate ID of the partition the fileset resides on is 7. 

$ Cts crftdbentry user.jlw 1 •• Jabc.comlhostsICs3 7 

Related Information 

5-246 

Commands: dfsexport(8dfs), fts create(8dfs), fts crserverentry(8dfs), fts 
crmount(8dfs) 

Files: dfstab(4dfs) 
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fts crmount 

Purpose 

Synopsis 

Options 

Creates a mount point for a file set 

fts crmount -dir directory_name {-fileset {name lID} I -global} [-cell cellname] 
[-rw] [-fast] [-help] 

-dir directory_name 
Names the point in the file tree where the root directory of the fileset 
is to be mounted (also known as the mount point). The specified 
name must not already exist. However, the parent directory of the 
mount point must exist in the DCE namespace. 

-fileset {name lID} 

-global. 

Specifies the complete name or fileset ID number of the file set to be 
mounted. The mount point for the file set is created at -dir. The 
read/write, read-only, or backup version of the fileset can be named. 

Use this option or use the -global option. 

Specifies that the mount point is global. When preparing a fileset for 
use as the top-level file set for diskless machines, use this option to 
create a mount point for the global namespace under the top-level 
diskless directory. The mount point for the global namespace is 
specified with -dir. Use this option only when preparing a file set for 
use as the top-level diskless file set. 

Use this option or use the -fileset option. 

-cell cellname Specifies the cell where the file set to be mounted is located. This 
option is necessary only if the fileset resides in a different cell from 
the parent directory of the mount point, in which case this option 
directs the command, and a Cache Manager requesting data from 
the fileset, to the other cell's Fileset Location Database (FLDB). A 
mount point of this type is referred to as a "cellular" mount point. 

If this option is omitted, the fileset to be mounted is assumed to 
reside in the same cell as the parent directory of the mount point. 

-rw Specifies the type of the mount point as read/write. By default, a 
mount point is regular. If this option is used, the -fileset option must 
name the read/write version of the file set. 

When the Cache Manager encounters a mount point during its 
search for a directory or file, it determines which fileset is associated 
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with the mount point. When it finds the root of that fileset, it 
traverses any paths leading through directories or other mount 
points in that fileset until it finds the indicated directory or file. The 
type of the mount point determines the version of a file set through 
which the Cache Manager searches for the desired directory or file. 

When the Cache Manager encounters a regular mount point, it 
checks the version of the fileset the mount point indicates. If the 
mount point indicates a read-only or backup version, the Cache 
Manager accesses that version. If it indicates the read/write version, 
the Cache Manager attempts to access a read-only file set if the 
file set in which the mount point resides is read-only. 

If the regular mount point for a read/write fileset resides in a 
read/write fileset, the Cache Manager attempts to access only the 
read/write version of the fileset. If the read/write version does not 
exist or is inaccessible, the Cache manager cannot access the fileset. 

If the regular mount point for a read/write fileset resides in a read­
only fileset, the Cache Manager attempts to access a read-only 
version of the fileset first. If no read-only versions exist, the Cache 
Manager attempts to access the read/write version of the fileset. If 
one or more read-only versions exist but all are unavailable (perhaps 
because of one or more machine outages), the Cache Manager 
cannot access the fileset, because it does not attempt to access the 
read/write version. 

When the Cache Manager encounters a read/write mount point, it 
attempts to access only the read/write version of the fileset, 
regardless of the type of fileset where the mount point resides. If the 
read/write version of the fileset does not exist or is inaccessible, the 
Cache Manager cannot access the fileset. 

Regular mount points promote greater fileset availability because 
they allow the Cache Manager to access read-only filesets as often 
as possible. Because multiple copies of read-only filesets typically 
exist, regular mount points generally increase fileset availability. 
Because only a single version of a read/write fileset can exist, 
read/write mount points generally reduce fileset availability. 

You typically mount filesets with regular mount points. A regular 
mount point is explicitly not a "read-only" mount point. Although 
the Cache Manager can still attempt to access a read-only version of 
a file set when it encounters a regular mount point, it accesses the 
read/write version of the fileset if no read-only versions exist. 

An important function of the -rw option is to mount a cell's main 
read/write fileset, root.drs, below the top-level of the cell's DFS 
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filespace. The option must be used in this capacity at installation if 
replication is to be available in the cell. More information about 
using this command with the -rw option to create a read/write 
mount point for root.dfs is provided later in this reference page. 

Note that cellular mount points function differently from regular and 
read/write mount points. If a cellular mount point indicates a read­
only or backup version of a fileset, the Cache Manager accesses that 
version of the fileset in the other cell. However, if a cellular mount 
point indicates a read/write fileset, the Cache Manager attempts to 
access a read-only version of the file set, if one exists, even if the 
mount point is located in a read/write fileset. 

-fast Indicates that the Fileset Location Server (FL Server) need not 
check if there is an FLDB entry for the file set to be mounted. By 
default, the FL Server checks the FLDB and prints a warning if no 
FLDB entry exists for the fileset. The mount point is created in any 
case. 

-help Prints the online help for this command. All other valid options 
specified with this option are ignored. 

This command creates a mount point for the fileset specified by -fileset at the 
location in the file tree specified by -dir. The mount point makes the contents of the 
specified fileset visible to other users. Once this command is used to mount a 
fileset, the fileset never needs to be mounted again; it is mounted automatically. 

A mount point is actually a special symbolic link that acts as an association 
between a directory location and a fileset. Mount points look and function like 
standard directories. When the Cache Manager encounters a mount point in a 
pathname, it accesses the root directory of the fileset indicated by the mount point, 
after which it can access the files or directories in the associated file set. 

By default, every mount point is a regular mount point. However, if the -rw option 
is included with the command, the new mount point is a read/write mount point. 
Furthermore, the mount point and the fileset for which it serves as a mount point 
are assumed to reside in the same cell unless the -cell option is used to name a 
different cell; if the -cell option is used, the mount point is a cellular mount point. 
More information about the -rw and -cell options and their implications is provided 
earlier in this reference page. 

During a cell's installation, an important function of the fts crmount command is 
to create a mount point for the cell's main read/write fileset, root.drs. The 
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coinmand must be used with the -rw option to create an explicit read/write mount 
point for the fileset below the top-level of the cell's DFS filespace. The mount 
point for the fileset must be created at I ••• lcellnamelfs/.rw. 

The root.dfs fileset is the first fileset mounted in a cell. The dfsd process 
automatically mouhts it at the top-level of the cell's DFS filespace (I ••• lcellnamelfs 
by default, but it can be defined as something else). It must be created as a DCE 
LFS fileset with the fts create command if functionality such as replication is to be 
available in the cell. 

Once the root.dfs fileset. is mounted with a read/write mount point, it can be 
replicated. Replication is then available for DCE LFS filesets in the cell. If root.dfs 
is replicated before its read/write mount point is created with this command, the 
read/write version of root.dfs cannot be accessed in the cell. The OSF DeE 
Administration Guide provides instructions for configuring the root fileset to 
support repHcation. 

Privilege Required 

If the parent directory of the mount point (the directory where the mount point is to 
be created) is in a DCE LFS fileset, you must have write, execute, and insert 
permIssions on the directory. If the directory is in a non-LFS fileset, you must have 
write and execute permissions on the directory. 

Cautions It is recommended that a file set not be mounted at more than one location in the file 
system. Creating multiple mount points can distort the hierarchical nature of the 
file system. Because the Cache Manager stores only a single pointer to the parent 
directory of the mount point for each file set, it can become confused about which 
pathname to follow when searching for a file in a fileset with multiple mount 
points. This is true even if the full pathname of a file is specified. 

Create multiple mount points for a file set sparingly (only in a very limited number 
of troubleshooting and testing situations). Remove the extraneous mount points as 
soon as they are no longer necessary. 

Examples The following command creates a regular mount point (the default type of mount 
point) for a read/write fileset named user.jlw at the directory named 
1 .. Jabc.comlfs/tisr/jlw: 
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$ fts crmount 1 .. Jabc.comlfs/usr/jlw user.jlw 

This next command creates a regular mount point for a read/write fileset named 
user. vijay , which resides in the def.com cell, at the directory named 
1 ••• /abc.comlfs/usr/vijay in the abc.com cell. The -cell option indicates that the 
fileset is located in a foreign cell, in this case def.com. When a user accesses a file 
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or directory under / .• Jabc.comlfslusr/vijay (in the fileset named user.vijay), the 
Cache Manager contacts the FL Server in the cell named def.com to reach the 
fileset. 

$ fts crmount 1 •• Jabc.comlfs/usr/vijay user.vijay -cell def.com 

The next two commands create mount points for the read/write fileset diskless. root 
and the global namespace under the top-level directory of the fileset. These steps 
are necessary if the fileset is to serve as the top-level diskless file set (to be used as 
the root directory by diskless machines). The first command creates a mount point 
for the top-level diskless fileset at / •• Jabc.comlfsldiskless.root. The second 
command creates a mount point for the global namespace (I ... ) beneath the top­
level directory of the diskless file set. 

$ fts crmount 1 •• Jabc.comlfs/diskless.root diskless.root 
$ fts crmount 1 •• Jabc.comlfs/diskless.rootl ••• -global 

The final command creates a read/write mount point for the root.dfs fileset in the 
abc. com cell. The file set is mounted at .rw, below the top-level of the cell's DFS 
filespace. 

$ fts crmount 1 •• Jabc.comlfs/.rw root.dfs -rw 

Related Information 

Commands: dfsd(8dfs), fts create(8dfs), fts delmount(8dfs), fts Ismount(8dfs) 

Books: OSF DeE Administration Guide 
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fts crserverentry 

Purpose 

Synopsis 

Options 
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Creates a server entry in the FLDB 

fts crserverentry -server {machine I address} -principal name [-quota entries] 
[-owner group] [-fxdid uuid] [-cell eel/name] [{ -noauth I -localauth}] [-verbose] 
[-help] 

-server machine I 

Specifies the DCE pathname or network address of the server 
machine for which an entry is to be created in the Fileset Location 
Database (FLDB). 

-principal name 

-quota entries 

Specifies the abbreviation for the DFS server principal to be 
registered in the FLDB for the machine. The machine's principal 
name in the Registry Database must match this name. 

Sets a limit on the number of file set entries (read-write, read-only, 
and backup) in the FLDB that can be associated with the specified -
server. If this option is omitted, a value of 0 (zero) is used, meaning 
an unlimited number of fileset entries can be associated with the 
specified File Server machine. 

-owner group Specifies the group that is the owner of the server entry. If this 
option is omitted, a NULL value is used, meaning no group owns 
the server entry. 

-fxdid uuid Specifies the object identifier for the server. If this option is omitted, 
a NULL value is used, meaning no object identifier is associated 
with the machine. 

This option is not yet implemented. 

-cell eel/name Specifies the cell in whose FLDB the server entry is to be created. 

-noauth 

-localauth 

The default is the local cell of the issuer of the command. 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
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be Jogged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detai1ed information about its actions as it 
executes the command. 

Prints the onJine help for this command. All other valid options 
specified with this option are ignored. 

The fts crserverentry command creates a server entry in the FLDB for the server 
machine specified with -server . You must issue this command for a server machine 
before issuing any other Cts commands involving that machine (for example, before 
creating filesets on the machine with the Cts create command, before adding the 
machine as a replication site with the fts addsite command, before moving filesets 
to the machine with the fts move command, and so on). 

The -quota option is used to limit the number of filesets (read-write, read-only, and 
backup) that can reside on the specified File Server machine. When a fileset entry 
in the FLDB is defined to reference the File Server machine as the site of a fileset 
version, the FL Server increments the number of fileset entries recorded as 
residing on the server. in its server entry. The FL Server creates no more than the 
specified -quota of fileset entries on the server machine. 

The following commands update the number of fileset entries recorded for a File 
Server machine in its server entry: The fts create, fts crfldbentry, fts addsite, fts 
restore, fts clone, and fts clonesys commands increment the number of fileset 
entries recorded for the server; the fts delete, fts delfldbentry, and Cts rmsite 
commands decrement the number of fileset entries recorded; the fts move 
command decrements and increments the number of fileset entries recorded on the 
source and destination machines, respectively; and the fts syncfldb and fts 
syncserv commands can update the number of fileset entries recorded, as 
necessary. 

The -owner option is used to specify a group of administrators who can administer 
entries in the FLDB for all of the filesets on the specified File Server machine. The 
same group can be given ownership of all server entries for the File Server 
machines in the domain where the specified machine resides. Members of the 
group can then manipulate the FLDB entries for all of the fiJesets in the domain 
where the File Server machine resides. This way, the administrators in the group 
need not be included on the admin.fI list for the entire cell, which would allow 
them to modify all of the file set entries in the FLDB in that cell. 
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Use the fts lsserverentry command to display the current values from the FLDB 
for a server entry. Use the fts edserverentry command to change the current 
values in the FLDB for a server entry. Use the fts delserverentry command to 
remove a server entry from the FLDB. 

Privilege Required 

The issuer must be listed in the admin.ft files on all Fileset Database machines. 

Examples The following example adds a server entry to the FLDB for a server machine 
named fsl. The DFS server principal of the machine is specified with the 
-principal option as fsl. Because they are omitted, the -quota and -owner options 
receive the default values of 0 (zero) and NULL, respectively. 

$ fts crscrvcrcntry / .. Jabc.comlhosts/fsl hosts/fsl 

Related Information 

Commands: fts delserverentry(8dfs), fts edserverentry(8dfs), fts 
Isserverentry(8dfs) 
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fts delete 

Purpose 

Synopsis 

Options 

Removes a specified read/write or backup version of a DeE LFS fileset 

fts delete -fileset {name I ID} -server machine -aggregate name 
[-cell cellname] [{ -noauth I -localauth}] [-verbose] [-help] 

-flleset {name lID} 
Specifies the complete name or fileset ID number of the read/write 
or backup fileset to be removed. Include the .backup extension if 
specifying the name of a backup fileset. 

-server machine 
Names the File Server machine to remove the fileset from. Specify 
the server name as a DeE pathname. 

-aggregate name 
Specifies the device name, aggregate name, or aggregate ID of the 
aggregate to remove the fileset from. These identifiers are specified 
in the first, second, and fourth fields of the entry for the aggregate in 
the dcelocallvar/dfs/dfstab file. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this optiori, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 
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The fts delete command removes the read/write or backup DCE LFS file set 
indicated by the -fileset option from the site specified by the -server and -
aggregate options. Versions of the fileset are removed and the Fileset Location 
Database (FLDB) entry for the fileset updated to record the removals as follows: 

• Removing a read/write fileset automatically removes its associated backup 
version (if the backup version exists). If read-only versions of the file set 
exist, site information for the read/write and backup versions of the fileset is 
removed from the fileset's FLDB entry and the status flags for both versions 
are set to invalid (their fileset ID numbers are still recorded), but the read­
only versions of the file set are not affected. If no read-only versions of the 
fileset exist, the entire entry for the fileset is removed from the FLDB. 

• Removing a backup fileset removes site information for the backup version 
from the fileset's FLDB entry and marks the backup version as invalid but 
does not erase its fileset ID number. Read/write and read-only versions of 
the fileset are not affected. 

The number of fileset entries recorded in the server entry in the FLDB for the File 
Server machine a read/write or backup version of a fileset is removed from is 
decremented once for each deleted version of the file set. 

Before you remove the read/write (and backup) version of a fileset, use the fts 
rmsite command to remove the read-only replicas of the fileset. If Release 
Replication was used for the fileset, use the fts rmsite command to remove the 
read-only replica stored at the read/write fileset's site as well. After removing a 
read/write or backup fileset, use the fts delmount command to remove its mount 
point. Note that it might be better in some cases to remove a fileset's mount point 
before deleting the fileset; removing the mount point first ensures that no users are 
accessing the fileset when it is deleted. 

The fts delftdbentry command can be used to remove an FLDB entry for a fileset. 
Use the command only when you are certain that a fileset deletion was not 
recorded in the FLDB. The fts zap command can be used to remove a fileset when 
it is urgent that the fileset be removed but the FLDB is inaccessible. When the 
FLDB is again accessible, use the fts delftdbentry command to remove the 
fileset's FLDB entry or use the fts syncftdb and fts syncserv commands to 
synchronize the FLDB with the state of the file sets. 

A DCE LFS file set that is mounted locally (as a file system on its File Server 
machine) cannot be deleted. You must remove its local mount point before 
attempting to delete the file set. 
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The fts delfldbentry command is also used to remove the FLDB entry for a non­
LFS fileset. The fts delmount command is then used to remove its mount point, 
and the dfsexport command is used to detach the partition it resides on from the 
global namespace. 

Privilege Required 

The issuer must be listed in the admin.ft file on the machine specified by -server. 
The issuer must also be listed in the admin.fI files on all Fileset Database machines 
or own the server entry for each machine on which a version of the file set to be 
deleted resides. 

Examples The following command deletes the read/write fileset named user.terry and its 
backup version (if it exists) from the aggregate named /dev/lvOl on the File Server 
machine named fs3: 

$ fts delete user. terry / .. Jabc.comlhosts/fs3 /devnvOl 

Related Information 

Commands: dfsexport(8dfs), fts delfldbentry(8dfs), fts delmount(8dfs), fts 
rmsite(8dfs), fts syncfldb(8dfs), fts syncserv(8dfs), fts zap(8dfs) 

Files: dfstab(4dfs) 
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fts delfldbentry 

Purpose 

Synopsis 

Options 
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Removes a specified entry from the FLDB 

fts delftdbentry {-fileset {name lID} I-prefix string} [-server machine] 
[-aggregate name] [-cell cellname] [{ -noauth I -localauth}] [-verbose] [-help] 

-fileset {name I ID} 
Specifies the complete name or fileset ID number of a fileset. The 
entire entry for the fileset is removed from the Fileset Location 
Database (FLDB), regardless of whether the read-write, read-only, 
or backup version of the file set is specified. Provide this option or 
use the -prefix option. 

-prefix string Specifies a character string of any length. Every FLDB entry that 
lists a file set whose name begins with this exact string is removed 
(unless more-restrictive constraints are specified with the -server 
and optionally -aggregate options). Include field separators such as 
periods if appropriate. Provide this option (optionally with -server 
and -aggregate) or use the -fileset option. 

-server machine 
Names a File Server machine. If a fileset's name matches the 
specified -prefix and it is listed as residing on the specified File 
Server machine, its entry is removed from the FLDB. Specify the 
server name as a DeE pathname. If this option is used, -prefix must 
be used; -aggregate can also be used. 

-aggregate name 
Specifies the device name, aggregate name, or aggregate ID of an 
aggregate or partition on -server. These identifiers are specified in 
the first, second, and fourth fields of the entry for the aggregate or 
partition in the dcelocallvar/dfs/dfstab file. If a fileset's name 
matches the specified -prefix and it resides on the specified 
aggregate on -server, its entry is removed from the FLDB. If this 
option is used, -prefix and -server must be used. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 
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Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts delftdbentry command removes the entries for all indicated filesets from 
. the FLDB. Regardless of the version of a fileset (read-write, read-only, or backup) 

specified with the command, the fileset's entire entry is removed. The command 
has no effect on actual filesets on File Server machines, only on their FLDB 
entries. 

The command also decrements the number of fileset entries recorded in server 
entries, as appropriate. For each version of a fileset whose entry is removed from 
the FLDB, the number of fileset entries recorded in the server entry for the File 
Server machine it resides on is reduced by one. 

By using the -fileset option alone or combining the -prefix, -server, and 
-aggregate options in increasingly specific ways, FLDB entries can be removed for 
varying numbers of filesets. To remove the FLDB entry for 

• A single file set, specify -fileset 

• Every fileset whose name begins with a certain character string (for 
example, sys. or user.), regardless of site, specify -prefix 

• Every fileset whose name begins with a certain character string and that is 
stored on a specific File Server machine, specify -prefix and -server 

• Every fileset whose name begins with a certain character string and that is 
stored on a specific aggregate of a specific File Server machine, specify 
-prefix, -server, and -aggregate 

This command can be used if the issuer is certain that a fileset removal is not 
recorded in the FLDB and does not want to take the time to synchronize an entire 
File Server machine. It can also be used to remove the FLDB entry for a non-LFS 
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file set to be removed from the global namespace. (Use the fts rmsite command to 
remove an incorrect entry for a read-only site from the FLDB.) 

Privilege Required 

The issuer must be listed in the admin.fl files on all Fileset Database machines or 
own the server entry for each machine that houses a version of any fileset whose 
FLDB entry is to be removed. 

Cautions Do not use this command as the standard way to remove a fileset entry from the 
FLDB. It can make the FLDB inconsistent with the filesets on server machines. 
Use the fts delete command to remove the fileset entry from the FLDB at the same 
time that the fileset is deleted. Also, because it can be used to remove multiple 
FLDB entries simultaneously, use this command carefully. 

Examples The following command removes the FLDB entry for the fileset user.temp: 

$ fts delfldbentry user.temp 

The following command removes all FLDB entries for filesets whose names begin 
with test and that are stored on the File Server machine named fs3: 

$ fts delfldbentry -prefix test -server 1 .. Jabc.comlhosts/fs3 

Related Information 
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Commands: fts clone(8dfs), fts delete(8dfs), fts rmsite(8dfs), fts syncfldb(8dfs), 
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Files: dfstab(4dfs) 
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fts delmount 

Purpose 

Synopsis 

Options 

Description 

Removes a mount point 

fts delmount -dir directory_name ... [-help] 

-dir directory_name 
N ames the mount point to be deleted. Provide a complete pathname. 
The last element in the pathname must be an actual name, not. (dot) 
or .. (dot dot). 

-help Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts delmount command removes the mount point specified by -dir. The 
associated fileset is not affected, but it is inaccessible if no other mount points exist 
for it. When the mount point for a file set is removed, any file set mounted only as a 
subdirectory of the fileset's root directory becomes inaccessible. 

Privilege Required 

If -dir resides in a directory in a DCE LFS fileset, you must have write, execute, 
and delete permissions on the directory it resides in. If -dir resides in a directory in 
a non-LFS fileset, you must have write and execute permissions on the directory it 
resides on. 

Examples The following command removes the mount point for the fileset user.vijay, which 
is mounted at I •• ./abc.comlfs/usr/vijay: 

$ fts delm 1 •. .Iabc.com/fs/usr/vijay 

Related Information 

Commands: fts crmount(8dfs), fts Ismount(8dfs) 
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fts delserverentry 

Purpose 

Synopsis 

Options 

Description 
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Deletes a server entry from the FLDB 

fts delserverentry -server {machine I address} [-cell eel/name] 
[{ -noauth I -localauth}] [-verbose] [-help] 

-server {machine I address} 
Specifies the DeE pathname or network address of the server 
machine whose entry is to be removed from the Fileset Location 
Database (FLDB). 

-cell eel/name Specifies the cell from whose FLDB the server entry is to be 
removed. The default is the local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts delserverentry command removes the existing server entry from the 
FLDB for the server machine specified with -server. When the command is issued, 
no fileset entries in the FLDB can reference the server entry to be removed as the 
site of a fileset. If a fileset entry in the FLDB references the server entry to be 
removed, the command fails. 

Use the fts crserverentry command to create a server entry in the FLDB. Use the 
fts lsserverentry command to display the current values from the FLDB for a 
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server entry. Use the fts edserverentry command to change the current values in 
the FLDB for a server entry. 

Privilege Required 

You must be listed in the admin.fl files on all Fileset Database machines. 

Examples The following example deletes the server entry from the FLDB for the server 
machine named fsl. No filesets can reside on the machine when the command is 
issued. 

$ fts delserverentry 1 •• Jabc.comlhosts/fsl 

Related Information 

Commands: fts crserverentry(8dfs), fts edserverentry(8dfs), fts 
Isserverentry(8dfs) 
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fts dump 

Purpose 

Synopsis 

Options 
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Converts a fileset to a bytestream format and place it in a file 

fts dump -fileset {name I ID} {-time {date I O} I -version number} [-file filename] 
[-cell cellname] [{ -noauth I -localauth}] [-verbose] [-help] 

-fileset {name I ID} 
Specifies the complete name or fileset ID number of the fileset to be 
dumped. The read/write, read-only, or backup version of the fileset 
can be used. 

-time {date I -version number} 
Specifies a full or incremental dump. There are three legal values: 

• Causes a full dump of the current version of the file set. 

• (month/day/year value) causes an incremental dump from 
12:00 a.m. (00:00) on the indicated date; for example, 
1123/90 or 1017/89. Only files with modification timestamps 
equal to or later than the specified date and time are dumped. 

• An exact time and date value causes an incremental dump 
from the specified time on the indicated date. Only files with 
modification timestamps equal to or later than the specified 
date and time are dumped. The time must be in 24-hour 
format (for example, 20:30 for 8:30 p.m.). The date format is 
the same as for a date alone. Surround the entire argument 
with " " (double quotes) because it contains a space; for 
example, "1/23/9022:30" or "1017/89 3:45". 

Use this option to perform a full dump or to perform an incremental 
dump of only those files in the file set modified since a specific date 
or date and time. Use this option or use -version. 

-version number 
Specifies an incremental dump based on the indicated fileset version 
number. Each DeE LFS fileset has a version number. Each file in 
the file set records the version number that was current when the file 
was last modified. If this option is specified, only those files with 
version numbers equal to or greater than the specified version 
number are dumped. (A DCE LFS fileset's version number is 
recorded in its fileset header; it has the same format as a fileset ID 
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number.' Use the fts Is header or fts Isft command to display a 
fileset's current version number.) 

Use this option or use -time. Use this option only with DCE LFS 
filesets. 

-filejilename Specifies the complete pathname of the file the dump is to be written 
to. If a complete pathname is not specified, the file is written to the 
current working directory. If this option is omitted, the data is sent 
to standard output (stdout). 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-Iocalauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -Iocalauth option. 

Directs fts to use the identity (principal name) of the machine on 
which the command is issued as the identity of the issuer. The issuer 
must be logged into the machine as root for this option to work. If 
you use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts dump command converts the contents of the indicated fileset to a 
bytestream format. It puts the converted contents into the file specified with the 
-file option. If this option is omitted, the dumped data is sent to stdout. Both non­
LFS and read-write, read-only, and backup DCE LFS filesets can be dumped. 

The options on this command can be used to perform the following types of dumps: 

• A value of 0 (zero) specified with the -time option causes a full dump of the 
file set. 

• A date specified with the -time option causes an incremental dump of all 
files modified since 12:00 a.m. (00:00) on that date. 

• A date and time specified with the -time option cause an incremental dump 
of all files modified since that date and time. 
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• A version number specified with -version causes an incremental dump of 
all files in the fileset with version numbers equal to or greater than the 
specified version number. 

Dumping does not affect the status of a fileset in the Fileset Location Database 
(FLDB) or at the site from which it is dumped. However, it does make a fileset 
inaccessible during the duration of the dump operation. Therefore, you may want to 
dump the backup version of a fileset to prevent the read-write and read-only 
versions from being inaccessible for an extended time. 

The fts restore command can be used to restore a file set dumped with this 
command. 

Privilege Required 

You must be listed in the admin.ft file on the machine the fileset is stored on. In 
addition, you must have the write, execute, and insert permissions on the directory 
the dump file is to reside in. 

Examples The following command executes a full dump of the fileset user. terry into the file 
named Itmp/terry.dump: 

$ Cts dump user.terry -time O/tmp/terry.dump 

The following command executes an incremental dump of the fileset user .smith 
into the file named Itmp/smith.013191.dump. Only those files in the file set with 
modification timestamps equal to or later than 6:00 p.m. on 31 January 1991 are 
included in the dump. 

$ Cts dump user.smith -time "113119118:00" Itmp/smith.013191.dump 

Related Information 

Co~ands: fts restore(8dfs) 
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fts edserverentry 

Purpose 

Synopsis 

Options 

Edits a server entry in the FLDB 

fts edserverentry -server {machine I address} [{ -rmaddr I -addaddr address I 
-changeaddr address}] [-principal name] [-quota entries] [-owner group] 
[-fxdid uuid] [-cell cellname] [{-noauth I-Iocalauth}] [-verbose] [-help] 

-server {machine I address} 

-rmaddr 

Specifies the DeE pathname or network address of the server 
machine whose entry in the Fileset Location Database (FLDB) is to 
be edited. Specify the network address if the -rmaddr, -addaddr, 
or -changeaddr option is used with the command. 

Removes the address specified with -server from the server entry 
identified by -server in the FLDB. If the name of the machine rather 
than one of its addresses is specified with -server, the command can 
choose one of the machine's addresses at random to be removed 
from the FLDB. Because this can have unpredictable results, 
always specify an address with -server when using the -rmaddr 
option. In addition, the command fails if the address to be removed 
is the only address present for the machine in the FLDB. 

If this option is specified, do not specify the -addaddr or 
-changeaddr option. 

-addaddr address 
Adds the additional address specified with this option to the server 
entry specified by -server in the FLDB. A machine can have from 
one to four addresses associated with it in the FLDB. The command 
fails if you attempt to add a fifth address for the machine to the 
FLDB. 

If the name of the machine rather than one of its addresses is 
specified with -server, the command can choose one of the 
machine's addresses in the FLDB at random to have the address 
added to it. Because this can have unpredictable results, always 
specify an address with -server when using the -addaddr option. 

If this option is specified, do not specify the -rmaddr or 
-changeaddr option. 
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-changeaddr address 
Substitutes the address specified with this option for the address 
specified by -server in the FLDB. If the name of the machine rather 
than one of its addresses is specified with -server, the command can 
choose one of the machine's addresses at random to be replaced 
with the address specified with this option. Because this can produce 
unpredictable results, always specify an address with -server when 
using the -changeaddr option. 

If this option is specified, do not specify the -rmaddr or -addaddr 
option. 

-principal name 

-quota entries 

Changes the abbreviation for the DFS server principal that is 
registered for the machine in the FLDB. The machine's principal 
name in the Registry Database must match this name. If this option 
is omitted, the DFS server principal currently associated with the 
server entry remains unchanged. 

Changes the limit on the number of fileset entries (read-write, read­
only, and backup) in the FLDB that can be associated with the 
speci fied -server. A value of 0 (zero) allows an unlimited number of 
fileset entries to be associated with the server. If this option is 
omitted, the number of file set entries currently allowed for the 
specified File Server machine remains unchanged. 

-owner group Changes the group that is the owner of the server entry. If this 
option is omitted, the group that currently owns the server entry 
retains ownership. 

-fxdid uuid Changes the object identifier for the server. If this option is omitted, 
the object identifier presently associated with the machine remains 
unchanged. 

This option is not yet implemented. 

-cell eellname Specifies the cell in whose FLDB the server entry is to be modified. 

-noauth 

The default is the local cell of the issuer of the command. 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -Iocalauth option. 
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Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts edserverentry command alters a server entry in the FLDB for the server 
machine specified with the -server option. Use the -rmaddr option to remove an 
address associated with a server from the FLDB. Use the -addaddr option to add a 
new address for a server to the FLDB, or use the -changeaddr option to change an 
address for a server in the FLDB. 

The -principal option can be used to change the DFS server principal associated 
with the server entry. The -quota option can be used to alter the number of fileset 
entries that can be associated with the File Server machine in the FLDB, and the 
-owner option can be used to assign a new group as the owner of the server entry. 

Unless a value associated with a server entry is explicitly modified with this 
command, its current value in the FLDB remains unchanged. The values associated 
with a server entry are initially specified when the server entry is created with the 
fts crserverentry command. The values can then be modified at any time with the 
fts edserverentry command. Use the fts lsserverentry command to display the 
current values from the FLDB for a server entry. Use the fts delserverentry 
command to remove a server entry from the FLDB. 

Privilege Required 

You must be listed in the admin.fl files on all Fileset Database machines. 

Examples The following command modifies the server entry in the FLDB for a server 
machine. The command changes the machine's network address from 
191.54.206.36, as specified with the -server option, to 191.54.206.46, as indicated 
with the -changeaddr option. The command also allows the server to 
accommodate an unlimited number of file set entries by providing a value of 0 
(zero) with the -quota option. 

$ fts edserverentry 191.54.206.36 -changeaddr 191.54.206.46 -quota 0 
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Related Information 

Commands: fts crserverentry(8dfs), fts delserverentry(8dfs), fts 
Isserverentry(8dfs) 
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Locks a fileset entry in the FLDB 

fts lock -fileset {name I ID} [-cell eel/name] [{ -noauth I -localauth}] [-verbose] 
[-help] 

-fileset {name lID} 
Specifies the complete name or fileset ID number of the fileset 
whose entry in the Fileset Location Database (FLDB) is to be 
locked. All versions of the fileset referenced in the entry are 
affected by the lock, regardless of whether the read-write, read-only, 
or backup version of the file set is specified. 

-cell eel/name Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine on 
which the command is issued as the identity of the issuer. The issuer 
must be logged into the machine as root for this option to work. If 
you use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts lock command locks the entry in the FLDB for the fileset indicated with the 
-fileset option. Locking a fileset's FLDB entry blocks operations on all versions of 
the fileset, regardless of whether the read-write, read-only, or backup version of the 
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fileset is indicated with the -fileset option. Locking a fileset's entry prevents all 
versions of the fileset from being modified with fts commands. 

Privilege Required 

You must be listed in the admin.ft files on all Fileset Database machines or own 
the server entry for each machine a version of the file set to be locked resides on. 

Cautions Do not use this command in normal circumstances. It is useful only if the system 
administrator wants to guarantee that no one else manipulates the fileset until the 
lock is released and if there is reason to believe that locking will not happen 
automatically. Locking a file set entry inhibits only operations such as deleting and 
cloning of the fileset; it does not prevent the reading of data from the fileset. 

Examples The following command locks the FLDB entry for user.terry: 

$ fts lock user.terry 

Related Information 

Commands: fts unlock(8dfs), fts unlockftdb(8dfs) 
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fts Isaggr 

Purpose 

Synopsis 

Options 

Description 

Lists all exported aggregates and partitions on a File Server machine 

fts lsaggr -server machine [-cell cellname] [{ -noauth I -localauth}] [-verbose] 
[-help] 

-server machine 
N ames the File Server machine whose exported aggregates and 
partitions are to be listed. Specify the server name as a DeE 
pathname. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts lsaggr command displays information about all exported aggregates and 
partitions on the File Server machine specified by the -server option. The 
information about each aggregate and partition is specified in the 
dcelocallvar/dfs/dfstab file on the machine. 

Enter the dfsexport command with no options on a File Server machine to list the 
aggregates and partitions with entries in the dcelocallvar/dfs/dfsatab file on that 
machine. If the file is properly maintained, the command should display an 
accurate listing of all exported aggregates and partitions. Use the fts aggrinfo 
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command to display information about the amount of disk space available on a 
specific aggregate or partition or on all aggregates and partitions on a File Server 
machine. 

Output This coinmand displays a separate line for each aggregate or partition. Each line 
displays the following information: 

• The aggregate name, specified in the second field of the dfstab file 

• The device name, specified in the first field of the dfstab file 

• The aggregate ID, specified in the fourth field of the dfstab file 
, 

• The file system type, specified in the third field of the dfstab file 

Examples The following example shows that two non-LFS partitions and two DCE LFS 
aggregates are exported from the File Server machine named 
1 •. .Iabc.comlhostslfsl: 

$ fts lsaggr 1 •• Jabc.comlhosts/fsl 
There are 4 aggregates on the server / ... /abc.com/hosts/fsl (fsl.abc.com): 

/usr (/dev/lv02): id=3 (non-LFS) 
/tmp (jdev/lv03): id=4 (non-LFS) 
Ifsl (/dev/lfsl): id=lO (LFS) 
Ifs2 (/dev/lfs2): id=ll (LFS) 

Related Information 
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fts Isfidb 

Purpose 

Synopsis 

Options 

Shows information from fileset entries in the FLDB 

fts lsftdb [-fileset {name lID}] [-server machine] [-aggregate name] [-locked] 
[-cell cellname] [{ -noauth I-Iocalauth}] [-verbose] [-help] 

-fileset {name lID} 
Specifies the complete name or fileset ID number of a file set about 
which information from the Fileset Location Database (FLDB) is to 
be displayed. Use this option or use -server (and optionally 
-aggregate), -locked, or both. Omit this option and the -server, 
-aggregate, and -locked options to display information about all 
fileset entries in the FLDB. 

-server machine 
Names a File Server machine about whose filesets information from 
the FLDB is to be displayed. Specify the server name as a DeE 
pathname. This option can be combined with -aggregate to display 
information about the filesets on a single aggregate on -server, or it 
can be combined with -locked to display information about the 
filesets on the server machine with locked FLDB entries. Use this 
option alone or with -aggregate, -locked, or both, or use -fileset. 
Omit this option and the -fileset, -aggregate, and -locked options to 
display information about all fileset entries in the FLDB. 

-aggregate name 

-locked 

Specifies the device name, aggregate name, or aggregate ID of the 
aggregate or partition on -server about whose filesets information 
from the FLDB is to be displayed. These identifiers are specified in 
the first, second, and fourth fields of the entry for the aggregate or 
partition in the dcelocallvar/dfs/dfstab file. The -server option 
must be provided with this option. The -locked option can be 
supplied with this option to display information about the file sets on 
the aggregate with locked FLDB entries. 

Specifies that the output show information only for filesets with 
locked FLDB entries. Use this option alone to see information for 
all filesets with locked FLDB entries. Use this option with -server 
(and optionally -aggregate) to see all filesets on a specific server 
machine (and optionally aggregate) with locked FLDB entries. Use 
this option alone or with -server (and optionally -aggregate) or use 
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-fileset. Omit this option and the -fileset, -server, and -aggregate 
options to display information about all fileset entries in the FLDB. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts lsfldb command formats and displays information about fileset entries from 
the FLDB. Its options can be combined to display information about a variety of 
different filesets. To display FLDB information for 

• Every fileset entry, specify no options 

• Every fileset entry that mentions a specific File Server machine as the site 
of any version of a fileset, specify the name of the machine with -server 

• Every fileset entry that mentions a specific aggregate on a specific File 
Server machine as the site of any version of a fileset, specify both -server 
and -aggregate 

• The FLDB entries for filesets with locked entries, specify the -locked 
option alone or with -server (and optionally -aggregate). 

• The fileset entry for a single fileset, specify the fileset name or ID number 
with -fileset 

Use the fts lsheader command to display information from fileset headers. To 
display more information about a single fileset, use the fts Isft command to display 
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all of the information displayed by the fts lsheader command when the -long 
option is used and all of the information displayed by this command. 

The fts lsftdb command displays the following information from the FLDB for 
each DCE LFS file set specified with -fileset or -server (and optionally -
aggregate). Because functionality such as replication is not supported for non-LFS 
filesets, this command displays less information for non-LFS filesets. 

• The fileset's name (with a .readonly or .backup extension, if appropriate). 

• The fileset IDs of the read-write, read-only, and backup versions. 

• For each version, a status flag of valid indicates the version actually exists 
at a site; a status flag of invalid indicates the version does not exist at any 
site. (For the read-only version, the status flag indicates whether a 
replication site is defined.) 

• The number of sites where a version of the fileset exists. 

• An indicator if the FLDB entry is locked (the indicator is omitted if the 
entry is not locked). 

• The replication parameters associated with the file set. 

• Information identifying the File Server machines and aggregates (sites) 
where read-write (RW), read-only (RG), or backup (BK) versions of the 
fileset reside. 

• For a read-only version, the MaxSiteAge replication parameter defined for 
that site; for a read-write version, 0: 00: 00. 

• The abbreviated DCE principal name of each File Server machine where a 
version of the fileset resides, the name of the group that owns the server 
entry for the machine (or <nil> if no group owns the server entry), and the 
object identifier for the machine (or <nil> if no identifier is associated 
with the machine). 

If the output includes more than one FLDB entry, information about the filesets is 
displayed in alphabetical order by fileset name. The last line of the output displays 
the total number of entries successfully reported and the total number of entries not 
reported (the number of entries that failed). 
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Examples The following command shows an example of the output from the fts lsfldb 
command for a fileset named user.terry: 

$ fts Isfldb user.terry 
user. terry 

readWriteID 
readOnlyID 
backupID 

number of sites: 1 

0,,196953 
0,,196594 
0,,196595 

valid 
invalid 
valid 

Sched repl: maxAge=2:00:00; failAge=1dO:00:00; 
reclaimWait=18:00:00; minRepDelay=0:05:00; defaultSiteAge=0:30:00 
server 

fs3.abc.com 
flags aggr 
RW,BK lfs1 

siteAge principal owner objid 
0:00:00 hosts/fs3 <nil> <nil> 

Related Information 
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Commands: fts lock(8dfs), fts Isfldb(8dfs), fts Isft(8dfs), fts unlock(8dfs), fts 
unlockfldb(8dfs) 

Files: dfstab(4dfs) 
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Lists file set infonnation from both the file set header and the FLDB entry 

fts Isft [{ -path {filenanie I directory_name} I -fileset {name I ID} }] 
[-cell cellname] [{ -noauth I -Iocalauth}] [-verbose] [-help] 

-path {filename I directory_name} 
N ames a file or directory on the file set whose file set header and 
FLDB infonnation is to be displayed. Use this option or use -fileset; 
omit both options to display inforrilation about the fileset containing 
the current working directory. 

-fileset {name I ID} 
Specifies the complete name or file set ID number of the fileset to be 
examined. The read-write, read-only, or backup version of the 
fileset can be used. 

Append the .backup or .readonly extension to the name of the 
file set to list infonnation about one of those versions of the fileset 
instead of the read-write version. This is useful if the read-write 
version no longer exists, in which case the command fails if the 
.backup or .readonly extension is not used with the name of the 
file set. 

Use this option or use -path; omit both options to display 
infonnation about the fileset containing the current working 
directory. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-Iocalauth 

-verbose 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -Iocalauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed infonnation about its actions as it 
executes the command. 
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-help Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts Isft command displays information from both the file set header and the 
Fileset Location Database (FLDB) entry for the specified file set. It displays the 
same output as the fts Isheader command with the -long option and the fts Isfldb 
command for a single fileset. It can be used to learn the file set ID number of a 
fileset or to examine locked FLDB entries. 

The fileset whose information is to be displayed can be specified by indicating the 
name of a file or directory on the fileset with the -path option, or it can be specified 
by indicating its name or ID number with the -fileset option. Omit both the -path 
and -fileset options to display information about the fileset containing the current 
working directory. If the name of the file set is specified with the -fileset option, the 
.backup or .readonly extension can be appended to the name to display 
information about one of those fileset versions rather than the read/write version. 

Use the fts Isheader command to display information from fileset headers. Use the 
fts Isfldb command to display information from fileset entries in the FLDB. 

The fts Isft command displays the following information from the fileset header 
and the FLDB entry for a specified DeE LFS fileset. Because non-LFS file sets do 
not have DeE LFS file set headers, and because functionality such as replication is 
not supported for non-LFS filesets, this command displays less information for a 
non-LFS fileset. 

The command displays the following information from the fileset's header: 

• The fileset's name (with a .readonly or .backup extension, if appropriate) 

• Its fileset ID number 

• Its type (RW for read/write, RO for read-only, or BK for backup) 

• Its type (LFS or non-LFS) 

• Its size in kilobytes 

• Additional information about the fileset and its access status 

• Its status (On-line, Off-line, or an error indicator) 

• The File Server machine, aggregate name, and aggregate ID number where 
it resides 
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• The ID numbers of the parent, clone, and backup filesets related to the 
fileset 

• The ID numbers of the low-level backing and low-level forward filesets 
related to the fileset 

• Its version number 

• The maximum quota, in kilobytes, of the read-write version of the fileset 

• The day, date, and time when the fileset was created (replicated or backed 
up for a read-only or backup file set) 

• The day, date, and time when the contents of the fileset were last updated 
(same as the creation time for a read-only or backup file set) 

It then displays the following information from the fileset's entry in the FLDB: 

• The fileset's name (with a .readonly or .backup extension, if appropriate). 

• The fileset IDs of the read-write, read-only, and backup versions. 

• For each version, a status flag of valid indicates the version actually exists 
at a site; a status flag of invalid indicates the version does not exist at any 
site. (For the read-only version, the status flag indicates whether a 
replication site is defined.) 

• The number of sites at which a version of the fileset exists. 

• An indicator if the FLDB entry is locked. (The indicator is omitted if the 
entry is not locked.) 

• The replication parameters associated with the file set. 

• Information identifying the File Server machines and aggregates (sites) 
where read-write (RW) , read-only (RO), or backup (BK) versions of the 
fileset reside. 

• For a read-only version, the MaxSiteAge replication parameter defined for 
that site; for a read-write version, 0: 00: 00. 

• The abbreviated DeE principal name of each File Server machine where a 
version of the fileset resides, the name of the group that owns the server 
entry for the machine (or <nil> if no group owns the server entry), and the 
object identifier for the machine (or <nil> if no identifier is associated 
with the machine). 
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Examples The following example displays information from the fileset header and FLDB 
entry for a DCE LFS fileset named user.terry: 

$ fts Isft -fileset user.terry 

user.terry 0,,196953 RW LFS 5071 K states Ox4009 accStatus OxO On-line 
fs3.abc.com, aggregate Ifs1 (ID 10) 
Parent 0,,196953 Clone 0,,0 Backup 0,,196955 
llBack 0,,0 IIFwd 0,,0 Version 0,,25963 
MaxQuota 15000 K 
Creation Tue Oct 15 16:45:16 1991 
Last Update Fri Nov 22 11:36:00 1991 

user. terry 
readWriteID 
readOnlyID 
backupID 

number of sites: 1 

0,,196953 valid 
0,,196594 invalid 
0,,196595 valid 

Sched repl: maxAge=2:00:00; failAge=1dO:00:00; 
reclaimWait=18:00:00; rrdnRepDelay=0:05:00; defaultSiteAge=0:30:00 
server flags aggr siteAge principal owner objid 

fs3.abc.com RW,BK Ifs1 0:00:00 hosts/fs3 <nil> <nil> 

Related informatioll 

Commands: fts Isfldb(8dfs), fts Isheader(8dfs) 
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fts lsheader 

Purpose 

Synopsis 

Options 

Shows information from fileset headers 

fts lsheader -server machine [-aggregate name] [{ -fast I -long}] [-cell cellname] 
[{ -noauth I -localauth}] [-verbose] [-help] 

-server machine 
Names a File Server machine about whose filesets header 
information is to be displayed. Specify the server name as a DeE 
pathname. This option can be combined with the -aggregate option 
to name a specific aggregate on -server. 

-aggregate name 
Specifies the device name, aggregate name, or aggregate ID of the 
aggregate or partition on -server from whose file sets header 
information is to be displayed. These identifiers are specified in the 
first, second, and fourth fields of the entry for the aggregate or 
partition in the dcelocallvar/dfs/dfstab file. The -server option 
must be provided with this option. 

-fast Directs the output to display only the fileset ID numbers of all 
filesets on the indicated server (and optionally the aggregate). If 
you use this option, do not use the -long option. 

-long Directs the output to display more detailed infonnation about all 
filesets on the indicated server (and optionally the aggregate). If 
you use this option, do not use the -fast option. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 
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Description 

-help Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts Isheader command formats and displays information from the fileset 
headers of filesets on the specified server (and optionally the aggregate or 
partition). To display information from the headers of all filesets on a specific File 
Server machine, specify the name of the server machine with the -server option. 
To specify information from the headers of all filesets on a specific aggregate on a 
File Server machine, specify the name of the server machine with the -server 
option and the name of the aggregate or partition with the -aggregate option. 

Include the -fast option with the command to display only the ID numbers of the 
file sets at the specified location. Include the -long option with the command to 
display more detailed information from the headers of the filesets at the specified 
location. 

Use the fts Isfldb command to display information from fileset entries in the Fileset 
Location Database (FLDB). To display more information about a single fileset, use 
the fts Isft command to display all of the information displayed by this command 
when the -long option is used and all of the information displayed by the fts Isfldb 
command. 

Privilege Required 

Output 
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You must be listed in the admin.ft file on the machine specified by -server. 

The fts Is header command displays different output about the filesets at the 
specified location depending on whether the -fast or -long option is included. 
Information about the file sets is displayed in numeric order by fileset ID number if 
the -fast option is used; otherwise, it is displayed in alphabetical order by fileset 
name. 

The following information is displayed for DCE LFS filesets. Because non-LFS 
filesets do not have DCE LFS file set headers, this command displays much less 
information for non-LFS file sets, and the -fast and -long options have less of an 
impact on the amount of output displayed. 

If the -fast option is used, the command lists the ID number of each fileset. If both 
the -fast and -long options are omitted, the command displays the following 
information: 

• The File Server machine, aggregate name, and aggregate ID number where 
the filesets reside 
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• The total number of filesets on the aggregate 

• Each fileset's name (with a .readonly or .backup extension, if appropriate) 

• Its fileset ID number 

• Its type (RW for read-write, RO for read-only, or BK for backup) 

• Its size in kilobytes 

• Its status (On-line, Off-line, or an error indicator) 

• The total number of filesets on-line, the total number of filesets off-line, and 
the total number of filesets busy 

If the -long option is used, the command displays the following additional 
information for each fileset: 

• Whether it is a DeE LFS (LFS) or non-LFS fileset 

• Additional information about the fileset and its access status 

• The ID numbers of the parent, clone, and backup filesets related to the 
fileset 

• The ID numbers of the low-level backing and low-level forward file sets 
related to the fileset 

• The version number of the fileset 

• The maximum quota, in kilobytes, of the read-write version of the fileset 

• The day, date, and time when the fileset was created (replicated or backed 
up for a read-only or backup fileset) 

• The day, date, and time when the contents of the fileset were last updated 
(same as the creation time for a read-only or backup file set) 

Examples The following examples show output from the fts lsheader command when it is 
executed with the -fast option, with neither the -fast option nor the -long option, 
and with the -long option. All three examples display output primarily for the same 
fileset, user. terry (lD number 0,,196953). 
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$ fts lsheader 1 .. .Iabc.comlhosts/fs3/devllfsl -fast 
0,,196953 
0,,196956 

0,,199845 
0,,199846 
$ fts lsheader 1 ... /abc.comlhosts/fs3/devllfsl 
Total filesets on server fs3 aggregate lfs1 (ID 10): 16 
user. terry 0,,196953 RW 5071 K On-line 
user.wvh 0,,196956 RW 4955 K On-line 

Total filesets on-line 15; total off-line 1; 
total busy 0 
$ fts lsheader 1 .. .Iabc.comlhosts/fs3 Idevllfsl -long 
Total filesets on server fs3 aggregate lfs1 (ID 10): 16 
user.terry 0,,196953 RW LFS 5071 K states Ox4009 accStatus OxO On-line 

fs3.abc.com, aggregate lfs1 (ID 10) 
Parent 0,,196953 Clone 0,,0 Backup 0,,196955 
llBack 0,,0 llFwd 0,,0 Version 0,,25963 
MaxQuota 15000 K 
Creation Tue Oct 15 16:45:16 1991 
Last Update Fri Nov 22 11:36:00 1991 

user.wvh 0,,196956 RW LFS 4955 K states Ox9 accStatus OxO On-line 

Total filesets on-line 15; total off-line 1; 
total busy 0 

Related Information 
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fts lsmount 

Purpose 

Synopsis 

Options 

Description 

Output 

Lists the file sets associated with mount points 

fts lsmount -dir directory_name ... [-help] 

-dir directory_name 
N ames each directory that serves as a mount point for a fileset. The 
last element in the specified pathname must be an actual name, not. 
(dot) or .. (dot dot). 

-help Pririts the online help for this command. All other valid options 
specified with this option are ignored. 

The fts lsmount command displays the mime of the fileset for which each directory 
specified with -dir is the mount point. The association between a mount point and a 
fileset is created with the fts crmount command; it is removed with the f18 
delmount command. 

The fts lsmount command displays the following message for each directory that 
is a mount point: 

I directory_name I is a mount point for fileset 
I filesecname I 

In the output, directory _name is the name of a directory you specified with the -dir 
option; filesecname is the name of the fileset for which directory _name serves as a 
mount point. The command also provides the following informatiori about the 
directory and file set: 

# (number sign) 
Precedes filesecname if directory_name is a regular mount point 

% (percent sign) 
Precedesfilesecname if directory_name is a read/write mount point 

A cellname and : (colon) 
Precede filesecname if directory _name is a cellular mount point; a 
# (pound sign) or % (percent sign) precedes the cellname 
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! (exclamation point) 
Replaces filesecname if the directory is a global mount point 

The fts lsmount command displays the following message for each directory that 
is not a mount point: 

I directory_name I is not a mount point. 

Privilege Required 

You must have read permission on each -dir used in the command, regardless of 
whether the directory in which -dir resides is in a DCE LFS or non-LFS file set. 

Related Information 

Commands: fts delmount(8dfs) 
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fts lsreplicas 

Purpose 

Synopsis 

Options 

Description 

Displays the status of DeE LFS fileset replicas 

fts lsreplicas -fileset {name I ID} {-alii -server machine } [-cell cellname] 
[{ -noauth I -localauth}] [-verbose] [-help] 

-fileset {name I ID} 

-all 

-server 

Specifies the complete name or file set ID number of the fileset 
whose replicas are to be checked. 

Specifies that all replicas of -fileset are to be checked. Use this 
option or use -server. 

Names a specific File Server machine where replicas of -fileset are 
to be checked. Specify the server name as a DeE pathname. Use 
this option or use -all. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts Is replicas command shows the status of read-only replicas of the read/write 
DeE LFS file set specified with the -fileset option. Use the command's options to 
check replicas of -fileset as follows: 
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• To check the status of the replica stored on a specific File Server machine, 
specify the name of the machine with the -server option. 

• To check the status of all replicas, specify the -all option. 

If Release Replication is used for a read/write fileset, tlse the fts release command 
to place replicas of the file set at replication sites. (If Scheduled Replication is 
used, the Replication Server automatically places rep~icas at replication sites 
according to specified parameters.) Use t~e fts update command to request that the 
Replication Server make an immediate update of the replicas of any read/write 
file set. 

Use the fts statrepserver command to check the status of the Replication Server 
process on a specific File Server machine. Use the fts addsite command to add a 
replication site; use the fts rmsite command to remove a replication site. 

Examples The following command displays the status of each replica of the read/write fileset 
named osfl_pmax.bin: ' 

$ fts lsr osfl_pmax.bin -a 

Related Information 
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fts Isserverentry 

Purpose 

Synopsis 

Options 

Description 

Lists a server entry from the FLDB 

fts lsserverentry {-server machine I-all} [-cell cellname] [{ -noauth I 
-localauth}] [-verbose] [-help] 

-server machine 

-aU 

Specifies the name of the server machine whose entry in the Fileset 
Location Database (FLDB) is to be displayed. Specify the server 
name as a DeE pathname. Use this option or use the -all option. 

Specifies that the entries for all server machines in the FLDB are to 
be displayed. Use this option or use the -server option. 

-cell cellname Specifies the cell from whose FLDB the specified server entries are 
to be listed. The default is the local cell of the issuer of the 
command. 

-noauth 

-localauth 

-verbose 

-help 

Directs Cts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs Cts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

Th Cts lsserverentry command displays server entry information from the FLDB. 
If the -server option is specified, entry information from the FLDB for only the 
indicated server machine is displayed. If the -aU option is specified, entry 
information from the FLDB for all server machines is displayed. 
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Use the fts crserverentry command to create a server entry in the FLDB. Use the 
fts edserverentry command to modify a server entry in the FLDB. Use the fts 
delserverentry command to remove a server entry from the FLDB. 

Examples The following command displays the server entry from the FLDB for a server 
machine named fsl: 

$ fts Isserverentry 1 .. .Iabc.comlhosts/fsl 

Related Information 

Commands: fts crserverentry(8dfs), fts delserverentry(8dfs), fts 
edserverentry(8dfs) 
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fts move 

Purpose 

Synopsis 

Options 

Moves a read/write DeE LFS fileset to another site 

fts move -fileset {name lID} -fromserver source_machine 
-from aggregate source_name -toserver descmachine -toaggregate descname 
[-cell cellname] [{ -noauth I -localauth}] [-verbose] [-help] 

-fileset {name I ID} 
Specifies the complete name or the fileset ID number of a read/write 
fileset to be moved. 

-fromserver source_machine 
Names the File Server machine where the fileset currently resides. 
Specify the server name as a DeE pathname. 

-from aggregate source_name 
Specifies the device name, aggregate name, or aggregate ID of the 
aggregate the fileset currently resides on. These identifiers are 
specified in the first, second, and fourth fields of the entry for the 
aggregate in the dcelocallvar/dfs/dfstab file. 

-toserver descmachine 
Names the File Server machine to move the fileset to. Specify the 
server name as a DeE pathname. 

-toaggregate desCname 
Specifies the device name, aggregate name, or aggregate ID of the 
aggregate to move the fileset to. These identifiers are specified in the 
first, second, and fourth fields of the entry for the aggregate in the 
dfstab file. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 
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Description 

-verbose 

-help 

Directs fts to provide detailed infonnation about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts move command moves the indicated read/write DCE LFS fileset from its 
current site (specified with -fromserver and -fromaggregate) to the destination 
site (specified with -toserver and -toaggregate). The command decrements the 
number of file set entries recorded as residing on -fromserver in the Fileset 
Location Database (FLDB) entry for the File Server machine, and it increments the 
number of fileset entries recorded as residing on -to server in the FLDB entry for 
that File Server machine. It also automatically removes the backup copy of the 
fileset from the current site, if it exists. To create a new backup at the destination 
site, use the fts clone command. 

It is not possible to move a read-only or backup file set. For read-only filesets, the 
corresponding action is to create a new replication site with the fts addsite 
command and remove an existing one with the fts rmsite command. Because the 
backup version of a read/write file set is automatically deleted when its read/write 
source is moved, a backup fileset can be moved only by moving its read/write 
source and issuing the fts clone command. 

A DCE LFS fileset that is mounted locally (as a file system on its File Server 
machine) cannot be moved. You must remove its local mount point before 
attempting to move the fileset. 

It is not possible to move a fileset from a site in one cell to a site in another cell. 
Filesets can be moved only between two sites in the same cell. The filesets are 
assumed to reside in the local cell of the issuer unless the name of a foreign cell is 
specified with the -cell option. 

Privilege Required 

You must be listed in the admin.ft files on both the source and destination 
machines. You must also be listed in the admin.f1 files on all Fileset Database 
machines or own the server entries for the source machine, the destination 
machine, and any machines replicas of the file set reside on. In addition, the source 
machine (-fromserver) must be listed in the admin.ft file on the destination 
machine (-toserver). 

Examples The following command moves the fileset user. smith from Idev/lvOl on fs3 to 
Idev/lv02 on fs7: 

$ fts move user. smith 1 .. Jabc.com/hosts/fs3/devllvOl/ .. Jabc.comlhosts/fs7 /devllv02 
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Related Information 

Commands: fts addsite(8dfs), fts clone(8dfs), fts delete(8dfs), fts release(8dfs) 

Files: dfstab(4dfs) 
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fts release 

Purpose 

Synopsis 

Options 

Description 
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Initiates Release Replication by placing a read-only version of a read/write DCE 
LFS fileset at the local site 

fts release -fileset {name I ID} [-cell eel/name] [{ -noauth I -localauth}] 
[-verbose] [-help] 

-file set {name lID} 
Specifies the complete name or fileset ID number of the read/write 
fileset to be replicated locally (cloned if the local replication site is 
defined on the same aggregate as the read/write fileset). Once the 
fileset is replicated locally, the Replication Servers at the file set' s 
replication sites copy the replica to their sites. 

-cell eel/name Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs Cts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The Cts release command is used to initiate the Release Replication process. It 
places a read-only copy of the read/write DCE LFS fileset specified with the 
-fileset option at the local replication site defined at the same File Server machine 
as the read/write fileset. The Replication Servers (repserver processes) at each of 
the fileset's replication sites (specified File Server machines and aggregates) then 
place read-only replicas of the copy at the sites on their respective machines. 
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Before this command can be used, the fts setrepinfo command must be used to 
define the replication parameters for the read/write fileset. If Release Replication is 
to be used, the -release option must be specified when the fts setrepinfo command 
is used to define the fileset's replication parameters. The fts addsite command must 
also be used to define the replication sites for the read/write fileset. (The replication 
site on the same File Server machine as the read/write fileset must be defined first.) 
The read/write file set must have at least one replication site defined before the fts 
release command can be issued. The replication parameters and sites for a 
read/write fileset are recorded in the fileset's entry in the Fileset Location Database 
(FLDB). 

The alternative to Release Replication is Scheduled Replication, which 
automatically places replicas of a read/write fileset at its replication sites according 
to the fileset's replication parameters. (Additional replication parameters must be 
set with the fts setrepinfo command if Scheduled Replication is to be used.) The 
fts update command can be used to request an immediate update of read-only 
replicas, regardless of the type of replication used (Release of Scheduled). 

Use the fts lsreplicas command to check the status of replicas. Use the fts 
statrepserver command to check the status of the Replication Server on a File 
Server machine. 

A DCE LFS fileset that is mounted locally (as a file system on its File Server 
machine) cannot be replicated. You must remove its local mount point before 
attempting to replicate the fileset. 

Privilege Required 

You must be listed in the admin.ft file on the machine where the source read/write 
fileset is stored. You must also be listed in the admin.ft files on all Fileset Database 
machines or own the server entries for the machine the source file set resides on and 
all machines the read-only replicas are to reside on. 

Examples The following command initiates Release Replication for the read/write fileset 
named osfl_pmax.bin: 

$ fts release osfl_pmax.bin 

Related Information 

Commands: fts addsite(8dfs), fts Isreplicas(8dfs), fts setrepinfo(8dfs), fts 
statrepserver(8dfs), fts update(8dfs) 
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fts rename 

Purpose 

Synopsis 

Options 
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Renames a fileset 

fts rename -oldname oldname -newname newname [-cell cellname] [{ -noauth I 
-Iocalauth}] [-verbose] [-help] 

-oldname oldname 
Specifies the current name of the read/write file set. 

-newname newname 
Specifies the new name for the read/write fileset. The name must be 
unique within the local cell, and it should be indicative of the 
file set' s contents. The following characters can be included in the 
name of a fileset: 

• All uppercase and lowercase alphabetic characters (a to z, 
and A to Z) 

• All numerals (0 to 9) 

• The. (period) 

• The - (dash) 

• The _ (underscore) 

The name must contain at least one alphabetic character or an 
(underscore) to differentiate its name from an ID number. The name 
can be no longer than 102 characters. This does not include the 
.readonly or .backup extension, which is added automatically when 
a read-only or backup fileset is created. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauthDirects fts to use the unprivileged identity anonymous as the 

-Iocalauth 

identity of the issuer of the command. If you use this option, do not 
use the -Iocalauth option. 

Directs fts to use the identity (principal name) of the machine on 
which the command is issued as the identity of the issuer. The issuer 
must be logged into the machine as root for this option to work. If 
you use this option, do not use the -noauth option. 



Description 

-verbose 

-help 

Distributed File Service Commands 

fts rename{8dfs) 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts rename command changes the name of the read/write fileset specified with 
-oldname to the name specified with -newname. The names of the read/write 
fileset's read-only copies and backup copy, if any, automatically change to match. 

After issuing this command, the issuer must correct any mount points that refer to 
the old fileset name. This is done by removing each old mount point with fts 
delmount and creating a replacement for each with fts crmount. (These 
commands require that the issuer have the delete, write, and insert permissions on 
any directories that mount points are removed from or that they are created in.) 

Privilege Required 

You must be listed in the admin.ft file on the machine where the read/write file set 
resides. You must also be listed in the admin.fl files on all Fileset Database 
machines or own the server entry for each machine a version of the fileset to be 
renamed resides on. 

Examples The following command changes the incorrect fileset name osf1.bin to the correct 
fileset name osf1_pmax.bin: 

$ fts rename osfl.bin osfl_pmax.bin 

Related Information 

Commands: fts crmount(8dfs), fts delmount(8dfs) 
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fts restore 

Purpose 

Synopsis 

Options 
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Converts a file from a bytestream format to file set format and places it in the file 
system 

fts restore -ftname name -server machine -aggregate name [-file filename] 
[-ftid ID] [-overwrite] [-cell cellname] [{ -noauth I -localauth}] [-verbose] 
[-help] 

-ftname name 
Specifies the name of the file set to which the file is to be restored. If 
the file is to be restored as a new fileset, the name must be unique 
within the local cell, and it should be indicative of the fileset's 
contents. The following characters can be included in the name of a 
file set: 

• All uppercase and lowercase alphabetic characters (a to z, 
and A to Z) 

• All numerals (0 to 9) 

• The. (period) 

• The - (dash) 

• The _ (underscore) 

The name must contain at least one alphabetic character or an _ 
(underscore) to differentiate it from an ID number. It can be no 
longer than 102 characters. This length does not include the 
.readonly or .backup extension, which is added automatically when 
a read-only or backup version of the fileset is created. 

-server machine 
Specifies the File Server machine the file is to be restored to. 
Specify the server name as a DCE pathname. 

-aggregate name 
Specifies the device name, aggregate name, or aggregate ID of the 
aggregate or partition on -server the file is to be restored to. These 
identifiers are specified in the first, second, and fourth fields of the 
entry for the aggregate or partition in the dcelocallvar/dfs/dfstab 
file. 
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-file filename Specifies the complete pathname of the file to be restored. If a 
complete pathname is not provided, the file is assumed to reside in 
the current working directory. If this option is omitted, the data is 
read from standard input (stdin). 

-ftid ID Specifies the file set ID number to assign to the restored fileset. If 
this option is omitted and an existing fileset is to be overwritten, the 
fileset ID number of the existing fileset is used. If it is omitted and a 
new fileset is to be created, the FL Server allocates a new fileset ID 
number for the fileset. Use this option sparingly and with great care. 

-overwrite Specifies that the file to be restored can overwrite an existing fileset. 
If this option is omitted, the command exits without overwriting an 
existing fileset. Use this option only to overwrite a previously 
restored version of a file set with a file containing an incremental 
dump of the same fileset. More information about conditions that 
must be met if a fileset is to be overwritten by an incremental dump 
is provided later in this reference page. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts restore command translates a dump file created previously with the fts 
dump command from a bytestream format to a fileset format appropriate for the 
machine specified with the -server option. The dump file to be restored is indicated 
with the -file option. If this option is omitted, the data to be restored is read from 
stdin. 
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The file set contained in the dump file can be restored as a new read/write file set by 
specifying a new name and, optionally, a new site for the fileset. The command 
assigns the fileset the name indicated with the -ftname option. It restores it to the 
site specified with the -server and -aggregate options. The dump file must contain 
the full dump of a file set if it is to be restored as a new fileset. 

Alternatively, the fileset contained in the dump file can be restored over an existing 
read/write version of the same fileset by specifying the name and site of the 
existing fileset. The command resets the creation time stored in the fileset's header 
to match the restore time. The -overwrite option must be used to specify that the 
dump file is to overwrite the existing fileset. If this option is omitted, the command 
displays an error message and exits rather than overwriting the existing file set. 

The fileset to be overwritten must initially have been restored as a new read/write 
fileset from a full dump. Also, the dump file to be restored must be an incremental 
dump. (A full dump of a fileset cannot be restored to overwrite an existing fileset, 
even one of the same name.) Both the incremental and the full dump that initially 
produced the read/write fileset to be overwritten must be dumps of the same fileset. 

Multiple incremental dumps of a fileset can be restored to overwrite the same 
existing fileset provided the following conditions are true: 

• The fileset to be overwritten must not have been modified (that is, no files 
added, removed, or saved, and no ACLs changed) since its most recent 
restoration from a full or incremental dump. 

• The dump file to be restored must have been created from a date and time 
(as specified with the -date or -version option of the fts dump command) 
no later than the date and time at which the most recently restored dump of 
the file set to be overwritten was dumped. 

• The dump file to be restored must have been created at a date and time later 
than the date and time at which the most recently restored dump of the 
file set to be overwritten was dumped. 

The last two conditions indicate that the span of time recorded in the incremental 
dump to be restored must overlap and extend the span of time recorded in the 
file set to be overwritten. For example, suppose the following dumps were made of 
a fileset: a full dump was made on 1 January 1992; an incremental dump from 31 
December 1991 was made on 7 January 1992; and an incremental dump from 6 
January 1992 was made on 14 January 1992. The following sequence of operations 
represents the only possible way to restore the fileset from all three of these dumps: 

1. The full dump made on 1 January is restored as a new read/write file set. 

2. The incremental dump made on 7 January is restored to overwrite the 
read/write version of the fileset made from the full dump. 
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3. The incremental dump made on 14 January is restored to overwrite the 
read/write version of the fileset that includes data from the full and first 
incremental dumps. 

No other sequence of restore operations involving all three dumps is possible. Any 
other sequence of steps will undoubtedly result in some or all of the data in the 
fileset being inaccessible or inconsistent. 

A fileset ID number can be assigned to any restored fileset with the -ftid option. 
This is generally not recommended unless there is good reason to believe that an 
available fileset ID number can be specified. If the -ftid option is omitted, an 
overwritten fileset retains its current ID number, or the FL Server allocates a new 
ID number for a new file set restored from a dump file. If a new fileset ID number 
is assigned or allocated, the FL Server increments the number of fileset entries 
recorded as residing on the specified File Server machine in the Fileset Location 
Database (FLDB) entry for the server. 

A fileset can be restored to a non-LFS file system different from the one it was 
dumped from. However, a non-LFS fileset cannot be restored as a DCE LFS file set, 
and vice versa. 

If an existing fileset is overwritten with this command, use the fts update 
command to release new read-only replicas based on the new version of the fileset, 
and use the fts clone command to create a new backup version of the fileset. If a 
new fileset is created, use the fts crmount command to create a mount point for the 
fileset, making it visible in the DCE namespace. 

Cautions Ensure that all of the conditions discussed earlier are met before you restore an 
incremental dump of a fileset over an existing fileset. Violation of any of the 
conditions is very likely to result in inaccessibility or inconsistency of some or all 
of the data in the file set. 

Privilege Required 

You must be listed in the admin.ft file on the machine specified by -server and 
must have the read permission on the dump file. You must also be listed in the 
admin.fl files on all Fileset Database machines or own the server entry for each 
machine where a version of the fileset is recorded as residing in the FLDB 
(generally only -server unless an existing fileset is to be overwritten). 

Examples The following example restores a file, Itmp/smith.013191.dump, that contains an 
incremental dump of a fileset over an existing read/write version of the same 
fileset, user.smith. The incremental dump was created using a start date and time 
no later than the date and time when the most recently restored version of the 
fileset to be overwritten was dumped, and it was dumped at a date and time later 
than the date and time when the most recently restored version of the fileset to be 
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overwritten was dumped. Also, the file set to be overwritten has not been modified 
since it was last restored. The -ftid option is omitted, so the file set retains its 
current fileset ID number. 

$ fts restore user.smith 1 •. Jabc.comlhosts/fsllfsl 
Itmp/smith.013191.dump -overwrite 

The following command takes input directly from an fts dump command to create 
a new read/write fileset, user. terry , from an existing fileset, user.smith. The -file 
option is omitted from the fts dump command to send the output to stdout, and it 
is omitted from the fts restore command to read the input from stdin. (The 
information is "piped" from one command to the next.) The -ftid option is again 
omitted from the fts restore command; this time the FL Server allocates a new ID 
number for the file set. 

$ fts dump user.smith -time 0 I fts restore user.terry 
1 .. Jabc.comlhosts/fsllfsl 

Related Information 
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fts rmsite 

Purpose 

Synopsis 

Options 

Removes a replication site and read-only DCE LFS fileset 

fts rmsite -fileset {name I ID} -server machine -aggregate name [-cell cellname] 
[{ -noauth I -localauth}] [-verbose] [-help] 

-fileset {name lID} 
Specifies the complete name or file set ID number of the read/write 
fileset for which a replication site and the read-only file set stored at 
that site are to be removed. 

-server machine 
Specifies the File Server machine to be removed as a replication 
site. Specify the server name as a DCE pathname. 

-aggregate name 
Specifies the device name, aggregate name, or aggregate ID of the 
aggregate to be removed as a replication site. These identifiers are 
specified in the first, second, and fourth fields of the entry for the 
aggregate in the dcelocallvar/dfs/dfstab file. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 
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Description 

The fts rmsite command removes a replication site currently defined for the 
read/write DCE LFS fileset specified with the -fileset option. The -server and 
-aggregate options are used to specify the replication site to be removed. The 
command removes the definition of the replication site from the Fileset Location 
Database (FLDB) entry for the fileset. It also removes the replica of the read/write 
file set stored at the removed site and decrements the number of fileset entries 
recorded as residing on the File Server machine specified with -server in the 
FLDB entry for the server. 

Other replication sites of the read/write fileset are not affected. If the command is 
used to remove a fileset's last repiication site, the status flag for the read-only 
version in the fileset's FLDB entry is set to invalid. If it is used to remove the last 
existing version of a fileset, the fileset's entire FLDB entry is removed. 

Before the fts delete command is used to remove the read/write (and backup) 
version of a fileset, use the fts rmsite command to remove the read-only replicas of 
the fileset. If Release Replication was used for the fileset, use the fts rmsite 
command to remove the read-only replica stored on the same File Server machine 
as the read/write file set as well. 

Replication sites are added with the fts add site command. 

Privilege Required 

You must be iisted in the admin.ft file on the machine specified by -server. The 
issuer must also be listed in the admin.ft files on all Fileset Database machines or 
own the server entry for each machine that houses a version of the file set for which 
the replication site and replica are to be removed. 

Examples The following command removes the replication site on the aggregate Idev/lvOl of 
the File Server machine fsS from the FLDB entry for the fileset named 
osfl_pmax.bin. A replica of osfl_pmax.bin that resides at the site is also 
removed. 

$ fts rmsite osfl_pmax.bin 1 •• Jabc.comlhosts/fsS Idev/lvOl 

Related Information 
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fts setquota 

Purpose 

Synopsis 

Options 

Description 

Sets the maximum quota for a read/write DeE LFS file set 

fts setquota {-path {filename I directory_name} I -fileset {name I ID} } 
-size kbytes [-cell cellname] [{ -noauth I -localauth}] [-verbose] [-help] 

-path {filenmame I directory_name} 
N ames a directory or file located on the read/write fileset whose 
quota is to be set. Use this option or use -fileset. 

-fileset {name I ID} 
Specifies the complete name or file set ID number of the read/write 
fileset whose quota is to be set. Use this option or use -path. 

-size kbytes Specifies the maximum amount of disk space the fileset can occupy. 
Specify the value in I-kilobyte blocks. (A value of 1024 kilobytes is 
1 megabyte.) By default, every newly created fileset has a maximum 
quota of 5000 kilobytes. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts setquota command sets the maximum size of the quota for a read/write 
DeE LFS fileset. (It cannot be used to set the quota for a non-LFS file set or for a 
read-only or backup DeE LFS fileset.) The fileset whose quota is to be set can be 
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indicated by specifying the name of a file or directory on the file set with the -path 
option or by indicating the fileset directly with the -fileset option. 

By default, every newly created file set has a maximum quota of 5000 kilobytes. 
This command increases or decreases a fileset's maximum quota to be the number 
of kilobytes specified with the -size option. Because it does not represent the 
amount of physical data the fileset contains, a fileset's quota can be larger than the 
size of the aggregate it resides on. Similarly, the sum of the quotas of all filesets on 
an aggregate can exceed the size of the aggregate. 

The fts Isft, fts lsheader, and fts Isquota commands display, among other things, 
the current maximum quota for a fileset. 

Privilege Required 

You must be listed in the admin.ft file on the machine the fileset is stored on. 

Examples The following command sets the quota for the fileset containing the directory 
named /usr/terry to be 15,000 kilobytes: 

$ fts setq lusr/terry 15000 

Related Information 

Commands: fts Isft(8dfs), fts Isheader(8dfs), fts Isquota(8dfs) 
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fts setrepinfo 

Purpose 

Synopsis 

Options 

Sets or changes replication type and parameters for a read/write DeE LFS fileset 

fts setrepinfo -fileset {name I ID} [{ -release I -scheduled}] [-change] 
[-maxage interval] [-failage interval] [-reclaimwait interval] 
[-minrepdelay interval] [-defaultsiteage interval] [-clear] 
[-cell cellname] [{ -noauth I -localauth}] [-verbose] [-help] 

-flleset {name I ID} 

-release 

Specifies the complete name or fileset ID number of the read/write 
source fileset for which the replication type and parameters are to be 
set or changed. This command is used to set parameters for either 
Release or Scheduled Replication. 

Specifies that Release Replication is to be used with -fileset. When 
initially defining a fileset's replication parameters, use this option or 
use -scheduled. Afterward, omit both options when modifying the 
fileset's replication parameters without changing its replication 
type. 

To change a fileset's replication type (from Release to Scheduled, or 
from Scheduled to Release), include both the -change option and 
either the -release or -scheduled option to indicate the new type of 
replication to be used with the fileset. 

-scheduled Specifies that Scheduled Replication is to be used with -fileset. 

-change 

When initially defining a fileset's replication parameters, use this 
option or use -release. Afterward, omit both options when 
modifying the fileset's replication parameters without changing its 
replication type. 

To change a fileset's replication type (from Release to Scheduled, or 
from Scheduled to Release), include both the -change option and 
either the -release or -scheduled option to indicate the new type of 
replication to be used with the file set. 

Specifies that the type of replication currently used with -fileset is to 
be changed. Include the -release option to change the file set' s 
replication type from Scheduled to Release; include the -scheduled 
option to change the fileset's replication type from Release to 
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Scheduled. Omit this option when specifying -release or 
-scheduled to initially set a fileset's replication type. Also omit it 
when changing a file set' s replication parameters without changing 
its replication type. 

-maxage interval 
Specifies the maximum amount of time for which the Cache 
Manager distributes data without verifying that it is still current 
(Max Age ). The default is 2 hours. An effective value must be 
greater than or equal to 2 minutes. This is applicable to Release and 
Scheduled Replication. 

-fail age interval 
Specifies how long the Cache Manager continues to provide data 
before it fails to do so because the data is outdated (FaiIAge). The 
Cache Manager fails to use cached data if the data is older than this 
value and the Cache Manager cannot obtain more current data. The 
default is 1 day or twice the MaxAge, whichever is larger. An 
effective value must be greater than or equal to -maxage. This is 
applicable to Release and Scheduled Replication. 

-reclaimwait interval 
Specifies the amount of time the File Exporter waits before it 
reclaims storage space from deleted files; that is, those not 
referenced by any directory (ReclaimWait). It also determines the 
frequency of the Cache Manager's keep-alive messages to the 
Replication Server. 

The Cache Manager sends keep-alive messages to indicate that it is 
still using files on a read-only replica. A file being accessed from a 
replica remains available as long as the Cache Manager continues to 
notify the Replication Server that the file is still in use and the 
Replication Server continues to forward these notifications to the 
File Exporter. This is true even if the file has been removed from all 
directories on the read/write fileset in the interim. The Cache 
Manager sends keep-alive messages more frequently than the 
Reclaim Wait interval to prevent the File Exporter from reclaiming 
storage space occupied by deleted files. The default is 18 hours. An 
effective value must be greater than 2 hours; do not specify a value 
less than 90 minutes. This is applicable to Release and Scheduled 
Replication. 

-minrepdelay interval 
Specifies how long the Replication Server waits after a read/write 
source fileset changes before it attempts to get a new copy of the 
fileset (MinRepDelay). The Replication Server tracks the currency 
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of replicas by maintaining a whole-fileset token for each fileset. If a 
Cache Manager changes the read/write fileset, the Replication 
Server relinquishes its whole-fileset token and waits for at least the 
time specified by MinRepDelay before requesting a new whole­
fileset token. The default is 5 minutes or one-quarter of the 
De faultS iteAge, whichever is smaller. This value must be less than 
the MaxSiteAge specified for each replication site with the 
-maxsiteage option of the fts add site command. This is applicable 
to Scheduled Replication only. 

-deCaultsiteage inte rval 

-clear 

Specifies the default value to be used as the MaxSiteAge for a 
replication site (DefaultSiteAge). The DefaultSiteAge is used if the 
-maxsiteage option is omitted when the fts addsite command is 
used to add a replication site. The default is one-quarter of the 
MaxAge. This is applicable to Scheduled Replication only. 

Removes all replication parameters previously defined for the 
fileset. The options associated with the type of replication in use for 
the fileset can then be used to define new replication parameters, or 
they can all be omitted to allow the system to calculate new 
replication parameters for the fileset. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -Iocalauth option. 

Directs Cts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The Cts setrepinCo command is used to set or change the replication type and 
parameters for a read/write DCE LFS file set. It affects the parameters for both 
Release and Scheduled Replication. It must be issued before replication sites can 
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be defined for the file set with the fts addsite command and before the fts release 
or fts update commands can be used to copy replicas to the replication sites. The 
replication type and parameters for a file set are stored in the fileset's entry in the 
Fileset Location Database (FLDB). 

Use the following guidelines when deciding which type of replication (Release or 
Scheduled) to use with a read/write file set: 

• Use Release Replication if the fileset seldom changes or if the distribution 
of replicas must be closely tracked. 

• Use Scheduled Replication if having the system release replicas of the 
file set at regular intervals is preferred and the distribution of replicas does 
not need to be tracked. 

When initially defining a fileset's replication type, include either the -release or 
-scheduled option. These options are then omitted from the command unless the 
replication type for the file set is being changed (from Release to Scheduled, or 
from Scheduled to Release). To change the replication type, use the appropriate 
option (-release or -scheduled) to specify the new type, and include the -change 
option to indicate that the type is to be changed. 

Note that, because Release Replication does not require a replication site to have a 
MaxSiteAge, it is likely that one or more Release Replication sites will have a 
MaxSiteAge of 0 (zero), which is the default value recorded for a site if no 
MaxSiteAge or DefaultSiteAge is specified. When changing from Release 
Replication to Scheduled Replication, the -defaultsiteage option must be used to 
set a DefaultSiteAge if any replication site does not have a MaxSiteAge and no 
DefaultSiteAge exists for the source fileset; otherwise, the fts setrepinfo command 
fails. If the command fails for this reason, reissue it, specifying a DefaultSiteAge 
with the -defaultsiteage parameter. 

The -maxage, -failage, -reclaimwait, -minrepdelay, and -defaultsiteage options 
are used to set the corresponding replication parameters for a read/write file set. 
Information on the replication parameter each option sets is provided earlier in this 
reference page. The following lists describe the dependencies between the different 
options when they are used to set the replication parameters for either Release or 
Scheduled Replication. 

The following options are used to define the parameters for Release Replication. 
(The -minrepdelay and -defaultsiteage options do not apply for Release 
Replication. ) 

-maxage Required only if -failage is specified. Otherwise, the default is 2 
hours. 
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Optional. If it is specified, both -maxage and -reclaimwait are 
required. The default is 1 day or twice the MaxAge, whichever is 
larger. 

-reclaimwait Required only if -failage is specified. Otherwise, the default is 18 
hours. 

The following options are used to define the parameters for Scheduled Replication: 

-maxage 

-fail age 

Required only if -failage, -minrepdelay, or -defaultsiteage is 
specified. Otherwise, the default is 2 hours. 

Required only if -minrepdelay or -defaultsiteage is specified. 
Otherwise, the default is 1 day or twice the MaxAge, whichever is 
larger. 

-reclaimwait Required only if -failage, -minrepdelay, or -defaultsiteage is 
specified. Otherwise, the default is 18 hours. 

-minrepdelay 
Required only if -failage or -defaultsiteage is specified. Otherwise, 
the default is 5 minutes or one-quarter of the DefaultSiteAge, 
whichever is smaller. 

-defaultsiteage 
Always optional. The default is one-quarter of the MaxAge. 
However, if the other four options are specified and -defaultsiteage 
is not, the -maxsiteage option must be specified when defining 
replication sites for the read/write fileset with the fts addsite 
command. 

The fts program calculates default values for each of the parameters unless 

• The -failage option is specified for Release Replication 

• The -failage, -minrepdelay, or -defaultsiteage option is specified for 
Scheduled Replication 

Once one of these options is specified, the fts program no longer performs any 
default calculations; interval must be provided for all applicable options. (The 
exception is -defaultsiteage for Scheduled Replication, which is always optional.) 
Also, because the -minrepdelay and -defaultsiteage optimis do not apply to 
Release Replication, they are recorded if specified but they are ignored. 
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Enter interval values as integers, using the following abbreviations to indicate 
units: d for days, h for hours, m for minutes, and s for seconds. The syntax for an 
interval is 

[integer d] [integer h] [integer m] [integer s] 

At least one of the four values (days, hours, minutes, or seconds) must be provided, 
and the unit abbreviations (d, h, m, and s) must be used with any integer. The unit 
abbreviations can be uppercase or lowercase, and they can be specified in any 
order. Examples of valid interval values are 

3d2H 

3M2h 

Id6h30Iii45s 

To change the replication parameters defined for a fileset, use the options for the 
parameters you warit to change. To change all replication parameters associated 
with a fileset, use the -clear option to remove all replication parameters previously 
defined for the fileset, and use the options for the parameters you want to change to 
indicate the new parameters. To have the system calculate default values for ail 
replication parameters, use only the -clear option. 

Use the fts lsftdb or fts lsft command to display the replication parameters 
associated with a read/write fileset. Use the fts Is replicas command to display the 
status of replicas at replication sites. Use the fts statrepserver command to display 
the status of the Replication Server on a File Server machine. 

A DCE LFS fileset that is mounted locally (as a file system on its File Server 
machine) cannot be replicated with either method of replication. You must remove 
its local mount point before attempting to replicate the fileset. 

Note that replication is available in a cell only if the following conditions have 
been met: root.dfs, the cell's main read/write fileset, is a DCE LFS fileset; root.dfs 
was mounted with an explicit read/write mount point when the cell was configured; 
and root.dfs is replicated. Refer to the OSF DeE Administration Guide for 
inforniation on configuring root.dfs to support replication. 

Privilege Required 

You must be listed in the admin.ft file on the machine where the fileset resides. 
You must also be listed in the admin.ft files on all Fileset Database machines or 
own the server entry for each machine on which a version of the file set resides. 

Cautions When using the fts setrepinfo command to set replication parameters, it is 
recommended that the default parameters (with the exception of MaxAge) be used 
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for both types of replication. The dependencies between the parameters are 
complicated and should be defined by the issuer only when absolutely necessary. 

Examples The following command sets the initial Release Replication type and parameters 
for the read/write fileset named osfi_pmax.bin. The default replication parameters 
are used for the fileset. 

$ fts setrepinfo -fileset osfl_pmax.bin -release 

The following command changes the replication type for the osfi_pmax.bin fileset 
from Release to Scheduled. It also clears the current replication parameters for the 
fileset and allows the system to calculate default values for all of the parameters. 

$ fts setr -fileset osfl_pmax.bin -scheduled -change -clear 

The following command clears the current replication parameters used for the 
osfi_pmax.bin fileset, replacing them with parameters specified by the issuer of 
the command: 

$ fts setr osfl_pmax.bin -maxage 6h -failage 12h -reclaimwait Id -minrepdelay 15m -clear 

The previous command changes the default Scheduled Replication parameters as 
follows: 

• It increases the MaxAge from the default of 2 hours to 6 hours. 

• It decreases the FailAge from the default of the larger of 1 day or twice the 
MaxAge to 12 hours (twice the MaxAge). 

• It increases the MinRepDelay from the default of 5 minutes or one-quarter 
of the DefaultSiteAge to 15 minutes. 

• It increases the ReclaimWait from the default of 18 hours to 1 day. 

Because the -deCaultsiteage option is omitted from the command, the -maxsiteage 
option must be used when defining replication sites for the fileset with the Cts 
addsite command. 

Related Information 

Commands: Cts addsite(8dCs), fts Isftdb(8dCs), Cts Isft(8dCs), Cts Isreplicas(8dCs), 
Cts release(8dCs), fts statrepserver(8dCs), Cts update(8dCs) 

Books: OSF DeE Administration Guide 
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fts statftserver 

Purpose 

Synopsis 

Options 

Description 
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Reports on the activity of a Fileset Server 

fts statftserver -server machine [-cell cellname] [{ -noauth I -localauth}] 
[-verbose] [-help] 

-server machine 
Names the File Server machine about whose Fileset Server 
information is to be reported. Specify the server name as a DeE 
pathname. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identify (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts statftserver command reports on the actions of the Fileset Server (ftserver 
process) on the File Server machine specified with the -server option. The 
command returns information about the actions of the Fileset Server at the moment 
it is issued. This command is useful mainly if there is concern that a Fileset Server 
is not performing requested actions. 

If no transactions are active on the specified machine, the command displays a 
message to that effect. This indicates that the Fileset Server is functioning properly. 
If transactions are active on the machine, the command displays information about 
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the action currently being performed by the Fileset Server. Depending on the 
information displayed, the Fileset Server mayor may not be functioning properly. 

If the Fileset Server is not currently performing any actions, the command displays 
the following message, indicating that the Fileset Server is functioning normally: 

No active transactions on machine_name 

If the Fileset Server is currently performing an action, the command displays 
information about the actions of the Fileset Server. The output includes fields 
containing ID numbers and flags that the Fileset Server sets for internal use. The 
details of the information returned by the command are more useful to 
programmers than to system administrators. A full understanding of the output 
requires familiarity with the code for the Fileset Server. 

Privilege Required 

You must be listed on the admin.ft file on the machine specified by -server. 

Related Information 

Commands: ftserver(8dfs) 
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fts statrepserver 

Purpose 

Synopsis 

Options 

Description 
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Displays the status of a Replication Server process 

fts statrepserver -server machine [-long] [-cell cellname] 
[{ -noauth I -localauth}] [-verbose] [-help] 

-server machine 
Names the File Server machine about whose Replication Server 
status information is to be displayed. Specify the server name as a 
DeE pathname. 

-long Specifies that more detailed information about the Replication 
Server is to be displayed. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other options specified 
with this option are ignored. 

The fts statrepserver command displays information about the status of the 
Replication Server (repserver process) on the File Server machine specified with 
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the -server option. Include the -long option to specify more detailed information 
about the Replication Server on the specified machine. Use the fts Isreplicas 
command to check the statuses of fileset replicas. 

Related Information 

Commands: fts Isreplicas(8dfs), repserver(8dfs) 

5-319 



OSF DeE Administration Reference 

fts syncfldb (8dfs ) 

fts syncfldb 

Purpose 

Synopsis 

Options 
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Synchronizes FLDB entries with file set headers at a particular site 

fts syncfldb -server machine [-aggregate name] [-cell cellname] 
[{ -noauth I -localauth}] [-verbose] [-help] 

-server machine 
N ames the File Server machine from which to compare filesets to 
entries in the Fileset Location Database (FLDB). Specify the server 
name as a DeE pathname. 

-aggregate name 
Specifies the device name, aggregate name, or aggregate ID of the 
aggregate or partition on -server for which to compare filesets to 
FLDB entries. These identifiers are specified in the first, second, 
and fourth fields of the entry for the aggregate or partition in the 
dcelocallvar/dfs/dfstab file. Do not use this option under normal 
circumstances; omitting it allows synchronization of all file sets on 
-server. Use it only when just a single aggregate needs to be 
synchronized. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 
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The fts syncfldb command inspects filesets residing on the File Server machine 
specified by -server. It checks either all of the filesets on -server or only the 
filesets on the optionally specified -aggregate. It checks that the FLDB correctly 
records every fileset whose fileset header is marked On-line. It changes any 
necessary FLDB entries to be consistent with the status of each fileset on -server 
and optionally -aggregate. 

This command also performs the following additional functions: 

• If it finds a backup fileset whose read-write source no longer exists at the 
same site, it removes the backup from the site. 

• If it finds a fileset ID number that is larger than the value of the counter 
used by the FL Server when allocating fileset ID numbers, it records this ID 
number as the new value of the counter. The next fileset to be created 
receives a fileset ID number one greater than this number. 

• If necessary, it increments or decrements the number of file set entries 
recorded as residing on a File Server machine in the FLDB entry for the 
server. 

It is recommended that the fts syncserv command be run on all File Server 
machines in a cell after the fts syncfldb command is run on all File Server 
machines in the cell. However, nothing prohibits the commands from being 
executed in reverse order or independently of each other. 

Note that the fts syncfldb and fts syncserv commands cannot restore replication 
information lost when the entry for a DeE LFS fileset is removed from the FLDB. 
Replication information must be reconstructed with the fts setrepinfo and fts 
addsite commands. 

Because non-LFS filesets do not have fileset headers, the fts syncfldb and fts 
syncserv commands have limited effectiveness on non-LFS filesets. For example, 
because non-LFS filesets do not have fileset headers, the fts syncfldb command 
cannot determine the name of a non-LFS fileset that has no FLDB entry. If the 
command determines that it needs to create an FLDB entry for a nOD-LFS fileset, it 
generates a name of the form SYNCFLDB-ADDED-number, where number is a 
unique number appended to the name to differentiate it from other names of the 
same type. The proper commands then need to be used to rename the fileset to its 
original name. 

Privilege Required 

The issuer must be listed in the admin.ft file on each machine that houses a version 
of any fileset stored at the specified site (-server and optionally -aggregate). You 
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must also be listed in the admin.fl files on all Fileset Database machines or own the 
server entry for each machine that houses a version of any file set stored at the 
specified site. ' , 

Related Information 
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Commands: fts addsite(8dfs), fts setrepinfo(8dfs), fts syncserv(8dfs) 

Files: dfstab(4dfs) 
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fts syncserv 

Purpose 

Synopsis 

Options 

Synchronizes fileset headers at a particular site with their FLDB entrie 

fts syncserv -server machine [-aggregate name] [-cell cellname] 
[{ -noauth I -Iocalauth}] [-verbose] [-help] 

-server machine 
N ames the File Server machine for which to check entries in the 
Fileset Location Database (FLDB). Specify the server name as a 
DeE pathname. 

-aggregate name 
Specifies the device name, aggregate name, or aggregate ID of the 
aggregate or partition on -server for which to check FLDB entries. 
These identifiers are specified in the first, second, and fourth fields 
of the entry for the aggregate or partition in the 
dcelocallvar/dfs/dfstab file. Do not use this option under normal 
circumstances; omitting it allows synchronization of all filesets on -
server. Use it only when just a single aggregate needs to be 
synchronized. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-Iocalauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -Iocalauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 
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Description 

This command finds and inspects the FLDB entries for filesets (read-write, read­
only, and backup) residing on the File Server machine specified by -server. It 
checks either all of the filesets on -server or only the filesets on the optionally 
specified -aggregate. It checks that the FLDB entry for each fileset is consistent 
with the state of the file set at the specified site, including the reported sites of all 
copies (even though that requires checking filesets on server machines other than -
server). It also increments or decrements the number of fileset entries recorded as 
residing on File Server machines in the FLDB entries for the servers, as necessary. 

It is recommended that the fts syncftdb command be run on all File Server 
machines in a cell before the fts syncserv command is run on the File Server 
machines in the cell. However, nothing prohibits the commands from being 
executed in the reverse order or independently of each other. 

Note that the fts syncserv and fts syncftdb commands cannot restore replication 
information lost when the entry for a DeE LFS fileset is removed from the FLDB. 
Replication information must be reconstructed with the fts setrepinfo and fts 
addsite commands. 

Because non-LFS filesets do not have fileset headers, the fts syncserv and fts 
syncftdb commands have limited effectiveness on non-LFS filesets. For example, 
because the fts syncserv command cannot destroy a disk partition, it cannot delete 
a non-LFS fileset, even if it determines that the file set needs to be deleted. Instead, 
the fts program displays an error message reporting the non-LFS fileset that needs 
to be deleted to restore file system consistency. The proper commands then need to 
be used to delete the file set. 

Privilege Required 

You must be listed in the admin.ft file on each machine that houses a version of 
any fileset stored at the specified site (-server and optionally -aggregate ). You 
must also be listed in the admin.ft files on all Fileset Database machines or own the 
server entry for each machine that houses a version of any fileset stored at the 
specified site. 

Examples The following command synchronizes the FLDB entries of file sets whose site 
definitions mention fs3, including any copies of the filesets not located on fs3: 

$ fts syncserv 1 •. ./abc.comlhosts/fs3 
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Related Information 

Commands: fts addsite(8dfs), fts setrepinfo(8dfs), fts syncfldb(8dfs) 

Files: dfstab(4dfs) 
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fts unlock 

Purpose 

Synopsis 

Options 

Description 
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Unlocks an entry in the FLDB 

fts unlock -fileset {name I ID} [-cell cellname] [{ -noauth I -localauth}] 
[-verbose] [-help] 

-fileset {name I ID} 
Specifies the complete name or file set ID number of the fileset 
whose entry in the Fileset Location Database (FLDB) is to be 
unlocked. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts unlock command releases the lock on the FLDB entry for the file set 
indicated by -fileset. Use the fts unlockftdb command to unlock multiple file sets at 
one time. 
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Privilege Required 

You must be listed in the admin.f1 files on all Fileset DatabCise machines or own 
the server entry for each machine on which a version of the fileset to be unlocked 
resides. 

Cautions Do not issue this command under normal circumstances. It is useful only if the 
FLDB entry for a file set is locked but there is no reason to suspect inconsiste~cy 
within the file set or between it and the FLDB. Note that it is possible to list 
information from locked FLDB entries, even though they cannot be manipulated in 
other ways. 

Examples The following command unlocks the FLDB entry for the fileset named user.terry: 

$ fts unlock user.terry 

Related Information 

Commands: fts lock(8dfs), fts unlockfldb(8dfs) 
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fts unlockfldb 

Purpose 

Synopsis 

Options 
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Unlocks all specified locked entries in the FLDB 

fts unlockfldb [-server machine] [-aggregate name] [-cell cellname] 
[{ -noauth I -localauth}] [-verbose] [-help] 

-server machine 
Names the File Server machine whose filesets are to have their 
Fileset Location Database (FLDB) entries unlocked. Specify the 
server name as a DeE pathname. Use this option with -aggregate to 
unlock the entries for the file sets on a specific aggregate on -server. 
Omit both this option and -aggregate to unlock all of the entries in 
the FLDB. 

-aggregate name 
Specifies the device name, aggregate name, or aggregate ID of an 
aggregate or partition on -server where the filesets whose FLDB 
entries are to be unlocked reside. These identifiers are specified in 
the first, second, and fourth fields of the entry for the aggregate or 
partition in the dcelocallvar/dfs/dfstab file. The -server option 
must be specified with this option. Omit both this option and -server 
to unlock all of the entries in the FLDB. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine where 
the command is issued as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 
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The fts unlockftdb command releases the lock on the FLDB entries indicated by 
the combination of options specified. To unlock 

• All entries in the FLDB, specify no options 

• All entries that mention a File Server machine in a site definition, specify 
the name of the File Server machine with -server 

• All entries that mention a specific site, specify both -server and -aggregate 

• A single fileset, use the fts unlock command instead 

Privilege Required 

You must be listed in the admin.ft files on all Fileset Database machines or own 
the server entry for each machine that houses a version of any fileset to be 
unlocked. 

Cautions Do not issue this command under normal circumstances. It is useful only if FLDB 
entries for filesets at a certain site are locked, but there is no reason to suspect 
inconsistency within the filesets or between the filesets and the FLDB. Note that it 
is possible to list information from locked FLDB entries, even though they cannot 
be manipulated in other ways. 

Examples The following command unlocks all locked entries in the FLDB: 

$ fts unlockftdb 

Related Information 

Commands: fts lock(8dfs), fts unlock(8dfs) 

Files: dfstab(4dfs) 
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fts update 

Purpose 

Synopsis 

Options 

Description 
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Requests an immediate update of replicas of a read/write DeE LFS file set 

fts update -fileset {name I ID} {-alii -server machine} [-cell cellname] [{ -noauth 
I -localauth}] [-verbose] [-help] 

-fileset {name lID} 

-all 

Specifies the complete name or file set ID number of the read/write 
fileset whose replicas are to be updated immediately. The file set can 
use Release or Scheduled Replication. 

Specifies that all replicas of -fileset are to be updated. Use this 
option or use -server. 

-server machine 
Names a specific File Server machine on which the replica of 
-fileset to be updated is stored. Specify the server name as a DeE 
pathname. Use this option or use -all. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine where 
the command is issued as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The fts update command asks the Replication Server to make an immediate update 
of replicas of the read/write DeE LFS fileset specified with the -fileset option. It 
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can be used to update replicas created with Release or Scheduled Replication. Use 
the command's options to update replicas of -fileset as follows: 

• To update the replica stored on a specific File Server machine, specify the 
name of the machine with the -server option. 

• To update all replicas, specify the -all option. 

When this command is used to update replicas of a file set that uses Scheduled 
Replication, it requests that the Replication Server perform an immediate update of 
the specified replicas based on the current read/write version of the fileset. When it 
is used to update replicas of a file set that uses Release Replication, it forces the 
Replication Server to copy the read-only replica stored on the same File Server 
machine as the read/write fileset to the replicas at the specified replication sites. 
This command does not change the replication type and parameters defined for the 
read/write file set. 

Before this command can be used, the fts setrepinfo command must be used to 
define the replication parameters for the read/write fileset. The fts add site 
command must also be used to define at least one replication site for the read/write 
fileset. If Release Replication is used, the first replication site created with the fts 
addsite command must be on the same File Server machine as the read/write 
fileset, after which the fts release command is used to place a replica at the site. 

Use the fts Is replicas command to check the status of replicas of the fileset. Use 
the fts statrepserver command to check the status of the Replication Server on a 
File Server machine. 

A DCE LFS fileset that is mounted locally (as a file system on its File Server 
machine) cannot be replicated with either method of replication. You must remove 
its local mount point before attempting to replicate the file set. 

Examples The following command requests an immediate update of the replica of the 
read/write fileset named osfl_pmax.bin at the replication site defined at the File 
Server machine named fs3: 

$ fts update osfl_pmax.bin / .. .!abc.comlhosts/fs3 

Related Information 

Commands: fts addsite(8dfs), fts Isreplicas(8dfs), fts release(8dfs), fts 
setrepinfo(8dfs), fts statrepserver(8dfs) 

5-331 



OSF DeE Administration Reference 

fts zap(8dfs) 

fts zap 

Purpose 

Synopsis 

Options 

Description 
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Removes a DeE LFS file set from its site without updating the FLDB 

fts zap -ftid ID -server machine -aggregate name [-cell cellname] 
[{ -noau th I -localau th }] [-verbose] [-help] 

-ftid ID Specifies the fileset ID number of the file set to remove; a file set 
name is not valid. 

-server machine 
Names the File Server machine from which to remove the file set. 
Specify the server name as a DeE pathname. 

-aggregate name 
Specifies the device name, aggregate name, or aggregate ID of the 
aggregate on -server from which to remove the fileset. These 
identifiers are specified in the first, second, and fourth fields of the 
entry for the aggregate in the dcelocallvar/dfs/dfstab file. 

-cell cellname Specifies the cell where the command is to be run. The default is the 
local cell of the issuer of the command. 

-noauth 

-localauth 

-verbose 

-help 

Directs fts to use the unprivileged identity anonymous as the 
identity of the issuer of the command. If you use this option, do not 
use the -localauth option. 

Directs fts to use the identity (principal name) of the machine the 
command is issued from as the identity of the issuer. The issuer must 
be logged into the machine as root for this option to work. If you 
use this option, do not use the -noauth option. 

Directs fts to provide detailed information about its actions as it 
executes the command. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

This command removes the DeE LFS fileset with the fileset ID number specified 
by -ftid from the site defined by -server and -aggregate. It neither changes the 
corresponding Fileset Location Database (FLDB) entry for the file set nor 
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decrements the number of fileset entries recorded in the server entry in the FLDB 
for the specified File Server machine. 

This command is useful in situations where it is important to delete the fileset but, 
for some reason, the FLDB is unreachable; for example, if the FL Server is 
unavailable. The issuer can remove the FLDB entry later with the fts rmsite or fts 
delfldbentry commands, or it can be removed automatically by running the fts 
syncserv and fts syncfldb commands. 

A DCE LFS fileset that is mounted locally (as a file system on its File Server 
machine) cannot be deleted. You must remove its local mount point before 
attempting to delete the fileset. 

Privilege Required 

The issuer must be listed in the admin.ft file on the machine specified by -server. 

Cautions Do not use this command as the standard way to remove a fileset. It can make the 
FLDB inconsistent with the filesets on File Server machines. Use the fts delete 
command to remove the fileset entry from the FLDB at the same time that the 
fileset is removed. 

Examples The following command removes the fileset with fileset ID 0,,36870988 from 
Idev/lvOl on fs6, without recording the change in the FLDB: 

$ fts zap 0,,36870988 1 •• Jabc.com/hosts/fs6 IdevllvOl 

Related Information 

Commands: fts delete(8dfs), fts delfldbentry(8dfs), fts rmsite(8dfs), fts 
syncfldb(8dfs), fts syncserv(8dfs) 

Files: dfstab(4dfs) 

5-333 



OSF DeE Administration Reference 

ftserver( 8dfs) 

ftserver 

Purpose 

Synopsis 

Options 

Description 
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Initializes the Fileset Server 

ftserver [-adminlist filename] [-verbose] [-help] 

-adminlist filenmae 

-verbose 

-help 

Speci fies the administrative list file that contains principals and 
groups authorized to execute ftserver RPCs (usually using fts 
commands). If this option is omitted, ftserver obtains the list of 
authorized users from the default administrative list file, 
dcelocallvar/dfs/admin.ft. 

Directs the command to report on its actions as it executes. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The help and apropos commands available with all command suites 
are also available with the ftserver command. See the bos help and 
bos apropos reference pages for examples of using these 
commands. 

The Fileset Server, or ftserver process, handles fileset administration operations, 
such as creating, deleting, moving, and replicating filesets. The ftserver process 
must be run on all machines that export data for use in the global namespace. A 
machine that runs the Fileset Server, the File Exporter (which is initialized by the 
fxd process), and the dfsbind process is considered a DFS File Server machine. 
The Fileset Server is usually started and controlled by the BOS Server; if it is not, 
execute the ftserver process as a background process. The binary file for the 
ftserver process resides in dcelocallbinlftserver. 

The first time it is initialized, ftserver creates the dcelocallvar/dfs/admin.ft 
administrative list file if the file does not already exist. The principals and groups 
listed in the admin.ft administrative list are authorized to administer filesets on the 
machine. Because some operations, such as fileset moves, are accomplished by 
two Fileset Servers communicating, server principal names must also appear in the 
admin.ft list. For simplified administration, create one admin.ft administrative list 
that contains the server principal names of all machines in the administrative 
domain. The same admin.ft list can then be used by all ftserver processes in the 
domain. 
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When it is started, ftserver creates the dcelocal/var/dfs/adm/FtLog event log file 
if the file does not already exist. It then appends messages to the file. If the file 
exists when ftserver is started, the process moves it to the FtLog.old file in the 
same directory (overwriting the current FtLog.old file if it exists) before creating a 
new version to append messages to. 

Use the fts statftserver command to check the status of the Fileset Server on any 
server machine. 

Privilege Required 

Output 

You must be logged in as root on the local machine. 

If problems are encountered during initialization, the ftserver process prints error 
messages to the standard error output. The ftserver keeps an event log file in 
dcelocallvar/dfs/admIFtLog. 

Related Information 

Commands: dfsbind(8dfs), fts statftserver(8dfs), fxd(8dfs) 

Files: admin.ft(4dfs), FtLog(4dfs) 
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fxd 

Purpose 

Synopsis 

Options 
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Initializes the File Exporter and start associated kernel daemons 

fxd -admingroup group [-mainprocs number _of_background_daemons] 
[-tokenprocs number_of_token_daemons] [-verbose] [-help] 

-admingroup group 
Specifies the group that can administer the File Exporter on this 
machine. Members of the specified group can effectively change 
the permissions, owner, and owning group of any file system object 
exported from the machine. The -admingroup option performs a 
function similar to that of the administrative lists associated with 
DFS server processes, such as the Fileset Server and the Fileset 
Location Server, that run in the user-space. 

-mainprocs number _of_background_daemons 
Specifies the number of main kernel processes (File Exporter kernel 
daemons) to run on the machine. File Exporter kernel daemons are 
responsible for receiving and servicing RPC requests from DFS 
clients. If this option is omitted, four main kernel daemons perform 
these services. 

-tokenprocs number _of_token_daemons 

-verbose 

-help 

Specifies the number of token-revocation kernel processes (File 
Exporter kernel daemons) to run on the machine. File Exporter 
kernel daemons are responsible for issuing token revocation RPC 
requests to DFS clients. If this option is omitted, two main kernel 
daemons issue token revocation requests. 

Directs fxd to produce more detailed information about its actions 
during initialization and as it creates kernel daemons. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The help and apropos commands available with all command suites 
are also available with the fxd command. See the bos help and bos 
apropos reference pages for examples of using these commands. 
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The fxd command initializes the File Exporter on a File Server machine and starts 
all kernel daemons, such as those for garbage collection, that the File Exporter 
requires. It also passes connection-state information (such as cell name, Fileset 
Database machine location, and server key information) to the File Exporter. The 
File Exporter uses this information to communicate with other processes such as 
Fileset Location Servers. 

The File Exporter must be run on all machines that export data for use in the global 
namespace. A machine that runs the File Exporter, the Fileset Server (ftserver 
process), and the dfsbind process is considered to be a DFS File Server machine. 
The File Exporter is typically run by adding the fxd command to the proper start­
up file (letc/rc or its equivalent). The dfsbind process must be run before the fxd 
process in a start-up file. The binary file for the fxd process resides in 
dcelocallbinlfxd. 

The -mainprocs and -tokenprocs options can be used to alter the default number 
of main kernel daemons running on the server machine as follows. On most system 
types, these daemons appear as nameless entries in the output of the ps command. 

-mainprocs Specifies the number of main kernel daemons that run on the 
machine to service RPC requests from DFS clients. The default 
number of main kernel daemons is four, which is usually sufficient 
to handle RPC requests from many DFS client machines. Use the -
mainprocs option to increase the number of main kernel daemons if 
the machine is to support an unusually large number of DFS clients. 

-tokenprocs Option specifies the number of main kernel daemons dedicated to 
issuing token revocation RPC requests to DFS clients. The daemons 
also issue messages to client machines to verify that the client 
machines are still active. The default number of main kernel 
daemons dedicated to this task is two. If the -mainprocs option is 
used to increase the number of main kernel daemons, use the -
tokenprocs option to increase the number of daemons dedicated to 
token revocation accordingly. 

The -admingroup option is used to associate system administrators with the fxd 
process. Members of the group specified with the -admingroup option have the 
necessary ACL and UNIX permissions to change the permissions of any file or 
directory object exported from the machine. They have the equivalent of the ACL 
c permission on the objects in each exported DCE LFS fileset, and they can 
effectively change the mode bits on the objects in each exported non-LFS file set. 
(To change the permissions on an object that resides in a lower-level directory of 
an exported fileset, a member of the group may need to provide the group with the 
necessary permissions on directories in the path that leads to the object.) Members 
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of the group can also change the owner and owning group of any object exported 
from the machine. Note that, while similar in many respects, inclusion in the group 
specified with the -admingroup option and being logged in as root are not 
equivalent. 

Place only highly trusted users in the group associated with the fxd process. 
Members of the group generally constitute a subset of the users in other DFS 
administrative lists such as the admin.bos file. For simplified administration, the 
same group can be specified with the -admingroup options of all fxd commands 
issued in a domain. 

When it is issued, the fxd command creates the dcelocallvar/dfs/admIFileLog 
event log if the file does not already exist. The File Exporter then appends to the 
file any messages it generates. If the file exists when the fxd command is run, the 
command moves it to the FileLog.old file in the same directory (overwriting the 
current FileLog.old file if it exists) before creating a new version the File Exporter 
can append messages to. 

Privilege Required 

You must be logged in as root on the local machine. 

Output If problems are encountered during initialization, the fxd process prints error 
messages to the standard error output. The File Exporter keeps an event log in 
dcelocallvar/dfs/admIFileLog. 

Examples The following line, entered in the appropriate initialization file (letc/rc or its 
equivalent) on a File Server machine, starts the fxd process on the local machine. 
The celI_fileset group is specified as the administrative group for the File Exporter 
on the machine. The dfsbind process must be run before the fxd process in a 
start-up file. 

fxd -admin cell_fileset 

Related Information 
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growaggr 

Purpose 

Synopsis 

Options 

Increases the size of a DeE LFS aggregate 

growaggr -aggregate name [-aggrsize blocks] [-no action] [-help] 

-aggregate name 
Specifies the device name or aggregate name of the DeE LFS 
aggregate whose size is to be increased. These names are specified 
in the first and second fields of the entry for the aggregate in the 
dcelocallvar/dfs/dfstab file. A relative pathname specified with this 
option is taken relative to Idevl. The specified aggregate does not 
need to be exported, nor does any fileset on the aggregate need to be 
mounted locally or in the global namespace. 

-aggrsize blocks 

-noaction 

-help 

Specifies the total number of I024-byte blocks to be available on the 
specified aggregate. The number of I024-byte blocks specified with 
this option cannot exceed the total size of the disk partition where 
the aggregate resides, and it must be at least three DeE LFS blocks 
greater than the current size of the aggregate. (The number of bytes 
in a DeE LFS block is defined on a per-aggregate basis with the 
-blocksize option of the newaggr command when an aggregate is 
created.) 

Include the -noaction option with this option to determine if the 
specified aggregate size is valid without changing the current size of 
the aggregate. Omit both this option and the -noaction option to 
increase the size of the aggregate to the total size of the disk 
partition it resides on. 

Used without the -aggrsize option, this option directs the command 
to display the total number of I024-byte blocks on the disk partition 
the specified aggregate resides on. Used with the -aggrsize option, 
this option determines if the specified aggregate size is valid. The 
current size of the specified aggregate is not affected if this option is 
used. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 
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Description 
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The help and apropos commands available with all command suites 
are also available with the growaggr command. See the bos help 
and bos apropos reference pages for examples of using these 
commands. 

The growaggr command is used to increase the size of an existing DeE LFS 
aggregate. The aggregate whose size is to be increased is specified with the 
-aggregate option. The binary file for the growaggr command resides in 
dcelocallbinlgrowaggr. 

The -aggrsize option is used to specify the total size to make the aggregate. 
Specify the size as a number of 1024-byte blocks. The size specified with this 
option cannot exceed the total size of the disk partition the aggregate resides on. 
The specified size also must be at least three DeE LFS disk blocks greater than the 
current size of the aggregate. If it is not, the command displays the minimum size 
in 1024-byte blocks that can be specified. (The number of bytes in a DeE LFS 
block is defined on a per-aggregate basis with the -blocksize option of the 
newaggr command when an aggregate is initialized. It must be a power of 2 
between 1024 and 65,536.) 

If the -noaction option is included with the command, the present size of the 
aggregate is not affected. Combine the -aggrsize and -noaction options to achieve 
the following results: 

• Specify only the -aggrsize option to increase the size of the aggregate to 
the specified size, as described previously. 

• Specify only the -noaction option to determine the total number of 1024-
byte blocks on the partition the aggregate resides on. 

• Specify both the -aggrsize and -noaction options to determine if the size 
specified with the -aggrsize option is valid (within the limits defined 
previously). 

• Omit both the -aggrsize and -no action options to increase the size of the 
aggregate to the total size of the disk partition on which it resides. 

In operating systems that support logical volumes, the command is useful for 
increasing the size of an aggregate when the size of the logical volume the 
aggregate resides on is increased. It can also be used to increase the size of an 
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aggregate that was deliberately made smaller than the size of the partition or 
logical volume on which it resides. 

The command does not affect any data or filesets that already reside on the 
aggregate to be grown. 

Privilege Required 

If the -noaction option is not included with the command, you must be logged in as 
root on the local machine or must be able to write to the device (disk partition) on 
which the specified aggregate resides. If the -noaction option is included with the 
command, you only need to be able to read the device the aggregate resides on. 

Related Information 

Commands: newaggr(8dfs) 

Files: dfstab(4dfs) 
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newaggr 

Purpose 

Synopsis 

Options 
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Initialize a DeE LFS aggregate 

newaggr -aggregate name -blocksize bytes -fragsize bytes [-initialempty blocks] 
[-aggrsize blocks] [-logsize blocks] [-overwrite] [-verbose] [-noaction] [-help] 

-aggregate name 
Specifies the device name or aggregate name of the disk partition to 
be initialized as a DeE LFS aggregate. These names are specified in 
the first and second fields of the entry for the aggregate in the 
dcelocallvar/dfs/dfstab file. 

-blocksize bytes 

-fragsize bytes 

Specifies the number of bytes to be available in DeE LFS blocks on 
the aggregate (also referred to as the blocking factor). The value 
provided must be a power of 2 between 1024 and 65,536. 

The number controls how disks are addressed in DeE LFS. No file 
larger than 231 blocks can be read or written. (Other considerations, 
chiefly I/O speed versus disk utilization, also constrain the 
maximum file size.) 

Specifies the number of bytes to be available in DeE LFS fragments 
on the aggregate. The value provided must be a power of 2 between 
1024 and the number of bytes specified with -blocksize. 

The unit of storage allocation in DCE LFS is the fragment, so this 
value controls the granularity of storage allocated to files. In other 
words, it affects the amount of space lost due to fragmentation. 

-initialempty blocks 
Specifies the number of DeE LFS blocks that DCE LFS leaves 
empty at the beginning of the disk partition when it initializes the 
aggregate. The value provided must be an integer between 0 (zero) 
and 65,536 divided by the number of bytes specified with -
blocksize. For example, if the value provided with -blocksize is 
2048, the value provided with -initialempty cannot exceed 32 
(65,536 divided by 2048). 
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The empty blocks reserved with this option are often used for a 
bootstrapping program. For this reason, the reserved blocks are 
often referred to as bootblocks. 

If this option is omitted, one block is left empty at the beginning of 
the partition. 

-aggrsize blocks 
Specifies the total number of DeE LFS blocks to be available on the 
aggregate. Because this value cannot exceed the size of the disk 
partition, it can be used only to restrict the size of the aggregate. It 
must be large enough to accommodate at least the log and any 
blocks left empty at the beginning of the partition. 

If this option is omitted, the default is the total number of DeE LFS 
blocks on the disk partition being initialized as a DeE LFS 
aggregate. 

-logsize blocks 
Specifies the number of DeE LFS blocks to be reserved for the log 
on the aggregate. This value cannot exceed the number of DeE LFS 
blocks used for -aggrsize, and it must contain at least enough blocks 
for the log to be initially created. 

If this option is omitted, the default is 1 percent of the total number 
of DeE LFS blocks on the aggregate (the number of DeE LFS 
blocks used for -aggrsize). 

-overwrite Specifies that any existing file system found on the partition can be 
overwritten when the aggregate is initialized. If this option is 
specified, an existing .file system on the disk partition is 
automatically overwritten; the issuer is not prompted for 
confirmation. 

-verbose 

-noaction 

If this option is omitted and an existing file system is found on the 
partition, the command displays a message informing the issuer that 
the -overwrite option must be used to overwrite an existing file. It 
then terminates with an exit code of at least 16 without overwriting 
the existing file system. 

Directs the command to provide more information on its actions as it 
executes. 

Directs the command to display information about what it would do 
without actually modifying the partition. Include the other options 
as you would to actually execute the command. The command 
displays the default values it would use for its options and informs 
the issuer if the disk partition already contains a file system. 
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Description 
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-help Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The help and apropos commands available with all command suites 
are also available with the newaggr command. See the bos help and 
bos apropos reference pages for examples of using these 
commands. 

The newaggr command is used to initialize a partitIOn on the local disk of a 
machine for use as an aggregate with DeE LFS. The partition to be initialized as a 
DeE LFS aggregate is specified with the -aggregate option. The newaggr 
command formats the specified partition by creating the metadata structure used by 
DeE LFS for access control list (ACL) support, logging, and multiple fileset 
operations. It also creates temporary space on the disk used by the DCE LFS log 
for faster restarts after system failures. The binary file for the newaggr command 
resides in dcelocallbinlnewaggr. 

An aggregate is a collection of DeE LFS disk blocks made up of the space 
available in the partition where it resides. Each disk block on an aggregate has a 
fixed size specified with the -blocksize option. The -blocksize option specifies the 
number of bytes in each DCE LFS block. The value specified with this option must 
be a power of 2 between 1024 (1 kilobyte) and 65,536 (64 kilobytes). 

Each block can be further decomposed into fragments. Each fragment on an 
aggregate has a fixed size specified with the -fragsize option. The -fragsize option 
specifies the number of bytes in each fragment. The value specified with this option 
must be a power of 2 between 1024 (1 kilobyte) and the value specified with the -
blocksize option. 

The DeE LFS manages blocks and fragments as variable-length containers for the 
storage of user and system data. The DeE LFS manages filesets created on the 
aggregate as logically independent collections of data. Each fileset consists of a 
hierarchical collection of files residing entirely within a single aggregate. The DeE 
LFS obtains blocks for each fileset from a common allocation pool. As a result, 
filesets can share blocks (if the blocks are copy-on-write or if each fileset uses only 
a fragment of the block). 

The -initialempty option can be used to reserve a number of empty blocks at the 
beginning of a partition. The empty blocks are referred to as bootblacks because 
they are often used for bootstrapping programs. The value provided with the -
initialempty option must be an integer between 0 (zero) and 65,536 divided by the 
value specified with the -blocksize option. By default, one block is left empty. 

The -aggrsize option can be used to restrict the number of DCE LFS blocks in the 
aggregate. By default, all of the blocks available on the disk partition to be 



Distributed File Service Commands 

newaggr{ 8dfs) 

initialized are used in the aggregate. The value specified with the -aggrsize option 
cannot exceed the size of the partition being initialized. It must be large enough to 
accommodate at least the log and any blocks left empty at the beginning of the 
partition. 

The -logsize option can be used to specify the number of DeE LFS blocks to be 
reserved for the log on the aggregate. By default, one percent of the total number 
of DeE LFS blocks on the aggregate is reserved for the log. The value specified 
with the -logsize option cannot exceed the number of DeE LFS blocks used for the 
-aggrsize option, and it must specify at least enough blocks for the log to be 
initially created. 

If an existing file system on the disk partition being initialized is to be overwritten, 
include the -overwrite option with the command. The option instructs the 
command to overwrite any data found on the partition. To prevent an existing file 
system from being overwritten, omit the -overwrite option. If the command 
encounters an existing file system, it stops the initialization procedure without 
overwriting the existing file system and reports that it found a file system on the 
partition. It also instructs you to include the -overwrite option with the command 
to overwrite the resident file system. 

Use the -noaction option to have the command report whether the partition already 
contains a file system or to display the values it calculates for the -aggrsize and -
logsize options without actually overwriting a file system or initializing the 
partition. Specify all of the command's options as you would to actually execute 
the command, and include the -noaction option to display the results of the 
command without modifying the partition. 

The newaggr command must be used to initialize a disk partition before the 
partition can contain DeE LFS filesets. After the disk partition is initialized as a 
DeE LFS aggregate with this command, an entry can be created for the aggregate 
in the dfstab file, and it can be exported to the DeE namespace with the dfsexport 
command. DeE LFS filesets can then be created on it with the fts create command 
and mounted in the global namespace with the fts crmount command. 

Because the newaggr command overwrites all data on the partition being 
initialized, the partition must not be mounted locally and it should not contain data 
when the command is run. If the newaggr command is issued with the -overwrite 
option to create a DeE LFS aggregate on a disk partition that already contains a 
file system, the previous file system is destroyed. 

In operating systems that support logical volumes, the command can be used to 
initialize a logical volume as a DeE LFS aggregate. In such cases, all of the 
command's functionality described here with respect to a disk partition applies to 
the logical volume. 
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Cautions Do not use the newaggr command to create non-LFS aggregates. Also, do not use 
the command on a partition that contains data you want to retain; the command 
destroys all data on any partition it initializes. Finally, do not use the command on 
a locally mounted partition; doing so causes the kernel to panic. 

Privilege Required 

If the -noaction option is not included with the command, you must be logged in as 
root on the local machine or must be able to write to the device (disk partition) to 
be initialized as a DCE LFS aggregate. If the -noaction option is included with the 
command, you only need to be able to read the device. 

Related Information 
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repserver 

Purpose 

Synopsis 

Options 

Description 

Initializes the Replication Server process 

repserver [-mainprocs number _of_baekground_daemons] 
[-tokenprocs number _of_token_daemons] [-verbose] [-help] 

-mainprocs number _of_baekground_daemons 
Specifies the number of background daemons to run on the machine. 
These daemons are responsible for receiving and servicing RPC 
requests from DFS clients. If this option is omitted, four background 
daemons perform these services. 

-tokenprocs number _of_token_daemons 

-verbose 

-help 

Specifies the number of background daemons dedicated to servicing 
incoming token revocation RPC requests from DFS servers. If this 
option is omitted, four background daemons service token 
revocation requests. 

Directs the command to report on its actions as it executes. 

Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The help and apropos commands available with all command suites 
are also available with the rep server command. See the bos help 
and bos apropos reference pages for examples of using these 
commands. 

The Replication Server, or repserver process, in conjunction with the Cache 
Manager, tracks the currency of replicas and updates the versions of data being 
used at each replication site. The repserver process is used in Release and 
Scheduled Replication, and must run on any machine that stores read-only replicas 
of read-write filesets. For simplified administration, run the repserver process on 
all File Server machines. The repserver process is usually started and controlled 
by the BOS Server; if it is not, execute the repserver process as a background 
process. The binary file for the repserver process resides in 
dee loeallbinJrepserver. 
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The -mainprocs and -tokenprocs options can be used to alter the default number 
of background daemons running on the server machine as follows: 

-mainprocs Specifies the number of background daemons that run on the 
machine to service RPC requests from DFS clients. The default 
number of background daemons is four. Use the -mainprocs option 
to increase the number of background daemons if the machine 
houses a large number of replicas. 

-tokenprocs Specifies the number of background daemons dedicated to handling 
incoming token revocation RPC requests from DFS servers. The 
default number of background daemons dedicated to this task is 
four. If the -mainprocs option is used to increase the number of 
background daemons, use the -tokenprocs option to increase the 
number of background daemons dedicated to token revocation. 

When it is started, the rep server creates the dcelocal/var/dfs/admlRepLog event 
log file if the file does not already exist. It then appends messages to the file. If the 
file exists when the repserver is started, the process moves it to the RepLog.old 
file in the same directory (overwriting the current RepLog.old file if it exists) 
before creating a new version to append messages to. 

Use the fts statrepserver command to check the status of the Replication Server 
on any server machine. Use the fts lsreplicas command to check the status of 
fileset replicas. 

Privilege Required 

Output 

The issuer must be logged in as root on the local machine. 

If problems are encountered during initialization, the repserver prints error 
messages to the standard error output. The repserver keeps an event log in 
dcelocallvar/dfs/admIRepLog. 

Related Information 
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Uses the DFS Salvager to verify, recover, or repair the structure of an aggregate 

salvage -aggregate name [-verify] [-recover] [-norecover] [-verbose] 
[-nosalvage] [-help] 

-aggregate name 

-verify 

Specifies the device name or aggregate name of the DeE LFS 
aggregate to be repaired or verified. These names are specified in 
the first and second fields of the entry for the aggregate in the 
dcelocallvar/dfs/dfstab file. 

Directs the Salvager to examine the structure of the specified 
aggregate to determine if it contains any inconsistencies. The 
Salvager reports any inconsistencies it finds, but it does nothing to 
correct them. Use this option with -recover to run recovery on the 
aggregate and then examine its structure without attempting to 
repair any inconsistencies. 

\ 

-recover Directs the Salvager to run the recovery procedure on the log it finds 
on the aggregate before beginning any other operation. Recovery is 
the replaying of the log on the aggregate. Use this option with -
verify to run recovery on the aggregate and then examine its 
structure without attempting to repair any inconsistencies. 

-norecover Directs the Salvager not to run recovery on the aggregate. Use this 
option alone to salvage the aggregate by repairing any 
inconsistencies on it. 

-verbose Directs the Salvager to produce detailed information about the 
aggregate. The information is useful primarily for debugging 
purposes. It is displayed on standard output (stdout) unless it is 
piped elsewhere. Use this option alone or with any other 
combination of options. 

-nosalvage Directs the Salvager not to salvage the aggregate; the Salvager does 
not attempt to repair any inconsistencies on the aggregate. Use this 
option alone to run recovery on the aggregate without attempting to 
determine or repair any inconsistencies. 

-help Prints the online help for this command. All other valid options 
specified with this option are ignored. 
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Description 
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The help and apropos commands available with all command suites 
are also available with the salvage command. See the bos help and 
bos apropos reference pages for examples of using these 
commands. 

The salvage command invokes the DFS Salvager to analyze or repair any internal 
inconsistencies found in the structure of the DeE LFS aggregate specified with the 
-aggregate option. The DeE LFS log mechanism can usually return consistency to 
a file system after a system failure. However, the Salvager needs to be used if 
problems are detected in the basic structure of the DeE LFS aggregate or if the log 
mechanism is damaged. The binary file for the salvage command resides in 
dee loeallbinlsal vage. 

This command can be used to verify, recover, or repair the structure of an 
aggregate. Specify the command's -verify, -recover, -norecover, and -nosalvage 
options as follows to indicate the operations the Salvager is to perform on the 
specified aggregate: 

-verify To determine whether the structure of the aggregate contains any 
inconsistencies without running recovery (replaying the log) or 
attempting to repair any inconsistencies found on the aggregate. 
Use this option to assess the extent of the damage to the aggregate. 

-verify and -recover 
To run recovery on the aggregate and then analyze the structure of 
the aggregate without repairing any inconsistencies. Use these 
options if you believe replaying the log can return consistency to the 
aggregate, but you want to verify the consistency of the aggregate 
after recovery is run. 

-nosalvage To run recovery on the aggregate without attempting to determine 
or repair any inconsistencies found on the aggregate. Use this 
option to quickly return consistency to an aggregate that does not 
need to be salvaged. 

-norecover To attempt to repair any inconsistencies found in the structure of the 
aggregate without first running recovery. Use this option if you 
believe replaying the log will not return consistency to the 
aggregate and may in fact further damage it. 

No options To run recovery on the aggregate and then attempt to repair any 
inconsistencies found in the structure of the aggregate. Specify no 
options if you believe the log should be replayed before attempts are 
made to repair any inconsistencies found on the aggregate. 
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The basic function of the Salvager is similar to that of the UNIX fsck program. 
However, the Salvager prompts for additional information only if it believes the 
specified aggregate does not contain a DeE LFS file system; the operation can then 
be canceled or continued. If it is continued and the aggregate does not contain a 
DeE LFS aggregate, the Salvager exits with an error code of at least 16 without 
analyzing the partition. Otherwise, the Salvager continues with the requested 
operation without prompting for any additional information or pausing to verify 
any changes before it makes them. 

The Salvager analyzes and repairs problems detected in the structure of a DeE 
LFS aggregate. It does not verify or repair the format of the data contained in the 
files on the aggregate. If changes are required, the Salvager displays the pathnames 
of the files affected by the modifications, when the pathnames can be determined. 
The owners of the files can then verify the files' contents, and the files can be 
restored from backups if necessary. 

The Salvager verifies the structure of an aggregate by examining all of the blocks 
and anodes in each fileset on that aggregate. An anode is an area on the disk that 
provides information used to locate data and other anodes. By following the links 
between the various types of anodes, the Salvager can make reasonable 
assumptions about whether the organization of an aggregate and the file sets it 
contains is correct. 

Not all aggregates can be salvaged. In cases of extensive damage to the structure of 
the metadata on the aggregate or damage to the physical disk housing the 
aggregate, the Salvager cannot repair the inconsistencies. Also, the Salvager 
cannot verify or repair damage to data on the aggregate. The Salvager cannot 
detect problems that modified the contents of a file without damaging the structure 
of the aggregate or changing the metadata logged for the aggregate. 

Like the UNIX fsck command, the Salvager analyzes the consistency of an 
aggregate by making successive passes through the aggregate. With each 
successive pass, the Salvager examines and extracts a different type of information 
from the blocks and anodes on the aggregate. Later passes of the Salvager use 
information found in earlier passes to help in the analysis. 

As the Salvager executes, it maintains a number of internal lists. Each list consists 
of anodes that failed verification in specific ways. When it initially scans filesets, 
the Salvager marks as "unsafe" anodes where it encounters problems. The 
Salvager later attempts to determine the actual fileset pathnames associated with 
these anodes and include the pathnames in the lists. When it has finished salvaging, 
the Salvager displays any nonempty lists. 

The Salvager also maintains a log file in dcelocal/var/dfs/adm/SalvageLog to 
which it writes output about the aggregate as it executes. The Salvager also 
displays one of a number of informative exit codes depending on the 
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inconsistencies it found and the repairs it made. More information about the lists 
and exit codes displayed by the Salvager is provided later in this reference page. 

The internal structures maintained by the Salvager require a minimum of I 
megabyte of swap space. However, the amount of swap space required by the 
Salvager depends largely on the size of the aggregate being salvaged and the 
extent of the damage to the aggregate. 

Privilege Required 

If only the -verify option is included with the command, you only need the read 
permission for the specified device (aggregate). If the -recover, -no recover , or 
-nosalvage option is included with the command, or if all options are omitted from 
the command, you must be logged in as root on the local machine or must own the 
specified device (aggregate). 

Cautions Never attempt to salvage an aggregate that houses mounted filesets or that is 
currently exported. In most cases, filesets cannot be mounted on an aggregate in 
need of salvaging. However, verify that the filesets on an aggregate are unmounted, 
and unmount them if necessary, before attempting to salvage the aggregate. 
Similarly, detach an aggregate from the global namespace before salvaging it. 

Output 
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The Salvager can be used to salvage only DeE LFS aggregates. If it is executed on 
a non-LFS partition, it exits with an error code of at least 16 without analyzing the 
disk. Use the UNIX fsck program or its equivalent to verify or restore consistency 
to non-LFS disk partitions. 

The Salvager displays output on the screen and sends the same output to the 
dcelocal/var/dfs/adm/SalvageLog file. When the Salvager is executed, it displays 
the name of the aggregate it is salvaging. If the -verbose option is specified with 
the command, the Salvager also generates the following information about the 
aggregate: 

• Physical information about the configuration of the aggregate 

• Header information from the aggregate, including the major and minor 
number of the device on which the aggregate was created, and the date and 
time at which the aggregate was created 

• Information about how space in the aggregate is allocated, including 

- The total size of the aggregate in blocks 

- The block size 

- The fragment size 
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- The number of the first block in the aggregate 

- The location of the principal superblock for the aggregate 

- The number of logical blocks in the aggregate 

When the Salvager has finished executing, it displays any of the following lists that 
contain the names of one or more files: 

Ought to Restore 
Files in which one or more block references in the associated anode 
were removed or changed. Because it is unlikely such files contain 
all of their original data, these files should be restored from existing 
backups. 

May Restore Files to which modifications were made (for example, files whose 
ACLs or property lists were changed). The user should verify the 
contents of these files, or a system administrator should simply 
restore them from backups if a directory listing indicates that they 
have not been modified since the last backup was made. 

dupAnode Files that referenced fragments or blocks of data that were also 
referenced by other files. 

badACLs Files whose ACLs were modified or deleted. 

badPlists Files whose property lists (plists) were modified or deleted. 

zeroLinkCnt Files that referred to files whose link counts should be 0 (zero). This 
list is displayed only if the zero link list is incorrect. 

badLinkCnts Files whose link counts were inconsistent with the number of 
references found to the file. 

In addition, the Salvager returns one of various exit codes summarizing its actions 
and findings. Four bits are used to indicate the state of the aggregate. The larger the 
exit code, the greater the severity of the problems on the aggregate. An exit code 
made up of the following bits can be returned. (The following exit codes are 
displayed in hexadecimal format.) 

OxO (all bits off) 

Ox! 

The command found no problems. The message Done is also 
displayed. 

The command found one or more problems. The messages Some 
inconsistencies found and Done are also displayed. Run the 
command on the aggregate without the -verify option to attempt to 
correct the problems. 

5-353 



OSF DeE Administration Reference 

salvage (8dfs) 

Ox3 The command found one or more problems and fixed them. The 
messages Some inconsistencies f01llld while salvaging 
and Done are also displayed. 

At least OxlO Some serious problem (for example, the aggregate on which the 
salvage was attempted is not a DCE LFS aggregate) prevents the 
Salvager from running on the aggregate. Attempt to determine the 
cause of the problem. 

At least Ox8 The command found the aggregate to be irreparably damaged. Use 
the newaggr command to reinitialize the aggregate, and reconstruct 
the data from existing backups if possible. 

At least Ox4 The command found one or more problems and fixed some of them. 
However, some of the problems were more severe and require a 
subsequent salvage to be repaired. Run the command on the 
aggregate without the -verify option again to attempt to correct the 
problems. 

Including the -verbose option with the command produces more detailed 
information about the aggregate being salvaged. However, the additional 
information is useful primarily for debugging purposes. 

Examples The following command instructs the Salvager to analyze the structure of the 
aggregate whose device name is Idev/lvOl to determine if it contains any 
inconsistencies without running recovery or attempting to repair the 
inconsistencies: 

$ salvage IdevllvOl -verify 

The following command directs the Salvager to repair any inconsistencies it finds 
on the aggregate without first running recovery: 

$ salvage IdevllvOl -norecover 

Related Information 

Commands: newaggr(8dfs) 

Files: dfstab( 4dfs), SalvageLog( 4dfs) 
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Initializes the Scout program 

scout -server machine ... [-basename common-IJrefix] [-host] 
[-frequency seconds ] [-attention statlthreshold-IJair ... ] [-debug filename] [-help] 

-server machine 
Names each File Server machine whose File Exporter is to be 
monitored. If -basename is not specified, provide the DeE 
pathname of each machine (for example, I •. .!abc.comlhosts/fsl). If 
-basename is specified, provide only the unique suffix of each 
machine name (for example, fsl). 

-basename common-IJrefix 
Specifies the DeE pathname prefix (for example, 
I .. .!abc.comlhosts) common to the File Server machines specified 
with -server. Do not include the / (slash) separating the prefix from 
the unique part of each machine name. If a basename is specified 
with this option, it is displayed in the banner line. 

-host Displays the name of the machine running Scout in the banner line. 
This is useful if you are logged into the machine remotely. By 
default, Scout does not display this name. 

-frequency seconds 
Indicates how often Scout is to probe the File Exporters. Specify a 
positive integer as a value in seconds; the default is 60 seconds. 

-attention statlthreshold-IJair 
Specifies a list of attention settings (statistic and threshold value 
pairs). Scout highlights any value for a statistic that exceeds its 
specified threshold; the highlighting is removed when the value goes 
below the threshold. The pairs can appear in any order. Legal 
statistic/threshold pairs are 

conn connections 
The maximum number of connections the File 
Exporter can have open to client machines before the 
value is highlighted. 

fetch bytesJetched 
The maximum number of bytes of data clients can 
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fetch from the File Exporter before the value is 
highlighted. The number of bytes fetched is 
accumulated from the time the File Exporter is 
started. The highlighting is removed when the File 
Exporter is restarted, at which time the value returns 
to 0 (zero). Enter a threshold for this statistic in 64 
kilobyte units. For example, to have Scout highlight 
this value when it equals or exceeds 128 kilobytes, 
specify a threshold of 2. 

store bytes_stored 
The maximum number of bytes of data clients can 
send to the File Exporter for storage before the value 
is highlighted. The number of bytes stored is 
accumulated from the time the File Exporter is 
started. The highlighting is removed when the File 
Exporter is restarted, at which time the value returns 
to 0 (zero). Enter a threshold for this statistic in 64 
kilobyte units. For example, to have Scout highlight 
this value when it equals or exceeds 128 kilobytes, 
specify a threshold of 2. 

ws active_cliencmachines 
The maximum number of active client machines the 
File Exporter can serve before the value is 
highlighted. Active indicates those machines that 
communicated with the File Exporter in the past 15 
minutes. 

disk pe rcent Jull % 
The maximum percentage of an aggregate that can 
contain data before the value is highlighted. This 
threshold is applied to all exported aggregates and 
partitions on a File Server machine being monitored. 
Legal thresholds are the integers between 0 and 99; 
the default is 95%. You must enter the % (percent 
sign) with this threshold. If the % (percent sign) is 
absent, Scout interprets the number as a number of 
kilobyte blocks. Use this threshold or use disk 
minimum_blocksJree. 

disk minimum_blocksJree 
The minimum number of kilobyte blocks that must be 
available on an aggregate before the value is 
highlighted. This threshold is applied to all exported 
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-debug filename 
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aggregates and partitions on a File Server machine 
being monitored. Use this threshold or use disk 
percentJuli %. 

Enables debugging output and directs it to the specified filename. 
Provide a complete pathname for filename; the current working 
directory is used by default. If this option is omitted, no debugging 
output is written. 

-help Prints the online help for this command. All other valid options 
specified with this option are ignored. 

The help and apropos commands available with all command suites 
are also available with scout. See the bos help and bos apropos 
reference pages for examples of these commands. 

The Scout command displays statistics gathered from the File Exporter running in 
the kernel on each File Server machine specified with -server. Usage statistics are 
also displayed about exported aggregates and partitions on the File Server machine 
being monitored. The Scout program can be run on any DFS client or server 
machine. The binary file for the program resides in dcesharedlbinlscout. 

To change attention settings (statistic and threshold pairs), you must stop and 
restart Scout. In addition, Scout does not store the settings from previous 
executions; you must specify the desired settings each time you start the program. 

Both terminals and windowing systems that emulate terminals can display Scout 
statistics. Scout display uses reverse video and cursor addressing; therefore, the 
display environment must support these features. The issuer must set the TERM 
environment variable to the correct terminal type or to one with similar 
characteristics. 

To stop Scout, enter the interrupt command «Ctrl-c> or its equivalent) for your 
system in the Scout window. 

Scout can display statistics in either a dedicated window or on a plain screen if a 
windowing environment is unavailable. The Scout screen has three main parts: the 
Banner Line, the Statistics Display Region, and the Message/Probe Line. 

The Banner Line at the top of the window or screen displays the word Scout, 
indicating the program is running. The name of the machine executing Scout is 
displayed if the -host option is specified, and the basename of the File Server 
machines being monitored is displayed if the -basename option is specified. 
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The Statistics Display Region displays the statistics Scout has gathered for each 
File Exporter. The region is divided into six columns, one column for each of the 
five statistic and threshold pairs used with the -attention option, and one column 
for the name of each File Server machine being monitored. In addition to 
highlighting any value that exceeds its specified attention threshold, Scout 
highlights the name of any File Server machine whose File Exporter fails to 
respond to Scout's probes. The name remains highlighted until the machine 
resumes responding to Scout's probes. 

The Message/Probe Line at the bottom of the window or screen indicates how 
many times Scout has probed the File Exporters for statistics. Use the -frequency 
option to specify how frequently Scout is to probe the File Exporters. 

Examples The following scout command causes the program to monitor the File Exporters on 
File Server machines fsl and fs2 in the abc. com cell. Scout probes the File 
Exporters every 30 seconds and prints debugging information to the file named 
scout.one in the current working directory. 
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$ scout -server fsl fs2 -basename 1 •.. /abc.comlhosts -frequency 30 -debug scout.one 

The following command causes Scout to monitor the same two machines. Scout 
highlights an entry in the Fetch column if more than one megabyte (1024 
kilobytes) of data are fetched from a File Exporter, and it highlights an entry in the 
Store column if more than 512 kilobytes are stored by a File Exporter. 

$ scout -server fsl fs2 -b 1 .. .Iabc.comlhosts -attention fetch 16 store 8 
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upclient 

Purpose 

Synopsis 

Options 

Initializes the client portion of the Update Server 

up client -server machine -path {filename I directory_name} ... [-time frequency] 
[-file logJile] [-verbose] [-help] 

-server machine 
Specifies the DCE pathname of the machine (for example, 
1 .. .Iabc.comlhosts/fsl) whose files are to be periodically checked. 
The machine should be either the System Control machine for the 
cell or domain or the Binary Distribution machine for the local 
machine's CPU/operating system type. 

-path {filename I directory_name} 
Names each file or directory on the local disk of -server to be 
periodically checked. If multiple paths are supplied, they must be 
unique, disjoint trees in the file system. Paths are examined from left 
to right. Paths that intersect with previous paths used in the 
command are logged as errors (if a log file is specified with -log) 
and ignored. 

Specify a / (slash) with this option to check all files and directories 
on the local disk of -server. 

-time frequency 
Specifies in number of seconds how often the upclient process is to 
check each file or directory specified with -path for changes. The 
default is 300 seconds (5 minutes). 

-file logJile Names the log file on the local machine to which errors are to be 
written. Because multiple upclient processes can be run on one 
machine, choose a distinct filename for the log. If this option is 
omitted, no errors are logged. 

-verbose Directs the up client process to produce detailed information about 
its actions each time it checks for new versions of files (as specified 
with the -time option). The process lists each file and directory 
object it checks and any changes it makes to local versions of these 
objects. 

-help Prints the online help for this command. All other options specified 
with this option are ignored. 
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Description 

The help and apropos commands available with all command suites 
are also available with the upclient command. See the bos help and 
bos apropos reference pages for examples of using these 
commands. 

The upclient command initializes the client portion (up client process) of the 
Update Server. The upclient process periodically checks specified files and 
directories on the local disk of -server to be sure they match the corresponding 
files and directories on the local machine (the machine running upclient). If a file 
on -server does not match the version on the local machine, the up client process 
requests the newer version from the server portion (up server process) of the 
Update Server on -server. It then overwrites the local version of the file with the 
newer version. 

The upclient process is usually started and controlled by the BOS Server; if it is 
not, execute the upclient process as a background process. The binary file for the 
up client process resides in dcelocallbinlupclient. 

The -time option specifies how often the upclient process is to check for changed 
versions of files and directories. The -path option specifies the files and directories 
the up client process is to check. To check all files and directories on -server, 
specify a I (slash) with the -path option. When specifying multiple files and 
directories, the paths must be disjoint (nonintersecting). Paths are examined from 
left to right. Any path that intersects with a previous path is logged as an error (if a 
log file is named with -file) and ignored. An error also occurs if the -path option 
names a file or directory that the upserver process on the specified server machine 
is not directed to distribute. 

Multiple upclient processes can be run on one host machine. Therefore, a filename 
specified with the -file option needs to be distinct. 

Finally, the machine running the upclient process must be named in the admin.up 
file on the machine running the upserver process. Otherwise, its upclient process 
is not permitted to access files from the upserver process. 

Privilege Required 

You must be logged in as root on the local machine. 
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Examples The following command starts the upelient process running on the local machine. 
The process is to check every 180 seconds (3 minutes) for changes to the binary 
files in the directory losfl_pmaxlbin on the Binary Distribution machine named 
I .. .labe.eomlhosts/fsl. Errors are written to the file named Itmp/fsl/UpelientLog 
on the local disk of the machine running upelient. 

$ up client -s 1 •• Jabc.com/hosts/fsl -p losfl_pmaxlbin -t 180 -l/tmp/fsl/UpclientLog 

Related Information 

Commands: upserver(8dfs) 

Files: admin.up(4dfs) 
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upserver 

Purpose 

Synopsis 

Options 

Description 

5-362 

Initializes the server portion of the Update Server 

upserver -path (filename I directory_name} ... [-adminlist filename] [-help] 

-path {filename I directory_name} 
Names each file or directory to be distributed (exported) in 
unencrypted form upon request. If multiple paths are supplied, they 
must be unique, disjoint trees in the file system. Paths are examined 
from left to right. Paths that intersect with previous paths used in the 
command are logged as errors and ignored. 

Specify a / (slash) with this option to allow all files and directories 
on the local disk of the machine to be distributed. 

-adminlist filename 
Specifies the file that contains server principals authorized to 
request files from the local machine. If you do not specify the 
complete pathname of a file, the file is assumed to reside in the 
current working directory. If this option is omitted, the up server 
uses the default file (dcelocallvar/dfs/admin.up). 

-help Prints the online help for this command. All other options specified 
with this option are ignored. 

The help and apropos commands available with all command suites 
are also available with the upserver command. See the bos help 
and bos apropos reference pages for examples of using these 
commands. 

The up server command initializes the server portion (upserver process) of the 
Update Server. The upserver process distributes files from the local disk of a 
machine in response to requests from the client portion (upelient process) of the 
Update Server running on other machines. An up server process should be run on 
the System Control machine for the cell or domain and on the Binary Distribution 
machine for each CPU/operating system type. The up server process is usually 
started and controlled by the BOS Server; if it is not, execute the upserver process 
as a background process. The binary file for the upserver process resides in 
dcelocallbinlupserver. 
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The -path option specifies which of the files and directories on a machine's local 
disk the upserver can distribute. To allow all of a machine's files and directories to 
be distributed, specify a / (slash) with the -path option. When specifying multiple 
files and directories, the paths must be disjoint (nonintersecting). Paths are 
examined from left to right, and any path that intersects with a previous path is 
logged as an error and ignored. 

If the -path option names an entire directory, an upclient process can request and 
receive any file from that directory. However, if the -path option names only a 
single file from a directory, an up client process can request and receive only that 
file. If, in the latter case, an up client process requests the entire directory the file 
resides in, the request fails; the up client process receives no files. Error messages 
are written to the appropriate log files. 

Only one upserver process should be run on a machine at one time. The upserver 
process automatically creates the dcelocal/var/dfs/admin.up file if the file does 
not already exist. A machine must be named in the admin.up file for its up client 
process to be permitted to access files from the upserver process. 

When it is started, the upserver creates the dcelocal/var/dfs/admlUpLog event 
log file if the file does not already exist. It then appends messages to the file. If the 
file exists when the up server is started, the process moves it to the UpLog.old file 
in the same directory (overwriting the current UpLog.old file if it exists) before 
creating a new version to append messages to. 

Privilege Required 

You must be logged in as root on the local machine. 

Examples The following command specifies that files from the directories losfl_pmaxlbin 
and lusr/mike, which reside on the local disk of the machine, are to be exported 
upon request from up client processes. The indicated paths are nonintersecting, so 
the command executes as intended. 

$ upserver -path losfl_pmaxlbin lusr/mike 

The following command specifies that files from the directories losfl_pmaxlbin, 
lusr/mike/public, and lusr/mike, which are located on the local disk, are to be 
exported upon request. However, because the path lusr/mike/public is a subset of 
the path lusr/mike, the command logs an error in the UpLog file and ignores the 
lusr/mike path. 

$ up server -path losfl_pmaxlbin lusr/mike/puhIic lusr/mike 
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Had lusr/mike been specified before lusr/mike/tmp in the previous command, 
lusr/mike/tmp would have been logged as an error in the UpLog file and ignored; 
lusr/mike would have been exported as intended. 

Related Information 

Commands: upclient(8dfs) 

Files: admin.up(4dfs), UpLog(4dfs) 
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dce_config (8dce) 

Purpose 

Synopsis 

Description 

Installs, configures, and starts up DCE 

The dce_config shell command invokes a menu-driven interface that installs, 
configures, and starts up DCE. The dce_config command displays a hierarchy of 
menus, beginning with an installation menu. The dce_config command invokes 
individual installation and configuration routines, according to the selection 
entered by the user. 

Installation routines store the binaries required for the server installation that is 
selected into $DCELOCAL. Binaries required for a client installation are stored 
on every machine. The configuration menu consists of initial cell configuration, 
additional server configuration, and DCE client configuration. The security server 
and the first CDS server consitute initial cell configuration. 

Privilege Required 

You must have root authority to run the dce_config command. 

Environment Variables 

Exit Values 

BIND _PE_SITE=l 
DCEROOT=/opt 
DCELOCAL=$DCEROOT/dcelocal 
DCEINSTDIR=$DCEROOT/dce1.0 
DCESHARED=$DCEROOT/dce 
SUBSYSDIR=subsys/dce 
SECURITYDIR=security 
DFSDIR=dfs 
HOSTNAME=hostname 

In case of an error, this command repeats requests for correct input. The user can 
exit the program from any menu. 

Related Information 

Books: OSF DeE Administration Guide 
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admin.bak file, 5-33 
modifying, 5-33 

admin.bos file, 5-35 
modifying, 5-35 
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admin.up file, 5-41 

advertise command, 3-3 
advertisement interval 
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5-349 
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exported, 5-43 
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initializing, 5-342 
restoring, 5-92 

anodes, fileset, 5-350 
anonymous user, 2-113 
attribute groups, 3-9 
attributes 
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Authentication Failures, 
2-87 

Cache Bypasses, 2-87 
Cache Hits, 2-87 
cached clearinghouse, 2-74 
CCS_LinkTimeout, 2-70 
CDS_AllUpTo, 2-84, 2-89, 

2-97 
CDS_Cellname, 2-84 
CDS_CHDirectories, 2-84 
CDS_CHLastAddress, 2-85 
CDS_CHName, 2-85 
CDS_CHState, 2-85 
CDS_Class, 2-95 
CDS_ClassVersion, 2-95 
CDS_Convergence, 2-89, 

2-97 
CDS_CTS, 2-82, 2-85, 

2-90, 2-93, 2-95, 
2-98 

CDS _Directory Version, 
2-85,2-90,2-98 

CDS_Epoch, 2-90 
CDS_InCHName, 2-98 
CDS_LastSkulk, 2-90, 2-98 
CDS_LastUpdate, 2-90, 

2-98 
CDS_LinkTarget, 2-93 
CDS_LinkTarget, 2-70 
CDS_LinkTimeout, 2-93 
CDS_ObjectUUID,2-82, 

2-90,2-95,2-98 
CDS_ParentPointer, 2-90, 

2-98 

CDS_Replicas, 2-82,2-91, 
2-99 

CDS_ReplicaS tate, 2-91, 
2-99 

CDS_ReplicaType, 2-91, 
2-99 

CDS _Replica Version, 2-85, 
2-91,2-99 

CDS_RingPointer, 2-91, 
2-99 

CDS_UTS, 2-83, 2-85, 
2-91, 2-93, 2-96, 
2-99 

Child Update Failures, 
2-101 

Creation Time, 2-87,2-101 
Crucial Replicas, 2-101 
Data Corruption, 2-85 
Enable Counts, 2-85 
Future Skew Time, 2-101 
Known Clearinghouses, 

2-101 
LCDS_Epoch, 2-98 
Miscellaneous Operations, 

2-74,2-87 
Name, 2-76 
Read Access, 2-85 
Read Operations, 2-74, 

2-87,2-101 
References Returned, 2-85 
Security Failures, 2-102 
Skulk Failures, 2-85 
Skulks Completed, 2-102 
Times Clearinghouse Entry 

Missing, 2-86 
Times Lookup Paths 

Broken,2-102 
Times Root Not Reachable, 
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Upgrades Failed Counts, 

2-86 
Write Accesses, 2-86 
Write Operations, 2-74, 

2-88,2-102 
Authenticated RPC, choosing 

server principal name, 1-12 
Authentication Failures attribute, 

2-87 
authorization checking, disabling, 

5-158 
automatic tdf change 

characteristic, 3-23 

B 
backup courier, 3-19 
Backup Database, 5-116 

creating backup copy, 
5-104 

listing information, 5-76 
restoring backup copy, 5-90 
verifying status, 5-114 

backup fileset, removing, 5-255 
Backup Server 

generated messages, 5-4 
initializing, 5-116 

Backup System, 5-51 
adding Tape Coordinator, 

5-65 
Backup Database, 5-76, 

5-90,5-114 
backup tapes, 5-70, 5-80, 

5-88,5-105 
backups, 5-74 
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creating fileset family, 5-63 
defining fileset family entry, 

5-59 
dump hierarchy, 5-70,5-82 
dump level, 5-56,5-70, 

5-109 
dump set, 5-70, 5-76, 

5-105 
dumping fileset family, 

5-70 
file set family, 5-85 
fileset family entry, 5-100 
initializing Tape 

Coordinator, 5-178 
listing machines running 

tape drives, 5-86 
removing dump level, 5-99 
removing dump set, 5-68 
removing fileset family, 

5-101 
restoring aggregates, 5-92 
restoring date format, 5-96 
restoring date-speci fic 

restore, 5-96 
restoring individual filesets, 

5-95 
Tape Coordinator, 5-102, 

5-111 
Backup Tape Coordinator, 5-51 
backup tapes, 5-70 

creating labels, 5-80 
extracting dump set 

information, 5-105 
reading label information, 

5-88 
scanning contents, 5-105 
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bak adddump command, 5-56 
bak addftentry command, 5-59 
bak addftfamily command, 5-63 
bak addhost command, 5-65 
bak apropos command, 5-67 
bak commands, 5-51 

interactive mode, 5-52 
bak deletedump command, 5-68 
bak dump command, 5-70 
bak dumpinfo command, 5-74 
bak ftinfo command, 5-76 
bak help command, 5-78 
bak jobs command, 5-52 
bak kill command, 5-53 
bak labeltape command, 5-80 
bak lsdumps command, 5-82 
bak lsftfamilies command, 5-85 
bak lshosts command, 5-86 
bak quit command, 5-54 
bak readlabel command, 5-88 
bak restoredb command, 5-90 
bak restoredisk command, 5-92 
bak restoreft command, 5-95 
bak rmdump command, 5-99 
bak rmftentry command, 5-100 
bak rmftfamily command, 5-101 
bak rmhost command, 5-102 
bak savedb command, 5-104 
bak scantape command, 5-105 
bak setexp command, 5-109 
bak status command, 5-111 
bak verifydb command, 5-114 
BakLog file, 5-4 
bakserver command, 5-116 
bakserver process, 5-33 
Basic OverSeer Server, adding 

server encryption key, 
5-123,5-134 
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file, 5-119 

Basic OverSeer Server 
administrative file, 5-121 
administrative list, 5-35 
administrative lists, 5-144, 

5-154 
binary files, 5-174 

Basic Overseer Server, BosConfig 
file, 5-118 

Basic OverSeer Server 
BosConfig file, 5-125, 

5-128 
disabling authorization 

checking, 5-158 
displaying server encryption 

key, 5-146 
examining log file, 5-138 
files, BosConfig, 5-165 
garbage collection, 5-132 
generated messages, 5-8 
initializing processes, 5-176 
installing new binary file 

version, 5-142 
Basic Overseer Server 

introduction to, 5-118 
key files, 5-119 

Basic OverSeer Server 
listing process status, 5-169 
listing restart times, 5-140 
listing timestamps, 5-136 
removing files, 5-149 
removing server encryption 

key, 5-132, 5-156 
restarting processes, 5-151, 

5-160 
server encryption key 

number, 5-147 
setting authorization, 5-158 
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stopping processes, 5-163, 
5-172 

Basic OverSeer Server, NoAuth, 
file, 5-20 

batch mode, 2-114 
binary file, installing new version, 

5-142 
binary trace entries, 2-108 
bos addadmin command, 5-121 
bos addkey command, 5-123 
bos commands, introduction to, 

5-118 
bos create command, 5-125 
bos delete command, 5-128 
bos exec commands, 5-130 
bos gckeys command, 5-132 
bos genkey command, 5-134 
bos getdates command, 5-136 
bos getlog command, 5-138 
bos getrestart command, 5-140 
bos install command, 5-142 
bos 1sadmin command, 5-144 
bos lskeys command, 5-146 
bos prune command, 5-149 
bos restart command, 5-151 
bos rmadmin command, 5-154 
bos rmkey command, 5-156 
bos setauth command, 5-158 
bos setrestart command, 5-160 
bos shutdown command, 5-163 
bos start command, 5-165 
bos startup command, 5-167 
bos status command, 5-169 
bos stop command, 5-172 
bos uninstall command, 5-174 
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removing processes, 5-128 
BosLog file, 5-8 
bosserver command, 5-176 
bosserver process, 5-35 
buffering factor, 2-108 
butc command, 5-51, 5-178 
butc process, 5-24, 5-26, 5-28 

c 
C-Stub process type, 2-110 
cache 

DSA, 2-124 
DUA, 2-113, 2-124 

Cache Bypasses attribute, 2-87 
Cache Hits attribute, 2-87 
Cache Manager 

cache size, setting, 5-198 
CacheInfo files, 5-198 
discarding cached 

information, 5-187, 
5-188 

displaying cache size, 
5-189 

fileset, listing, 5-196 
honoring device files, 5-200 
initial configuration, 5-9 
initializing, 5-209 
listing available device files, 

5-191 
listing database server 

machines, 5-195 
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listing setuid pennission, 
5-193 

resolving DCE pathnames, 
5-206 

setting CPU/operating 
system type, 5-204 

setting setuid pennission, 
5-202 

starting related daemons, 
5-209 

storing data, 5-197 
updating cached 

infonnation, 5-183 
using debugging trace, 

5-184 
Cache Manager, in DFS, listing 

setgid pennission, 5-193 
cache size 

displaying, 5-189 
setting, 5-198 

Cached clearinghouse entity, 2-18 
cached clearinghouse entity, 2-74 
cached infonnation 

discarding, 5-187, 5-188 
updating, 5-183 

cached server entity, 2-18,2-76 
CacheInfo file, 5-9 
Cacheitems file, 5-11 
calls 

t_attach, 2-108 
Cerror, 2-107 

CDS commands, 2-2 
CDS control program, 2-12 

attributes, 2-19 
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command verbs, 2-17 
editing commands in, 2-19 
entities, 2-18 
invoking commands from 

shell,2-17 

starting, 2-17 
wildcards, 2-20 

CDS control program commands 
abbreviating commands, 

2-19 
continuing to a second line, 

2-19 
disable server, 2-44 
editing, 2-19 
invoking from shell, 2-17 
list link, 2-54 
quit, 2-19 
reading a file of, 2-17 
redirecting output to a file, 

2-20 
using comment character, 

2-19 
wildcards in, 2-20 

CDS pennissions, 2-20 
cdsadv command, 2-9 
cdsbrowser command, 2-10 
cdsclerk command, 2-12 
CDS_AllUpTo attribute, 2-84, 

2-89,2-97 
CDS_Cellname attribute, 2-84 
CDS_CHDirectories attribute, 

2-84 
CDS_CHLastAddress attribute, 

2-85 
CDS_CHName attribute, 2-85 
CDS_CHState attribute, 2-85 
CDS_Class attribute, 2-95 
CDS_ClassVersion attribute, 2-95 
CDS_Convergence attribute, 2-65, 

2-89,2-97 
CDS_CTS attribute, 2-82,2-85, 

2-90,2-93,2-95,2-98 
CDS_DirectoryVersion attribute, 

2-85,2-90,2-98 
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2-98 
CDS_LastSkulk attribute, 2-90, 

2-98 
CDS_LastUpdate attribute, 2-90, 

2-98 
CDS_LinkTarget attribute, 2-70, 

2-93 
CDS_LinkTimeout attribute, 2-70, 

2-93 
CDS_ObjectUUID attribute, 2-82, 

2-85,2-90,2-95,2-98 
CDS_ParentPointer attribute, 2-90, 

2-98 
CDS_Replicas attribute, 2-82, 

2-91,2-99 
CDS_ReplicaState attribute, 2-91, 

2-99 
CDS_ReplicaType attribute, 2-91, 

2-99 
CDS_Replica Version attribute, 

2-85,2-91,2-99 
CDS_RingPointer attribute, 2-91, 

2-99 
CDS_UTS attribute, 2-83,2-85, 

2-91,2-93,2-96,2-99 
cell, 1-9 
cell name, 1-1 ° 
cell-relative name, 1-10 
change command, 3-4 
characteristic, DTS version, 3-23 
characteristics, 3-9 

acting courier role, 3-22 
advertisement, 3-22 
automatic tdf change, 3-23 
check interval, 3-23 
clock adjustment rate, 3-23 
clock resolution, 3-23 
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error tolerance, 3-19,3-24 
global set timeout, 3-19, 

3-26 
local servers, 3-24 
local set timeout, 3-20, 

3-24 
maximum clock drift, 3-24 
maximum inaccuracy, 3-20, 

3-24 
nexttdfchange, 3-25 
query attempts, 3-20,3-25 
server entry name, 3-20, 

3-25 
server group name, 3-25 
server principal name, 3-20, 

3-25 
servers required, 3-20,3-25 
synchronization, 3-25 
synchronization hold down, 

3-21 
time differential factor, 

3-26 
time provider present, 3-26 
time representation version, 

3-26 
check interval characteristic, 3-19, 

3-23 
child entity, 2-18,2-82 
Child Update Failures attribute, 

2-101 
clear cached server command, 

2-24 
clear clearinghouse command, 

2-25 
clearinghouse entity, 2-18, 2-84 
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clerk entity, 2-18, 2-87 
client system, 2-122 
client/server system, 2-122 
clock adjustment rate 

characteristic, 3-23 
clock resolution characteristic, 

3-23 
clock settings counter, 3-26 
cm check file sets command, 5-183 
cm commands, introduction to, 

5-181 
cm debug command, 5-184 
cm debug commands, 5-12 
cm flush command, 5-187 
cm flushfileset command, 5-188 
cm getcachesize command, 5-189 
cm getdevok command, 5-191 
cm getsetuid command, 5-193 
cm lscellinfo command, 5-195 
cm lsstores command, 5-196 
cm resetstores command, 5-197 
cm setcachesize command, 5-198 
cm setdevok command, 5-200 
cm setsetuid command, 5-202 
cm sysname command, 5-204 
CMXL log file, 2-108 
CMXTRACE, 2-108 
CMXTRACE environment 

variable, 2-107 
command names, abbreviatiing 

DFS, 5-48 
command suites, in DFS, 5-47 
Commands, v5srvtab, 4-7 
commands 

Index-8 

add directory, 2-4 
add element, 1-15 
add object, 2-6 
advertise, 3-3 
backup, 5-51 

bak,5-51 
bak adddump, 5-56 
bak addftentry, 5-59 
bak addftfamily, 5-63 
bak addhost, 5-65 
bak apropos, 5-67 
bak deletedump, 5-68 
bak dump, 5-70 
bak dumpinfo, 5-74 
bak ftinfo, 5-76 
bak help, 5-78 
bak jobs, 5-52 
bak kill, 5-53 
bak lsdumps, 5-82 
bak lsftfamilies, 5-85 
bak lshosts, 5-86 
bak quit, 5-54 
bak readlabel, 5-88 
bak restoredb, 5-90 
bak restoredisk, 5-92 
bak restoreft, 5-95 
bak rmdump, 5-99 
bak rmftentry, 5-100 
bak rmftfamily, 5-101 
bak rmhost, 5-102 
bak savedb, 5-104 
bak scantape, 5-105 

output, 5-106 
bak setexp, 5-109 
bak status, 5-111 
bak verify db, 5-114 
bakserver, 5-116 
Basic Overseer Server, 

5-118 
bos, 5-118 
bos addadmin, 5-121 
bos addkey, 5-123 
bos create, 5-125 
bos delete, 5-128 
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bos gckeys, 5-132 
bos genkey, 5-134 
bos getdates, 5-136 
bosgetlog,5-138 
bos getrestart, 5-140 
bos install, 5-142 
bos lsadmin, 5-144 
bos lskeys, 5-146 
bos prune, 5-149 
bos restart, 5-151 
bos rmadmin, 5-154 
bos rmkey, 5-156 
bos setauth, 5-158 
bos setrestart, 5-160 
bos shutdown, 5-163 
bos start, 5-165 
bos startup, 5-167 
bos status, 5-169 
bos stop, 5-172 
bos uninstall, 5-174 
bosserver, 5-176 
butc, 5-51,5-178 
Cache Manager, 5-181 
cdsadv, 2-9 
cdsbrowser, 2-10 
cdsclerk, 2-12 
cdscp, 2-12 
clear cached server, 2-24 
clear clearinghouse, 2-25 
cm,5-181 
cm checkfilesets, 5-183 
cm debug, 5-12, 5-184 
cm flush, 5-187 
cm flushfileset, 5-188 
cm getcachesize, 5-189 
cm getdevok, 5-191 
cm getsetuid, 5-193 
cm lscellinfo, 5-195 
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cm lsstores, 5-196 
cm resetstores, 5-197 
cm setcachesize, 5-198 
cm setdevok, 5-200 
cm setsetuid, 5-202 
cm sysname, 5-204 
create, 3-5 
create child, 2-26 
create clearinghouse, 2-27 
create directory, 2-29 
create link, 2-30 
create object, 2-32 
create replica, 2-33 
dce_config, 6-2 
dce_Iogin, 2-9, 2-11 
define cached server, 2-34 
delete, 3-6 
delete child, 2-36 
delete clearinghouse*O, 

2-37 
delete directory, 2-39 
delete link, 2-40 
delete object, 2-41 
delete replica, 2-42 
dfsbind, 5-206 
dfsd, 5-209 
dfsexport, 5-216 
disable, 3-7 
disable clerk, 2-43 
do filename, 2-17 
DTS, 3-2 
dtscp, 3-8 
dtscp help, 3-16 
dtsd, 3-11 
dump clerk cache, 2-45 
enable, 3-13 
exit, 3-15 
fileset, 5-225 
flserver, 5-220 
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fms, 5-14, 5-222 
fts,5-225 
fts addsite, 5-230 
fts aggrinfo, 5-233 
fts clone, 5-236 
fts clonesys, 5-238 
fts create, 5-241 
fts crfldbentry, 5-244 
fts crmount, 5-247 
fts crserverentry, 5-252 
fts delftdbentry, 5-258 
fts del mount, 5-261 
fts delserverentry, 5-262 
fts dump, 5-264 
fts edserverentry, 5-267 
fts lock, 5-271 
fts lsaggr, 5-273 
fts lsfldb, 5-275 
fts lsft, 5-279 
fts lsheader, 5-283 
fts lsmount, 5-287 
fts lsreplicas, 5-289 
fts lsserverentry, 5-291 
fts move, 5-293 
fts release, 5-296 
fts rename, 5-298 
fts restore, 5-300 
fts rmsite, 5-305 
fts setquota, 5-307 
fts setrepinfo, 5-309 
fts statftserver, 5-316 
fts statrepserver, 5-318 
ftssyncftdb,5-320 
fts syncserv, 5-323 
fts unlock, 5-326 
fts unlockfldb, 5-328 
fts update, 5-330 
fts zap, 5-332 
ftserver, 5-334 

fxd, 5-336 
gdad, 2-46 
gdscacheadm, 2-105 
gdscmxl, 2-107 
gdsdirinfo, 2-110 
gdsditadm, 2-113 
gdsstep, 2-119 
gdssysadm, 2-121 
growaggr, 5-339 
list child, 2-48 
list clearinghouse, 2-50 
list directory, 2-52 
list object, 2-56 
newaggr, 5-342 
passwd_export, 4-9 
passwd_import, 4-11 
passwd_override, 4-3 
quit, 2-17, 3-17 
remove directory, 2-58 
remove link, 2-60 
remove object, 2-61 
rep server, 5-347 
rgy _edit, 4-15 
rpccp, 1-4 
rpccp add element, 1-15 
rpccp add entry, 1-18 
rpccp add member, 1-20 
rpccp export, 1-22 
rpccp help, 1-26 
rpccp import, 1-28 
rpccp remove element, 1-31 
rpccp remove entry, 1-34 
rpccp remove group, 1-35 
rpccp remove mapping, 

1-36 
rpccp remove member, 1-40 
rpccp remove profile, 1-42 
rpccp show entry, 1-43 
rpccp show group, 1-45 



rpccp show mapping, 1-47 
rpccp show profile, 1-50 
rpccp show server, 1-54 
rpccp unexport, 1-56 
rpcd, 1-59 
sruvage, 5-23,5-349 
scout, 5-355 
secd, 4-32 
security, 4-8 
sec_admin, 4-27 
sec_clientd, 4-29 
sec_create_db, 4-30 
set, 3-18 
set cdscp confidence, 2-63 
set cdscp preferred 

clearinghouse, 2-64 
set directory, 2-65 
set directory to new epoch, 

2-67 
set directory to skulk, 2-69 
set link, 2-70 
set object, 2-72 
show, 3-22 
show cached clearinghouse, 

2-74 
show cached server, 2-76 
show cdscp confidence, 

2-78 
show cdscp preferred 

clearinghouse, 2-79 
show cell, 2-80 
show child, 2-82 
show clearinghouse, 2-84 
show clerk, 2-87 
show directory, 2-89 
show link, 2-93 
show object, 2-95 
show replica, 2-97 
show server, 2-101 

synchronize, 3-30 
unadvertise, 3-31 
upclient, 5-359 
update, 3-32 

Index 

up server, 5-362 
commands, bak labeltape, 5-80 
commnads, change, 3-4 
configuration 

data, 2-121 
mode, 2-121 
type, 2-122 

connection redirection, 2-107 
connection setup and termination, 

2-107 
continuing CDS commands to a 

second line, 2-19 
control program, 3-8 

RPC,I-4 
counters, 3-9 

for show command, 3-26 
courier, 3-19 
courier role characteristic, 3-19, 

3-23 
CPU/operating system type, 

setting, 5-204 
create child command, 2-26 
create clearinghouse command, 

2-27 
create command, 3-5 
create directory command, 2-29 
create link commands, 2-30 
create object command, 2-32 
create replica command, 2-33 
creating 

backup copy of Backup 
Database, 5-104 

backup read/write fileset, 
5-236,5-238 

BosConfig file, 5-5 

Index-11 
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entries for non-LFS filesets, 
5-244 

fileset, read/write, 5-241 
file set family, 5-63 
fileset mount point, 5-247 
labels for backup tapes, 

5-80 
password files, 4-9 
process entries, 5-125 
registry database, 4-30 
registry database entries, 

4-11 
server entry in FLDB, 5-252 

Creation Time attribute, 2-74, 
2-87,2-101 

creation time counter, 3-27 
cron process, 5-125 
Crucial Replicas attribute, 2-101 
current time status, 3-28 

D 
daemon 

security, 4-32 
Security Client, 4-29 

daemons 
background,5-212 
callback, 5-212 
maintenance, 5-212 
starting, 5-209 
starting kernel, 5-336 

Data Corruptions attribute, 2-85 
data exchange, 2-107 
database server machines, listing, 

5-195 

Index-12 

date format in Backup System, 
5-96 

dce_config command, 6-2 
dce_Iogin command, 2-9, 2-11 
debugging trace, 5-184 
define cached server command, 

2-34 
delete child command, 2-36 
delete clearinghouse command, 

2-37 
delete command, 3-6 
delete directory command, 2-39 
delete link command, 2-40 
delete object command, 2-41 
delete replica command, 2-42 
deleting, server entry from FLDB, 

5-262 
delta update, 2-122 
device files 

honoring,5-200 
listing availability, 5-191 

DFS commands, 5-47 
fts delete, 5-255 

DFS help commands, 5-49 
dfsatab file, 5-43 
dfsbind command, 5-206 
dfsd command, 5-209 
dfsexport command, 5-216 
DFSLog file, 5-12 
dfstab file, 5-45 
dialog mode, 2-105, 2-114 
different epochs detected counter, 

3-27 . 
Dir -User process type, 2-110 
directory 

database, 2-113 
system, 2-121 



directory administration input file, 
2-105 

directory administration output file, 
2-106 

directory entity, 2-18,2-89 
directory pathname, 1-10 
Directory System Agent 

See also DSA 
DIRID process type, 2-110 
disable clerk command, 2-43 
disable command, 3-7 
disable directives completed 

counter, 3-27 
disk cache, data, 5-31 
Distinguished Name, 2-113 
DN 

See also Distinguished 
Name 

DSA, 2-113 
See also Directory System 
Agent 
cache, 2-124 
default, 2-113 

DTS, commands, 3-2, 3-8 
DTS control program. See dtscp 
DTS daemon, restarting, 3-11 
DTS version characteristic, 3-23 
dtscp 

attribute groups, 3-9 
attribute specifiers for show 

command, 3-22 
attributes, 3-9 
characteristics for show 

command,3-22 
counters for show command, 

3-26 
status for show command, 

3-28 

dtscp commands, 3-8 
dtscp help command, 3-16 
dtsd command, 3-11 
DUA, cache, 2-113,2-124 

Index 

D U A -Cache process type, 2-110 
dump clerk cache command, 2-45 
dump hierarchy, 5-70, 5-82 
dump level, 5-70 

absolute expiration date, 
5-56 

defining, 5-56 
expiration date, 5-109 
names, 5-57 
relative expiration date, 

5-56 
removing, 5-99 

dump set, 5-70 
clone date, 5-76 
creation date, 5-76 
dump ID, 5-76 
extracting information, 

5-105 
level, 5-76 
parent ID, 5-76 
removing, 5-68 
tape name, 5-76 

dumping 

E 

fileset, 5-264 
fileset family, 5-70 

editing 
CDS control program 

commands, 2-19 
detailed, 2-107 

Index-13 
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limited, 2-107 
registry database, 4-15 
server entry in FLDB, 5-267 

enable command, 3-13 
Enable Counts attribute, 2-85 
enable directives completed 

counter, 3-27 
endpoint, 1-2 
endpoint map, 1-2, 1-59 
Endpoint Map Service, 1-2, 1-59 
environment variables 

CMXTRACE, 2-107 
NLSPATH, 1-8 
RPC user defined, 1-7 
RPC_DEFAULT_ENTRY, 

1-9 
RPC_DEFAULT_ENTRY_SYNTAX, 

1-8 
EOF mark, determining size, 

5-222 
epoch changes completed counter, 

3-27 
epoch number characteristic, 3-24 
ermo, 2-109 
error messages, 2-123 
error tolerance characteristic, 

3-19,3-24 
eventhandling,2-107 
examples, in DFS, TL file, 5-26 
exporting 

Index-14 

aggregates, 5-216 
partitions, 5-216 

F 
faulty servers detected counter, 

3-27 
File Exporter, 5-16 

initializing, 5-336 
monitoring, 5-355 

FileLog file, 5-16 
files 

admin.bak, 5-33,5-55, 
5-116 

admin.bos, 5-35,5-119, 
5-176 

admin.fl, 5-37, 5-55, 5-116, 
5-220,5-228 

admin.ft, 5-39, 5-55, 
5-116,5-228,5-334 

admin. up, 5-41 
administrative, 5-121 
BakLog, 5-4 
binary, 5-174 
BosConfig, 5-5, 5-118, 

5-128,5-151,5-163, 
5-165,5-167,5-172, 
5-176 

BosLog, 5-8 
CacheInfo, 5-9, 5-31, 

5-198,5-209 
Cacheltems, 5-11, 5-31 
CMXL log, 2-108 
converting to fileset format, 

5-300 
creating password, 4-9 
DFS, 5-2 
dfsatab, 5-43 
DFSLog, 5-12, 5-184 
dfstab, 5-45 
end of file mark, 5-222 
EOFmark, 5-222 



fileset 

FileLog, 5-16 
FilesetItems, 5-17 
FILog, 5-18 
F~SLog,5-14,5-222 

FtLog, 5-19 
honoring device, 5-200 
installing new binary 

version, 5-142 
key file, 5-119,5-123 
listing timestamps, 5-136 
log, 5-138 
NoAuth,5-20 
password,4-11 
removing, 5-149 
RepLog, 5-22 
SalvageLog, 5-23 
stdio.h, 2-108 
TapeConfig, 5-28, 5-178 
TE, 5-24, 5-179 
TL,5-179 
UpLog, 5-30 
V file, 5-11,5-209 
V files, 5-31 
v5srvtab,4-7 
Vn files, 5-31 

aggregate, listing, 5-273 
anodes, 5-350 
commands, 5-225 
creating backup read/write, 

5-238 
creating mount point, 5-247 
creating non-LFS entries, 

5-244 
displaying entry 

information, 5-275 
displaying FLDB entry 

information, 5-279 
displaying header 

information, 5-279, 
5-283 

Index 

displaying replicas status, 
5-289 

dumping, 5-264 
dumping, time format, 

5-264 
initializing Fileset Location 

Server, 5-220 
initializing Fileset Server, 

5-334 
listing, 5-196 
listing FLDB server entry, 

5-291 
locking entry in FLDB, 

5-271 
mount point, 5-287 
moving, 5-293 
placing read-only at local 

sites, 5-296 
producing replica, 5-330 
read-only, 5-230 
read/write 

creating, 5-241 
creating backup 

version, 5-236 
removing, 5-332 
removing backup, 5-255 
removing FLDB entry, 

5-305 
removing mount point, 

5-261 
removing read/write, 5-255 
removing varying numbers, 

5-259 
renaming, 5-298 
restoring, 5-95 
setting maximum quota, 

5-307 
setting replication 

parameters, 5-309 

Index-15 
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synchronizing header with 
FLDB, 5-320 

synchronizing with FLDB, 
5-323 

fileset family 
creating, 5-63 
dumping, 5-70 
listing, 5-85 
removing, 5-101 

file set family entry 
defining, 5-59 
removing, 5-100 

Fileset Location Database, 5-226 
creating server entry, 5-252 
deleting server entry, 5-262 
displaying entry 

information, 5-279 
displaying fileset entry 

information, 5-275 
listing server entry, 5-291 
locking fileset entry, 5-271 
read-only fileset, 5-230 
removing entry, 5-258 
removing read-only site 

definition, 5-305 
server entry, editing, 5-267 
synchronizing with fileset 

header, 5-320 
synchronizing with filesets, 

5-323 
unlocking entry, 5-326, 

5-328 
Fileset Location Server, 5-18, 

5-226 
administrative list, 5-37 
initializing, 5-220 

Fileset Server, 5-19,5-226 
administrative list, 5-39 
displaying activity, 5-316 

Index-16 

initializing, 5-334 
FilesetItems file, 5-17 
FL Server, 5-226 
FLDB, 5-226 

read-only fileset, adding site 
definition, 5-230 

FILog file, 5-18 
flow control, 2-107 
flserver command, 5-220 
fms command, 5-14, 5-222 
FMSLog file, 5-14 
FtLog file, 5-19 
fts, introduction to, 5-225 
fts addsite command, 5-230 
fts aggrinfo command, 5-233 
fts clone command, 5-236 
fts clonesys command, 5-238 
fts create command, 5-241 
fts crfldbentry command, 5-244 
fts crmount command, 5-247 
fts crserverentry command, 5-252 
fts delete command, 5-255 
fts delfldbentry command, 5-258 
fts del mount command, 5-261 
fts delserverentry command, 5-262 
fts dump command, 5-264 
fts edserverentry command, 5-267 
fts lock command, 5-271 
fts lsaggr command, 5-273 
fts lsfldb command, 5-275 
fts lsft command, 5-279 
fts lsheader command, 5-283 
fts lsmount command, 5-287 
fts lsserverentry command, 5-291 
fts move command, 5-293 
fts release command, 5-296 
fts rename command, 5-298 



fts restore command, 5-300 
fts rmsite command, 5-305 
fts setquota command, 5-307 
fts setrepinfo command, 5-309 
fts statftserver command, 5-316 
fts statrepserver command, 5-318 
fts syncftdb command, 5-320 
fts syncserv command, 5-323 
fts unlock command, 5-326 
fts unlockftdb command, 5-328 
fts update command, 5-330 
fts zap command, 5-332 
ftserver command, 5-334 
ftserver process, 5-37,5-39 
Future Skew Time attribute, 2-101 
fxd command, 5-336 

G 
garbage collection, 5-132 
gdad command, 2-46 
GDS commands, 2-104 
gdscacheadm command, 2-105 
gdscmxl command, 2-107 
gdsdirinfo command, 2-110 
gdsditadm command, 2-113 
gdsstep command, 2-119 
gdssysadm command, 2-121 
global servers, 3-9 
global servers status, 3-28 
global set timeout characteristic, 

3-19,3-26 
group, RPC, 1-9 
growaggr command, 5-339 

Index 

H 
help screens, bak apropos, 5-67 
help topics, 3-16 
help, in DFS, 5-49 
honoring, device files, 5-200 

I 
input, fields, 2-123 
insufficient resources detected 

counter, 3-27 
interactive mode, bak commands, 

5-52 
interface identifier, RPC definition 

of, 1-16 
invalid messages detected counter, 

3-27 
IPCID process type, 2-110 

J 
jobs, in bak command suite, 5-52 

K 
key, master, 4-27 
kill, in bak command suite, 5-53 

Index-17 
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Known Clearinghouses attribute, 
2-101 

krb5/v5srvtab file, 4-7 

L 
last synchronization status, 3-28 
lb_admin program, 1-60 
leaf name, 1-11 
link entity, 2-18,2-93 
list child command, 2-48 
list clearinghouse command, 2-50 
list directory command, 2-52 
list object command, 2-56 
listing 

Index-18 

aggregates, 5-273 
Backup Database 

information, 5-76 
backup information, 5-7 4 
database server machines, 

5-195 
device file availability, 

5-191 
file timestamps, 5-136 
file set families, 5-85 
filesets, 5-196 
from administrative list, 

5-144 
machines running tape 

drives, 5-86 
process status, 5-169 
server entry in FLDB, 5-291 
server process restart times, 

5-140 
Tape Coordinator 

operations, 5-111 

LLB database, 1-60 
llbd, with RPC daemon, 1-60 
local faults detected counter, 3-27 
local servers, 3-9 
local servers characteristic, 3-24 
local servers status, 3-29 
local set timeout characteristic, 

3-20,3-24 
log, transport system interface 

calls, 2-108 
log file, examining for server 

process, 5-138 
Logon Menu Mask, 2-106, 2-114 
lsreplicas command, 5-289 

M 
mask, administration, 2-123 
master registry, 4-27 
maximum clock drift rate 

characteristic, 3-24 
maximum inaccuracy 

characteristic, 3-20, 3-24 
Menu Mask 

Logon,2-106,2-114 
Miscellaneous Operations 

attribute, 2-74, 2-87 
mode, configuration, 2-121 
Monitor process type, 2-110 
monitoring, File Exporters, 5-355 
mount point 

creating, 5-247 
removing, 5-261 



N 
Name attribute, 2-76 
name service entries 

names 

See also RPC NSI attributes 
structure of entry names, 

1-9 

guidelines for choosing 
server principal 
names, 1-12 

guidelines for RPC name 
service entries, 1-11 

newaggr command, 5-342 
next tdf change characteristic, 

3-25 
NLSP ATH, RPC control program 

requirements, 1-8 
no global servers detected counter, 

3-27 
NoAuth file, 5-20 
non-LFS partitions, exported, 5-43 
noncourier, 3-19 
NotRun status flag, 5-5 
NSI, 1-2 

ACL permissions for control 
program, 1-13 

attributes, 1-9 
group, 1-9 
name service names, 1-11 
profile, 1-9 
server entry, 1-9 

NSI commands, 1-9 

Index 

o 
object entity, 2-18,2-95 

p 
parent directory, 1-10 
partitions, exporting, 5-216 
passwd_export command, 4-9 
passwd_import command, 4-11 
passwd_override command, 4-3 
password files, creating, 4-9 
passwords, encrypting, 4-27 
pathnames, resolving DCE, 5-206 
permissions, 2-20 

listing setuid, 5-193 
setgid, 5-193 
setting setgid, setting, 5-202 
setting setuid, 5-202 
setuid, 5-193 

PID process type, 2-110 
process types, GDS, 2-110 
processes, 5-125 

bakserver, 5-5, 5-33 
bosserver, 5-35 
butc, 5-24, 5-28 
command parameters, 5-5 
cron, 5-5 
DFS authorization checking, 

5-20 
flserver, 5-5 
ftserver, 5-5,5-37,5-39 
initializing BOS, 5-176 
initializing Replication 

Server, 5-347 
initializing Tape 

Coordinator, 5-178 

Index-19 
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kernel, 5-336 
listing server restart times, 

5-140 
listing status, 5-169 
N oAuth file, 5-20 
removing, 5-128 
Replication Server, 5-318 
rep server, 5-5 
restarting, 5-151,5-160 
restarting date and time, 

5-160 
setting authorization, 5-158 
simple, 5-5 
starting, 5-165,5-167 
stopping, 5-163, 5-172 

bakserver, 5-90 
upclient, 5-5,5-30,5-41 
upserver, 5-5,5-30,5-41 

processes, in DFS, butc, 5-26 
profile, RPC, 1-9 
protocol mismatches detected 

counter, 3-27 

Q 
query attempts characteristic, 

3-20,3-25 
quit command, 3-17 
quit, in bak command suite, 5-54 

Index-20 

R 
Read Accesses attribute, 2-85 
Read Operations attribute, 2-74, 

2-87,2-101 
read-only fileset, adding site 

definition to FLDB, 5-230 
read/write fileset 

creating, 5-241 
creating backup version, 

5-236,5-238 
removing, 5-255 

reading file of CDS commands, 
2-17 

redirecting, CDS command output 
to a file, 2-20 

References Returned attribute, 
2-85 

registry database 
creating, 4-30 
creating entries, 4-11 
editing, 4-15 

remove directory command, 2-58 
remove lind command, 2-60 
remove object command, 2-61 
remove profile command, 1-42 
removing 

dump level, 5-99 
dump set, 5-68 
files, 5-149 
fileset, 5-332 
fileset family, 5-101 
file set family entry, 5-100 
fileset mount point, 5-261 
filesets, varying numbers, 

5-259 
FLDB entry, 5-258 
from administrative list, 

5-154 



processes from BosConfig 
file, 5-128 

read-only site definition 
from FLDB entry, 
5-305 

read/write fileset, 5-255 
server encryption key, 

5-132,5-156 
Tape Coordinator entry, 

5-102 
replica entity, 2-18,2-97 
Replication Server 

displaying process 
information, 5-318 

initializing processes, 5-347 
messages, 5-22 

Rep Log file, 5-22 
rep server command, 5-347 
restarting, DTS daemon, 3-11 
restoring 

aggregates, 5-92 
Backup Database, 5-90 
date format, 5-96 
individual filesets, 5-95 

rgy _edit command, 4-15 
RPC 

ACL permissions for control 
program, 1-13 

cell, 1-9 
cell name, 1-10 
cell-relative name, 1-10 
daemon, 1-2 
directory pathname, 1-10 
endpoint, 1-2 
endpoint map, 1-2 
Endpoint map Service, 1-2 
group, 1-9 
leaf name, 1-11 
name service entries, 1-9 

Index 

NLSP ATH environment 
variable, 1-8 

NSI,I-2 
NSI attributes, 1-9 
profile, 1-9 
RPC_DEFAULT_ENTRY 

environment 
variable, 1-9 

RPC_DEFAULT_ENTRY 
_SYNTAX 
environment 
variable , 1-8 

server entry, 1-9 
server instance, 1-2 
server principal name, 1-12 
user-defined environment 

variables, 1-7 
RPC commands, 1-2 
RPC control program, 1-4 
RPC daemon, 1-59 
RPCCP. See RPC control program 
rpccp, add entry, 1-18 
rpccp add member command, 1-20 
rpccp commands, 1-4 

quotation marks with, 1-6 
scope of, 1-7 
wildcards with, 1-6 

rpccp export command, 1-22 
rpccp help command, 1-26 
rpccp import command, 1-28 
rpccp remove element command, 

1-31 
rpccp remove entry command, 

1-34 
rpccp remove group command, 

1-35 
rpccp remove mapping command, 

1-36 

Index-21 
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rpccp remove member command, 
1-40 

rpccp show entry command, 1-43 
rpccp show group command, 1-45 
rpccp show mapping command, 

1-47 
rpccp show profile command, 1-50 
rpccp show server command, 1-54 
rpccp unexport command, 1-56 
rpcd command, 1-2, 1-59 
RPC_DEFAULT_ENTRY 

environment variable, 1-9 
RPC_DEFAULT_ENTRY 

_SYNTAX environment 
variable , 1-8 

Run status flag, 5-5 

s 
S-Stub process type, 2-110 
salvage command, 5-23,5-349 
SalvageLog file, 5-23 
Salvager 

Scout 

repairing aggregate, 5-349 
verifying aggregate 

consistency, 5-349 

display environment, 5-357 
monitoring screen, 5-357 

scout command, 5-355 
secd command, 4-32 
security commands, 4-8 
security data medium, 2-123 
Security Failures attribute, 2-102 

Index-22 

Security Server, 4-27,4-29,4-32 
Security Service, name service 

names, 1-12 
sec_admin command, 4-27 
sec_clientd command,4-29 
sec_create_db command, 4-30 
server encryption key 

adding, 5-123, 5-134 
displaying, 5-146 
removing, 5-132, 5-156 
version number, 5-147 

server entity, 2-19, 2-101 
server entry 

creating in FLDB, 5-252 
deleting from FLDB, 5-262 
editing, 5-267 
RPC, 1-9 

server entry name characteristic, 
3-20,3-25 

server group name characteristic, 
3-25 

server instance, RPC, 1-2 
server machine, restarting 

processes, 5-151 
server principal name 

characteristic, 3-20,3-25 
servers not responding counter, 

3-28 
servers required characteristic, 

3-20,3-25 
set cdscp confidence command, 

2-63 
set cdscp preffered clearinghouse 

command, 2-64 
set command, 3-18 
set directory command, 2-65 
set directory to new epoch 

command, 2-67 



set directory to skulk command, 
2-69 

set link command, 2-70 
set object command, 2-72 
setgid permission 

listing, 5-193 
setting, 5-202 

setting 
cache size, 5-198 
CPU/operating system type, 

5-204 
dump level expiration date, 

5-109 
setgid permission, 5-202 
setuid permission, 5-202 

setuid permission 
listing, 5-193 
setting, 5-202 

show cached clearinghouse 
command, 2-74 

show cached server command, 
2-76 

show cdscp confidence command, 
2-78 

show cdscp preffered 
clearinghouse command, 
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