















































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































TO/ FROM CONTROL UNIT

INTERROGATE  /
DRIVERS

PARALLEL
INPUT/
) QUTPUT
: PLATED WIRE ARRAY
WORD 256 I )
)2
Figure 3 - 256-Word Associative Processor
Module

This 256-word X 256-bit module is the basic modu-
lar building block of the associative processor, It
is designed and constructed so that a higher ca-
pacity processor can be realized merely by adding
more of these modules.

The 256-word associative processor module has
several features that are not readily apparent when
only the basic processing element is considered,
These include problem partitioning, communica~-
tion with neighboring elements, and communication
with the control unit,

Problem partitioning is provided through the con-
tent addressability of the module, Besides allow-
ing data to be stored without regard to ordering,
this feature allows different classes of data to be
stored in the same module as long as it is identi-
fied by class using tag bits. In operation, the con-
trol unit would execute a parallel equality search
on: the tag bits and then execute a single instruction
stream in parallel on only those words that re-
sponded to the equality search,

Communication between neighboring elements is
provided by a shift up or down capability in the re-
sponse store., This feature is useful in extending
the word length of a processing element (for ex-
ample, variable word length), It is also the vehicle
that allows the associative processor to perform
arithmetic operations between processing elements
rather than confining the operands to be within the
processing element,

Communication with the control unit is provided by
"OR-ing" the output of all response stores and
supplying a single output line called the sum-OR.
This line is used by the control unit to (1) deter-
mine if there are any responders, (2) read data
from selected responders, (3) determine count of
responders, and (4) determine address of respon-
ders,

There are two sets of input control lines from the
control unit, One set is distributed to the 256
memory interrogate straps, and the other set is
distributed to common busses for response store
control, Also, since each word of the memory is
provided with an input and an output line, the
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memory module can operate at very high data rates
in a parallel I/O mode. For example, a 256-word
module can output 256 bits every 100 nanoseconds
and can accept 256 bits every 300 nanoseconds.

THE COMPLETE ASSOCIATIVE PROCESSOR

The complete associative processor consisting of
"M" modules under global control of a single con-
trol unit is shown in Figure 4, The control unit is
of conventional design and can be functionally di-
vided into the sequential control portion and the as-
sociative control portion,

CONVENTIONAL 1/0. CONTROL UNIT

‘-‘-'3,?1’"»"":""  11__‘;« 5 3
= MODULE =] = MoDULE = E= MoDULE == MODULE
B 1 BHE 2 B == ==
m/“
PROCESSING
1 ELEMENTS .
[ S &w E S A & N - A L &
e ]
E 2
E 8|

" PARALLEL 1/0 (M X 256 1/0 CHANNELS)
Figure 4 - Associative Processor
(MX256 Words)

The sequential control portion basically is a con-
ventional processor complete with sequential input-
output, arithmetic unit, and a location addressed
memory., The primary function of the sequential
control portion is to process and store the instruc-
tions to be executed by the associative processor
modules,

The associative control portion is a set of regis=~
ters, counters, and control line drivers and re-
ceivers that interface with and control all associa=
tive processor modules, Since at any time only a
single instruction is being executed on all modules,
the counters and registers are common to all mod-
ules, Only the control line drivers and receivers
increase as the number of modules increase,

The practical upper limit on the number of modules
(M) would be determined by the physical properties
of the hardware in conjunction with the speed re-
quirement for the processor, Since the plated-
wire modules are only about 0,5 cubic feet, M
easily could be 64 or 128, But even an associative
processor of 16 modules (4096 words) has a raw
processing rate up to 250 million instructions per
second., Since a parallel input and output is avail-
able for each word of the memory, this processor
also has a tremendous capacity to accept or trans-
mit data.

Table II summarizes the raw processing rates and
1/0 transfer rates for various associative proces-
sor sizes, The processing rate is based on the
time required for all available processing elements
to add two 32-bit numbers and to store the 32-bit



TABLE III - TYPICAL ASSOCIATIVE
PROCESSOR INSTRUCTIONS

Execution™

Type/definition time (microseconds)
Search

Exact match 0.1(n + 4)+

Less than 0.1(n + 4)

Greater than 0.1(n + 4)

Maximum value 0.2(n +2)

Minimum value 0.2(n + 2)

Next lower 0.3(n + 3)

Next higher 0.3(n + 3)
Arithmetic

Add common 0.8(n + 1)

Add fields
Multiply common
Multiply fields

1.1(n + 1) + 0.1
0.8b(a + 3.2)
1.1b(a +2.7)

The sliding window detector performs the first de-
cision process. The process begins by summing
all positive threshold crossings at a specific range
increment over a number of pulses equal to the an-
tenna beamwidth. The same sum is developed for
all range increments within, say, plus or minus 5
of the range under consideration. The sum of all
11 range intervals is developed. If the sum of the
specific range interval is greater than a value de-
rived from the sum of all 11 range intervals over
the same beamwidth, a target is declared.

This operation is continued in range by "sliding"
the window up one range increment and repeating
until maximum range is reached. The operation
is continued in azimuth by bringing in the next
pulse from the quantizer; the process is repeated
as scanning proceeds.

Radar systems familiar to the authors that use the
sliding window detectors are special-purpose dedi-
cated devices occupied 100 percent of the time. In
one example studied, a general-purpose associa-
tive processor can solve this problem in about 60
milliseconds per second of real time.

Beam Splitting

"Execution time is independent of humber of words
on which algorithms are performed.

+n, a, b = number of bits in pertinent data field.

The radar scan time limits the time available for
processing so that a real-time situation exists.
Each set of target coordinates seen by the radar
represents an independent data set that is to be
processed, and collectively the target parameters
represent a multiple data stream.

A typical radar processing, track-while-scan, and
display system would have a functional flow diagram
as shown in Figure 6. Each box is discussed very
briefly to keep the paper within reasonable length
but so the reader gets a look at associative proces-
sor application.

DISPLAY

Figure 6 - System Surveillance Functional
Flow Diagram
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Beam splitting is performed by recording the azi-
muth of leading and trailing edges of the target
through the above process. The sum of two azi-
muths divided by two is compensated by subtract-
ing the antenna beamwidth. The radar coordinates
are converted to system coordinates and are trans-
ferred to the next operation.

Scan-to-Scan Association

The x, y coordinates of each target report are com-
pared, within a set of defined limits, with the pre-
dicted position of each of the tracks previously es-
tablished. When association is found, the new po-
sition is recorded with the track. When more than
one track associates, a minimum distance cri-
terion is applied to establish association. If asso-
ciation does not take place for an input report, a
new track is assumed. Beam splitting and scan-
to-scan association of data take an average of 48
microseconds per report. Thus, 2000 reports per
scan would require about 24 milliseconds per sec-
ond.

Track Smoothing and Prediction

Periodically during the scan (say, four times), the
new reports are used to smooth the track position.
The new velocity is established and is used to pro-
vide a new predicted position. Those tracks that
had no association during the last interval are up-
dated on the basis of previous velocity estimates.
The consistency of the track is used to develop a
track quality value. Track quality is used to es-
tablish the coefficients used in the smoothing oper-
ation.

Tracks in which quality has not achieved a certain
level are dropped. Tracks in which a prescribed
level has been exceeded are "coasted" (that is, re-
tained for a period of time before being dropped)



a single instruction simultaneously on multiple
streams of data eliminates the requirement for the
familiar loops used in the conventional processor.
Since the associative processor executes its in-
struction on all data sets at once, the loop is re-
duced to a single pass, and overhead bookkeeping
is reduced to zero.

Conventional programming of a loop involves the
following steps:

1.
2. Pi‘ocess

3. | Advance listl

4, | Examine exit
criteria

)
5. | Decide

6. I Act on decis}ionl——‘

Conventional processing requires sequential execu-
tion of the complete loop for each set of data. Steps
3, 4, 5, and 6 exist once as coding overhead and
"n" times as execution overhead.

To minimize the execution time, the loop should be
programmed as efficiently as possible. To do this
requires the use of an assembly language closely
related to machine language and makes the pro-
graminer's job more difficult. That is, he must
write and debug more instructions than he would
for a higher level compiler language. The com-
piler, on the other hand, will not generate an effi-
cient machine code for the loop, and the execution
time will increase.

For the associative processor, this tradeoff be-
tween programming complexity and program execu-
tion time does not have to be made. The program-
ming is simpler since the overhead programming
is not required and since the execution time is in-
dependent of the number of data sets processed.

The equivalent flow chart for the associative proc-
essor is:

2. { Process (all data sets) l

!

The overhead coding of the conventional loop is non-
existent, and the execution time is independent of
the number of data sets processed.

Figure 5 shows that loop execution time for the
conventional processor using both the assembly

UMBER A

Figﬁré 5 - Execution Time Comparison

language and the compiler language increases with
the number of data sets processed. The rate of
increase is dependent on programming efficiency.
It also shows that the execution time for the asso-
ciative processor is independent of the number of
data sets processed.

The above example illustrates the point that the
associative processor instructions are in them-
selves a high-level language. They combine the
ease of programming features of compiler-type
language and the efficiency feature of assembly
language.

The fact that both programming and execution time
are independent of the number of data sets also en-
hances the modularity concept of the associative
processor. That is, the capacity of the associative
processor can be expanded by adding modules with-
out reprogramming to handle the additional data
sets. This feature is extremely important in appli-
cations where the processing load is projected to
increase over some reasonable period of time.

Table III lists representative sets of search and
arithmetic instructions for the associative proces-
sor. The timing equations are for a particular as-
sociative processor and a particular set of micro-
programs, but they are typical. The equations
show that the execution time is proportional to the
number of bits in the fields but is independent of
the number of words in a field.

APPLICATIONS

While the associative processor cannot be applied
efficiently to all types of problems, there are cer-
tain types of problems for which the associative
processor is clearly superior. The associative
processor is ideally suited to applications that have
(1) 2 number of data streams that can be processed
in parallel and (2) operational requirements for ex-
tremely rapid data processing. Most command and
control systems satisfy these criteria and, for that
reason, various military organizations have been
interested in the early development of associative
processors.

Radar data processing for scanning radars is an in-
teresting application for associative processors.
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to see if they will recur. The track smoothing and
prediction algorithm is the familiar @, B tracker.

Since all tracks are treated simultaneously, the
solution time is independent of the number of tracks.
A significant result of this is the fact that many
noise tracks can be managed efficiently. This
means that a higher false alarm rate can be ac-
cepted from the detection process, and a higher
probability of target detection is achieved. The
effect can be equal to doubling the radar transmit
power.

In conventional processing systems familiar to the
authors, a high-speed processor may saturate with
300 or 400 tracks. With the associative processor,
2000 to 8000 tracks can be managed easily. The
processing time is a constant and, for the algorithm
described, requires 10 milliseconds per second of
real time.

Display Processing

Display processing necessitates satisfying a variety
of different requests. These requests require that
the file be searched for tracks satisfying certain
parameters. The search parameters may be area,
velocity, direction, altitude, specifically assigned
tracks, or identity. Limits may be assigned any

of the parameters. History for the displayed tracks
may be requested, and map data may be super-
imposed on the display. Velocity, altitude, and
identity may be requested in alphanumeric form.

Finally, the data for each display must be trans-
formed into display coordinates including the scale
factor chosen and the offset of the display from the
system coordinate base. The processing time for
each display (assuming request changes are satis-
fied within one second) averages less than 1 milli-
second. Thus, 50 displays would require 50 milli-
seconds per second of real time.

Other System Processing

Since less than 15 percent of real time is used in
processing the above, a number of other system
functions may be readily accommodated in the as-
sociative processor. For further depth in associa-
tive processor application studies, see References
4, 5, and 6.

Table IV lists many of the typical surveillance and
control applications for the associative processor.

ASSOCIATIVE PROCESSOR DEMONSTRATION
MODEL

The basic building block of the associative proces-
sor is the plated-wire array module. Figure 7
shows an array module that was built and demon-
strated™ in July 1969. This module contains 256
words X 256 bits of plated wire with electronics
for 128 words X 128 bits. Figure 8 shows the

>kAt Goodyear Aerospace Corporation, Akron, Ohio,
under Contract F33-615-68-C-1555 for the Air
Force Materials Laboratory, Wright-Patterson
Air Force Base, Dayton, Ohio.
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TABLE IV - ASSOCIATIVE PROCESSOR
APPLICATIONS

Systems#<

Processing functions SC | EW |[IR| C

Radar in-beam X

X

Beacon in-beam

X

Track while scan

Radar energy management
(phased array radars)

ECM strobe tracking
Air traffic control
Conflict prediction

Threat evaluation

X X X X X X

Weapons direction

EW pulse analysis

EW threat alarm
Jammer control
Deceptive CM control
Receiver scan control
Voice pattern recognition
ELINT intercept

Display processing

X X X X X X X X

Data retrieval

Multilist correlation

X X X X
X X X X

Data base updating
Message routing
Formatting

Partial data recognition X

X X X X

Bandwidth compression
Disc scheduling 1 X X

Voice encryption X

B3 . .
SC, surveillance and control; EW, electronic war-
fare; IR, information retrieval; and C, communi-
cations.

tunnel structure/interrogate assembly that holds

the 256 plated wires. Figure 9 shows the strap
driver electronics with 4 drivers per pack and the
wire driver electronics with 2 drivers per pack.
Both are hybrids using monolithic circuits, discrete
transistors, and thick film passive components.

To test and demonstrate the associative processor
array module under conditions simulating system
operation, a program controlled exerciser was
constructed. Figure 10 shows the array module
installed in a test position of the exerciser. The
exerciser contains a small control memory that is
used to store microprograms inserted from paper
tape. Once loaded, this control memory simulates
the operation of the associative processor control



Figure 7 - Plated-Wire Array Module

INTERROGATE STRAP
(PAIRS)

TUNNEL

PLATED WIRE GLASS EPOXY

Figure 8 - Tunnel Structure

unit and can issue microprogrammed commands to
the array module every 50 nanoseconds.

The output cabinet (far right in Figure 10) contains
two displays used to measure the performance of
the module. One of these is a storage tube used
in conjunction with a display subroutine to display
the entire contents of memory. This dynamic
visual aid allows one to view the results of proc-
essing in memory.
that measures and accumulates the time that the
module is actually active in executing the micro-
programs. This counter does not accumulate the
display time or tape input time and, therefore,
measures only associative processing time.

TEST RESULTS

The display units of the exerciser wereusedtodem-
onstrate that the associative processor array mod-
ule executed the instructions commanded by the
control memory within the allowable times.

Figure 11 is a photograph of the exerciser display
showing the contents of the associative processor
memory at the conclusion of the test. The test

proceeded as follows: Field A was loaded so that

The second display is a counter
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(A) STRAP DRIVER

NS R

(B) WIRE DRIVER

Figure 9 - Plated-Wire Array Driver
Electronics

Figure 10 - Associative Processor Array
Module and Exerciser

each word contained its own address. Then, a
series of associative searches was executed and
the results written into selected tag fields. These
tag fields are marked GEC, GTC, LEC, LTC,
EMC, MMC, NLC, NHC, and BLC on Figure 11.
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Figure 11 - Test Results Showing Contents of Associative

Processor Module

These tags correspond to greater than or equal to,
exact match, mismatch, next lower than, next
higher than, and between limiting comparands.

Next, Field B was loaded so that each word con-
tained its own address. Then, Field B was added
to Field C (initially zero) three times. Figure 11
shows that Field C contains three times Field B.

Finally, both Fields D and E were loaded so that
each word contained its own address. Then, Field
D was multiplied by Field E, and the results were
stored in Field F. Figure 11 shows that Field F
contained the square of either Field D or E.

Table V shows the allowable and measured times
for the associative processor to execute the above
sequence of instructions. The allowable times
were based on the timing equations derived from
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Table III, which in turn require the associative
processor to operate at 100 nanoseconds for a
parallel interrogation and 300 nanoseconds to
write one bit of all words.

The actual time was significantly lower than the
allowable time for the add fields and multiply
fields instructions. This was because new sets
of microprograms, more efficient than those rep-
resented by the allowable time, were used for
these instructions.

This demonstration shows that even a small asso-
ciative processor of 128 words is extremely power-
ful. Extending the demonstrated 10-bit add time

to a 32-bit add time shows a processing rate of 4
million instructions per second for this model.
Slight changes in the design of the response store
will double this processing rate.



TABLE V - TIMING RESULTS™

Allowable | Measured
time time
Mnemonic Timing Bits in (micro- (micro-
operation Definition of operation equation field (n) | seconds) seconds)

GEC, TAG | Find all values in Agreater thanor | 0.1(n +4) + 0.3 7 1.4 1.4
equal to 100g; store results

GTC, TAG Find all values in A greater than 0.1(n +4) + 0.3 7 1.4 1.4
100g; store results

LEC, TAG Find all values in A less than or 0.1(n +4) +0.3 7 1.4 1.4
equal to 100g; store results

LTC, TAG Find all values in Aless than 1008; 0.1(n +4) +0.3 7 1.4 1.4
store results

EMC, TAG | Find all values in A equal to 1008; 0.1(n +4) +0.3 7 1.4 1.4
store results

MMC, TAG | Find all values in A unequal to 0.1(n +4) +0.3 7 1.4 1.4
100g; store results

NLC, TAG Find the maximum of values in A 0.2(n +2) + 0.3 7 2.1 2.1
less than 1008; store result

NHC, .TAG | Find the minimum of values in A 0.2(n +2) +0.3 7 2.1 2.1
greater than 100g; store result

BLC, TAG Find the values in A that are be- 0.2(n +4) +0.6 7 2.8 2.8
tween 40g and 1408; store result

ADF Add Field B to Field C and store the 3[1. 1(n +1) +0. 1] 10 36.6 30.3
results in Field C; repeat 3 times
and accumulate result in C

MPF Multiply Field D by Field E and 1.1b(a +2.7) b=27 82.4 63.4
store results in Field F a =8

*n, b, a = number of bits in field.

APPLICATION DEMONSTRATION

The associative processor array module and the
exerciser also were used to demonstrate the appli-
cation of an associative processor to a real-time
air traffic control problem. For this demonstra-
tion, the associative processor provides aircraft
motion simulation and solved the collision detection
program for 128 aircraft.

Figure 12 shows a simulated airspace 64 miles by
64 miles in area containing 128 aircraft with ran-
dom flight paths and velocities. Many near misses
and collisions developed during this scenario.

The associative processor was programmed with a
collision detection algorithm in which a 32-second
look-ahead track intersection prediction is made
for each aircraft against all 128 aircraft tracks.
Then, only those tracks predicted to be involved
in a potential collision are displayed (see Fig-

ure 13). A manage by exception display of this
sort would allow the controller to concentrate on
those aircraft requiring immediate attention.

The associative processor requires 3 milliseconds
of each simulated 4-second radar scan to solve this
collision detection problem for 128 aircraft.

SUMMARY

An associative processor, which combines the con-
tent addressability of an associative memory with
arithmetic and input-output capability at each word
of memory, has been described.

The associative processor is classified as a modu-
larly expandable array processor with processing
rates from 15 million to 1 billion instructions per
second and input-output rates from 1 to 160 billion
bits per second. Since it is constructed of inex-
pensive memory modules and has processing rates
in excess of the supercomputers, it is projected
to be 30 times as cost effective as machines in the
ILLIAC IV class.

Due to its content addressability and parallel in-
struction execution capability, programming the
associative processor is postulated to be even
simpler than programming a conventional proces-
sor.

Finally, a 128-word associative processor demon-
strator model has been described. The test results
show that even this small associative processor is
capable of operating at 4 million instructions per
second.
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Figure 12 - Airspace Display without
Conflict Detection

Meeting the demand for higher processing rates at
lower costs is one of the challenges of the 1970's.
The associative processor described in this paper
is ready now to meet that challenge.
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AN ASSOCIATIVE MEMORY FOR EXECUTIVE CONTROL
FUNCTIONS IN AN ADVANCED AVIONICS COMPUTER SYSTEM

Robert O. Berg, Melvin D. Johnson

Honeywell Systems and Research Center
Roseville, Minnesota

ABSTRACT

The paper* describes methods of using an associa-
tive memory for the implementation of executive
control functions in an advanced avionics digital
computer system. The various fields required in
the associative memory word and functions of
those fields in the task assignment routine are
presented. It is shown that an associative memory
can be used to mechanize an effective task assign-
ment algorithm based on dynamic priority.

I. INTRODUCTION

Associative memories with the capability of per-
forming search or processing operations simul-
taneously over all stored words are now becoming
an economic reality.2-3,4.5 This paper shows
how these associative capabilities can be used to
implement the tasks of an executive control unit in
an advanced avionics digital computer system.

The system model (Figure 1) upon which this work

BULK STORE
ADDRESS
DATA
MASTER
EXECUTIVE
CONTROL
MAIN MEMORY
MASTER EXECUTIVE CONTROL BU >
/\
AV
INPUT/ L COMMUNICATION BUSS >
OUTPUT
UNIT ﬂ
) y
BUSS9 — ]
BUSS10 ——  ApiTHMETIC ARITHMETIC ARITHMETIC
BYTE-TO-BYTE ——  AND CONTROL AND CONTROL AND CONTROL

BUSS 11 —

BUSS 12

TASK MEMORY

PROCESSING ELEMENT

Figure 1,

* This paper is extracted from a report
entitled, ""Master Executive Control Tech-
niques for an Advanced Avionics Digital Com-
puter System',l prepared by Honeywell for
the Naval Air Systems Command under Pro-
ject No. AIR-5333F4-69-1.
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TASK'MEMORY TASK MEMORY

PROCESSING ELEMENT PROCESSING ELEMENT

Advanced Avionics Digital Computer Block Diagram



is based is defined in "Advanced Avionic Digital
Computer Baseline Definition", AIR-5333F4% of
the Naval Air Systems Command, 23 July 1969.
A brief description of the system model is given
first, followed by a definition of the fields required
in the associative memory word and a description
of their use in satisfying executive control require-
ments.
II. DESCRIPTION OF THE SYSTEM MODEL
The Advanced Avionics Digital Computer (AADC)
system used as a model in this study consists of
the following major elements:

® Bulk Store -- A mass memory unit, designed
to store all operational programs for the
computer system.

Main Memory -- A random access memory,
used for temporary storage of programs
prior to execution.

Processing Elements -- General-purpose
processors, capable of the logic and arith-
metic operations necessary for handling
sequentially organized computational tasks
in the AADC (such as navigation, weapons
inventory, etc.). The AADC contains a
number of these processing elements, with
the exact number variable.

e Task Memories -- High-speed (probably
semiconductor) memories used for storage
of instructions and data while they are being
executed by a processing element.

e Input/OQutput Unit -- A sampling and storage
unit used for transfer of data between the
AADC and the remainder of the avionics
system.

Executive Control Unit (ECU) -- A program
memory, an associative memory, and a
logic and control section. This unit is
responsible for the following functions:

1) Continuously monitoring the various pro-
cessing elements (PE's) in the system to
meet the requirements of all (externally-
requested) modes of operation of the air-
craft.

2) Supervising the collection and transfer

of input/output data within the AADC.

3) Assigning operational programs to the

various processing units.

4) Supervising data transfers between the

other units within the AADC, such as the

transfer of programs between bulk store
and main memory.

5) Supervising the overall system operation

for such items as processor failures,

interrupt requests, etc.
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The associative memory of the ECU must be
capable of performing at least the following asso-
ciative functions:

Increment

Decrement

Bit slice write

Masked equality search

Maximum search

Minimum search

e 6 o ¢ o o o

Less than or equal to search

These requirements will become obvious in the
description of the "Assignment Function."

This particular model, which represents only one
of a number of advanced concepts being con-
sidered by the Navy, exhibits three distinguishing
features:

® TUse of a separate and distinct hardware
unit for all executive control functions.
This ECU must supervise all job assign-
ments, data transfers, and overall sys-
tems operation.

® The use of modular programs. The overall
processing requirements of the system are
separated into a number of modes of opera-
tion. Each mode then consists of a number
of computational tasks called program
modules (PM's). Thus the proper opera-
tion of the system requires the computa-
tion of several PM's at a given rate and in
the proper sequence to effect completion
of all required tasks in a given mode of
operation.

® Dynamic configuration of variable-sized
processors, from a number of byte-sized
processing elements, for the execution of
modular programs.

The combination of these features should result
in a very high throughput multi-processing sys-
tem in which most of the shortcomings of con-
ventional organizations have been eliminated.
III. SCOPE OF CONSIDERATION

While a number of Executive Control functions
was considered in the study, this paper deals
primarily with the "Assignment Function, " that
is, the manner in which the associative memory
in the ECU is utilized to establish dynamic
priorities between program modules and ensure
that PM's are assigned for processing in a
proper order.

The relationship of this function to the total
Executive Control function is shown in the flow
chart, Figure 2. Thus, in the discussion which
follows, it is assumed that:
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1) Any mode change has been recognized, and
all necessary PM's are resident in main
memory.

2) All I/O updating has been completed.

IV. DESCRIPTION OF THE ASSIGNMENT
FUNCTION

In order to control the assignment of program
modules to processing elements, each PM has an
Identification (ID) word associated with it. The
ID words for all PM's in the current mode are
then maintained in the associative memory of the
ECU. Thus, in order to completely describe the
assignment function it is necessary to consider:

1) The contents, or ''fields' of the various
ID words

2) How these fields are used to execute the
assignment function.

Both of these items are discussed for each ''step"
of the assignment function. The entire PM
assignment routine is shown in Figure 3.

As shown in Figure 3, there are two ways to enter
the PM assignment routine from the mode change
routine or, after the regular updating of input
data, from the main timing loop. Assuming that
entry has been made from the latter point, and a
processor has indicated that it is available, the
first task (Figure 3) is to identify which PM has
just been completed by that processor. Two
fields of the ID words are utilized in this opera-
tion:

Field 1 -- Program Module Number -- This
field contains a unique code, or name, for
each program module.

Field 2 -- Identity of Processor Assigned --
As each PM is assigned for processing, this
field is loaded, by the ECU, with a unique
code identifying the processor to which it is
assigned.

With the above fields, and assuming that an avail-
able processor identifies itself by name, a single
search over Field 2 will result in a match for only
one ID word. A read-out of Field 1 for that word
will then identify the PM assigned to that proces-
sor.

Having identified the PM which has just been com-
pleted, the next task of the ECU is to ''notify'" any
other PM's that might utilize this one as a
"predecessor. "

In order for the ECU to maintain this interdepen-
dence of PM's, a third field was defined for each
ID word:

Field 3 -- Predecessor Field -- This field
consists of a number of bits equal to the total
number of PM's currently active in the sys-
tem. Each bit position then corresponds to a
PM number. A "1" in any bit position indicates
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that the PM with that number must be com-
pleted before this PM can be assigned.

The use of the predecessor field is demonstrated
in the example below, for four PM's. The
required order of execution for the example is
shown in the diagram of Figure 4. The contents
of the predecessor field, before any of the PM's
have been assigned, are shown in Figure 5.

Figure 4. PM Execution Sequence

PM Nr, Bits Corresponding To
PM1 PM2 PM3 PM4
1 0 0 0 0
2 1 0 0 0
3 1 0 0 0
4 1 1 1 0
Figure 5. Predecessor Field Contents

Thus, PM1 has no predecessors. PM's 2 and 3
have PM1 as a predecessor, etc. With this field,
the ""notification'" of all other PM's that a par-
ticular PM has been completed can be accom-
plished by a simple "bit slice write'' operation.
That is, once the number of the completed PM has
been located, the ECU will simply write a zero
simultaneously in the proper bit position of the
predecessor field of all ID words.

The only remaining function associated with the
completed PM is the reinitialization of the ID
word associated with that PM. Without detailing
which fields of the word must be reinitialized (this
will become evident later), it is sufficient to point
out that the information necessary for this opera-
tion is contained in Main Memory. The ECU then
merely accesses Main Memory, and initializes the
ID word via a masked "write'" operation.

A new PM must now be selected for assignment to
the available processor. This selection process
is shown in Figure 6, and involves two additional
fields of the Associative Memory word.

Field 4 -- Schedule -- Initially, this field con-
tains a digital value which represents the rate
at which this PM is to be executed. This field
is continuously ''counted down', and its value
used to adjust the priority of the PM. The
schedule field will continue to be decremented
when a PM is sent to a processor, in case an
interrupt prevents its completion. Upon com-
pletion this field will be reinitialized.

Field 5 -- Priority -- When an ID word is first
brought into the associative memory, it has a
basic priority. This priority is dynamically
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changed by ECU logic on the basis of the
changing schedule and predecessor fields.
When a PM is sent to a processor, the priority
is biased upwards to avoid interruption by an
unassigned PM which would otherwise have
equal priority. This dynamic priority will
govern the order of transfers of PM's to a
processor. Upon completion of a PM execu-
tion, this field will be reinitialized in the
associative memory.

Using the description of these fields, and the flow
diagram of Figure 6, the selection process can be
described as a series of search operations. Thus,
the ECU first searches the associative memory
priority field for the highest priority PM not
assigned to a processor. If only one PM has the
highest priority, it is initially accepted. If there
is more than one PM with the highest priority,
ECU will search these ID words for the lowest
value in the schedule field. If there is no conflict,
the PM with the lowest schedule field is initially
accepted. If a conflict still exists, ECU performs
a search for the least number of 1's in the prede-
cessor field of the competing PM's ID words. If
no conflict exists, the PM with the fewest prede-
cessors is initially accepted. If a conflict still

exists, the ECU will initially select a PM at ran-
dom (i.e., lowest numbered). The initially-
accepted PM is then checked to determine if the
predecessor field is all zeros; if it is zero, the
PM is finally accepted. If the predecessor field
of a PM does not contain all zeros, the priority
of all its predecessors is increased, and a search
for the highest priority PM is begun again and
repeated until a final selection is made.

When a PM is finally accepted, it must be deter-
mined if enough byte sized processing elements
(PE's) are available to configure a processor for
this PM (see Figure 3).

The fields of the ID required for this task are:

Field 6 ~-- Number of bytes required -- This
field contains the binary representation of the
size of processor (number of PE's) required
to execute this PM.

Field 7 -- Which PE's make up processor --
This field contains 1 bit for each PE in the
system. When a processor is assigned to a
PM, a one will be written into the proper bit
of this field for every PE in the processor.
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This field is set to zero when the PM has been
computed.

Thus, field 6 indicates the number of PE's
required. A search over field 7 of all ID words
for a series of adjacent zeros will be made to

‘ ENTER ’

determine if a suitable processor can be con- E:%AISRITY
figured. This search is successful when the first UPWARDS
group of adjacent zeros of sufficient length is
encountered.
Assuming the search is successful, the ECU will
configure the processor and effect the transfer of START
the PM to the processor. EXECUTION
The final step in the assignment routine which (T;{)“{',E\,TDOWN
utilizes the Associative Memory is the "Update ID
Word Subroutine' shown in Figure 7.
Two additional fields of the ID word are required
for this function:
UPDATE
Field 8 -- Execution time -- This field contains EXECUTION
a value indicating the computation time limit STATUS
for this PM. This field is counted-down during
the period the PM is being executed. If this l
field reaches zero before the PM is completed
erroneous operation is assumed and diagnostics IDENTIFY PE
are initiated. This field is reinitialized after ASSIGNMENT
PM computation.
Field 9 -- Execution status -- This field
identifies the location of the PM as in Bulk
Store, in Main Memory or in Processor.
Upon PM assignment the priority of its ID word is IDENTIFY
increased to prevent erroneous interrupts (see PROCESSOR
Figure 3). The execution time countdown is then
begun and the status changed to "in Processor.'
The processor and PE's assigned are then entered
into the proper fields of the ID word.
SEARCH ID
A search is then made over the schedule fields of WORDS FOR
all words in the Associative Memory to locate all SCHEDULE
ID words whose schedule field has counted down FIELD < X
to a preselected value or less. All ID words indi-
cating a match will have their priority increased
by a given value.
INCREASE *
SUMMARY PRIORITY OF
ALL ID WORDS
This paper presents a method of utilizing an asso- INDICATING
ciative memory to implement some of the executive MATCH
control function in an advanced avionics digital
computer system.
In order to provide a background for the executive
requirements, a brief overview of the Navy AADC EXIT
system is provided. Significant features of this
system include the use of modular programs and
the use of a distinct hardware unit as the Executive
Control Unit. The ECU must have the ability to
dynamically configure variable length processors * MORE RESOLUTION CAN
for the execution of the modular operational pro- BE OBTAINED BY SEARCH-
grams after having first determined which program H(IE/IIQI'N MORE THAN ONE
is to be assigned. The heart of the ECU is an :
associative memory which contains identification
words (ID's) to efficiently define and control the
modular programs of the system. Figure 7. Update Identification Word Subroutine

341



The implementation of the program module assign-
ment function using an associative memory is
presented. This implementation is described in
the form of flow diagrams and field descriptions

of the associative memory words. This rather
elaborate assignment routine can be realized
through the utilization of an associative memory
capable of performing the following associative
functions:

1) Increment

2) Decrement

3) Bit slice write

4) Masked equality search

5) Maximum search

6) Minimum search

7) Less than or equal to search

The assignment routine presented in this paper
makes extensive use of search operations, incre-
menting and decrementing operations, and a
selective write operation. Each of these opera-
tions can be accomplished simultaneously over all
words, or a selected subset of words, in an asso-
ciative memory. Use of a conventional memory
to accomplish these necessary functions would
require that each ID word be handled serially.
This would obviously result in a much slower
implementation of the assignment routine. This
inherent speed advantage, coupled with the
decreasing cost and increasing availability of
associative memories, will soon make them very
useful, if not essential, in future high-speed
systems.
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SESSION SUMMARY:
ROTATING MEMORIES AND ELECTRONIC DRUMS -- PERFORMANCE AND COST CONSIDERATIONS

Edwin I. Blumenthal, Defense, Space & Special Systems Group, Burroughs Corporation

Our panelists have addressed themselves
essentially to two issues:

1. The relative advantages (cost/perform-
ance and reliability) among the various
types of rotating memory devices-head
per track drums or disks (access times
to as low as 5 ms. ), removzble media/
moving head files (such as disk pack
drives), and fixed disk/moving head
files, where access times approach 100
msec; and

2. The potential replacement of (the faster)
rotating memory device with solid-state
"electronic drurezs'.

In addressing the first issue, Mr, Tickell
reviews the state-of -the-art with respect to all
three classes of rotating memories, This sets
the stage for the positions taken by Messrs Jack,
Wieselman and Yang, who present the case for
head per track files, fixed disk/moving head
files, and disk pack drives, #n that order,

The result of these first four papers is thus
a summary of the inherent advantages of one over
the other, providing answers to questions such as-
What price higher access speeds for head per
track disks or drums? What price media re-
movability ?

Table I is a rough concensus of all four
panelists on the cost of storage by class of ro-
tating memory device, and how these costs are
expected to change within the next five years,
This table clearly indicates the target presented
to the designer of solid state ''equivalents''.

The second issue is then addressed. Dr.
Arnold's paper proposes the criteria to be em-
ployed by the systems designer in evaluating
the desirability of replacement of high speed
drums or disks with new devices.
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Finally, Messrs Lloyd and Broadbent pre-
sent their candidates for such replacement, in
the form of two quite different solid-state
memory devices; one built out of MOS shift
registers, the other employing plated wire.



END-USER PRICE * (¢/BIT)

Fixed-Disks/Moving Heads

Removable Disks/Moving Heads

Head per Track/Fixed

Disk or Drum

Avg, Access (40 to 100ms) (40 to 100 ms) 5ms 20ms | 50ms
1970 . 005 .008 .2 .02 . 014
1975 . 0005 - . 0015 .0008 - ,002 .03-.05(.003 - | .002 -

. 005 . 003

% Session ground rules established ¢/bit to the end-user as a standard.
bases, we make the crude assumption that end-user price is twice that of OEM (large-quantity)
price, while the latter is twice the manufacturing cost.

TABLE I
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STORAGE IMPROVEMENTS AND SYSTEMS' COST/PERFORMANCE

R. F. Arnold, International Business Machines Corporation

INTRODUCTION

It is unpleasant but generally recognized that the
body of the existing applications and programs
for storage based systems largely limits new
storage products to those which are superior
with respect to both cost and performance to
those products which they replace.

This issue is reviewed in the context of a simple,
one parameter performance equation which is
consistent with much of the author's experience
in this area. The equation provides a rule of
thumb for extrapolating systems thruput improve-
ment when systems components are upgraded. *

Following a description of the equation, an attempt
is made to shed light on two current problems in
storage planning.

1. Given a certain advancement in technology,
and a linear device cost/performance curve,
how should one best configure the technology
to optimize system cost/performance?

2. What must the currently proposed electronic
storage products cost in order to qualify
as "drum replacements'?

In both cases the exercise suggests a basis for
our initial suspicions. The model is offered in
the spirit of a challenge to those who might want
to elaborate or replace it with one of their own
and a warning not to neglect the cost, perfor-
mance, and usage characteristics of current
storage technology in planning future products.

THE PERFORMANCE EQUATION
Here is a description of the "model".

Assume a real system with several components
whose utilizations can be measured by some
combination of systems measurement hardware,
software, and guessing. There is then available

for a given job stream a set of times, t1 > to, t3

*For a mathematical treatment of these functions
see Reference 1.
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etc., which are the numbers of seconds which
resources 1, 2 and 3 were busy. There is also
available an overall time T which it took to
complete the job stream.

These values may be substituted into the following
equation and the unknown parameter S determined
numerically.

1 1 1
_.,S,.5 .8
T —-(t1 +t2 +t3 )
S is called the sequential dependence of the job
stream. Inspection of the equation shows that
for S =1, T is equal to the sum of the resource
times which represents the worst case of no
resource overlap. As S approaches O, T
approaches the maximum of the resource times,
which is the best case of complete overlap. In
practice values of S have been observed between
.25 and .75, the low values occurring in highly
optimized systems, usually dedicated to a
specific application whose structure is well
understood.

Now if a particular resource 1 is replaced by a
new 1', and no other changes made, it is very
often possible to derive a new time tq, for the
new device using data like average record length,
number of accesses, etc. If one assumes S
remains fixed one can substitute the new t; back
in and determine a new T, and thus a prediction
of the new job stream time. I suggest that this
prediction is a useful guide if the following
assumptions hold:

1. There is no reallocation of data sets among
devices,

2., The same scheduling and other operating
system characteristics hold.

8. The same blocking and access patterns hold.
Very often assumptions such as these are

warrented for the initial application of a broadly
marketed storage product.



STORAGE CONFIGURATION

The above equation can be combined with cost
data to examine system cost/performance. It is
generally true that within a given level of tech—
nology, cost and performance can be traded off,
We consider the case where this trade off is
linear, an assumption which is not too unrealistic
for drums in an access time sensitive environ-
ment for example.

Suppose a three—component system, each
component having unit cost and taking one second
to process its part of a job stream. Then the
base system cost/performance will be given by:

1 1 1
S S Ss
C/P =({+1+1) (1 +1 +1)
COST X  TIME
= 3S+1

which ranges from 3 to 9 depending on the
sequential dependence.

Now let us assume that an improvement in the
technology of the first component occurs, and
that

c1ty = A1

A = "State of the Art")

A = 1 in the current technology)
Then one can substitute in

t = A

1 c4

and obtain system cost/performance as a function
of device cost

1
ALE, S
2 () 5+

c/P

Figure I shows this function for S = 1/2 and
values of A of 1/2 and 1/4. Notice that in both
cases, at the optimum point, more of the
improvement is allocated to cost reduction than
to performance enhancement, and that after you
have paid too much for it, it does not make any
difference how good it is.

Figure Il shows S = ,25 and S = ,75 for A = 1/2.
Again, cost reduction is more important than
performance enhancement, but not surprisingly,
the system with the most sequential dependence
(S = .75) should invest a little more in perfor—
mance enhancement.
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In the absence of more precise inputs, the most
these equations can do is remind us again that
success depends on being better in both cost and
performance, with a greater emphasis on cost
than on performance. Taking derivatives one
finds

1+S

C A

OPTIMUM

so that for S = 1 one should split the improve~
ment equally between cost and performance while
for S = 0, all the improvement should go into
cost reduction,

Operating in the opposite direction are the twin
effects of the performance advance of other
systems components and development of new
programs which fit the new device better, The
gradual evolution of these during the product

life will increasingly move the optimum device
configuration toward higher cost and higher
performance. One is always left with the problem
of assessing the rate of this advance to effect a
compromise which insures enhanced system cost/
performance on day one.

"DRUM" REPLACEMENT CRITERIA

It is of interest to look at some cost/performance
curves which might apply to any of the non—
rotating 'drum replacement' technologies. If
one assumes that they must cost justify them-
selves only as drum replacements in the sense
I have spoken of, then it is clear that they had
better not cost much more than the drums they
replace, no matter how fast they are., The
numbers resulting from the following arbitrary
numerical assumptions are not offered as
absolute criteria. They do provide a represen—
tative example.

Assume the drum to be replaced represents 10%
of the system cost and is one of ten equally used
system components. Also assume a sequential-
ness of 1/2, Then a system having unit cost and
unit performance would obtain if for each
component we had

Cost;
Notice that the drum usage is about 31%. (This
would include latency as well as actual data
transfer,)

Now let us assume the replacement of the drum
by a device which reduces the drum time to zero
and see how the cost/performance of the system
is affected as a function of the cost of this
infinitely fast drum (I.F.D.).
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Cost of the new system is

(.1CiFp + -9)

and job time is

1

O+.1+.14+.1+.1D2=(9°

|=

Where CiED is the cost of the IFD expressed as
a multiple of the old drum cost. Then relative
cost/performance of the systems with the IFD
is
1
2
C/pIFD = (.1CIF-D + .9) (.9)

@Ciep + 27)/10 \’10

This is shown on Figure III.

Two interesting points on this curve are noted.
Cigp = 1 represents equal device cost and shows
a cost/performance improvement of about 5%.
C/P = 1 represents equal cost/performance
which occurs at a device cost 50% greater than
that of the drum. If the drum price is .2¢/bit,
then the IFD is a break even proposition only at
.3¢/bit.

Also shown on the figure is the line for a finite
improvement factor of 2. This already achieves
75% of the ultimate improvement potential and
an improvement factor of 10 achieves about 99%
of this potential,

One should reasonably ask what would have
happened if the other system components were
improved? Might this not cause the drum time
to "stick out" and thus justify a greater expendi-
ture on the drum replacement?

Line B on Figure IV shows this effect assuming
a 4 times improvement in all other systems
components performance, and does indeed
suggest that one could get by with a higher IFD
cost, However this apparent opportunity is
largely negated by the fact that the other systems
components will tend to experience cost as well
as performance improvements., Thus if cost is
reduced to half and performance only doubled,
then we have line C. Now the break even cost
point is only 2 x drum up from the 1.5 x drum of
line A.

If during that same period, drum cost and perfor—
mance were also to have improved by the same
factors, then one would have line D. Thus under
this set of assumptions, the IFD would have to

be priced at ,15¢/bit if its attachment is delayed
to that time frame.

If the above analysis is accepted, what should one
conclude about electronic storage? I would
suggest that there are three alternatives:

1. Aim for a product costing ho more than what
one believes fixed head rotating files will
cost in the same time frame,

2. Look to replace system components other
than drums.

3. Develop or hope for new programming
support which can really utilize the smaller
blocks and more frequent accesses which
these technologies permit.

SUMMARY

Certainly the one parameter equation used above
cannot comprehend many of the important
contributors to systems thruput. Among the
more important of these are the effects caused
by special correlations between pairs of system
components such as channels and drives. Clutch
point phenonema are neglected completely, as
are attachment costs. Nevertheless I would
suggest that the testing of storage proposals by
such a simple model can help provide a rough
sizing of the applicability of a given technology
as well as establishing a base from which alter—
native assumptions and product plans may be
developed.
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DYNABIT © MASS MEMORY
B. D. Broadbent, Advanced Technology Department, Hughes Aircraft Company

A new magnetic memory device, the DYNABIT T
Memory Element, has been designed to fill the gap
between core stacks, with rapid random access to a
bit and high reliability, and the less expensive
techniques that employ a continuous moving storage
medium such as discs and drums (see Paper in New
Memory Device Session on The DYNABITT Memory) .
The DYNABITT Memory Element maintains all of the
attributes of the continuous storage media memor-
ies, but does not have mechanically moving parts
and adds a versatility and reliability heretofore
available only in linear select systems., The -
operation of the memory is pictured as analogous
to a static drum surface on which the "bits" move
instead of the drum., The simplicity of the basic
element structure provides some significant new
capabilities that greatly simplify many existing
data storage problems., The DYNABITT memory can
cover a wide variety of functions with costs that
vary from five cents-per-bit for special storage
and buffering applications to .05 cents-per-bit
for mass memory applications,

One of the basic problems in maintaining a high

data processing rate when a serial access memory
is used is that of avoiding or overcoming the
inherent latency or delay in accessing the desired
physical record. This problem is of a very
different nature with the DYNABITT memory than
with rotating memories. There are a number of
generally accepted techniques for reducing disc
and drum latency that are effective., However,
these techniques are expensive in terms of pro-
cessing capability and in the additional buffering
which they require within the computer. ILike the
disc and drum memories, the DYNABITT memory has an
inherent access delay. Unlike them however, the
problems associated with delays are much fewer and
the penalties which are paid to reduce the effects
of the delays are much less, This is largely due
to the fact that the DYNABIT' is inherently a
shift register. Because of this, it is self-
buffering and thus much of the core buffering
required for reducing the effects of access delays
in discs and drums is not needed when the DYNABIT
is used, In addition, and just as important, the
delays are small and depend mostly on the size of
the data block or segment required for the parti-
cular system application being considered. For
example, the access time or delay necessary to
select any block or segment within an entire
DYNABTTY memory, regardless of the size of that
memory, is 20 psec to the first word. After the

T Hughes Aircraft Company Trademark
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block has been accessed the word rate within that
block is variable from O to + 250,000 words per
second. The plus and minus notation is used here
to indicate that the DYNABITT information can be
moved forward or backwards on command. The "word"
transfer rates may also be stopped and held at any
particular position and then started again instan-
taneously to bring out the next word in that block
or segment with only a 1 psec delay., A typical
2048 block or segment organization utilizing the
DYNABI’I‘T would have an average word access time of
4 milliseconds. For this organization, this would
become a fixed access time and would now be
independent of the size of the memory. This allows
a growth factor that is not readily available in
discs and drums. A particular size disc or drum
cannot increase its storage capacity too easily
without redesign and this will usually affect

the access and latency times.

The DYNABIT! memory can be fabricated with a
wide range of characteristics and the elements can
in turn be interconnected to produce almost any
desired organization. If larger blocks or seg-
ments are desired, the average access time would
increase by 4 psec for each additional word or
set of words., Data transfer rates can be essen-
tially as high as desired, even though the maxi-
mum bit rate of a single band is limited as a
function of the wire characteristics. Because it
can function asynchronously, it can work readily
into conventional serial, logical, and arithmetic
configurations. Random access to the block level,
data pre-ordering for instant access, look-ahead
without tying up memory controls, and reverse data
flow all enable significant reductions in access
time and number of accesses required., The capa-
bility to accept and store data at one rate, and
discharge it at another, leads to applications
such as buffering data exchange between multiple
conductors., The DYNABITT memory is an extremely
flexible, highly reliable, low maintenance, non-
mechanical storage device, available for a wide
variety of memory applications., Its economic
feasibility has been demonstrated. It is present-
1y in production and should join drums and discs
a8 inexpensive, compact, bulk storage devices of
moderate speed and also fill a number of I/0
buffering and display applications in a manner
that will reduce overall system complexity with
improved reliability. In its present state of
production memory systems of from 10.to 20
million bits are available at a cost of approxi-
mately .5 cents-per-bit. Over the next two years
it is anticipated that this cost will be reduced
to the area of less than .1 cents-per-bit., Exten-~
sive data reliability information is not yet



available for this new technique, however data
losses of less than one error in 10—“ characters
for any block have been demonstrated. There is
virtually no maintenance involved in the operation
of a DYNABIT™ memory since it is a solid-state
device which is relatively impervious to the
elements., High reliability is assured with no
moving parts and temperature coefficients of all
parts closely matched.
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SEMICONDUCTOR I/0 STORAGE
R. H. F. Lloyd, Advanced Memory Systems, Inc,

Advanced Memory Systems recently announced SSU
(Semiconductor Storage Unit) is the first all-semi-
conductor memory designed and priced for that
price/performance gap which presently exists between
all-electronic storage, i.e., cores and electro-
mechanical storage - drums and discs.

The SSU is built out of the lowest cost form of semi~
conductor memory. That is, metal oxide semicon-
ductor - MOS - shift registers. The low cost results
from the fact that this form of memory has minimum
electronic support requirements in that decoding is
done not to the bit but to a data loop, which contains
256 bits of storage. This design approach also
results in minimum packaging costs because the num-
ber of I/0 pins per bit of storage is significantly lower
than a randomly addressable memory. The compro-
mise to achieve these low costs is performance. The
average access time of 130 microseconds is slow in
comparison to present-day, all-electronic memories
but very fast when compared to the 2,5 ms of high
speed electromechanical storage. Since this techno-
logy costs considerably less than core to manufacture,
it is a natural fit between these two technologies and
therefore will replace a large number of the present
applications for high speed drum.

There is every reason to expect that the previously
experienced rapid reduction of manufacturing costs
for integrated circuits and integrated circuit memory,
in particular, will continue in the future. This rate
is significantly greater than that that has been ex~
perienced on both core memories and electromechani-
cal storage. It is therefore the conclusion that the
SSU approach to high speed I/0 storage will become
even more favorable from a cost/performance view-
point in the future, and it will represent the dominant
technology for this class of storage applications.

The SSU is built up from a large number of 256-bit data
loops or re-circulated shift registers. The internal
organization is such that each storage card contains
one bit position for all the words in that section of the
memory, i.e., bit organization. This allows full ad-
vantage to be taken of error correction such that any
component on a card or the total card can fail and still
be corrected by single error correction. The SSU is
built with single error correction and double error
detection. Further, since the power dissipated in a
shift register is directly proportional to the shift rate,
this approach allows significant reduction in total
system power. This is achieved by normally re-cir-
culating all the data loops in the SSU at a very low
shift rate. When addressed, only the data loop con-
taining the desired information is brought up to a very
high speed shift rate thereby facilitating a short
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access time and high data rate. Since this repre-
sents a very small percentage of the total storage
and occurs on relatively short duty cycles, the

total average power of the system is determined
primarily by the low shift rate not the high shift
rate. Two internal counters are used so that syn-
chronization can be maintained after the addressed
loop is reduced to the lower shift rate. This ap-
proach results in an average power of 500 watts for
a 2 million byte memory and therefore very low
operating temperatures. Thus, significantly en-
hancing the reliability of the memory. A mean
time between failures of 2,000 hours for a two
megabyte unit is projected using this approach.
Further, 94% of the hardware can be protected by
error correction. A very conservative estimate

of total system reliability with ECC is 5,000 hours
MTBF. Eight million bytes of storage can be
housed in a frame 30" by 60" by 70", This is appro-
ximately 8.3 times the density achievable with core
and 1.4 times the typical high speed drum system.
The end-user price for the SSU is 1.98¢/bit for a
two megabyte unit and 1.0¢/bit for a 16 megabyte
unit, It competes today with high speed drums from
a cost/performance standpoint and therefore will
displace drums where access time is critical. The
cost/performance comparison is particularly favor-
able when record gaps are considered. For records
in the 500 byte area, as much as 45% of a high
speed drum's capacity is consumed in overhead.
Since this overhead is primarily record gap, the
lack of the record gap requirement in the SSU al-
most halves the effective cost/bit for these very
typical record sizes. For the next two or three
years, drums or fixed head discs will remain
slightly cheaper and a lot slower, If significant
improvements are made in track and bit densities,
this situation would exist indefinitely, thereby
guaranteeing drums a permanent but smaller
position in the hierarchy of storage devices.



A BRIEF REVIEW OF CURRENT DESIGN TRENDS

&
ASPIRATIONS IN ELECTROMECHANICAL MASS STORAGE

R. Tickell, Senior Member, IEEE
Univac Division of Sperry Rand Corporation

The design specification of an ideal,
practically realizable mass storage file
would probably be built around a fixed-
head drum or disc were it not for the high
cost of recording heads involved. Con-
temporary non-contact recording head de-
sign is based upon a recording surface
speed of up to 2500 in/sec. This figure
corresponds, for example, to a 20-inch
diameter disc driven at 2400 rpm so as to
provide a 12§ ms average (25-ms maximum)
access time for all data stored on that
disc.

A1l of this is not to say that 12% ms
is the answer to a designer's prayer; it
merely emphasizes that, given the low cost
head, very respectable access times could
be achieved in contemporary design. Of
course, future improvements can also be
expected in other areas that have a bear-
ing on this aspect of performance.

A real problem in the continuing
search for an economically-priced head
concerns reduction of physical size that
will permit track densities to increase
substantially. Otherwise volumetric
efficiency of the overall storage file
will be far short of the potential that
is offered by present day oxides and
plated media. We have grown accustomed
to thinking of pulse densities greater
than 2000/inch along the length of a
track. But there is nothing in the compo-
sition of the recording medium to dictate
that track density must be held to a fig-
ure that is one order of magnitude less.

So, pending the realization of these
design goals in multi-channel, fixed heads,
the popular compromise being pursued today
centers on single-channel heads working on
14-inch diameter discs and with great
emphasis placed on the track-to-track
moving time - typically offered at average
values ranging between 25 and 50 ms.
(Average rotary latency of 124 ms, corres-
ponding to 2400 rpm, must be added to this
figure to calculate a total for "look-up"
performance. )
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What are the prospects of resolving
the head economics problem or the acces-
sor performance problem, or will there be
some ultimate compromise? It is most
likely that accessor performance is soon
to reach a point of diminishing returns
at or around the "25-ms average" level.
The reason lies in the high accelerations
demanded by such performance and the
stability of the aerodynamics related to
the recording heads. The gap between the
access time performance of a fixed head
and that of a mobile head is not there-
fore likely to be reduced to a neglig-
eable amount.

Newer, more innovative avenues of
endeavor will be explored in the mobile-
head machines in attempts to reduce the
overall access time penalty. For ex-
ample, a more elaborate record search
facility will be designed into the device
so as to free the control unit from
search delays. Storage capacities can
be substantially increased through re-
course to track-seeking, position-sens-
ing mechanisms. Certainly, the accumu-
lation of tolerances that go with inter-
changeable disc packs seems to make this
line of development a necessity.

Both fixed and moving-head files can
benefit from new encoding techniques
aimed at the maximization of data-packing
density without commensurate increases in
density of flux reversals. It is unnec-
essarily restrictive to have to decide
individual flux reversals rather than pairs,
triples or even bytes. By way of illus-
tration, one may borrow an example from
the communications world where a 100%
understanding of a voice transmission is
not necessarily dependent upon a 100%
complete reception of each individual
consonant and vowel - or even syllable.
The listener himself clarifies distortion
through previous knowledge of language
rules and patterns. The next few years
will surely bring developments along these
lines, aimed at the accommodation of lower
signal fidelity due to increased record-
ing density.



There is no doubt that the use of
so-called contact recording heads is a
great aid to data recovery technigues.

It does, unfortunately, require extra
special care in the surface finish of the
recording medium as well as the avoidance
of excessive run-out so that head/disc
contact may be preserved or, in other
words, flying discouraged. This is seen
to be a more serious problem in the larger
assemblies, for example, in discs or
drums exceeding 24-inch diameter and/or
2500 inch-per-second surface speed.

The cost of maintenance is a serious
burden that grows to a higher level in
electromechanical devices than it does in
purely static devices. Fault diagnosis
and repair of a high performance servo-
mechanism is a formidable undertaking
when both mechanical and electrical compo-
nents are considered, and a high degree
of specialization is demanded of the ser-
vice engineer.

To summarize, there is still much
room for further development of random-
access mass storage as we now know it.
The needs of extremely large capacity
users, for example, insurance companies
and record-keeping govermmental agencies,
will continue to grow to monumental pro-
portions. At the same time, the cost of
such storage will be expected to decline
in keeping with the well-established idea
of economy of scale. Currently, the cost
to the end user of storing one data bit
in a high-performance, mobile-head
machine is around 0.0l1¢. The cost of
head-per-track storage, on the other
hand, ranges from 0.05¢ to 0.10¢ de-
pending on the level of performance and
capacity demanded. (The price range
reflects the better volumetric efficiency
of slower speed units operating at 1200
rpm or thereabouts, while the more expen-
sive machines may be operating at 2400
rpm and up with corresponding reduction
in access times.)

Large users will expect to see at
least one order of magnitude reduction
in price of storage during the next five
years or so. That such performance might
be achievable by any other means than
those outlined above is difficult to
imagine, and the prospect of a substantial
increase in complexity of mechanism in
order to achieve the desired levels of
performance is not a happy one for the
field service engineer.
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HEAD PER TRACK DISK FILE MASS MEMORIES

R. W. Jack, Westlake Plant, Burroughs Corporation

The most significant characteristics of mass stor-
age devices are cost per bit of information stored,
reliability, average access time, and information
transfer rate. This paper describes the trend of
some of these characteristics over the next five
years. It is concerned with fixed head disk stor-
age devices of the head per track type.

Cost Per Bit

Figure 1 presents a forecast of cost per bit (¢ per
bit) for head per track disk file sub-systems for
the years 1970 thru 1975 and for average access
times of from 40 down to 5 milliseconds. Average
access time is defined to be one-half the average
rotational period of the disk. The discussion will
develop the point that the continual decrease of
cost per bit is due to increased bit packing
densitites, increased track density, and lower
manufacturing costs.

Reliability

For the purpose of this discussion, reliability is
described in terms of the recoverable error rate
and the non-recoverable error rate that one would
expect from a typical product of this type over a
long period of time. Figure 2 describes the error
rates for disk pack storage devices and head per
track storage devices. The disk pack figures

are those being quoted by some manufacturers at
this time for the 2311 type disk pack drive. The
error rate for a 4400 bit per inch/200 track per
inch disk pack storage device (which does not
presently exist in the market place) is estimated.
This estimate is that of the author. The 1970
error rates for head per track storage is that
being achieved today. A forecast is made for this
type of disk storage thru 1975.

Transfer Rate

For this discussion transfer rate is defined as the
byte (8 bit) transfer rate at the input/output
unit. At this time transfer rate limits appear to
be with the central processors and/or I/0 channels.
Head per track disk storage devices today have byte
transfer rates of approximately .4 x 10° bytes
per second. In one instance, a file which will be
delivered this year (the ILLIAC Disk File Sub-
System) will have an effective byte transfer rate
of over 60 x 100 bytes per second. At this

point in time, a better definition of system need
for these high transfer rate files is needed.

357

Summary

We have just started really exploiting the full
capabilities of head per track disk files. These
files will remain competitive over the next five
years in all aspects of cost and performance
characteristics. The simplicity of this file with
respect to software and input/output control
design is an important advantage. Further the
reliability of this type of file should always
have an order of magnitude edge on removable
medium storage devices.
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MOVEABLE HEAD, FIXED DISC SYSTEMS

Irving L. Wieselman, Data Products Corporation

INTRODUCT ION

The cost and performance characteristics of rotat-
ing media mass memories are dependent on the func-
tional design characteristics of the system.
Various approaches to the design problem have
resulted in memories with either fixed or moveable
heads with removeable or fixed media. It is the
position of this author that, for the class of
memory with access times in the 10 to 100 milli-
second region, the moveable head, fixed disc media
system offers the greatest reliability, lowest cost
per bit and lowest total cost.

COST AND PERFORMANCE RELATIONSHIPS

rd
The primary factors for the choice of a storage
device for a computer system are access time,
transfer rate, reliability, cost/bit and total
cost., Storage devices, in general, possess the
property that the lower the access time, the
higher the cost/bit. For large capacity storage,
the system designer chooses the device with the
lowest total cost consistent with necessary per-
formance.

Rotating storage devices in the 10 to 100 milli-
second access time region have unique performance
properties which would cause them to be selected
for use. Minimum access time is achievable with
the fixed head disc system, since no time is
required for moving heads to the desired track.
The minimum off-line cost per bit is achievable
with the moveable head, removeable disc system,
since the cost of a disc pack is low. The minimum
on-line cost per bit is achievable with the move-
able head, fixed disc system.

The effective access time for a moveable head
system can be the same as a fixed head system when
overlap seeks are used in a multiple positioner
system. At higher cost, the performance advan-
tages of the removeable disc over the fixed disc
relate to the off-line replaceable storage capa-
bility and lower latency times.

FACTORS AFFECTING COST

The storage capacity of a disc is the product of
the number of bits per track and the number of
tracks. Moveable head systems use at least two
orders of magnitude fewer heads than fixed head
systems, since the positioner moves the heads to
tracks rather than requiring one head per track.
For an equivalent number of tracks, a positioner
and its heads are less costly than an equivalent
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number of heads. Published prices indicate that
a fixed head system with one-third the access
time of a moveable head system costs almost three
times as much per bit.

Storage is less costly in a fixed disc system
than a removeable disc system. A fixed disc
system can use larger discs (24'') than a remove-
able disc system, since the accepted standard for
removeability is 14', Additionally, the toler-
ances for the removeable discs are more stringent
than for fixed discs. Hence, for positioning
devices with comparable tolerances, higher track
densities are achieved with the fixed disc system.
The tracks can also store more information, since
larger circumferences are involved. Since larger
discs store more information, fewer heads, discs
and positioners are required than with the smaller
removeable disc system. Therefore, the cost is
bound to be lower. (See Table I.)

A standard reference should be used when comparing
costs, such as the users price (shown in Table I)
or the manufactured cost., The systems manufactur-
er buys in large quantities from the peripheral
manufacturer for a price of 50% to 70% of the
users price. The peripheral manufacturer would
like to sell at twice the manufactured cost (labor,
material and manufacturing overhead). Thus, the
manufactured cost is 25% to 50% of the users price.
The cost of engineering, software development,
marketing and administration must be added to the
manufactured cost. This leaves a typical profit
of between 10% and 20% before taxes.

FACTORS AFFECTING RELIABILITY

Storage reliability is measured by the mean time
between component failures, the mean time to
repair and the ability of the system to read and
write information reliably. When considering
systems with components of comparable reliability,
the system with fewer components will have the
lower MTBF. Another factor in disc file reliabil-
ity is the cleanliness of the file and the ability
of keeping humans away from critical areas.
Minimum tolerance changes in components provide
maximum read/write reliability.

The most reliable system should be the servo-
positioner driven, moveable head, fixed disc
system, since: (a) moveable head systems have
two orders of magnitude fewer heads than fixed
head systems; (b) moveable head, fixed disc
systems have less than one-half the components
of a removeable disc system; (c) fixed disc



systems, unlike removeable disc systems, do not
require humans to get near the disc head interface
and are not subject to the tolerance changes in
moving packs from spindle to spindle; (d) the
maintenance of constant temperature possible in

a fixed disc system should minimize positioning
and head tolerance changes; (e) a servo-positioner
does not wear like a positioner with detents.

Based on existing field operating equipment and

on technological advances, the expected reliabil-
ity of the moveable head, fixed disc system is an
estimated MTBF of between 2000 and 5000 hours.,

The MTTR should be between one-half and one hour.
Non-recoverable or hard errors can only occur
because of a component failure, but not all compo-
nent failures cause hard errors. The recoverable
read error rate should be between 1 in 102 to 1
in 10)0 bits passed. Write errors recoYerable by
rewriting have an error rate of 1 in 10l to 1 in
1012 bits passed.

PRICE PER BIT AND TECHNOLOGY

The users price per bit for moveable head rotating
memories today is between ,005¢ and .015¢ per bit.
Future systems will reduce the price per bit by
maximizing bit and track density through the use
of more effective components, not by increasing
their number. The effect of technology on price
will be discussed relative to moveable head
systems.

The 1imiting factor in track density is the
minimum width track which can be read. This factor
is a function of the magnetic properties of the
disc, flying height of the head and manufacturing
tolerances. On a moveable head system, the next
most important factor is the accuracy of the
position of the head relative to the track. The
track spacing is equal to the minimum width read
track, plus 3 to 5 times the total head position-
ing tolerance.

Today's moveable head systems utilize minimum read
width tracks of 3.5 to 5.0 x 10=3 inches. Head
positioning accuracies are in the 0.5 to 1.5 x

1072 inches. Track densities vary from 100 to 150
tracks per inch, Practical systems within the
next five years will be capable of minimum read
track width of 2 to 3 x 10”3 inches. Positioning
accuracies are capable of an order of magnitude
increase by means of servo-positioners which
utilize information on the discs as position
reference information. Track densities should
then range from 200 to 400 tracks per inch.

Bit densities in today's moveable head systems
range from 1500 to 3000 bits per inch. Higher
bit densities are achieved by flying the heads
lower and by using more uniform magnetic materi-
als, A factor of 2 increase in bit densities
should be available during the next five years.
More effective coding schemes than simple phase:
modulation might also increase the effective bit
densities by another factor of 2.

Thus, the increase in packing density should go up
by a factor of 4 to 10 in the next five years with
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the same reliability as today. Since these
densities will be achieved by improvement in com-
ponent technology, the cost for components should
go up by no more than 25%. This means that the
cost per bit should decrease by a factor of 3 to
8 in moveable head systems.



Type

Compatible Capacity
Maximum Capacity
Cylinder/Disc Module
Disc Diameter
Tracks/Inch
Bits/Inch

No. of Discs

No. of Heads

No. of Positioners
Type of Positioner
R.P.M.

Avg. Rotational Delay
Transfer Rate

Avg. Seek Time
Approx. Price

Approx. Price/Bit
(Max. Capacity)

TABLE |

Data Products 7314

1BM 2314

Fixed Disc
233.4 x 106 bytes
274 x 106 bytes
800
24
150
1800
20
80
2
Servo
1800
16.7 ms.
234,000 bytes/sec.
60
$98,000
.0045¢
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Removeable Disc
233.4 x ]06 bytes
233.4 x IO6 bytes
200
14
100
2200
80
160
8
Detent
2400
12.5 ms.
312,000 bytes/sec.
60
$163,000

.0087¢



DESIGN DIRECTIONS FOR ROTATING MASS STORAGE

Harold S. Yang, Information Storage Systems

ABSTRACT

Removable-Media Disk Files have become
increasingly popular as direct access storage
devices. This paper summarizes some of the
basic performance characteristics of present
and future Removable-Media Disk Files and
discusses some of the design considerations
involved in improving the associated magnetic
recording technology.

ROTATING MASS STORAGE

The basic performance characteristics of
any rotating mass storage device are access
time, cost per bit, capacity, ''latency' (rota-
tion speed) and data transfer rate. IBM data
compatibility requirements will directly affect
the last three characteristics.

Each of the three classes of rotating mass
memories has its particular class character-
istics. At the risk of generalization these are:

1) Fixed-Head Files (Drums and Disks)
a) High data transfer rate
b) Short access times
c) High cost per bit
d) Small capacity

2) Movable-Head Files
a) Large capacity
b) Longer access times
c) Low cost per bit

3) Removable-Media Files
a) Medium capacity (expandable)
b) Medium access times
c) Moderate cost per bit

Of the three classes of rotating mass memo-
ries, the Removable-Disk Memory has received
the most attention of late. This popularity is
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due primarily to the fact that the file medium

is' removable, This fact allows the user un-
limited off-line storage (like tape) and minimizes
the requirement for '"backing up'' the file data

to continue system operation if a drive breaks
down. That is, if a drive does malfunction, the
operator switches the disk pack from the failing
drive to another working drive and continues
system operation, possibly at a reduced activi-
ty level.

Approximate characteristic values for Re-
movable-Media Files are as follows:

Capacity - 250 x 106 to 1 x 107 bits

Access time (average) - 42,5 milliseconds
(30 millisecond positioning time plus 12,5
millisecond rotational latency)

Cost per bit - , 005 cents per bit.

In addition, field experience has indicated
that the following reliability performance can
be expected of a well-designed and manufactured
Removable-Media Disk Drive. Typically,
around three or four calls per year by a trained
serviceman to repair an operational malfunction
are required. Typical repair times for a com-
petent serviceman are under two hours.

Error rates are very difficult to evaluate
because many factors contribute to errors in
a Removable-Media File. However, excluding
errors attributable to the disk pack (such as
defects, scratches, etc.), and operating in a
non-hostile environment, recoverable error
rates of less than one bit in 109 are common,

DESIGN DIRECTIONS

The overriding design consideration involved
in improving magnetic recording technology is
cost. Increases in bit density come at the éx-
pense of more precise tolerances on all record-
ing components, Consider, for example, the
relationship between flying head altitude and



bit density.

NOM INSIDE
2311 (1100 bpi) 120 pinches
2314 (2200 bpi) 80 minches
XXXX (4400 bpi) 50 minches

Clearly any increase in the bit density requires
an increase in head component precision,

In addition the recording media must under-
go certain changes, The disks must provide a
structurally more stable flying platform for the
heads. The smaller recording gap of the higher
bit density head dictates the geometry with res-
pect to flying height and media thickness. Since
the leakage field of the head must magnetically
saturate the surface, a smaller gap dictates a
lower flying altitude and a thinner magnetic
coating., The lower signal levels associated
with higher bit densities may cause drive de-
signers to package IC amplifiers out on or near
the head itself. Actual circuit design will prob-
ably not change much, Instead components will
be located specifically to improve signal to
noise ratios. Any attempt to increase the ''res-
olution'' of the recording technology must place
primary emphasis on the recording elements
themselves., Consequently, the largest expense
in improving the technology is always the cost
of developing the heads and the media.

Many coding schemes for magnetic recording
exist today. The most commonly encountered
method in removable media files is the NRZ
Double Frequency method. Double Frequency
is the term given to the recording system that
injects a clock bit at the beginning of each bit-
cell time, thereby doubling the frequency of
recorded bits. The principal advantage of
Double Frequency recording is that it is self-
clocking., In addition, no AGC is required as
in NRZI recording, Consider the three coding

Line 1 represents the recorded transitions for
Double Frequency (2f) recording, The transi-
tion density is twice the information density due
to the clock bit injection requirement, ‘Line 2
represents NRZI recording., Here a transition
occurs only for a ''one' (data bit present), Line
3 represents Modified Frequency Modulation
recording (MFM). Here a clock bit is injected
if and only if there are ''no data bits on either
side. ' Since clock bits are recorded, MFM
has the advantage of being self-clocking. Note,
however, that unlike Double Frequency record-
ing, the transition density for MFM is the same
as the information density. Consequently, it
would appear that using MFM encoding we could
double the recorded information density over

2f recording for a given level of Head-Disk
technology.

There are problems involved with this
approach. MFM, like 2f, requires that the
data bits be separated from the clock bits.

Note that for 2f, the ''data window'' is 200
nanoseconds. In other words we must ''look

for a clock bit'" every 200 nanoseconds. Since
clock bits are recorded in MFM, for the case
shown the data window is also 200 nanseconds.
If we attempt to increase the recorded infor-
mation density by '""doubling the frequency, "

we halve the size of the data window or, in other
words, cut our ''clocking tolerance'' in half. To
see this more clearly, observe that if we double
the frequency, we must differentiate between
200, 300 and 400 nanosecond gaps instead of
400, 600 and 800 nanosecond gaps. Generally
speaking, for a given technology, attempts at
information packing make recovery of the re-
corded data more difficult.

Increased bit densities require that defect
size on the media be reduced. If this does not
occur error rates, both hard and soft, will

schemes depicted in Figure 1. rise, This increase in error rates may force
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the adoption of error-correcting codes to allow
us to live with the defects. Error correction,
however, cannot be used to compensate for an
inferior technology. Its primary value lies in
its ability to compensate for anomalies in the
media,

Track density on interchangeable media disk
drives will probably be improved by utilizing
track-following techniques (positioning on re-
corded signal). Doubling of present track
densities (100 tpi) certainly will occur within
the next few years with 500 tpi not too far down
the road.

Voice Coil Actuators and closed loop servo
control have more than halved the access time
of removal media disk drives in the past year
(ISS 701, 714)., It is expected that the present
access times will be halved again (from 30 ms
to 15 ms) within the next few years. As the
access times of the removable media drives
become short with respect to rotational time
they will start to replace drums and fixed head
files in many applications.

In summary, removable media drives appear
to be the glamour member of the family of
rotating mass memories, Improvements in the
recording technology and positioning speed and
accuracy come at the expense of more precise
tolerances on all componentry involved.
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PARALIELISM IN SYSTEMS ARCHITECTURE
D. L. Slotnick, Department of Computer Science, ILLIAC IV Project
University of Illinois

Introduction

The two main streams of thought in the
mind of the computer designer when he thinks about
computer architecture concern the problems he wants
to solve and what the technology gives him to work
with. Clearly, there are no absolutes here. First,
he is interested for one reason or another in only
a subset of the world's problems. Secondly, he is
only aware of a subset of the relevant computer
technology and moreover applies his individual ex-
perience and judgment to evaluating this technology.
My own problem interests and my own awareness and
evaluation of technology is what I will discuss
here. The only claim that I make for the discus-~
sion below is that it logically relates the pro-
blems in which I have interest and the technology
of which I am aware with the architectural approach
I have selected to pursue.

1. Computer-based Considerations

Small signal switches have come down in
price over the past several years by one to two
decimal orders of magnitude. Simultaneously, their
speed has increased by at least a comparable amount
and likewise their reliability. In memories, pe-
ripherals and programming, the situation has re-
mained relatively stable. The inescapable conclu-
sion is that the design may employ switches rather
lavishly if it yields significant improvement in
solving problems. There is considerable disagree-
ment with regard to how cheap cheap is, how fast
fast is, and how available available is. Fortu-
nately, the conclusions I wish to make do not re-
quire me to add my detailed opinions on these
questions.

Semiconductor memories are here. As
opposed to magnetic memories, be they core, film,
wire or what have you, these memories have a cost
which is relatively size-independent. This opens
the door to high bandwidth, multiport exchange
with logic and peripherals. Semiconductor memories,
moreover are fast. The conclusion is that only
very fast processing rates can take advantage of
these characteristics. Semiconductor memories
aren't cheap which implies the necessity for con-
tinuing to design systems with hierarchies of
storage.

While there has been a thoroughly enjoy-
able increase in the bit densities of magnetic
secondary storage units, the main improvements
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have come from employing additional linear circuits
and logic circuits with these units to make them
more effective in the system. The availability of
a new class of tertiary storage of impressive
capacities (lO12 bits) with access times two orders
of magnitudesless than the time required to go into
the tape vault, find a tape, wash your hands and
hang it, and with transfer rates that are reason-
able (several megahertz) is an event which a sys-
tem designer must also take note of.

Other electro-mechanical system elements
have gone roughly the same route. There have been
nice improvements in the effectiveness of system
employment of these devices accruing primarily
from judicious use of additional associated channel
electronics.

2. Problem-based Considerations

It has been observed by many that the
society in which we live fails of absolute and
final perfection. The use of natural resources
and municipal and regional planning are instances,
I believe, where the application of man's unaug-
mented endowment of intelligence has produced
crisis situations. It is my contention that com-
puter technology can play an important and perhaps
decisive role in supplying to those who plan on a
large scale precisely those capabilities their
genetic endowment does not.

Many problems in resource allocation are
currently being solved by linear programming. With
sufficient computing means this technique can be
applied on an economy-wide basis. An effort cur-
rently underway is attempting to do this for the
entire agricultural-economic sector of a society.
With sufficient flexibility in the model's formu-
lation to permit it to accommodate the features
unique to a developing or developed economy. This
problem involves thousands of constraints and on
the order of tens of thousands of variables. The
requirement to employ agricultural resources in a
more optimal fashion is for many nations of the
world fully established.

Numerical weather prediction techniques
currently produce reasonable quality in a twenty-
four hour forecast. If this same quality were
avallable in five day forecasts it would produce
a multi-billion dollar benefit to this nation



alone. One of the obstacles in achieving this
objective is computational capacity. This area can
absorb almost arbitrarily great computer capacity
increases primarily in processor speed.

Key decision processes in questions such
as highway location, urban growth and attendant
zoning and transportation and terminal facilities
development are performed largely as disconnected
sets of ad hoc suboptimizations. With sufficient
storage and processing capabilities, one can now
contemplate the creation and employment of regional,
perhaps even national resource inventories which
would permit planning in these areas to be done on
a basis which makes use of soil data, geological
data, hydrological data, climatological data, demo-
graphic data and economic and social values and
costs.

Interactions between species in an ecolog-
ical system has been the subject of intensive ex-
perimentation; unfortunately without the benefit of
prior simulation. With sufficient scientific effort
and sufficient computational capacity, there is no
reason why useful numbers and perhaps even scien-
tific insight could not be generated by the simu-
lation of quite complex ecosystems. Work is already
underway in detailed modeling of ecosystems con-
taining a small number of species and population
dynamic models have been bullt of considerably more
complex ones.

An increasing percentage of the data em-
ployed by scientists and engineers is generated
automatically by sophisticated instrumentation sys-
tems. Array radar, sonar and sSeismometers are cases
in point. Such systems serve interests from na-
tional defense to geophysical exploration. They
have the common features of requiring the appli-
cation of exotic filtering algorithms and Fourier
inversion to be rendered useful. Such systems have
over the years played an increasingly more central
role in the accumulation of needed knowledge about
the planet and the universe. These systems consume
a considerable percentage of our total.data pro-
cessing resources and this percentage will probably
not decrease-

3. Parallel Systems

The problems mentioned above have the
common feature of requiring the repetitive appli-
cation of significant blocks of code to many dif-
ferent data. In the case of Partial Differential
Equations, mesh points; in the case of matrices,
their elements; in the case of inventory search,
data records. This, coupled with the technological
considerations indicate the computer architecture
which is the base of the ILLIAC IV system and which
can be extended downward or upward with little in-
tellectual difficulty. I will briefly describe two
antipodal points in this architectural spectrum.
They have both been described in more detail else-
where.
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At one end of the spectrum is a system
composed of bit serial processors each possessing
a pair of tracks on a rotating store for its mem-
ory. Figure 1 illustrates the logic associated
with each pair of tracks on the store. Actually,
it intends to illustrate a range of systems where
the options to be selected in an application-
dependent way are hopefully clear.

Two tracks stream bits to the logic and
the resulting bit stream is stored on one of the
tracks. The logic is controlled centrally (rerti-
cal lines terminating near the top of the page
indicate a connection with the central control
means). The resulting serial system has very much
in common with the processing elements of
SOLOMON [1]. Data is read from the track 1 ampli-
fier and transmitted to routing logic. This rout-
ing logic can switch the data stream either into
the further logic associated with this track or to
the corresponding entry points in any of p other
(neighboring) pairs of tracks. Following the
routing logic output to the box marked "switching
and delay," we see that corresponding neighbors
are ored together onto this line so that if the
data stream from track one is being transmitted to
a neighbor, then a corresponding neighbor will be
transmitted to the logic unit being considered.
Alternately, a data stream may be furnished from a
central source. Thus, of the p + 2 data sources
ored together into the switching and delay unit,
one and only one is active. Track 2 furnishes the
second operand stream to the process unit through
the switching and delay unit.

The delay amount, in binary, is held in a
delay set register which may be local or central.
The elementary unit of delay may be a bit time,
character time, or word time.

The switching and delay unit switches and
delays serial streams by the indicated amount and
passes them to a process unit. The process unit
possesses a small but logically complete repertoire
of arithmetic and Boolean commands, depending on
the richness of the set it requires from 30 to 200
gates. The result is transmitted to a track select
switch which stores it on either of the two tracks.

A more expensive alternative is to pro-
vide each pair of tracks with a small electronic
data buffer from a few characters to a few thous
sand characters. The modifications to accomplish

1 Borck, W. C., McReynolds, R. C., and Slotnick,
D. L., "The SOLOMON Computer," Proceedings of
the 1962 Fall Joint Computer Conference, pp.
97-107, Spartan Books.



this are shown by the dashed lines. To do so for
each of 1000 (roughly) pairs of tracks makes the
system expensive but much more powerful.

Each processor can be inhibited by a
local data-dependent value (called "mode" after
SOLOMON) which can inhibit the storage of a result
stream for any particular track pair, thus provid-
ing means for local control. The mode register may
be one or more bits in length. Four is a nice
number for the length of the mode register.

The control philosophy of the system
must, of course, be to generate all major epochs
from a clock track on the disk. It would be chaos
to attempt anything different. Considering rea-
sonable disks, bit streams would be provided to the
logic at a 1 to 5 MHz rate. This would correspond
to a gate propagation requirement of 10-50 ns if
one is to accomplish 20 stages of logic. This is a
comfortable range for today's gates and a few
hundred gates of this speed can be integrated on a
chip set in close proximity to the heads which feed
it. This closeness produces a reasonable require-
ment on the amplification that makes the whole pro-
position feasible.

It has become fashionable to provide
means to get information in and out of a system
which contains storage and logic. Some fashionable
boxes are illustrated in Figure 2. There are two
genres of currency in this system: data streams
and long words each of which represents a single
bit of the totality of all mode registers and thus
is on the order of 1000 bits long. Associated with
the mode registers is logic which executes a spe-
cific repertoire on these long words. Among these
are counting the number of ones, detecting a long O,
and detecting one and only one 1. Also illustrated
in Figure 2 is a buffer capable of storing several
sectors or tracks from the disk for transmission to
or receipt from any other associated major elec-
tronic units such as a computer.

At the other end of this spectrum is the
ILLIAC IV computer with its 64 floating point
(12,000vgate) processors each possessing an indivi-
dually indexable 2,000 word memory of 64 bits words.
This system has been fully described in the litera-
ture and is in the construction phase.

369



1svoavous

370

T T -
| ) B 0
"““‘ J 4 > ROUTING ———-’:;
 EEEm— = e
E TRACK MODE REGISTER %
T w7 ;
r"'i"". R =" 1
] ! ! ocaL | ! : |
! AdoAces 1 _ADS. i BoRAR i_ _____ ,,i o [PR— Rigod Pﬂgﬁss SWITCHING
| seLecT ! | ADDRESS | | BUFFER 1 SWITCH DELAY
S I erom
T o —
f R/W ?' Il RIW g
HEAD AMP
i I I bl T l——— TO I/0 BUFFER
{8
Figure 1. Logic per track (pair).
FemTTTTTS
o 4—>» MODE VALUE LONG
e WORD PROCESSOR
T S (1) LEADING ONE
r (2) NUMBER OF ONES
I (3) NO ONES
gg(ggTERS: (4) ONE AND
| ONLY ONE
I ONE
! (5) CONVERSION | TRACK & -~ FROM
i TO TRACK SECTOR COMPUTER
by ADDRESS ADDRESS » SECTOR
L —> BUFFER SELECT
TO 4D SELECT [€ P
EACH n(>1) ¢ >— 108 OTHER
TRACK o | OF TOTAL |2 \nes| (SEVERAL » COMPUTER(S)
e | TRACK o SECTORS OR
g%?g; | T0BLINES [o | TRACKS)
Figure 2. Interfaces.



STORAGE AND I/O PARAMETERS AND SYSTEMS POTENTIAL

Dr. G. M. Amdahl, IBM Corporation

ABSTRACT

A first order characterization of a workload is
given which permits the determination of an
optimal storage, I/O and processor configuration.
This analytic approach permits the handling of
configurations of varying degrees of complexity.

The behavior of a computing system within a
given workload environment is assumed to be a
function of the three major variables: 1) sustain-
able I/O data rates in this environment; 2) storage
or memory capacity; and 3) computer processing
speeds attainable. Although programming support
is indeed a major variable, it is assumed here
that the characteristics of the programming is a
function of the state of the art and is not a free
variable for system configuration studies in the
same sense as the others are. Consequently, the
workload environment characterization is
assumed to be made within the programming
structure existing at a given point in time.

The workload characterization can be a very
complex affair if one expects to account for any-
thing but first order effects. For my purposes
here, the first order effects are adequate to
predict quite well the nature of the interaction of
the three major variables in determining system
behavior. The workload considered here is of a
general purpose nature, consisting of a great
many tasks ranging in size, running time and I/O
requirements. A statistical characterization
desired is the effect on I/O and processing
requirements as a function of memory capacity
allotted to the workload.

Two rather surprising observations have been
made from gross global statistical data. The
first of these is that the number of bits of I/O per
instruction executed for a workload in its program-
ming environment remains essentially constant.
The amount of execution involved is not expected
to alter appreciably, so the total amount of bits

of I/0O represented by the workload must therefore
remain essentially constant. The second observa-
tion is that the amount of memory installed in a
system is historically directly proportional to the
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speed of the processor. Recognizing that the
record retrieval time from I/O has undergone
minor change compared with processor speed
change, one can deduce that twice the memory
capacity permits execution of twice as many
process steps per external record reference.
And in conjunction with the first observation,
these external records must be of approximately
twice the average size.

For the current state of the art in programming
there is apparently an upper limit on the size of
records that may be dealt with as logical entities,
and a corresponding upper limit to the amount of
memory allotted to a single problem stream.
Above this limit multi-programming is required
to provide an adequate processing load for a
high speed processor. Considering the multi-
programming situation as corresponding to "n"
programs driving "n" I/0O devices, we again
observe an equivalent behavior where twice as
much memory capacity permits twice as many
process steps per external record reference by
each program. The average record size summed
over the collection of programs is again also
twice as large.

With the above characterization of the workload
it is possible to e conomically optimalize a
system configuration to yield a minimum
throughput capacity. For an approximate
optimalization the memory and principal I/O
devices can be optimalized together and the
processing capacity optimalized in turn with the
aggregation of memory and I/O. This procedure
of local optimalization improves in validity as
the costs of the I/O and memory become more
extremely the most significant costs in the
system.

The optimal amount of memory to associate with
an I/O device should be that amount which
minimizes the cost per bit of bringing in the
workload. Assuming a simple I/O device with an
access time of T, a transmission rate X, and a
rental rate R. Correspondingly assume a
memory with a rental rate per bit of r and the
requirement of m bits of capacity to support a
processor run of each bit of I/0, and let the

total capacity be represented by M. The record



size in bits will thus be M/m, the record refer-
ence time will be T M the rental will be

mx,
R + rM, and the bits retrieved will be M/m. The
cost per bit retrieved is---

(T HEVR + £M)

C/b(M) = M/m

The minimal cost per bit occurs when---
XRm

M r

OPT.
The amount of memory assigned to the I/O device

should then be equal to MOPT.’ unless this

quantity exceeds the limit of programming support
for single program streams. In that event the
largest size applicable should be used.

More complex models of the I/O device,
including arm motion, rotational latency and
interference for arm motion may be employed.
Similarly a mixture of record size limits can be
assumed, where the available fraction of records
which can still profitably be increased in size
decreases with size. Alternatively the records
can be continually increased in size but the
number of useful bits retrieved could be
considered as decreasing from M/m.

An even more complex model involving additional
levels in the memory-I/O hierarchy can be
analyzed rather roughly. From the two basic
observations one can deduce that the probable
time between references to a lower level of the
hierarchy is inversely proportional to the
capacity of this level and that the record size to
be transmitted should be proportional to this
capacity. If this latter requirement cannot be
maintained at full usefulness of the retrieved
information on this more global level, the
storage hierarchy cannot be achieved at full
economic benefit.

With the optimum choice of memory size to be
employed with the principal I/O devices, the
effective I/0 performance and costs can be
obtained. These must now be introduced into
the determination of the processing speed
requirements to optimalize the cost of perform-
ing the workload. From the first observation it
is seen that each useful bit of I/O requires some
number of instructions to be executed by the
processor. If the time to process the useful
contents of a record is too long in relation to the
record retrieval time, the I/O and memory will
not be fully utilized and the cost of processing
the workload will increase. If the processor is
too fast, the cost of the processor will become
significant, without corresponding improvement
in the rate at which the workload can be brought
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into the memory.

For the economic optimalization, let the
processor performance, P, be measured in units
of bits processed per unit time, where some
fraction, f, of this processing cannot be over-
lapped with the record references. Assume that
the cost of processing is linear such that p-is the
rental for one bit per unit time. The total time
for processing the workload is then---

Ta+ TII\&W I%ML,

the rental is R + rM + PP, and the work done is
still M/m. The cost per bit of processing is---

MM
C/b(M, P) = (Ta + mx + mP)R + rM + PP)
M/m
The minimal cost per bit occurs when---
T X (R+rM)
POPT.= P(Tal\/IX+1\/[)

and the memory-I/O balance should be corrected
to==-=

T mXP(R+ PP)
a
opr.=Y 7 (%D)

M

The actual amount of system processing capability
is obtained by providing the necessary multiplicity
of such optimalized units. Again a more detailed
optimalization can be carried out to accommodate
a queuing model of multiple I/O devices served

by a single processor or by multiple processors.



COMMUNICATIONS AND SYSTEM ARCHITECTURE

L. G. Roberts, Advanced Re

In order to continue to make significant pro-
gress during the next decade in the information
processing field it is imperative that we be able to
build on the totality of resources previously de-
veloped rather than rebuild everything for each
new computer. More and more of our effort is
being consumed in the duplication or translation of
previous work, Also, since each center currently
must store locally all the data it utilizes, our file
storage requirements are growing exponentially.
Thus the need and challenge is to find techniques
which permit us to pool our software, hardware
and data resources. Translators which permit
the easy transfer of software and data between
machines are helpful but do not stop the data stor-
age explosion. Centralizing all computer activity
onto one huge machine would solve the sharing
problem but would drastically reduce the comput-
ing capability and flexibility available. A network
of computers, on the other hand, does not inherent-
ly limit the flexibility or capability of the individual
computer systems yet it permits very effective
resource sharing.

The communication system developed for the
ARPA Network provides sufficient reliability and
responsiveness, at a reasonable cost, to make pos-
sible extremely effective resource sharing between
geographically separated computer systems. The
implication of resource sharing to the system
architecture of the individual nodes in a computer
network is currently being investigated. This paper
describes some of the initial concepts which may
affect computer system architecture in the future.

Currently, computer systems tend to concen-
trate all the resources required for the local users
into one all-encompassing computer system. With
an effective computer network, however, the sys-
tem resources required to perform a given job need
not be integrated into one system but can be distri-
buted throughout the network. In general the ser-
vices provided by a normal computer system can be
broken into three major categories: terminal support,
numerical processing and file services. Terminal
support normally includes those functions which are
closely tied to the user's interactive process such
as editing, display maintenance and tablet charac-
ter recognition, These terminal support services
can often be most efficiently provided by a mini-
processor located close to the user. The terminal
support processor may either be directly connected
to a large computer system or may access remote
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resources through the network. In the future I ex-
pect many organizations will find it more effective
to have only a terminal support processor and ob-
tain all their services from the network.

The numerical processing can be executed on
whichever computer in the network is best suited
for each job, whether by virtue of special purpose
hardware, unique software or cost effectiveness.
With an effective network the actual location where
numerical services are performed is not particu-
larly important, hence this function may be very
widely distributed. However, it is not expected
that a particular user will choose a different com-
puter each day to perform the same job; more
likely he will choose the best machine to begin
with and change only when the economics warrantit

Large data files will be stored and maintained
in one particular network location since duplicate
copies are both expensive and logistically complex
to maintain. In many cases the data might be co-
located or even integrated with numerical services,
but often this is not required. One can envision an
independent file processor with many levels of stor-
age hierarchy, optimized to handle file retrieval,
update and maintenance, including the capability
to sort, merge and perform conditional queries.
Such a file processor would not necessarily be as~
sociated with one particular numerical processing
system but rather would service a distributed set
of users having common interest in the data files.
The effectiveness and economy of separating the
file handling function from the numerical proces-
sing is not yet well understood, but it may well
develop that this division of responsibility could
lead to large improvements in efficiency through
specialization.

The division of computer services into termi-
nal support, numerical processing and file ser-
vices is only the first glimpse of what may be an
increasingly common and effective trend in com-
puter system architecture made possible by the
advent of computer networks. Although it has been
possible to build very large computer hardware
systems, the development of all-encompassing
general purpose software monitors for large sys-
tems has been notably disappointing and at least
for the foreseeable future it remains far more
feasible and efficient to build specialized software
systems perhaps handling a large number of users
but within a restricted domain,



SYSTEMS ASPECTS OF STORAGE

J. E. Thornton. Advanced Design Laboratory. Control Data Corporatio:

DISTRIBUTION OF STORAGE

It is convenient and often necessary to
distribute resources throughout a com-
puting system. Especially in large com-
puting systems the distribution of
storage has a significant effect on the
system performance. Given a little
license about the nature of storages

one can find it literally everywhere
within a system.

For example. storage elements exist both
locally and remotely in the form of mag-
netic tape. magnetic disk. magnetic druma
magnetic core buffersa. shift registersa.
delay lines. and high speed and low speed
random access memories. The proper
amount and location of each of these from

a functional. organizational and a physical
point of view have a bearing on the total
system performance.

Some of the values of a de-centralized or
distributed system of storage are listed
below.

e Minimize high cost. high performance
storage.

Isolate failing elements for repair.

Increase efficiency and cost effec-
tiveness of information retrieval.

e Minimize data "traffic" on high cost
communication lines.

e Minimize spurious accesses to bulk
storage units.

® Increase the level of parallel
operations in the whole system.

No one should underestimate- howevera the
job of distributing storage. An immediate
hurdle is faced in deciding what to remove
from the traditional domain of the Central
Storage. The obvious advantage to this
location is the access to the Central
Processor with high efficiency. As a
result. 1f any storage is removed. some
processing must go with it. Now we are
talking about distribution of processing
as well.

This has its benefitsa though. Inde-
pendent. isolatable system elements offer
a considerable advantage to system
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flexibility and performance. Add to that
the value of physical isolation for
maintenance and load balancing in a
large system.

SPACE-TIME CONSIDERATIONS

The amount of storage can have a striking
effect on the net performance of a com-
puting systema whether measured as total
Jjob time or multiple job throughput.
0ften the presence of adequate storage at
a particular point in a computing system
will be a major factor in such measure-
ments.

The choice of the size of a block of data
to be moved within the storage hierarchy
is affected by the storage unitsa by the
Job strategy. and by the system conven-
tions and disciplines. Most rotating
storage units tend to require large

blocks of data in order to minimize waste
of the storage medium in interblock gaps.
However. some job accesses to storage only
require a small amount of data.

To smooth over this inconsistency. an
accepted strategy is to call for a rea-
sonable block of data in each move
through the system. in the hope that
there will be further use of the whole
block.

Particularly near the central storage.
this leads to a high rate of activity

and traffic with little assurance of
effectiveness. A varying size element
moving through the storage hierarchy cana
however. produce a hopelessly complex set
of tactics for the effective use of each
level. Probably no major change is
noticed in job time or throughput between -
the two schemes either.

A very effective match can be described
between the (Central Storage and an over-
flow or Extended Storage of lower cost in
a multiprogrammed or time-shared environ-
ment. A fairly high degree of data
traffic can be assumed to exist between
the Central and the "overflow™ in order to
effectively handle a maximum number of
simultaneous users. One advantage of this
situation is that it lends itself to
queueing techniquesa thereby allowing a
rotating device as an overflow unit.



VIRTUAL MEMORY

A scheme introduced a few years ago-
called Virtual Memory. has great potential
for handling multiple levels of storage.
To date the methods of utilizing "extended"”
storage and "back-up™ storage have been
primitive and marginally effective. It

is not always possible to organize a job
or the data in a manner which is optimum
for each level. Since this can be a major
cause of degraded system performance. any
improvement would have great value.

The virtual memory scheme tends to remove
the multiple levels of storage from the
view of the user program. It assumes

that the system can do a better job of
controlling storage levels. This does not
eliminate the possibility of hints and
advice from the user program to the system.

It has the additional tremendous advantage
of eliminating direct Input-Output
operation from the user program. Instead-
data.can be transferred throughout a
system from storage to storage in forms
suitable to that point in the system.

This data can be staged. buffered- com-
pressed. and so on with no I/0 involvement
except right at the I/0 device itself.
While virtual memory. which is a central
processor consideration. is not respon-
sible for all of this handling- it is a
key part of it.

A particular advantage of some virtual
memory implementations 1is that programs

may vary in size with no constraints

except performance changes due to operating
on different levels of storage. This
advantage allows for system growth and

also allows for networks of computers with
different amounts of storage at each
storage level.

SYSTEM CONTROL OF STORAGE

Typically. the control of all levels of
storage has been explicitly in the hands
of the user program. Since large com-
puting systems have changed from single-
owner dedicated systems to shared service
centers with multiple usersa. the explicit
control is breached. The ownera. who con-
trols the system programsa. must now inter-
vene in the handling of all levels of
storage in the interests of efficiencya
load balancings security and maintenance.

Typical control of all levels of storage
by the owner's system has fallen to the
central processor with a considerable im-
pact on its performance and on the amounts
of central storage taken over for this
purpose. Control tables. directories-
buffer areas and so on are large and
getting larger.
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It is not at all obvious that this is in
fact the optimum method of system control
of storage. In fact the advantages
claimed for distributed storage in a com-
puting system can be equally claimed for
distributed control. Storage subsystems
which are optimized around the specific
storage device and which obey system
discipline and conventions can provide a
number of advantages. among them:

Increased total system performancea
Isolation in case of breakdowna

Flexible growth-

Optimum introduction of new storage
technology-.

For the computing system to take advantage
of such subsystems. the system structure-
or scaffolding. depends on clean interface
definitions. Sinc® these interfaces are
of a high level nature. one must presume

a system made up of "intelligent™ units-
with high level message channels inter-
connecting them. The use of peripheral
processorsa. mini-computers or programmable
terminals is~ of course. obvious here.

System elements in this kind of system
should be designed to accomplish a
maximum amount of the function assigned
to them without any help from another
element. This represents a base-line of
systems control over the storage within
that element. The total system builds

on these system elements with higher
level control being accomplished by high
level message interaction between elements.
Data is passed around through the system
in a disciplined way including methods of
identifying. protecting and backing it up-.

It is clear that traditional explicit
methods of locating and positioning data
in the storage hierarchy are now defunct.
The system designer must now develop the
discipline to control storage by implicit
methods as seen from the user program.
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