










































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































names the modeler selected for his modules, tokens, and
variables. Models that may previously have taken weeks
to develop and debug can, with IMF, be generated in a
few hours.

The QNETS editor used to define the model also allows
the model to be updated in a matter of minutes, This
gives the analyst the ability to quickly study many
alternatives for feasibility and design trade-off
studies. Figure 3.4 illustrates the interactive model
definition provided by IMF.

3.2.3 MVAP. The Mean Value Approximation Package
(MVAP) is a general-purpose analytic queueing network
package with enhancements for modeling computer
systems. It features heuristic one-step mean value
approximation solving algorithms, a discrete event
simulator, and a simplified exact solver.

The advantages of modeling with MVAP include:

o Fast and Efficient Solutions
o Interactive Model Definition
o Extensive Capabilities
- Standard Queue Networks
Priority Servers
Preemptive Priority Servers
Priority and Preemptive Priority
multi-servers
Limited Memory

MVAP is typically used for a .first 1look at many
modeling problems, since we can build an MVAP model and
obtain results in a matter of minutes. The results
help show whether there is sufficient utilization and
complexity to justify the effort of a simulation model,
or if an analytical approach is adequate.

As queueing network packages cannot determine the
distributions associated with the mean values they
estimate, many applications cannot benefit from the use
of these fast modeling techniques. In particular,
design trade-off studies that require distributions for
utilization, throughput, and response time require
discrete simulation.

4 HIERARCHICAL APPROACH TO SYSTEM PERFORMANCE ANALYSIS

Our hierarchical approach consists of identifying
sub-models by functionality and by the time
granularity of related hardware components. At the
bottom of the hierarchy are the sub-models having time
units in the range from a few nanoseconds to single
system clock cycle, At the top of the hierarchy are
those with time wunits in the millisecond to second
range. Each model at a given 1level builds on the
results from sub-models at 1lower levels as the
lower-level model results become available.

There are several reasons for using this hierarchical
approach. First, it allows each component to be
modeled at the appropriate level of detail. Design
trade-off studies can be done at the component level
and provide the performance data necessary for models
further up the granularity dimension. Second, it
allows simultaneous model definition and development of
the sub-models. Third, high-level models can be
constructed and executed using preliminary data even
before detailed results from sub-models are available.
As the sub-model designs take shape, successively more
refined performance estimates become available as input
to the higher levels.

Workload/Configuration

TIME Instruction mix I/0 load
GRANULARTTY R R
. 5/0 data .
Mainframe |73 venony 1/m)
Machine Model
Cycles I/0 Bandpass
Model
Microseconds Transng/geggﬁagggg
I/0 Command
Model
Milliseconds Pathlength
Instruction rate 1/0 Response time gonfiguration
System Model
Seconds
End-user response time
v l System throughput

Figure 4.1. Hierarchical Modeling Example
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A system-level model at the top of the hierarchy
illustrates this well. When a system is at its first
stage, design feasibility, we obtain educated guesses
and assumptions about the performance of the
instruction and I/0 processors, storage organization,
and mass storage projected to the time of system
introduction. With this information, and workload
pathlengths and I1/0 quantity and size, we can obtain
preliminary system performance estimates: throughput
and response time for given I/0  and mainframe
configurations. This process  helps establish
performance requirements at each of the sub-model
levels. Conversely, as results are obtained from each
of the sub-models, the system-level model uses them to
obtain more refined system-level performance
predictions.

Figure 4.1 presents a hierarchical modeling matrix
based on a time granularity and functional
characteristics dimensions., In this section we will
first describe the preliminary modeling steps we use.
Secondly, we will describe the sub-models in Figure
4.1,

4.1 PRELIMINARY MODELING STEPS

" The hierarchy of sub-models is defined by discussing

with the designers the questions and concerns they want
to see addressed by the models and which areas are
likely to change. Once sub-models are identified,
three preliminary steps are performed: documenting
model descriptions, determining driver requirements,
and choosing the appropriate modeling tool.

4.1.1 DEVELOP MODEL QNETS DIAGRAMS. The first step in
developing a performance model is for the analyst to
work with the designers to develop the QNETS
definition of the model. By interacting directly with
the designers, design trade-off considerations are
incorporated into the model from the start. It is the
analyst's responsibility to ensure that enough detail
is put into the model so that it can provide the data
required by other models higher up the model hierarchy.

4,1.2 DETERMINE DRIVER REQUIREMENTS. As the model
description 1is being developed, one must also
determine the workload characterization required as
input to the model. Input requirements depend on the
type of system or component being modeled, and on the
level of detail represented in the model.

For many types of models, the input consists of
probability distributions which describe the workload
in terms of the type and frequency of events
influencing the performance of the system being
modeled. When modeling results are highly sensitive to
workload probability distributions, the distributions
must have a high degree of accuracy to ensure
representative results, The distribution of I/0 data
transfer sizes is an example of an 1input probability
distribution. If the system being modeled is sensitive
to sequences of 1long data transfers, then specifying
the average and standard deviation of the transfer size
may not be sufficient. A more detailed probability
distribution, taking into consideration bursts of
activity, may be required. On the other hand, if a
model shows little sensitivity to the workload
probability distributions, then more tractable
distributions and simpler representations can be used
in the model.

4,1.3 DISCRETE EVENT SIMULATION OR ANALYTIC IMPLEMEN-
TATION?  Several factors must be weighed when choosing
between analytic queueing techniques and discrete-
event simulation for a particular model. These factors
include: the detail required of the input, the
complexity of the model, and the types of output
statistics required.

Analytic queueing models require the assumption of
exponential inter-arrival and service-time distri-
butions. If these assumptions are too restrictive,
then discrete-event simulation is necessary.

There are several modeling constructs that do not have
exact analytic solutions, and for which analytic
approximations may give inaccurate results. These
include forking (parallel activities), complex queue
disciplines and service-time distributions, and holding
multiple resources simultaneously. Models that require
detail of such activities must use discrete techniques.

The output of most analytic models is limited to mean
values of service times, utilizations, and response
times. If designers are concerned about distributions
around the mean values, then again, simulation is the
choice.

With all that simulation has going for it, it
unfortunately tends to be very expensive in terms of
personnel and computer resources. For this reason
alone, analytic methods are reviewed and used wherever
possible.

4.2 HIERARCHY OF MODELS

§,2.1 MAINFRAME MODELS. A mainframe model consists
of representations of the instruction processors,
portions of the I/0 complex, the storage organization,
and the interfaces between them (see Fig 4.2). It
does not explicitly represent peripherals and
communication equipment; rather it represents the
load they exert on the main storage complex. The
complexity of a module varies according to how much
is already Xknown about the component it represents
and whether or not design trade-off simulations
are foreseen for that component.

Typically, the instruction processor is simulated at
the memory reference level. It is often driven with
an instruction trace (obtained using a hardware
monitor) specifying the types and sequence of memory
references. In detailed processor models, these traces
can be wused directly to model the execution and
performance of the processor executing this mix.
Alternatively, the instruction sequences can be
analyzed to produce shorter, statistically valid
instruction streams characterized by instruction class
(such as load, store, jump, arithmetic, string), number
and type of operands, and instruction execution time.
The complexity and run time of the model 1is reduced by
not simulating each individual instruction, yet
maintaining important details such as inter-request
time and request type distributions.

The processor local cache memory 1is simulated by a
probability distribution resulting in the correct
proportion of cache hits and misses for requests
generated by the processor module. The distribution is
obtained from hardware cache simulations using BIC (see
2.3.3).

The I/0 in mainframe models is generally represented by
a simple I/0 request generator which issues a realistic
series of memory references to the main storage unit.
However, more detailed representation, including the
simulation of buffers, buses, and/or I/0 processors may
be appropriate in some mainframe simulations. I/0
memory requests are generated at rates taken from the
I/0 profile statistics for each given workload.
Sensitivity studies are conducted to determine how
significant increases in the I/0 memory request rate
affects mainframe performance.
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Figure 4.2. Conceptual Mainframe Model

The memory interface is modeled as one or more queues
of memory read and write requests generated from the
processor/cache modules and the I/0 modules. These
queues are usually released by the simulated
acknowledges or data returned from the memory module.
In bus-structured systems, the bus is generally modeled
as a separate module.

Complexity of representation of the storage
organization varies, depending on whether or not the
storage complex contains caches, how sophisticated its
queueing mechanisms are, etc. In a simple system,
where the main storage unit merely services incoming
requests without any of the complexities, the memory
may be represented by a queue and a couple of simple
delays for access and service time. On the other hand,
if the storage complex consists of a hierarchy of real
memories, the representation may be extremely complex.

The unit of time for mainframe models ranges from one
clock phase to one clock cycle. The primary output of
a mainframe model is the instruction execution rate,
measured in millions of instructions per second (MIPS).
Other statistics include average queue depths, average
wait times, and server utilizations. Mainframe models
are usually discrete time simulation models; thus, we
can obtain standard deviations and distributions of the
same parameters.

4,2.2 I1/0 DATA TRANSFER MODELS. I/0 data transfer
models are used to study maximum, minimum, and
average channel transfer rates. In order to determine
aggregate transfer rates, simulations of the data path
from subsystem control unit to memory are performed at
a level of detail encompassing the transfer of single
words along the data path.

The purpose of these simulations is two-fold. The
first is to identify which components are bottlenecks
of the data transfer path; primary areas of interest
are buffer, microprocessor, and bus utilizations. The
second purpose is to provide average transfer rates for
use as input to I/O request throughput models. Results
are given for each combination of channels transferring
data concurrently. Delays associated with IOP access
to the data path for control purposes are also obtained
from these simulations.

I/0 data transfer models exhibit a large number of
possible states. Along one dimension are differing
combinations of active channels. Along another are the
combinations of read and write operations. A key
modeling consideration 1s the ease in running the
numerous combinations required.

4.2.3 I70 COMMAND THROUGHPUT AND SUBSYSTEM MODELS. 1I/0
processors (IOPs) perform all tasks related to the
initiation and termination of I/0 requests. They are
microprogram-controlled general purpose processors
designed to off-load I/0 tasks from the instruction
processors. JOP models are used to perform design
trade-off studies and to determine what types of
channels and subsystem configurations these processors
can support.

IOP models build on the results of I/0 data transfer
models by simulating channel program execution around
the data transfer operation. Depending on the design,
the IOP may or may not combine the control and data
transfer functions under a single controlling function.
In the latter case, the IOP is not involved directly
with data transfer, but it contends with transfer
operations for memory and bus accesses. Queueing
delays obtained from the data transfer model are

- 944 -



Response Time vs. Throughput Utilization .vs. Throughput
‘7# 100%
/ <+ Closed A
7 Model 7
Run
Request Response Time —’//? o~ /+ Disk
7 Device Channel = / / e
Queueing j / <= Controller
— j// Pl "
b_//—’-ﬁ;ware Service Time / //
& ___—=IOP
0 0
170 per Second 170 per Second

Figure 4.3. Sample I/0 Throughput Results

incorporated to represent contention that the IOP
experiences when fetching channel control words from
memory or transferring control parameters to subsystem
controllers.

I/0 systems support multiple channel interfaces, each
capable of supporting three general types of mass
storage subsystems: cache disk, solid-state storage
devices (SSD) and disk-only subsystems. By varying
timing  parameters and cache hit rates (0% for
disk-only, 100% for SSD, and somewhere in-between for
cache disk), all three subsystems can be represented by
a single IMF module.

I/0 throughput model results are primarily reported as
performance curves in which throughput 1is plotted
against response time (see Figure 4.3). Other results
include IOP, channel, control unit, and device
utilizations.

4,2.4 MEMORY-MANAGEMENT MODELS. The primary purpose
of studying paged systems is to determine what the
working set sizes and page fault rates will be for
different management schemes. For these studies, a
trace of each memory reference could be obtained and
used to drive a simulator. As many have found before,
that is a very expensive approach. Since we are not
interested in individual references, but rather in
working sets, we use a somewhat different approach.
(We find that this method of tracing is at least 10
times faster than software trace methods and allows us
to collect more data on a larger set of programs.)
Using BIC in Mode 2 (see 2.3.3), we obtain traces of
the activity of a small post-store cache. BIC
accumulates the number of references to each block
while it is resident in the cache, When flushed from
the cache, a record containing the block address and
reference count is written to tape. The cache is
designed to force frequent block replacements in order
to minimize accuracy loss. This is done by having the
block size considerably smaller than the page size,
specifying a maximum reference count between record
flushes, and ensuring that the cache is small enough so
that blocks are replaced every 5-10 references on the
average. The BIC trace is then used as input to a
simulation program designed to study the effects of
various memory management algorithms on fault rates and
working set sizes of a single program.

We are currently developing a stochastic representation
of how well a program runs (number of page faults) for
various algorithms, to be used as input to a system-
level memory management model. The output of this
model will be the system page-fault rate and swap rate,
and the associated I/0 load. This information on I/0
due to memory management can then be input to the
system level model.

4,2.5 SYSTEM MODELS.
level workloads are characterized by
distributions of the following:

For modeling purposes, system-
probability

Transaction arrival rate (transaction environment)

Number of active terminals and think time
(interactive environment)

Number of jobs active (batch environment)

Pathlength per system interaction

Memory size requirements per system interaction

1/0 profile (as described in Section 2)

System modeling allows us to build on the lower-level
modeling previously described. Given the appropriate
assumptions about the probability distributions, system
modeling also lends itself well to the standard
analytic queueing network modeling techniques. The
components represented in the system model are
instruction processing, the environment-generated I/0

processing, the overhead associated Wwith program
loading and task switching, and communications
overhead.

The instruction processor is treated as a simple queue
which has a total service time equal to the product of
the average instruction time and the pathlength; the
service time per visit is a function of the total
service time, the pathlength between I/0 requests, and
time slice allotment. The average instruction
execution time is that found by the mainframe model;
this time 1is dependent on the benchmark and the
configuration. The pathlength 1is obtained from
hardware monitor analysis of the workload during
benchmark execution,

In our performance analysis of banked Unisys 1100
Series systems, we have assumed there 1is sufficient
memory to load the programs and to prevent excessive
swapping. Thus, the overhead of program loading and
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task switching has been lumped into the environment-
specific  processor and I/0 1load. In a paged
environment, the overhead of page faults is added as
well,

There are several methods of modeling I/O processing at
the system level. The method selected is based on the
information available about the system's interactions
with the subsystems. The simplest method basically
treats the IOP, channels, control units, and disks as a
single server per disk. This allows us to define some
variation of the standard central server model and
appropriately model the system via analytic queueing
network techniques,

Another method treats the IOP as a simple queue with a
service time representing the time to perform the
command related functions. The I/0 subsystems are
represented in a somewhat simplified manner, but do
take into consideration the overlap in time of device,
control unit, and channel usage. The results from
these simplified versions allow us to determine optimum
system configurations. Subchannel statistics from
these models can be compared for accuracy with
simulated representations of subsystems.

The results from the IOP command throughput models are
used in system modeling studies as results become
available, The performance curves for the IOP replace
the representation of the I/0 complex at the system
level.

With communications processors, we also use the sub-
model concept to simplify our system modeling.
Communication processors, systems in their own right,
are modeled by the communications design group to
determine response time and throughput. We use these
parameters in the system model.

The outputs of the system model are: response time,
throughput, utilization, and queue depth. Their values
help determine the number of IOPs and channels that
should be designed into the system. The ramifications
of this extend into physical layout, interfaces, etc.

As the product approaches delivery, the system model is
used as an aid to determine whether the product will
deliver expected performance. During the product
performance validation process, the models are used in
conjunction with actual product instrumentation to
identify potential problem areas. As part of the
validation effort, the models are calibrated to the
actual product.

Frequently, the system model does not perish with the
release of the product. Instead, the model or its
results are turned over to marketing for use as a
sizing tool for prospective customers. System models
are also used by the designers to evaluate potential
performance improvements, future enhancements, and in
some cases, next generation products,

Getting technology and design to coincide with a market
window is difficult, and every delay has a potential
impact on the product's success. Thus, the ability to
provide prompt and accurate evaluation of proposed
designs 1is a paramount ingredient to the product's
success, This is the basis for the evolution and
development of the performance analysis tools and
hierarchical modeling methodology described above.

The hierarchical methodology allows us to break the
system into smaller parts; this not only reduces the
complexity of the modeling, but also facilitates faster
response to performance related design questions by
distributing tasks by sub-model. When the inevitable
design changes occur, it is also easier and less error=-

prone to modify a smaller model. As a result we can
reduce the time required to respond to changes.

The automated modeling means described above simplifies
and expedites the modeling process. By use of the
hierarchical methodology and the automated modeling
tools, we have reduced the time to respond to design
questions from months to weeks and sometimes hours.

Of the above described means of collecting data that
characterizes a workload, the hardware simulator (BIC)
has proved invaluable in obtaining accurate, detailed
workload characteristies. It has been especially
useful in obtaining memory referencing patterns used in
the study of storage organizations. The data obtained
via this technique has been used directly by the
designers themselves to answer their design questions;
this further expedites the design process.

In order to make sure our methodology is working, and
to add to the credibility of modeling, verification is
a vital part of our methodology. Not only does
verification provide feedback which is vital to the
modeler, but also frequently helps the project and the
customer by finding performance quirks before
introduction. In the case of one of our recently
introduced products, the system performance estimates
made by these methods were found to be within 2% of the
actual measurements, 1illustrating the success of our
methodology.
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3090-CLASS PROCESSOR ARCHITECTURES
AND WORKLOAD PERFORMANCE LEVELS

Gary Keeney and Greg Simmons
National Advanced Systems

ABSTRACT

This tutorial presents the specifications and fundamental architectures of the IBM 3090 and 308X,
Amdahl 5890 and NAS XL series of processors. The presentation includes a discussion of the primary
characteristics of several workload types and how they would take advantage of the features of the

different processor architectures.

1. INTRODUCTION

IBM announced the 3090 Processor with a range of per-
formance improvements over the 308X series depending on
the workload type and the operating system environment.
In similiar fashion, Amdahl's 5890 and National
Advanced Systems' (NAS) XL series of processors were
introduced with workload dependent performance ranges.

" Although, these three processors provide IBM program
and peripheral compatibility, each has its own unique
design and internal architecture which offer perform—
ance advantages for various software characteristics of
the evaluation workload.

Computer architecture concepts and particuliar specifi-
cations of these 3090-class processors and their impact
on performance can be demonstrated in the framework of
measurement methodologies. Performance achievement is
dependent on several quantifiable essential workload
characteristics. These characteristics when matched
with a particuliar processor design can be used to pre-
dict the relative performance of each workload type.

2. PROCESSOR CYCLES

An instruction is processed in a number of steps with
each step basically requiring one machine cycle:
therefore, the speed of any processor is a function of
both the machine cycle time and the number of cycles
per instruction:

Rate = (1/cycle time) x (1/(cycles/instruction))

MVS Extended Architecture (XA) instructions can be
classified as one of three types depending on their
memory reference characteristics. Register to register
(RR) instructions have no memory reference, storage to
register (RX and RS) have one memory access, and stor-
age to storage (SS) instructions have a mininum of two
operand fetches and one reference for operand store of
the result. The number of memory references is a major
determining factor in the number of cycles required to
complete instruction execution.

The Arithmetic and Logic unit (ALU) of a processor con-
sists of an Instruction Unit (I) and an Execution Unit
(E). The I unit fetches instructions into buffers
where the E unit then performs the operation.
The sequence of the E unit is accomplished in stages:

* instruction decode (D)

* operand address generation (A)

* operand fetch (F)

* jinstruction execution (X)

* operand store (S)

Since the operation of the I unit is overlapped with E
unit processing, E unit cycles are the primary factor
in processor performance. Generally, I unit instruc-
tion fetch can occur during idle periods of E unit
operand fetch so that cache contention is minimized.

The relationship between the instruction stages and
processor cycles varies by processor design. Each
processor offers some unique architectural enhancements
in order to decrease the cycles required per instruc-—
tion.

3. INFINITE CACHE RATE

An elementary method of processor performance rating is
the Infinite Cache Rate (ICR). Since this method
assumes an infinite cache size with no cache misses,
the effect of main memory overhead is ignored.

ICR methodology is basically a function of three pri-
mary factors:

* cycle time
* cache bandwidth
* pipeline efficiency

with the latter two influencing the cycles per instruc-
tion ratio.

The cycle time is constant for each processor series
with the exception of the 3090 E enhancement.

Cache bandwidth is the rate at which data can be read
from or written to the cache buffer. The bandwidth
depends upon the processor cycles required to fetch a
standard operand data quantum of sixteen bytes. The
cache bandwidth measurement is a product of:

* data path width

* bank interleaving

* access time

Efficiency of the pipeline depends on many design
factors including:

* STO/TLB hit rate

* parallel operand fetch

% multiplicity of execution units
* operand conflict

* instruction modification

*  branching
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A large STO/TLB hit rate provides less Dynamic Address
Translation (DAT) and decreases the fetch requirements
for segment and page table entries. Parallel operand
fetch decreases the cycles required for two operand in-
structions by providing the concurrent fetch of both
operands. Multiple execution units allow the E stage
overlap of two instructions. Operand conflict occurs
when an instruction requires the results of the pre-
ceeding instruction as one of its arguements. This
conflict along with instruction modification and branch-
ing all cause pipeline turbulence with a resulting de-
crease in the execution rate.

4. INTERNAL EXECUTION RATE

A more comprehensive method of measurement is Internal
Execution Rate (IER) where given a realistic limited
cache size the effects of memory overhead are considered.
IER methodology is defined with an infinite amount of
main memory so that the effects of paging and data I/0
are ignored. Three additional performance factors are
introduced with IER:

* cache hit rate
* cache architecture
* memory bandwidth

Cache hit rate depends on both the size of the cache
and the aggregate working set size of the evaluation
workload.

These processors have different cache architectures.
Store-in design provides for the memory store of modi-
fied cache data upon cache line reuse. Store-through
design does memory store immediately with cache modifi-
cation so that corresponding memory and cache data
always match: however, store-in architecture provides
less overhead due to possible multiple data modifica-
tions prior to cache line reuse.

As with cache, memory bandwidth is a function of the
data path width, bank interleaving and access time.
One unique design introduces a memory pipelining tech~-
nique and a two-level memory hierarchy. Its effect is
to increase the effective memory bandwidth and reduce
the cycles per instruction ratio particularly for
memory intensive workloads.

5. INTERNAL THROUGHPUT RATE

The most inclusive measurement of the performance of a
workload is the Internal Throughput Rate (ITR) where
the real world effects of a limited main memory with
paging and data I/0 are included.

ITR requires consideration of two additional design
criteria:

* Expanded Storage (ES)

* external I/0 processor
ES impact is a function of the memory hit rate (i.e.
demand paging) and the ES bandwidth. The influence of
external I/0 processor design depends on the extent to

which I/0 path selection and queueing are offloaded
from the ALU.

6. WORKLOAD CHARACTERISTICS

The task in matching workload characteristics against
processor specifications is to eliminate those elements
that have a marginal effect on performance. There are

two areas of processor design where performance is
greatly influenced by workload criteria:

* pipeline efficiency
* memory overhead

The efficiency of pipeline execution is chiefly impact-
ed by operand conflict and the locality of operand
references. Data found in the same cache line as pre-
vious references reduces the probability of pipeline
wait on a cache miss. The ordering of program data and
the sequence of operations on that data have a signifi-
cant impact on pipeline throughput.

Memory overhead may be reduced with increased cache and
memory hit rates. Workload variables determine the
number and distribution of memory accesses. These
rates are mostly dependent on the instruction type mix-
ture and the aggregate working set size of the workload.

Given values for these essential parameters for an eval-
uation workload, the relative processor performance may
be predicted. Examples will be presented to illustrate
the fit of workload characteristics to processor
architecture.
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COUPLED SYSTEMS FOR PERFORMANCE

Dr. Edward I. Cohen*
International Business Machines Corporation (*)
P.0. Box 390, Poughkeepsie, NY 12602
(914)-435-7898

ABSTRACT

A key approach to meeting the requirement for ever increasing performance capacity
is the coupling of processors. Tightly coupled multiprocessors provide a wide
range of performance levels within a single system image. Many design consider-
ations are important factors in obtaining efficient execution in a large capacity
multiprocessing system. These design factors include both hardware and software
and in many cases are sensitive to total system capacity as well as the degree
of multiprocessing. Providing a balanced system configuration is also key in
obtaining the full performance potential of a large processing complex. Many
multiprocessor performance characteristics have close analogies in the area of
Tooslely coupled system complexes, and many of the same questions arise in both
contexts. Current system structures and requirements lead to a view of future
trends and directions in the area of coupled systems.

OUTLINE

PERFORMANCE DEFINITIONS

BALANCED SYSTEMS AND THE 3090E

MP PERFORMANCE ANALYSIS
HARDWARE/SOFTWARE MP INTERACTIONS
LARGE SYSTEMS EFFECTS

LOOSELY COUPLED SYSTEMS

FUTURE TRENDS

<1> CMG 87 EIC 12/87

This presentation begins with some basic standard defi-
nitions of system performance, including both responsive-
ness and throughput. A key concept in obtaining the
maximum capacity of a system is maintaining a balanced
system configuration. The major components of a balanced
system are highlighted with special emphasis on storage
and I/0. An analytical approach to MP performance is de-
scribed, and aspects of both hardware and software MP ef-
fects are considered. The most effective way to analyze
the dynamics of a large MP system is to view it as a
"system" and to understand the interactions of all hard-
ware and software components. Actual examples of this
kind of system analysis and design will be presented.
Loosely coupled system compiexes have their own unique
multisystem characteristics and problems. However, in
many cases these are very similar to problems encountered
within a single MP system. The discussion of these items
leads naturally to a comparison of tightly coupled MP and
loosely coupled MP from a performance perspective. In
conclusion significant trends and directions in the area
of large systems are identified and discussed.

(*) Permission is granted to CMG to publish this paper.
IBM retains its right to publish this paper elsewhere
and distribute copies of it to whomever it chooses.

HOW TO DEFINE PERFORMANCE

RESPONSE TIME FOR ON LINE TRANSACTIONS
ELAPSED TIME FOR BATCH JOBS

EXTERNAL THROUGHPUT RATE (ETR)
- TRANSACTIONS PER ELAPSED SECOND
- SYSTEM CAPACITY IS MAXIMUM ETR

INTERNAL THROUGHPUT RATE (ITR)

- TRANSACTIONS PER CPU BUSY SECOND (AVG.)

- MEASURE EFFICIENCY OF HARDWARE/SOFTWARE COMBINATION
- COMMON MEASURE OF UNCONSTRAINED SYSTEM THROUGHPUT

INSTRUCTION EXECUTION RATE (IER OR MIPS)

- MEASURE OF CPU "HORSEPOWER"

- INSTRUCTIONS EXECUTED PER CPU BUSY SECOND (AVG.)
= SUM INSTRUCTIONS OVER ALL CPs

<2> CMG 87 EIC 12/87

The most critical aspect of system performance for the
user and therefore for the system as a whole is respon-
siveness. This is measured as transaction response time
for on-1ine applications and as elapsed time for batch
applications and programs. Fast response time is so
critical in the on-line environment that without it other
measures of system performance are not very meaningful.

A basic measure of system processing capacity is External
Throughput Rate (ETR). It measures the throughput of the
system without regard to CPU utilization and when at max-
imum level is a good indicator of total system capacity.
ETR can be constrained by a bottleneck anywhere in the
system complex, and therefore it is not a good measure of
the processing power of the central processing complex.
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Internal Throughput Rate (ITR) measures throughput of the
system but considers only the time during which the CPU
is actually busy. Therefore, ITR is a standard measure
of the efficiency of the central processing complex and
its associated software. Accurate ITR values are best
obtained in an environment which is free of constraints
(storage, channels, control units, DASD arms, etc.). In
this way it can provide as clear a picture of processor
potential as is possible. Of course the degree of resource
constraint existing in a system will affect the actual
throughput which is achievable.

Instruction Execution Rate (IER or MIPS) of a processor
is simply the rate at which it executes instructions dur-
ing those periods when it is busy. IER is a basic measure
of CPU horsepower which is available to the software. As
such, it is an accurate measure of the central processor
itself. All other things being equal, the IER ratio of
two processors is a good estimate of their relative ca-
pacity. However, differences in the efficiency of soft-
ware and differences in the tevel of resource constraint
can frequently impact the level of performance obtainable.
For both ITR and IER, transactions and instructions are
summed over all CPs, while busy time is calculated as the
average over all CPs.

PROCESSOR IER

IER DETERMINED BY CYCLE TIME & CYCLES PER INSTRUCTION
- CYCLE TIME IS CONSTANT
- CYCLES PER INSTRUCTION (CPI) VARIES GREATLY

INSTRUCTION SET

INSTRUCTION IMPLEMENTATION

INSTRUCTION MIX GENERATED BY "WORKLOAD"

NUMBER OF CPs IN TIGHTLY COUPLED MP

EXAMPLE PROCESSOR USES 25 NANOSECOND CYCLE TIME

- ENG/SCI WORKLOAD WITH 2 CYCLES/INSTR ==> 20 MIPS
- MIXED WORKLOAD WITH 3 CYCLES/INSTR ==> 13 MIPS
- DATABASE WORKLOAD WITH 4 CYCLES/INSTR ==> 10 MIPS
<3> CMG 87 EIC 12/87

The IER of a processor is determined by two factors, the
cycle time of the machine and the average number of cycles
it takes to execute an instruction. The cycle time is
constant for each processor model and is driven by a highly
accurate central oscillator. The cycle time achievable
in a processor depends on the speed of the technology used,
the machine organization, and the distances which internal
signals must travel.

The average cycles needed to execute an instruction is
highly variable and depends on a great many things, in-
cluding the specific instruction set architecture used,
the method of instruction implementation (degree of
microcoded operations), and the number of CPs in a tightly
coupled MP. Probably the key factor in determining cycles
per instruction (CPI) is the specific instruction mix
generated by the workload. In this case workload should
be interpreted in the broadest sense to include operating

system, subsystems, program products, and application
programs. In addition many seemingly unrelated parameters
can also impact IER, such as I/0 rate, amount of data
transferred, and storage usage.

A clear example of this sensitivity is seen when comparing
workloads such as data base and engineering/scientific.
The CPI in the former case may be about double the latter
and as a result the IER in this example would also vary
by a factor of two. The key point is that CPI and IER are
not fixed numbers uniquely describing a processor. They
are really dependent variables which can be affected by a
wide range of factors. Because of this, comparative
processor measurements must be done in the most controlled
and repeatable environment possible to obtain meaningfutl
and accurate results.

BALANCED SYSTEMS CONCEPT

VECTOR
PROCESSORS
ARCHITECTURE
VIRTUAL MVS/VM STORAGE
STORAGE 2] SUBSYSTEMS SUBSYSTEM

I/0 SUBSYSTEM

PROCESSORS NEED BALANCED SYSTEM CONFIGURATIONS
3090E FAMILY PROVIDES RICH SET OF CONFIGURATION
OPTIONS TO MEET WIDE RANGE OF WORKLOAD REQUIREMENTS
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In order to be able to utilize the potential power of a
large processor a "balanced system configuration" is re-
quired. This will provide sufficient resources of each
type to meet the needs of the total set of applications
which will run on the processor. The key components of a
balanced system configuration are the resources necessary
to process work, including CPU horsepower (provided by CPs
and vector processors), storage for data and programs, 1/0
capacity including channels, control units, and devices,
and also virtual storage. A shartage of any of these re-
sources in relation to the amount needed by the workload
will constrain the entire system causing it to operate at
less than full capacity, to elongate response times, or
both. Each unique application workload requires a spe—
cific mix of resources. For example, one workload may
require a Tot of processor stordage and little I/0, while
another is I/0 bound. A family of processors such as the
3090E must provide for a wide range of requirements by
offering a rich set of possible configurations.
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3090E CONFIGURATION OPTIONS

6 PROCESSOR CONFIGURATIONS (150E --> 600E)
0 TO 6 VECTOR FACILITIES

32 MB TO 256 MB CENTRAL STORAGE

0 MB TO 1024 MB EXPANDED STORAGE

16 TO 128 CHANNELS

MODEL] VECTOR CENTRAL EXPAND CHANNEL TOTAL
150E 2 2 * 3 2 = 24
180E 2 2 * 5 * 3 = 60
200E 3 * 2 * 6 * 4 = 144
300E 4 x 2 * 6 4 = 192
400E 5 * 2 * 6 * 4 = 240
600E 7 0* 2 * 6 * 4 = 336
TOTAL 996
<5> CMG 87 EIC 12/87

The 3090E family of processors offers configuration
options covering a wide range of capacity levels and pro-
viding multiple options for each level of processing
power. There are six models, starting with two
uniprocessors up to the largest single image processor
available, the 3090-600E. Each model can be configured
with from zero to N vector processors where N is the number
of CPs. Multiple options and combinations of central
storage, expanded storage, and channels are available with
each model. The total number of combinations availabile
across the model line is 996 configurations. For each
model a maximum configuration of each resource is avail-
able which can handle the most stressful load attainable
in any production environment. For example, the maximum
number of channels offered on a particular model has been
determined by studying production workloads and identify-
ing the most stressful workload environment. In this way
a 3090E configuration is available which can satisfy al-
most any conceivable workload requirement.

The strategy behind the design of the storage subsystem
of a large processor is called a "Storage Hierarchy." Its
goal is to provide multiple storage levels so that the
average cost per bit across all storage is very close to
the cost of the least expensive level and the average ac-
cess time to data, as seen by the processor, is close to
the fastest level. The hierarchy has many levels, for
example L1 (CP cache) to L5 (DASD). In this example both
access speed and cost decrease as one moves down the hi-
erarchy. Size increases dramatically from top to bottom
along the hierarchy, and this leads to the desired average
price per bit.
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STORAGE HIERARCHY

/ CACHE - L1 \
/ CENTRAL - L2 \
/ EXPANDED - L3 \

SPEED DECREASES GOING DOWN HIERARCHY (L1 -> L5)

DASD CACHES - L4

DASD - L5

COST DECREASES GOING DOWN HIERARCHY

SIZE INCREASES GOING DOWN HIERARCHY

INTERLEVEL MOVES MANAGED BY HARDWARE OR SOFTWARE
GOAL IS "AVERAGE SPEED OF L1" & "AVERAGE COST OF L5"
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Data movement between levels is normally managed by hard-
ware, microcode, or software. For example, movement be-
tween processor cache and central storage is managed by
CP hardware using an LRU philosophy. Movement between
central and expanded storage is managed transparently by
the operating system. Finally, movement between DASD and
DASD caches is managed by microcode in the cached DASD
controller. While each of these storage managers may be
implemented somewhat differently the basic goals and al-
gorithms (LRU) are the same. The concept of a storage
hierarchy is key to providing a fast storage subsystem at
a reasonable cost and will continue to be the guiding
strategy in large system designs.

Historical trends in the usage of storage can be studied
by graphing average storage (MB) per MIP over time, where
time can be represented by the chronological sequence of
IBM high end processors (168, 3033, etc.). Using typical
storage configurations provided with those processors we
see that during the 168 and 3033 time frame configurations
were about 2 MB per MIP. That rose slightly with the 3081
and 3084 processor lines to about 3 MB per MIP and then
Jjumped to about 5 MB per MIP for 3090s. This trend shows
that storage configurations were constrained by technology
limits and costs until the 3090 provided large storage
configurations of central + expanded storage.
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The storage available with 3090 and 3090F processors al-
Tows one to achieve full system capacity and can relieve
the problems of paging/swapping performance and tuning.
The interesting question is what will happen in the fu-
ture? If future use of storage is similar to today's usage
one would expect to see a fairly flat curve which would
Tead to configurations growing only at about the rate of
MIPS growth. However, with the attractive and impressive
gains being made in storage technology and price, the di-
rection is to exploit larger storage configurations for
new functions. A key area of storage usage will be in
large database buffer pools. This can reduce database
1/0s dramatically, provide improved response times and
system ITRs, and allow for somewhat smaller database I1/0
configurations. Functions such as this which can suc-
cessfully exploit large storage will move the MB per MIP
trend higher. The 3090E systems can provide over one
gigabyte of processor storage and are positioned to take
advantage of new uses of storage such as large buffers.

The MP/UP throughput ratio depends on the software and
hardware factors determining the MP/UP CP MIPS ratio and
the change in path lengths between the MP and UP case.

In general one expects to get less than N times a UP from
an N-way MP system. The same formula can be used to cal-
culate the ratio of any two systems (for example quadratic
to dyadic) by using the ratio of 4-way to 2-way in each
factor in the equation. By studying the formula one can
see that both hardware and software are potential sources
of extra processing time on highly parallel and dynamic
MP systems.

TIGHTLY COUPLED MP PERFORMANCE

Pn=N™* (1-Hn)* (1 - Sn)
WHERE
Pn = N-WAY MP/UP ITR RATIO
N = NUMBER OF CPs
Hn = N-WAY MP HARDWARE FACTOR
Sn = N-WAY MP SOFTWARE FACTOR
EXAMPLE: N=2, Hn=5%, Sn=5%

N=4, Hn=10%, Sn=10%

P(DYADIC/UP) = 2 * (.95) * (.95) = 1.805
P(QUAD/DYADIC) = 4/2 * (.90/.95) * (.90/.95) = 1.795
<8> CMG 87 EIC 12/87

While the cycle time remains constant the cycles per in-
struction (CPI) tends to increase with the number of CPs
in the MP system. This is the result of many functions
which must be executed differently on an MP, both in
hardware and software. A shift in instruction mix is
generally observed when comparing an MP to a UP, and this
is the result of MP and large system management algorithms
executed by software. For example, SIGP instructions are
only executed on MPs, and they take a long time to execute
compared to more typical average instructions. In addi-
tion other instructions and functions may be executed on
both UP and MP systems, but their frequency may be higher
on MP and the time it takes to execute them may be higher.
For example, since supervisory functions in the software
are executed more frequently on an MP, privileged ops such
as LPSW and LCTL, which are relatively slow, may be exe-
cuted more frequently per MIP on an MP. Also, an in-
struction such as Compare & Swap (CS) requires more cycles
as CPs are added because N-1 of them have to be synchro-
nized with the issuer of the instruction.

Another area in which MP is affected is in cache perform-
ance. Each CP needs to coordinate with all other CPs when
locating a valid copy of a particular cache line, since
another CP may have a changed copy in its cache which has
not been reflected in storage. In this case the CP needs
to crosscheck with the other caches. Also, from time to
time an active piece of data may be shifted from one CP
cache to another before the first has finished using it
and this can create data contention.

A final area of focus is access to storage and contentton
for the access paths and staging facilities. Since an MP
generates a higher requirement on storage, the level of
contention for common, shared facilities is necessarily
higher with the higher levels of MIPS available in the MP.
These characteristics have been recognized and studied
since the early years of MP design, and sufficient capac-
ity and redundancy is now designed into MP systems to
handle peak loading requirements.

The path lengths executed by software increase both with
the increase in CPs and as a result of higher levels of
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total system MIPS. Certain software functions are used
more heavily on a large MP system than on a smaller UP such
as dispatching, wait state processing, and locking. In
addition more instructions are needed to manage the more
dynamic environment found in an MP system. It has been
recognized that many functions which at first seem to ex-
hibit MP growth characteristics really are being driven
higher by the need to manage a larger system image and its
associated larger sets of resources and work units. These
“Large System Effects" have been identified and removed
on a regular basis in new software releases and will con-
tinue to be studied. These effects react solely to the
level of capacity independent of the number of CPs con-
figured. Since MPs have always been the largest image
available these effects are always observed first on the
MP. Large system effects impact both IER and path lengths
since they typically do not execute as efficiently as av-
erage instructions. Overall, these MP and large system
characteristics are well understood, and each new release
of software and each new processor model incorporates the
latest improvements in these areas.

MP HARDWARE, SOFTWARE, AND SYSTEM FACTORS

CYCLES PER INSTRUCTION INCREASES WITH NUMBER OF CPs
- INSTRUCTION MIX CHANGES
- CACHE INTERACTIONS
~ STORAGE CONTENTION

INSTRUCTIONS PER TRAN. INCREASE WITH NUMBER OF CPs
~ WAIT STATE PROCESSING

- LOCKING AND RESOURCE UTILIZATION

- MANAGING MULTIPLE PROCESSORS

INSTRUCTIONS PER TRAN. INCREASE WITH TOTAL SYSTEM MIPS

"LARGE SYSTEM EFFECTS" IN SOFTWARE

DEPENDS ON WORKLOAD AND CONFIGURATION SIZE

MOST NOTICEABLE ON LARGEST SUNGLE IMAGE MPs

IMPACTS BOTH IER AND INSTRUCTION PATH LENGTHS

<9> CMG 87
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WAIT STATE PROCESSING

CPx CPy

|
(WAIT)
1/0 INTERRUPT

(WAIT)
SRB SCHEDULED
| >
SIGP1 SRB DISPATCHED
(WAIT)
TASK POSTED
& :
SIGP2
TASK DISPATCHED
(WAIT)

SIGP IMPACTS PATH LENGTH AND IER
FREQUENT CONTEXT SWITCHES IMPACT CACHE LOCALITY
PROBABILITY OF ONE OR MORE WAITING CPs FOR 600E

- 88% AT 70% CPU UTILIZATION
- 74% AT 80% CPU UTILIZATION
- 47% AT 90% CPU UTILIZATION
<10> CMG 87 EIC 12/87

The management of waiting processors has steadily gained
importance as the number of CPs has grown. For example,
on a 6-way MP the probability of finding one or more
processors in the wait state is 47% even at 90% CPU
utilization. The processing of I/0 interrupts and the
interaction with waiting processors illustrates the in-
creased dynamic nature of N-way MP. After the I/0 inter-
rupt is accepted, an SRB is scheduled to run in the address
space waiting for the I/0 to complete. At this time any
waiting processor will be signalled (using a SIGP) to
dispatch and execute the SRB while the initial processor
goes on with what it had been doing. This uses the phi-
losophy that there is nothing of lower priority than sit-
ting in the wait state. Similarly, when the SRB posts the
task as ready to run (since its 1/0 has completed) the
posting function will SIGP any waiting processor to dis-
patch and execute the task. This process exploits the
parallelism available on an MP and optimizes responsive-
ness. However, it also execute a lot of extra instructions
which tend to execute slowly. Wait state processing was
thought to be of little importance because interrupting
wait state is not like interrupting a busy task. However,
its increasing frequency on large MPs indicates that a
more efficient mechanism may offer improved performance.
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RESOURCE SERIALIZATION AND LOCKING

TIGHTLY COUPLED SYSTEMS REQUIRE MORE PRECISE LOCKING

Al

A4

ATOMIC SERIALIZING INSTRUCTION (CS)

~ ALWAYS USED TO OBTAIN LOCKS (MP AND UP)

- REQUIRES MORE CYCLES ON MP TO SYNCHRONIZE N-1 CPs
LOCK CONTENTION AFFECTS BOTH IER AND ITR

<11> CMG 87 EIC 12/87

Resource serialization and locking is a basic requirement
for any software system which needs to support parallel
execution of independent tasks and functions. Serializa-
tion using an atomic updating instruction such as Compare
& Swap (CS) is used for locking and also to update any
shared, common, or global field which may be accessed in
parallel. For example, many system level counters main-
tained within MVS are incremented and decremented using
CS. 1In all of these cases the CS instruction is executed
and the lock or counter is serialized even if execution
is on a UP. In this case the performance difference in
MP is in the timing of the instruction itself, and this
is reflective of the extra time it takes to synchronize
N-1 other processors.

As software has evolved to be able to support more MIPS
and higher levels of MP it has been necessary to enhance
the granularity or precision of the locked entities in
order to reduce contention. For example, if a large set
of data resources (labeled A) are all controlled by a
single lock then multiple functions needing access to
subsets of A will contend with each other since they each
must serialize all of A as a single entity. In this case
the enhancement is to subdivide A into parts (Al-A4) which
correspond to the subsets frequently accessed together by
each of the functions using A. In this way multiple
functions (up to four of them) can share the resources
which only one could use previously. This approach has
been used in many software products through the years to
improve MP performance. However, care must be taken in
this approach since if A is broken up unwisely, some
functions will now need to obtain serialization on multi-
pie resources from the set Al-A4. In this case any re-
duction in contention may be compromised and multiple lock
obtains and releases may be required (using CS). 1In gen-
eral, resource and lock contention affects both IER and
ITR, and it can also occur on a UP system which uses sus-
pend locks to serialize one task with another in a multi-
programming environment.

STORAGE SUBSYSTEM OVERVIEW

CPO cPl cpP2 CP3 CP4 CPS
B} DO B|D1 B D2 BjD3 B D4L B} D5
Do}y D1} D2 D3| D4} D5

CHAN

CHANb SCE SCE

L

CENTRAL STORAGE

KEY STORAGE COMPONENTS

SCE AND SCE TO SCE BUSSES

HIGH SPEED STORE-IN BUFFERS (PROCESSOR CACHES)

CACHE TO CACHE BUSSES

CENTRAL STORAGE ACCESS BUSSES AND REGISTERS
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An overview of the storage subsystem shows that the System
Control Element (SCE) is the key component. It controls
all accesses to storage and is central in the resolution
of all cache faults. For high speed transfers and wide
bandwidth there are three busses between SCEs in an MP
system. The channel processing engine is also ported to
the SCE (as are all the CPs) since it needs to store and
fetch data from storage for each I/0. Each SCE is designed
to handle the stress load of a fully configured system
consisting of requests from three CPs, from the other SCE,
and from the channel engine. Each CP has its own high
speed cache buffer and associated cache directory. In
addition the SCE maintains a duplicate copy of the cache
directories in order to resolve crosschecking on cache
faults.

The caches in the 3090 and 3090E processors are store-in,
which means that a change to a data element in cache does
not have to be reflected back to central storage at the
time of the update. In this design a changed data element
may be valid only in the copy in a cache and the copy in
central storage may be obsolete. The SCE manages all of
these events so that data integrity is maintained at all
times. Although a store-in cache design is more complex
than a store-through design it is advantageous since it
dramatically lowers the data flow to central storage.
When the SCE. recognizes the case in which a cache line
requested by a processor is in another processor's cache
it obtains that line for the requestor via a cache to cache
transfer rather than from storage. In the case of a
changed line of data this reduces the delay time signif-
icantly since a cache to cache transfer is much faster than
cache to storage to cache. Even in the case of an un-
changed 1ine the cache to cache path is frequently used
since it reduces the load on the storage access paths.
Overall, this structure is a sophisticated and time proven
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design which provides the required function and perform-
ance.

STORAGE IMPACT ON PROCESSOR IER

CACHE MISS

- DIRECTORY LOOK UP

- FETCH CACHE LINE FROM CENTRAL STORAGE
- OBTAIN DATA VIA CACHE TO CACHE PATH

CYCLES PER INSTRUCTION (CPI)
- CPI WITH INFINITE CACHE ASSUMPTION
- FINITE CACHE STORAGE ADDS TO CPI
- DEPENDS ON CACHE MISS RATE AND AVERAGE CYCLES
NEEDED TO RESOLVE MISS
CYCLES TO RESOLVE MISS
- CACHE TO CACHE TRANSFER
- CONTENTION FOR CENTRAL STORAGE ACCESS PATHS

MP STORAGE DESIGN INCLUDES CONTENTION

DESIGN POINTS ARE 3-WAY AND 6-WAY MPs

CONTENTION LESS ON UP, DYADIC, AND QUAD

CONTENTION ALSO DEPENDS ON CPU UTILIZATION
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The cycles per instruction (CPI) performance of a
processor can be studied in two stages. The first stage
assumes that all data references are satisfied from cache
(100% cache hit is equivalent to having an infinite
cache). In this stage the analysis centers around the
processor logic normally divided into I-units and E-units.
Infinite cache performance is very important since actual
cache results typically show that 95+% of all storage
references are satisfied from the processor's cache di-
rectly. Cache misses are much less frequent and can be
analyzed separately. The second stage studies the finite
cache impact to CPI which includes the rate of cache faults
and the time required for resolution. In this second stage
the impact of the storage subsystem is key and both cache
and storage delays need to be considered.

When a cache fault is detected the first step is to search
for the requested line in other caches. This is done by
the SCE using its copies of the cache directories. The
first case is when no other cache contains the data. This
js a simple miss, a storage fetch is initiated, and the
time to resolve the cache fault depends on the contention
encountered on the access path to central storage. In the
second case, if another cache contains the data and it is
changed in that cache, then that is the only valid copy
and a transfer of the changed line aver the cache to cache
path is invoked. In the third case, if another cache holds
the line with no change then a copy of the line can be
obtained via cache to cache or from storage depending on

the type of request. In this case the holder of the line
might also retain a copy.

The current storage design point is the 3-way and 6-way
MPs because they produce the most stressful requirements
on the storage subsystem. Any practical system must be
designed with contention detection and resolution in mind
since it is a normal occurrence in these situations.
Sufficient capacity is designed into these areas to handle
maximum loads with reasonable amounts of contention for
resources. Of course the level of contention is less when
the CPU utilization is lower or when less than the full
comg;ement of CPs is active or installed (UP, dyadic,
quad). :

ANALYSIS OF CACHE PERFORMANCE

0S CONTROL BLOCK (512 BYTES)
CACHE LINE 1 Al B3

CACHE LINE 2 Bl

CACHE LINE 3 B2 A2

CACHE LINE 4 A3

SOFTWARE DRIVES CACHE PERFORMANCE

INCREASED CACHE SIZE CAN INCREASE XIs

CPY UTILIZATION AFFECTS CACHE PERFORMANCE
SOPHISTICATED LABORATORY INSTRUMENTATION REQUIRED

- STUDY CACHE MISS AND XI HOTSPQTS

- IDENTIFY EXACT INSTRUCTION AND STORAGE REFERENCE

SOFTWARE REDESIGN GOALS

LOCALIZE A1-A2-A3 AND B1-B2-B3

REDUCE DIRECT CACHE MISSES BY A FACTOR OF THREE

REDUCE CACHE MISSES CAUSED BY CACHE FLUSHING

REDUCE XIs BETWEEN FUNCTION A AND FUNCTION B
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Software design, particularly data formats, is the driving
force behind cache performance both for cache miss rates
and the level of intercache contention. Studies have
shown that operating systems have cache hotspots which are
specific instructions in frequent software functions which
suffer an unusually high rate of cache faults. This is
also true for cache interference (cache cross interro-
gate), but these two sets of hotspots may be disjoint.

In the example control block, two functions A and B are
shown which exhibit hotspots on references to fields Al,
A2, A3 and Bl, B2, B3 respectively. The first problem is
that each function requires three of the four cache lines
in this control block and will generate many more cache
faults than absolutely necessary. Also, an indirect re-
sult is the flushing of the cache. This type of control
block frequently exists within a queue of identical
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blocks, many or all of which need to be accessed. In this
case a large fraction of the cache may be replaced by these
same three lines multiplied by the number of control
blocks on the queue. These functions also can cause a lot
of cache interference since they are trying to share the
same cache lines (although they are actually using dif-
ferent data fields).

A common solution. is to rearrange the control block in the
next available release of the software so that function
A's data is in one cache line and function B's data is in
a different cache line. In this way the cache faults in
each function will be reduced by two-thirds, there will
be less chance of cache flushing, and contention will be
significantly reduced.

LARGE SYSTEM SOFTWARE EFFECTS

SOFTWARE SYSTEM/SUBSYSTEMS INTERNAL DESIGN

- BASIC STRUCTURE IS LINKED QUEUE OF DATA BLOCKS

~ KEY ACTIVITY IS SEARCHING QUEUE

~ SEARCH PATHLENGTH INCREASES WITH TOTAL SYSTEM MIPS

PROCESSOR POWER X 2*X
QUEUE LENGTH A 2*A
INSTRUCTIONS/ELEMENT B B
SEARCHES/SECOND c 2*C
TOTAL INSTRUCTIONS A*B*C | 4*(A*B*C)

HIGHER MIPS LEVELS EXPOSE NEW LARGE SYSTEM EFFECTS
LARGE SYSTEM AND MP SOFTWARE EFFECTS OCCUR TOGETHER
LARGE SYSTEM EFFECTS REMOVED IN NEW SOFTWARE RELEASES
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In all software systems and subsystems the basic control
structure is a linked queue of identical blocks, and the
key action against these queues is searching. In almost
all cases the search requires more instructions on a more
powerful system because the queue tends to be longer in a
Targer system with more active elements (devices, chan-
nels, storage, tasks, etc.). This growth in path length
is independent of whether the growth in MIPS is achieved
by adding processors or by replacing one processor with a
simi;ar but faster model (UP to UP, dyadic to dyadic,
etc.).

When the speed doubles, the function is executed twice as
often, and each time it must search twice as many elements.
This results in a four fold increase in instructions and
a two fold increase in time because the instructions will
be executed twice as fast. MP effects frequently occur
with and because of these large system effects. For ex-
ample, if the longer search requires serialization, the
increased time spent in a serialized state will cause more
contention (lock spin). Also, while searching the longer

queue more cache flushing can occur. Often the frequency
of execution on an MP will accentuate the large system
effect. As new levels of MIPS and parallelism are reached,
new large system and MP effects are identified and re-
solved as quickly as possible.

MVS/370 SQA GETMAIN/FREEMAIN

FQE |—>| FQE |—>| FQE '-4> FQE == FQE

ORDERED BY ADDRESS
RANDOM ORDERING BY SIZE
GETMAIN
- SEARCH ENDS IF EXACT FIT FOUND
- ELSE ENTIRE QUEUE SEARCHED FOR BEST FIT

FREEMAIN

- QUEUE SEARCHED FOR INSERT POINT (BY ADDRESS)
- RECOMBINE FQEs IF POSSIBLE

~ HALFE OF QUEUE SEARCHED ON AVERAGE

<16> CMG 87 EIC 12/87

MVS/370 SQA Getmain/Freemain remains the classic example
of the intermingling of large system and MP effects in
software. In this case the queue of Free Queue Elements
(FQEs) represents unassigned areas of SQA storage. The
queue is ordered only by ascending address, and therefore
the size order of the free elements is totally random.
Getmain searches the queue until an exact size match is
found; if no match is found it searches until the end of
the queue and assigns a piece of the block which is closest
in size but larger than the request. Most getmain requests
search the entire queue. Freemain searches until the
correct insert point is found based on address, and in
general somewhat more than half the queue needs to be
searched. As MIPS increase, the SQA area increases, the
area becomes more fragmented with many small blocks, and
the queue grows to enormous length. In addition the search
uses a global MVS/370 spin-lock to serialize access to the
queue. Al1 of MVS/370 storage management must contend
with this elongated search algorithm for use of the lock.
This case shows a large system effect which is compounded
by and feeds a secondary MP effect.
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| {MVS/XA SQA GETMAIN/FREEMAIN :
¥ : , b
FQE |—>| FQE || FQE |—>] FQE FQE

‘r ] r r AJ.
ORDERED BY ADDRESS AND FQE SIZE
INDEX TABLES FOR BOTH ADDRESS AND SIZE
GETMAIN
- FIND INDEX FOR SIZE REQUESTED
- SEARCH QUEUE SEGMENT STARTING AT INDEX POINT
~ BEST FIT IS FIRST BLOCK LARGE ENOUGH

FREEMAIN
- FIND INDEX FOR ADDRESS RANGE
- SEARCH AND RECOMBINE AS IN MVS/370

<17> CMG 87 EIC 12/87

In MVS/XA the SQA FQE search is reduced by adding addi-
tional structure to the queue design. A second set of
pointers were added which could be used to search the queue
in size order instead of address order. Also, index tables
were added for both size and address order which can be
used to direct the search to a small subset of the queue.
Getmain finds the index for the requested size and
searches the queue from that point in ascending size order
until the first block large enough is found. Freemain
works as before except that the index leads quickly to the
correct segment of the queue. These enhancements would
be enough to resolve the associated MP lock out, but the
tocking structure was also enhanced and this function now
has its own unique lock. These changes solved both the
large system and MP aspects of this problem and led to
improved MP/UP 1ER and ITR ratios even though the hardware
involved was not changed at all.

MVS WORK DISPATCHER

R

—> S | EEN
ASCB ASCB ASCB ASCB ASC8
L e &—| (R) |&— <] (R)

A4

QUEUE OF ALL SWAPPED IN USERS (ASCBs)
QUEUE SEARCHED FOR HIGHEST PRIORITY READY WORK
QUEUE GROWS WITH TOTAL MIPS
ALGORITHM ALSO EXHIBITS MP GROWTH
~ HIGHER DISPATCH RATE ON MP
- ALL OTHER QUEUE SEARCHES SERIALIZED BY SPIN LOCK

MAJOR CAUSE OF "LOW UTILIZATION EFFECTS"
FIXED BY "TRUE READY QUEUE" DISPATCHER IN MVS/SP 2.1.7

<18> CMG 87 EIC 12/87

Another large system and MP problem was recently resolved
in release 2.1.7 of MVS. The MVS dispatcher does frequent
searches of a queue of all swapped-in address spaces
(ASCBs) looking for the highest priority ready work. This
queue grows with MIPS and tends to have very few ready
ASCBs since most address spaces are in wait state. This
algorithm also impacted MP/UP ratios because the dispatch
function is invoked more frequently on an MP system. Also,
other functions which use the queue needed to serialize
it which also was reflected in the MP/UP ratio. This al-

gorithm is the major cause of the "Low Utilization Effect"

which uses extra CPU time to manage a system which does
not have enough work to keep it very busy (time spent
looking for work and processing wait state entries/exits).
The "True Ready Queue" dispatcher enhancement fixed this
problem by introducing a new set of pointers linking only
the ready ASCBs so there should never be a long search for
ready work. Again, this affected MPs more since their
dispatch rate per transaction is higher and their queues
are longer.

These examples show the difficulty in separating MP unique
effects from other related effects. In general this re-
quires high precision Taboratory instrumentation of a
running system to obtain accurate enough detajled infor-
mation to pinpoint cause and effect relationships cor-
rectly.
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LOOSELY COUPLED SYSTEMS

SYS1 SYs2
1/0 BUF

LY
&

1/0 BUF

f
g...8

SHARED DATA BASES

BUFFER COHERENCY PROBLEM
~ DATA BASES CENTRAL STORAGE
- 1/0 BUFFERS PROCESSOR CACHES

- BUFFER CASTOUT CACHE TO CACHE XIs

LOOSELY COUPLED PROBLEMS SIMILAR TO MP
<19>

CMG 87 EIC 12/87

Freguently, loosely coupled problems are analogous to
problems in a tightly coupled MP. For exampie while MVS
has to schedule work between CPs in single image MP system,
JES has to do the same thing across multiple systems in a
complex. Problems caused by the requirement to share data
are also very similar. In single image MP this problem
becomes the sharing of data between processor caches with
a common central storage. In loosely coupled complexes
this problem is reflected as multiple systems trying to
share data from a common centralized data base. 1In this
case the general problem of buffer coherency appears as a
common problem of any data sharing design.

In trying to compare and contrast the performance of sin-
gle image and partitioned loosely coupled it is true that
single image mode will have lower average CP MIPS and in-
creased path lengths in comparison to a single partition.
However, instruction path lengths will also grow in the
loosely coupled case due to the overheads of sharing data
(using functions such as IRLM and GRS). JES2 and JES3
requires extra instructions when trying to manage and
schedule a workload across multiple systems. Also, there
may be extra overhead due to increased paging in the par-
titioned case because of the need to support two copies
of the operating system and its subsystems. Finally, a
system such as MVS can more efficiently schedule and bal-
ance work across tightly coupled CPs than JES can across
multiple system images. So, the conclusion is not clearly
in favor of one over the other. While the IER and even
the ITR may be lower on single image, the processing ca-
pacity (max ETR) may be higher.

LOOSELY COUPLED PERFORMANCE

CP MIPS IS LOWER ON SINGLE IMAGE MP
INSTRUCTIONS PER TRAN IS HIGHER ON SINGLE IMAGE MP

INSTRUCTIONS PER TRAN GROWS ON LOOSELY COUPLED

- SHARED DATA FUNCTIONS (IRLM, GRS)

- WORKLOAD BALANCING FUNCTIONS (JES2, JES3)

- INCREASED PAGING FOR STORAGE OF TWO COPIES OF MVS
SINGLE IMAGE MVS CAN MANAGE MP WORKLOADS BETTER THAN
MULTISYSTEM JES2/JES3

CONCLUSION

NOT CLEARCUT

- IER LOWER ON SINGLE IMAGE

- EVEN ITR MAY BE LOWER ON SINGLE IMAGE
BUT

- PROCESSING CAPACITY (ETR) MAY BE HIGHER

<20> CMG 87 EIC 12/87

In conclusion, future trends have already been established
and will continue. Both modes of coupling processors will
continue to evolve, and the typical large installation
will need to be a loosely coupled complex of large tightly
coupled MPs. In the area of performance, single image
performance will continue to improve as knowledge gained
from working with current 6-way processors is incorporated
into new product releases. Loosely coupled function and
performance will continue to be enhanced. In the area of
balanced systems, multiple configuration options will
continue to be needed to meet the diverse needs of a broad
spectrum of workloads. I/0 capacity will keep pace with
the growth in processing capability. Storage will become
even more important in providing performance gains as
large storage configurations and exploitation become more
widespread.

FUTURE TRENDS

COUPLED SYSTEMS
- FUTURE NEEDS TIGHTLY COUPLED MP AND MULTISYSTEM
- COMPLEX OF LOOSELY COUPLED LARGE MPs

PERFORMANCE OF COUPLING
- MP PERFORMANCE STILL KEY FOCUS FOR HIGH END SYSTEMS
- LOOSELY COUPLED FUNCTION & PERFORMANCE ENHANCEMENTS

BALANCED SYSTEMS

- MANY OPTIONS FOR MATCHING CONFIGURATION TO WORKLOAD
- EXPLOITATION OF LARGE STORAGE CONFIGURATIONS

- INCREASED I1/0 CAPACITY TO MEET MIPS GROWTH

<21> CMG 87 EIC 12/87
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Prentice Hall, Englewood Cliffs, NJ, 1985; revised, 1987
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Introduction

A significantly revised edition of a
book entitled A Computer and Communication
Network Performance Analysis Primer which
first appear in 1985 has been issued. The
latest edition involves over 25% new
material, as well as significant revisions
to over 50% of the old material, resulting
in a substantially new book that has
benefitted from a wide variety of
constructive criticism in the marketplace.

The new edition concentrates much
more on the commercial marketplace (read
IBM), and on networking issues, than the
first edition. The exposition was felt to
be overly terse with respect to a number
of case studies, and this issue has been
addressed. The goal has been to make the
concepts accessible to the widest possible
audience: the breadth and depth have been
increased. The intent is that the new
edition should prove to be a very valuable
reference book for professionals as well
as an excellent introductory text for
neophytes. Time will tell.

The book is organized in a teach by
example method, starting from specific
case studies and moving toward general
principles. Typically an actual situation
is described, to motivate the material;
the next step is to quantify what
performance means for this situation, what
are the inputs and what are the outputs;
next, a formula is presented (with a
reference in the open technical literature
to where it came from) that relates
inputs, outputs, and performance measures,
with pno time spent on derivation of the
very limited number of

are presented for the few

are felt to be critical);
finally, a variety of numbers are
substituted into the formula, to gain
insight into what parameter changes are
most significant on performance and what
are not, in order to gain qualitative
insight into performance tradeoffs by
means of quantitative numerical
sensitivity studies.

derivations
results that

Over two hundred exercises, over one
hundred and fifty figures, over one
hundred fifty references to the open

‘technical literature, spread over thirteen

chapters spread and six hundred pages
(plus an answer book for the exercises for
instructional use) make this book a
valuable addition to the library of any
analyst.
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The exercises are an integral part of
this material: working the exercises
stresses the understanding of the concepts
in new directions, and reinforces what is
important and what is not.

Two problems are encountered in this
material: first, the actual applications
(taken from real world computer
communication systems) may boggle the
purist in complexity, while being much
much too simplified for the practitioner.
Second, the large number of equations and
formulae suggest to the practioner that
this treatise is too mathematical; in

fact, there is virtually no mathematics
here, only substitution of numbers into
formulae, requiring addition and
subtraction and multiplication and
addition, all of which may alienate the
purist.

Section A. Mean Value Analysis

A significant amount of new material

has been included in this section. The
discussion begins with static or
deterministic scheduling, such as in a

batch environment, with all the work
present at an initial time, and the goal
is to minimize the time required to
execute all the work. A uniform
representation of these problems, based on
specifying the steps required for each
job, the resources required for each step,
and the time per step, fixes all the

ideas. This representation, based on a
standard table or tableaux of steps,
resources, and duration, is used

throughout the entire text; the earlier
edition was criticized, and rightfully so,
for not being consistent in this regard.

This analysis is extended by allowing
more and more jobs to be present at an
initial time. It then becomes meaningful
to deal with the ratio of the total number
of jobs executed in a given time, or a
rate or throughput. No stochastic
processes, no queueing theory, nothing but
workflow concepts, fix all these ideas.
Over one half of the book is devoted to
this topic: how to apply it, where it is
strong and weak, and example after example
to reinforce these points. Other books
typically give this roughly ten pages,
dismissing it as intellectually trivial.
Here we argue that this material is the
most important part of computer
communication system performance analysis,
and should be emphasized in the extreme,
not dismissed in passing.



For those that want more, we pose
this analysis as a 1linear programming
problem, with the possibility for bounding
performance using widely available
numerical LP packages. The advantage of
this approach is that it is hierarchical:
as more constraints are included, as the
model becomes more complex and realistic,

this phenomena can be quantified and
included, and the performance bounds
become correspondingly tighter.

Nonetheless, the bounds are useful at any
stage of analysis, with the caveat that
the more simplistic the model, the 1looser
the bounds.

Major new examples developed here
include online lottery transaction
processing (with a performance goal of
processing over 2,000 transactions/second
with an end to end response time (measured
from the time the wager is entered at a
terminal until the terminal finishes
printing a ticket for that wager), and a
voice storage system analysis for a
telephone common carrier.

A great deal of emphasis is placed on

parallel processing: what performance 1is
achievable for a given workload and
schedule (how can algorithms and data

structures help?). This is unique for an
introductory text.

The section on data analysis or model
validation is well known to statisticians,
but is rarely found in books on computer
communications performance analysis. This
is surprising, because the crux of this
type of analysis is to use computers and
graphics to generate plots and pictures
that suggest what models are most
appropriate for the data, and how good a
model fits actual data.

The entire section on mean value
analysis forms a self contained ©one
semester course on performance analysis.

Section B.Jackson Queueing Networks

Jackson queueing networks are
motivated as a limiting case of mean value
analysis: by making stronger assumptions
about a model, correspondingly stronger
statements can be made about performance
tradeoffs.

New examples to be found in this
section include a database management
system hierarchical performance analysis,
and a voice/data network design for a
major commercial bank. The network design
enconmpasses state of the art
methodologies, and is unique.
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The mean value analysis is carried
out in parallel with the Jackson network
analysis, in order to emphasize that the
Jackson network analysis is a refinement
that quite closely approximates the mean
value analysis.

Section C.Single

Serially
Resource Scheduling

Reusable

In many computer communication
networks, under load one resource becomes
a bottleneck, and virtually all
performance tradeoffs revolve around how
work is scheduled on the bottleneck.

This section proceeds hierarchically,
starting with an introduction to the area,
priority scheduling impact on performance,
and local area networks.

The introductory section includes a
discussion of 1link 1level communication
protocols, including a delay analysis for
HDLC. This is unique to an introductory
treatment.

In addition, the introductory section
includes a discussion of numerically
approximating delay distributions, not
simply averages or higher order moments,
using a class of flexible, fast and dquite
accurate algorithms. This is rarely found

in any book.

The ©priority scheduling section
includes a discussion of non preemptive
and preemptive resume scheduling,

including the impact of correlation of
tasks (a job consists of a set up phase, a
work phase, and a clean up phase, and each
is run with its own priority in this
order) and burstiness (using a compound
Poisson arrival process with multiple
arrivals at the same time epoch of
different urgencies and type of work).
These results cannot be found anywhere
else.

The concluding sections of priority
scheduling deal with 1link 1level flow
control and voice/data multiplexing. This
analysis cannot be found anywhere else.

The section on local area networks
include the most up to date analysis vyet
on Ethernet-like networks, token passing
networks (rings and busses), and hybrid
networks that behave like Ethernet under
light 1load and like token passing under
heavy 1load. Excellent texts  are now
appearing on these topics. The analysis
of Ethernet appears nowhere else.



Section D.Special Topics

The final area deals with detailed
case studies, including recent advances in
performance analysis of switching systems
(eircuit switching, packet switching,
Batcher/Banyan, and hybrid), a multivendor
layered protocol performance analysis
(including SNA, DECNet, TCP/IP, and I80),
& vefinement of the voice/data network
design case study described in the Jackson
netvork section, a case study in operating
systen versus computer networking
performance tradeotfs, and reduced

instruction set computer (RISC)
performance tradeoffs (processor, cache,
main storage, bus rformance, ocompiler,
and networking capabilities). '
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Because these topics are of interest
to specialists, they can be used as part
of a seminar, omitted entirely, or touched
upon in a variety of settings. One of the
advantages of a book is that everything
need not be used in a single class, but
can be spread over different classes and
different audiences.



A CLOSE LOOK AT MVS SYSTEMS:
MECHANISMS, PERFORMANCE AND SECURITY

by

Ronald Paans, IBM The Netherlands®

The book "A Close Look at MVS Systems: Mechanisms, Performance and Security"
provides a functional description of many hardware and software components of
MVS systems, and reflects an investigation of the performance and security as-

pects of these systems?.

During the presentation at CMG, an overview of the
areas investigated and the major conclusions will be presented.

Emphasis will

be on performance and monitoring aspects, showing that the behaviour of hardware,
MVS system software and applications can exhaustively be observed by researchers.

1. INTRODUCTION

A synopsis is presented of the book "A Close Look at MVS
Systems: Mechanisms, Performance and Security" by Ronald
Paans, ISBN 0-444-70008-0, 572 pages, published by El-
seviers Science Publishing Company, Inc., New York. The
aim of the book is to indicate rational and practical
means of improving the performance and security of ma-
inframes running under control of IBM's Multiple Virtual
Storage (MVS) operating system. This modern control
program is sophisticated, complex and widely used: many
tens of thousands of MVS systems have been installed
worldwide. During the years to come, MVS is likely to
remain one of the important control programs for commer-
cial and scientific applications running on mainframes
with the IBM System/370 architecture as implemented in
IBM 43XX, 308X, 3090 and their plug-compatibles.

The primary goal of any computer system is to perform the
functions requested by its users reliably, correctly,
securely, effectively and efficiently. Quality should
be the prime aim in this context. Computing-centre staff
responsible for capacity-planning, tuning, maintenance,
trouble-shooting, security and data integrity need de-
tailed information about all activities within a system
and their relation to the users. Without appropriate
information, any form of prediction remains mere guess-
work, while improving performance and security is awkward
and sometimes turns out to be impossible.

The success of data processing and office automation is
closely related to the acceptance of systems by their
users; the quality perceived is not only gauged by res-
ponse times and availability figures, but also includes
user-friendliness of systems and applications. A critical
view of the interactions among systems, applications and
users suggests that the intermediate software is designed
by technicians to be used solely by technicians, thus
excluding many users from understanding anything. Com-
mand syntax and data-set names have to follow incompre-
hensible rules, while messages are cryptic due to quirks
of design and implementation, so often causing feelings
of discomfort and confusion to the users interacting with
applications. Some designers persist in defending in-
conveniences; they hide behind incomplete specifications,
refuse to fix the code and retrofit manuals, thus legal-
izing incorrect software.

Before a system's performance can really be improved,
that is lowering its response and turn-around times and
raising its availability and accessibility, one must
first exactly know how the system's mechanisms behave and
interact with one another. A prediction of the conse-
quent gain can be no more reliable and credible than the

IBM, Dept. International Business Services (IBS SC),
Zoetermeer, The Netherlands. This paper reflects the
personal opinion of the author, which is not neces-
sarily shared by IBM.

The research described has been performed at Delft
University of Technology, The Netherlands, in close
co-operation with Prof. G.L. Reijns and Prof.dr.
I.S. Herschberg.

information and knowledge the experimenter has been pro-
vided with. In practice, this experimenter is confronted
with a severe lack of information:

* the processing power available for applications is
not explicitly known, nor has the useful capacity of
the CPUs or the I/0 subsystems been stated in quan-
titative terms,

* there are no methods to determine properly the re-
source capacity wasted due to improper design, im-
plementation or tuning of system and application
software,

* most computing centres do not have appropriate moni-
toring aids to analyse the system's activities and
to distinguish unambiguously between avoidable over-
head and relevant, productive work.

It follows that the combined ignorance of system activ-
ities and the absence of yardsticks prevents one from
optimizing the quality of the services delivered. There
is a yawning abyss between most of the values currently
recorded by engineers and the performance and security
as perceived by users and management. The book attempts
to bridge this abyss, however precariously. One of its
primary aims is to explain the method of operation of many
components in MVS systems and to make some previously
unobservable activities of these systems observable and
quantifiable to engineers by suggesting new monitoring
techniques. Observation and modelling allow engineers
to understand the underlying mechanisms, to collect per-
tinent information on their behaviour and, combining
knowledge and data, to improve the quality by re-design,
re-implementation and tuning.

Since the author is an engineer rather than a mathemati-
cian, the emphasis is on applied rather than theoretical
knowledge. Mean-value analysis has been applied to cre-
ate the models described, but no new analytical methods
have been developed. Written from a systems program-
mer's point of view, the book is directed at systems and
application programmers, performance analysts, security
officers and computing-centre management. Of course, it
also contains information relevant to all interested in
performance and security aspects of mainframe systems
under control of MVS. Each Chapter discusses a single
topic and has been written as a relatively self-contained
paper preceded by an abstract and terminated by the con-
clusions on the topic highlighted. The list of Chapters
reads:

1 Introduction
PART I. THE UNDERLYING HARDWARE AND CONTROL SOFIWARE BASES

2 The Hardware Base (architecture and logical design)
3 The Control Program Base

PART II. MANAGING AND CONTROLLING MVS SYSTEMS
4 Performance and Service

5 EDP Performance Management

6 A Topology for Secure Systems

7 Secure User SuperVisor Calls
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PART III. PERFORMANCE ANALYSIS AND MODELLING OF MVS SYSTEMS

8 Characterization of TSO Users' Behaviour

9 The Performance of Application Software

10 TSO: Performance of an interactive Facility
11 SuperVisor Calls and their Services

12 Performance Aspects of Access Control

13 The Control Program's Nucleus

PART IV. ANALYSIS AND MODELLING OF MVS HARDWARE

14 Throughput of Instruction and Execution Units
15 Performance Improvements by Firmware

16 System and Application Disk I/0

17 Simulation of a Disk Cache for User I/O

PART V. MONITORING IN MVS SYSTEMS

18 Monitoring and Recording Techniques

19 Monitoring by Event Tracing

20 Tracing Instruction By Instruction

21 Recording the CPU's Instruction Execution Times

22 The Artificial User as a Performance Observer

23 System Design Desiderata to Support Monitoring Tools
24 Epilogue

APPENDICES

A Evaluation Nets

B Sample of a Service Level Agreement
C System/370 XA Instructions

D Data Collected by MVS System Trace

Some of the investigations described in the book will
briefly be summarized below, supplemented with some of
the major conclusions.

2. PERFORMANCE AND SERVICE

The user's chief concern with a computer system is that
it performs the requested functions reliably, correctly,
securely and efficiently in a human-friendly way (and,
preferably, at reasonable cost). This statement is a
contradictio in terminis. TFor instance, if in a systems
the level of reliability and security is raised, the
level of efficiency will decrease and the cost will rise
due to higher verification overhead. A balance should
be struck between these factors so that the transactions
are processed at an acceptable price and at the required
speed with the requested quality. This is, as matter of
fact, not an easy job in our complex computing-centre
environment.

All activities in a system, explicitly or implicitly re-
quested by users have one common aspect: they use re-
sources such as CPUs, memories, disks, tapes drives,
other devices, people, software, documentation and pro-
cedures. When considering a computing centre as a pro-
duction unit the resources are the input: the sum of their
individual costs shows the operational costs of the cen-
tre. The output of a production unit is usually expressed
in goods or services; in a computing centre the output
consists principally of services delivered to its users.
Some of these services are: executing a batch job, proc-
essing an interactive transaction, making available com-
pilers and other software to users, and performing
data-entry and data-enquiry activities. Each of the

services is associated with one or more applications or
facilities using software and hardware resources.

A computing centre with its users is a complex of people
and systems, controlled by rules and procedures. All
activities should directly or indirectly be devoted to
producing 'useful work', which may be updating data
bases, obtaining specified records from data bases, exe-
cuting commercial or scientific programs, etc. The no-
tion 'useful work' must be defined in the objectives for
the computing centre. In this context, one has to dis-
tinguish between effectiveness and efficiency. A back-
ground for these terms has been given by Norton and Rau
in their "Guide to EDP performance management” [1]. The
key-note question for effectiveness is:

"Are the requirements of the users fulfilled by the
services delivered?"

The key-note question for efficiency is:

"Are the total costs of data processing as low as
possible?"

There is an essential difference between these two no-
tions, which may be formulated tersely by:

Effectiveness = Doing the right things
Efficiency = Doing things rightly

Obviously, effectiveness has its due place in a computing
centre: doing the wrong things efficiently will not sup-
ply any gain to the organization but is only wasting
manpower and other resources. When one considers the
computing centre as a black box, it uses resources as
input and delivers services as output. Both the input
and output should be evaluated for effectiveness and ef-
ficiency, resulting in the formulation of four queries.
Each query is characteristic for a particular point of
view and presents a theme for research, viz.:

Al. The effectiveness of the services (the service
requirements):
does each service delivered fulfill the re-
quirements of the users ?

A2. The efficiency of the services (the load of each
service):
what are the resource loads of each individual
service and which part of these loads is squan-
dering of resourceés ?

B1. The effectiveness of the resources (the re-
source requirements):
are the resources capable of processing the to-
tal workload including momentary peak loads ?

B2. The efficiency of the resources (the resource
balancing):
are the resources utilized optimally during
processing of the workload including the in-
stances with peak loads ?

In the book, examples are discussed to elucidate this
classification and to show the relation between the que-
ries and day to day practice. Answering the four queries
gives some insight in the computing centre's activities:
for instance, it reveals whether one performs useless
work. In some organizations, work without any earthly
use is processed very efficiently. To avoid this kind
of squandering manpower and other resources, one has to
evaluate periodically the effectiveness and the effi-
ciency of the resources as well as the services. The
queries Al and Bl are worked out in more detail showing
the user's point of view while interacting with the cen-
tre's services. This discussion results in: defining a
set of performance indicators which make the user's sat-
isfaction visible. Bounds for these indicator's values
should be included in the centre's Service Level Agree-
ment (SLA). The latter document acts as a written
warrant for a certain level of comfort during the hu-
man-computer interaction. In the author's opinion, the
requirements of the users, dictated by the principal ob-
jectives of their organizations, are the pivot in the
process of defining services and SLAs. As matter of fact,
the user is the one who really works with the services
and, after all, he supplies the money to run the entire
computing centre. Especially in a service-bureau envi-
ronment, neglecting the user's requirements will not only
result in unsatisfied customers but also in loss of these
customers, obviously implying loss of revenue. In this
context, computing-centre management is encouraged to pay
attention to the performance indicators usability,
availability, accessibility, number of service inter-
rupts, and timeliness, in order to prevent their shop
from being closed.
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3. EDP-PERFORMANCE MANAGEMENT

The performance of computer systems must not only be ob-
served and recorded, but must also be managed and cont-
rolled in order to process the services in an effective
and efficient way. The aims of performance management
are (a) optimizing the quality of the services delivered
to the users and (b) delivering these services with a
minimal load on the hardware and software resources. In
the book, performance management is broken, down into
eleven distinct tasks representing eleven performance
functions:

definition of SLA,

verification of compliance with SLA targets,
capacity planning,

elimination of bottle-necks,

tuning networks,

maintenance of disk space,

tuning applicationms,

tuning services and service environments,

. tuning the system's kernel,

0. trouble shooting and keeping the system alive,
1. solving user problems.

== D 00N AU WD

The tasks 1 to 3 are related to capacity planning and the
quality of the services as specified in the SLA; this is
chiefly long-term work. The tasks 4 to 9 embrace main-
tenance, tuning and elimination of bottle-necks, and
deals with a planning on a weekly or monthly scale, while
the tasks 10 and 11 consist of ad hoc operations in order
to keep the system alive and to solve user problems. As
shown for a hypothetical computing centre with a com-
partmentalized organization, each task requires appro-
priate tools and skilled personnel, and is assigned to a
department with a first-line responsibility. In addi-
tion, a formal structure is defined for second- and
third-line support. This scheme is supplemented by an
overview of the tools required to perform each of these
tasks.

The majority of personnel in a computing centre are
greatly in favour of delivering high-quality services.
However, they are often frustrated by a lack of manpower
and funds, and hence fail to meet quality targets. Ob-
viously, no organization will make unlimited manpower and
funds available to performance evaluation and improve-
ment, since that is only a one of the many aspects of data
processing. But, in sad practice, many centres are
guilty of false economies and do not actively support
performance management which they regard as avoidable
overhead. As a consequence, effective performance man-
agement in such a centre is doomed to failure: low quality
of the services and complaining users are the predictable
outcome.

4. CHARACTERIZATION OF TSO USERS' BEHAVIOUR

The input of interactive data-processing facilities are
the transactions generated by users; the messages dis-
played at the users' terminals constitute the output of
these facilities. In fact, a user may be characterized
by his rates of generating transactions and of requesting
messages. Using observational data collected during
three years in a service-bureau environment, the signif-
icant sensitivity of the user to system responses is de-
rived by correlation and regression analysis, expressing
the transaction rate and the message rate of each user
in function of the average response time. It is shown
that an increase in response times leads to an over-
proportional decrease in the users' transaction rate
which may, under specified conditions, be translated into
an increase in the costs of programming projects.

Regression analysis is applied to derive an equation for
the effect of the average response time, 7Tresp, on the
user's think time, Tthink, and so on his transaction
rate, Mi. Assuming a linear relationship between these
two time-related variables, with a given user 'head-
scratch' time, 77f, and a constant Ki representing its
slope, one has

Tthink = Ti§ + Ki * Tresp

This equation represents a straight line in the
(Tresp,Tthink)-plane. Regression analysis (least-
square fits on the perpendicular distance between the
straight line and each pair) has been applied to the ob-
servational data, showing for users interacting with
IBM's Interactive System Productivity Facility (ISPF)

Tthink = 11.3 + 2.1 * Tresp

This equation states that the population is affected
significantly by the response times: an increase of 1 s
for Tresp results in an increase of 2.1 s of an
ISPF-user's think time. The transaction rate of a user
is

1

A=
Tthink + Tresp

The elimination of Tthink results in

1

A=
Tid + (Ki + 1) * Tresp

or, with the values for 7/f and K/ as found via regression
analysis
1
A=

11.3 + 3.1 * Tresp

Due to the limited range of observations, however, this
equation should not be used beyond the range 0.50-3.00 s
in Tresp. Thadhani [6,7] has derived a similar equation
for internal host-response times in the range 0.25-3.00
s, though he found different values for the constants
Ti# and Ki. The observations for two object groups dem-
onstrate that these constants characterize the users'
behaviour and therefore depend strongly on the group ob-
served, their experience and their environment (e.g., the
facilities supporting them). This means that the 'con-
stants' Tif and Ki have only a /imited significance: they
are object-group dependent and should be computed anew
for each specific user population.

5. THE PERFORMANCE OF APPLICATION SOFTWARE

A critical evaluation of application programs indicates
that many of them work far from optimally. Current de-
velopment strategies often fail to provide applications
operating human-friendly, effectively and efficiently.
Some underlying causes are failing management of the
programs' development stage, higher-level languages not
leading, by default, to efficient programs, and an un-
manageable complexity of hardware and software combined.
In addition, applications are often inefficiently in-
stalled and their parameters are adjusted far from opti-
mal. These pessimistic statements about applications are
elucidated by examples.

Properly defining data-processing functions and convert-
ing these functions into programs is widely granted to
be difficult. Most people do not have an analytical mind,
cannot grasp a sequence of data-processing activities,
and fail in correctly, unambiguously defining data items
and data manipulations required. Of course, the weak
definition capabilities of human beings are not only re-
flected in applications, but also in service programs and
operating systems. However, the latter evolve into ef-
fective software somewhere in the future because they are
improved from time to time by new versions and releases.
This evolution may be characterized as:

The adversary process of trial and error often
leads, after a number of versions, releases and
modifications, to effective and efficient pro-
grams.

For instance, IBM's Structured Programming Facility (SPF)
is better attuned to users than the conventional set of
Time Sharing Option (TSO) commands which it replaces, and
is undoubtedly more human-friendly. Nevertheless, SPF
showed still many inconveniences in human-machine inter-
action; currently some of these inconveniences have been
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removed by SPF's successor Interactive System Productiv-
ity Facility (ISPF), especially by version 2 of ISPF.
Following this line, one may expect that a future version
n with n>2 will contain yet fewer inconveniences and will
be yet more human-friendly. The only disadvantage of
such a growth process is that the current software is
never optimal and the user has to be equipped with suf-
ficient patience.

An ambiguous, incorrect and incomplete definition of
functions is not the only weakness of current data proc-
essing: in the stage of code generation and implementa-
tion, many inconveniences are introduced too. While
ineffectiveness is principally due to definition errors,
inefficiency is caused by improper code generation, im-
plementation and parameter setting. Currently, optimally
functioning software still requires human inventiveness,
experience and skills. As shown in the book, performance
analysts consulting during the development stage, ob-
serving existing programs and recommending improvements
may still greatly contribute to the efficient use of a
computing centre's resources. Tools and manpower should
be made available for these purposes.

6. TSO: PERFORMANCE OF AN INTERACTIVE FACILITY

While in early days of electronic data processing the
workload principally consisted of batch jobs, the current
trend is towards executing the major part of the workload
in the foreground, thereby establishing direct inter-
action between the computer and its users. The success
of data processing and office automation is closely re-
lated to the acceptance of systems by their users; ‘the
quality perceived is not only gauged by response times
and availability figures, but also includes user-friend-
liness of systems and applications. A critical view of
the interactions among systems, applications and users
suggests that the intermediate software often is designed
by technicians to be ‘used solely by technicians, thus
excluding many users from understanding anything. At-
tention is focussed on the performance of Time Sharing
Option (TSO) discussing resource loads and user-friend-
liness of some of its components. The major objects under
observation are editors, data management, foreground
processing of data, and background processing controlled
by foreground commands.

7. PERFORMANCE ASPECTS OF MVS ACCESS CONTROL

A quantification of the invocation rates of an access-
control package is a prerequisite for an evaluation of
the resource loads occasioned by such a package. During
the investigation described, the workload of a computing
centre with four MVS systems has been characterized,
formulas have been derived describing the relation be-
tween workload and access-control activities, and the
invocation rate of access control has been quantified.
The method developed is principally based on counting SMF
records and is easy to use.

‘While in the versions up to 1.4 of Resource Access Control

Facility (RACF) a system's owner was able to control
RACF's resource loads by implementing exit routines,
these loads may now be controlled effectively by Global
Access Checking (GAC) and generic profiles since RACF
1.5. The effectiveness of these new mechanisms has fur-
ther been enhanced by the RACF versions 1.6 and 1.7.
Contrasted with RACF 1.4 in native mode (without per-
formance improving exit routines), the significant load-
reducing impact of Global Access Checking and generic
profiles will be demonstrated.

8. THE CONTROL PROGRAM'S NUCLEUS

The activities of an operating system are shown to be
observable by - recording timed events at the level of
Dispatcher activities and interrupts. A dedicated moni-
tor, termed SYSTRAC, has been built to copy descriptions
of these events, the so-called Trace Table Entries
(TTEs), from the MVS System Trace Table. Analysing the
stream of related pairs of events, termed bigrams, re-
veals how an operating system behaves and which parts of
the resources are used by the major routines of the op-
erating system's nucleus. Such an analysis provides a

breakdown of the factor overhead by assigning fractions
of the resource loads to particular user-initiated ac-
tivities. When properly separating what is due to the
users' activities and what is purely for the operating
system, the latter becomes quantifiable as a minor con-
tribution. The major contribution to the resource loads
is work done on behalf of users and therefore should not
count as overhead. For instance, initiating I/0 for ca-
talog and directory access is often wrongly included in
the overhead; one then forgets that both catalog and di-
rectory have to be scanned to find information requested,
explicitly or implicitly, by a user. Similarly, many
other operating-system activities also are indispensable
to run and support user software. In the book, the be-
haviour of some major software components is highlighted,
viz. I/0 Supervisor, interrupt handlers and Dispatcher.

The first component discussed is //O Supervisor (/0S)
of MVS systems running in 370-mode (non-XA), which con-
tains two major groups of routines:

1. I/0 Supervisor Front End with its IOS Drivers such
as the EXECUTE CHANNEL PROGRAM (EXCP) Driver, initi-
ating I/0 activities so as specified by I/O-request-
ing programs,

2. 1/0 Supervisor Back End acting as Second Level I/0
Interrupt Handler which informs I/0-requesting pro-
grams about I/0 completion.

In this scheme, the First Level I/0 Interrupt Handler
plays only the minor role of saving the status of the task
interrupted and branching to I/0 Supervisor Back End for
further handling an interrupt. By timestamping the in-
vocation of an I/0 Supervisor Driver, the moment of is-
suing a START I/0 (SIO) instruction, and the moment of
returning control to the I/0 requestor, the CPU loads by
I/0 Supervisor Front End are calculated. In addition,
timestamping the penetration of an interrupt as well as
recording the next event reveals the CPU loads by I/0
Supervisor Back End.

The second component highlighted is the Program Check
Interrupt Handler, processing interrupts due to program
errors and page faults. The investigation deals only
with page-fault-handling activities; page faults occur
frequently in MVS systems and are inherent in managing
virtual storage by demand paging and page stealing.

The third and last functional component discussed is the
Dispatcher responsible for passing CPU control to tasks
under control of a Sérvice Request Block (SRB) or a Task
Control Block (TCB). When lacking dispatchable work,
control is passed to the Wait Task causing the CPU to
revert to the wait state. The latter activity - dis-
patching the Wait Task - is one of the few system activ-
ities to be regarded as pure overhead. However, this
does not affect a system's performance because any and
all user tasks are then waiting for events to occur such
as I/0 completion or timer expiration.

Observations in a number of systems over a period of four
years have revealed that the CPU loads per activation of
many operating system's routines are functions not sen-
sitive to the momentary workload. For instance, the time
required after a page fault to build a channel program
for a single page-in transfer is relatively stable and
is independent of the page-fault rate. Conversely, new
versions, releases and modifications of the system turn
out to affect these CPU loads; these impacts occasionally
are drastic. On the one hand, this is a disadvantage of
the method of analysis adopted because one has to re-
quantify the resource loads for every new version, re-
lease and modification level of the system. On the other
hand, it is also an advantage, because now one can also
quantify the impact of any modification and is thus ca-
pable of determining the amount of CPU time saved (or
lost) by these modifications.

9. THROUGHPUT OF INSTRUCTION/EXECUTION UNIT

One of the first parameters to characterize the perform-
ance of a computer system was its MIPS (Million In-
structions Per Second) rate. In modern machines with
microcode, prefetch mechanisms, pipelines and cache mem-
ories this term has been rendered obsolete and is no
longer specified by the mainframe manufacturers. Admit-
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tedly, in modern hardware, a single MIPS rate is unsuit-
able for characterizing CPU-power, the reasons being,
amongst other things,

. it depends on the instruction type and the length and
relative position of the instruction operands: among
others operand overlap and byte access instead of
full data-path access have a major influence on the
MIPS rate for some instructions,

i it depends on the engineering level of the machine
and on the microcode: any level modification can
change the CPU time required to execute any and all
instructions, and influences the total MIPS rate,

. it depends on the hit rate of the CPU's cache memory:
hence, it is strongly influenced by the program be-
haviour,

A it depends on the instruction sequence: unexpected
branches may destroy the contents of prefetch buffers
and the pipeline.

Both the use of instructions and their /nstruction Exe-
cution Times (IETs) in function of operands and envi-
ronments have been observed in computers with the
System/370 architecture. In the book, observational re-
sults are presented demonstrating, among other things,
that IETs are suitable for observing and analysing the
behaviour of hardware components in a CPU, and may be used
to quantify the impact of performance improving mech-
anisms such as pipelines and branch-prediction logic.

Tables are presented with detailed information about the
behaviour of four groups of programs and about the timing
characteristics of seven types of CPUs. These Tables may
be used by researchers to model and to simulate CPUs,
multi-processor systems and cache memories. In academ-
ical environments (but not only there), researchers are
often confronted by a severe lack of technical informa-
tion due to the absence of large systems for exploratory
purposes and suitable monitors. Moreover, they are often
handicapped by insufficient experience in creating test
environments and running monitor programs in order to
collect relevant information. Hence, they all too often
take refuge in using obsolete data such as Nessett's lo-
cation-counter distributions (recorded in 1966 [2]) or
Shustek's instruction-execution rates (recorded in 1978
[5]). With the Tables presented, researchers working at
their desk with analytical and simulation models have
up-to-date information at their disposal. The book also
shows them ways to construct monitors to obtain the in-
formation required, even if their hardware is dissimilar
to that dealt with here.

Another aim of this investigation was to prove that just
two locally developed software monitors - PPTRAC and
IETMON - are sufficient to obtain all relevant informa-
tion on program behaviour and CPU characteristics, inci-
dentally implying the obsolescence of hardware monitors.
All relevant data, even at the machine instruction and
hardware level, has become available to software monitors
in modern MVS systems.

10. PERFORMANCE IMPROVEMENTS BY FIRMWARE

Computer manufacturers from time to time raise the ef-
fective processing power of their products, which power
may be expressed in terms of work per unit of time as
perceived by those in charge of the system. Two ways for
increasing that power are open: building faster systems
and improving the performance of existing systems. His-
tory shows that most manufacturers use both methods al-
ternately. Due to compatibility requirements, the
creation of faster systems usually will not affect the
system's basic architecture but is limited to speeding
up the hardware, e.g. by progressive integration of cir-
cuits. The second alternative, performance improvement,
is most likely to be realized by software modifications
in the operating system (0S) and in applications in order
to process a given load more efficiently. When evaluat-
ing the performance of a system, one usually starts by
constructing an ordered list of the routines with the
highest resource loads, say a top-five list. The order-
ing is by decreasing values of the multiplication
<activation rate> * <resource load per activation>.

The rationale of this ordering is corroborated by Kendall
[3], who states that only 1.5% of the application pro-
grams in a computing centre account for at least 50% of

the total CPU load. This is not only true for applica-
tions, but also for the OS routines involved. Hence, the
top-five OS routines are naturally most eligible for im-
provement, either by rewriting their software or by
(partly) converting them into firmware. In this context,
firmware is understood to be microcode, possibly assisted
by associated hardware. Once it has been decided to in-
corporate frequently used OS functions into firmware, new
machine instructions arise. From a programmer's point
of view, new firmware is equivalent to additional hard-
ware: in essence, a new machine is created with a new
architecture, containing the new instructions serving
(partially) to replace former software in addition to the
original instruction set.

To quote but one example of such an evolution, in 1977,
simultaneously with the announcement of the IBM 3033
CPUs, a new release of MVS was introduced: MVS/System
Extension (MVS/SE). It showed a considerable performance
improvement in comparison to earlier (pre-SE) releases.
Many parts of its software routines had been rewritten
and a set of new firmware-implemented instructions had
been created, many of them completely replacing former
software routines. Data-processing magazines (though
non-certified sources) claimed a throughput improvement
of some 14% in comparison with pre-SE systems. In order
to make this gain available to computing centres with
System/370 CPUs already installed, the System/370 Ex-
tended Facility was introduced at the same time, which
upgrades any System/370 158 or 168 CPU by creating four-
teen new instructions activating the new firmware and by
adding several new hardware features. This facility
supported three ends: improved system integrity, enhanced
performance, and closing gaps in the instruction set.

By hindsight, the book attempts to reconstruct the re-
search performed by the designers of System/370 Extended
Facility, and quantifies the CPU load of the fourteen
functions both in the ‘pre-SE software implementation and
with the new firmware. As will be shown, especially with
the modern IBM 308X hardware, the firmware approach sig-
nificantly reduces the CPU load of 0OS routines often in-
voked: a saving of some 75% of a routine's CPU load can
be achieved. The data presented has academical value
only since the new versions of MVS cannot run without this
additional firmware. However, the key-note trade-off
'firmware versus software' for frequently used routines
remains relevant to computer architects, both for present
and for future systems. This major trade-off is there-
fore addressed, attempting to balance the pros and cons
of the competing approaches in the light of flexibility
versus effectiveness.

11. SYSTEM AND APPLICATION DISK i/0

The architecture of the System/370 disk-I1/0 subsystem for
non-XA systems is a logical outcome of decisions made
during the design of the System/360 architecture in the
late fifties and early sixties. In those days, logic
circuits were relatively expensive. Principally due to
economic reasons, the architects concentrated the intel-
ligence in the channels located near the Central Proces-
sor Unit (CPU) and main memory. In this context, a
channel acts as an I/0 processor executing channel pro-
grams constructed by programmers or by access methods.
Such a channel program is a chain of Channel Command Words
(CCWs) each representing an instruction for a channel or
a device.

Disk I/0 in an MVS system is initiated by both system and
application software. Their I/0 requests have one aspect
in common: all are issued on behalf of users or their
batch jobs. However, these users specify only a part of
the stream of I/0 requests explicitly by, e.g., issuing
an EXecute Channel Program SuperVisor Call (EXCP SVC) for
reading or writing data, or a LOCATE SVC for retrieving
catalog data. For these explicit I/0 requests, identi-
fying the requesting user is easy to do. The remaining
part of the stream of I/0 requests is an implicit result
of the combined activities of all users; this comprises,
e.g., paging and swapping necessary to support the users’
virtual address spaces. This implicit part of the stream
of I/0 requests is obviously caused by users but it is
awkward to identify for each I/0O activity the user re-
questing it.
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To raise the level of confusion, the designers of the
standard MVS tools System Management Facilities (SMF) and
Resource Measurement Facility (RMF) have introduced a
distinction between direct and indirect work which does
not coincide with the distinction between explicit and
implicit work. SMF and RMF classify all work executed
in problem-program mode and all SVCs issued in that mode
to be direct work and the remaining work to be indirect
work. By definition, all I/0 requests issued when run-
ning in supr. . isor mode are considered as indirect ac-
tivities and, consequently, are accumulated in the opaque
set of system overhead. Observations in production en-
vironments often show that some 50% of the START I/0 (SIO)
instructions are accounted for as overhead, while this
fraction is sometimes even 70% in a TSO environment.
These observations demonstrate the ambiguity introduced
by the distinction between direct and indirect work.
Obviously, modelling the disk-I/0 subsystem is bound to
fail when one attempts to found such a model on observa-
tional data collected by SMF and RMF. One of the prin-
cipal objectives to develop locally the SYSTRAC software
monitor was to obtain, by exploiting MVS System Trace,
pertinent figures about the I/0 load of individual user
tasks. After implementation of SYSTRAC, this monitor
demonstrated to be suitable to identify the cause of each
I/0 request and to pin-point the task responsible for
that request, except for the fraction of paging I1/0 re-
lated to page stealing. Using this detailed information,
one may construct an accurate model for disk I/0 de-
scribing channel-busy and disk-access times.

Within MVS systems, one may distinguish among several
types of disk-I/0 - termed the I/0 classes -, each with
its typical behaviour. For instance, if a TSO user re-
quests to access a data set specified by name, he has
first to create a logical path to this data set by allo-
cating it through the DYNALLOC SVC. The underlying SVC
routine has to access the catalogs to find the name of
the volume, then the Volume Table Of Contents (VTOC) to
obtain the data set's attributes, and can only thereafter
build the control blocks establishing the requested al-
location. These I/0 requests for system-data sets such
as catalogs and VTOCs are issued by the DYNALLOC SVC
routine, running in supervisor mode while processing the
user's requests (and, hence, are accounted for as indi-
rect work).

In the book, a distinction is made among twelve classes
of I/0, most of them representing indirect 1/0. More-
over, their attributes are discussed and the relation is
demonstrated between operating-system functions re-
quested by users and these I/0 classes. These functional
descriptions apply to both non-XA and MVS/XA systems.

12. MONITORING BY EVENT TRACING

The research presented in the book covers many in-depth
investigations on the behaviour of system and application
software in MVS systems. Evaluation of the important
mechanisms in the operating system's kernel, such as the
Dispatcher and the interrupt handlers, requires a monitor
providing pertinent information about these mechanisms'
behaviour and activities. At the start of the research,
an evaluation showed that none of the commercially
available monitors was suitable for supplying this in-
formation. For instance, the rejection of hardware mon-
itors was dictated by the lack of appropriate wire-wrap
pens on the back-planes of modern CPUs which formerly
served to connect the monitors' probes. In addition,
Generalized Trace Facility (GTF) had to be rejected due
to its interference with the observation object, making
CPU-time calculations meaningless. It was hence decided
to develop a new monitor - termed SYSTRAC - based on MVS
System Trace, in order to obtain pertinent information
at a level of detail and accuracy not to be found in any
of the commercially available tools. MVS System Trace
collects data about some types of events associated with
system activities (starting a device, handling an inter-
rupt, dispatching a task, etc.), constructs 32-byte re-
cords and stores these records into the System Trace
Table as Trace Table Entries (TTEs). The software moni-
tor SYSTRAC samples this table and copies, in addition,
some relevant fields of the MVS control blocks. This
data-collection operation is exercised without interfer-
ence with the object programs' activities. The data
collected is recorded into data sets making it so avail-

able for further analysis and amenable to simulations.
The types of TTEs recorded are:

. Start I/0 operation

. external interrupt (timer, signal of other CPU, etc.)

. SuperVisor Call (SVC) interrupt

- program-check interrupt (page fault, etc.)

. dispatch of work under control of a Service Request
Block (SRB)

. I1/0 interrupt

L]

redispatch of work under control of an SRB

. dispatch of work under control of a Task Control
Block (TCB)

4 return from SVC processing

* Program Call (invoking a program in a secondary ad-
dress space)

. Program Transfer (returning to the primary address
space)

. set Secondary Address Space Register

A set of programs has been developed to process and ana-
lyse this data. The method of operation, internals of
the SYSTRAC monitor and sample output are presented in
the book. The software monitoring technique of event
tracing, as implemented in SYSTRAC, turned out to be ca-
pable of supplying all data relevant to performance re-
search. However, there was one practical problem:
upgrading SYSTRAC to keep pace with new releases of MVS
turned out to be a severe bottle-neck, chiefly due to lack
of skilled man-power at Delft University of Technology,
where this research has been done. Within a few years
time, SYSTRAC had been upgraded for the successive moves
from MVS/non-SE to MVS with System Extensions version 1
(SE-1), SE-2, MVS with System Products version 1.1.1
(SsP-1.1.1), SP-1.3.1 and SP-1.3.2. At that moment, just
before the introduction of 31-bit addressing of MVS/XA,
further upgrading has been renounced. Although the cur-
rent implementation 1is still dedicated to non-XA, the
monitoring method also applies to XA systems.

13. TRACING INSTRUCTION BY INSTRUCTION

The IBM System/370 architecture does not supply hardware
facilities for instruction-by-instruction tracing. Some
computer architectures, such as the PDP-11 and the ear-
lier IBM Series 7000, contain dedicated hardware for
tracing user software at the level of individual in-
structions, so supplying opcodes, addresses referred to,
operand lengths and operand values. This data is useful
for:

debugging purposes,

obtaining insight into the program's behaviour,
optimization of user programs and applications,
evaluation, by simulation or analytical modelling,
of cache-memory performance  and CPU throughput in
existing and future systems,

. design of systems.

o e o 0

Because of the absence of hardware facilities in the
Systems/370 architecture, a software monitor has been
designed to obtain detailed information on the behaviour
of programs in MVS systems. It acts as an interpreter
or a virtual machine, traces software and records the
opcodes executed, the addresses referred to, etc. Its
principal application is to collect data suitable for
evaluating the performance and throughput of the CPU and
its components. This monitor, somewhat confusingly
termed Problem Program Tracer (PPTRAC), is currently ca-
pable of tracing both problem-program-mode and supervi-
sor-mode single-tasking software running with any
key-in-PSW. With PPTRAC, routines of the MVS operating
system have been observed such as the Dispatcher, Inter-
rupt Handlers and SVC routines. The data collected is
stored in a data set with a compact structure. In the
scope of the research described in the book, several
trace data sets has been created spanning a variety of
programmers and languages. Five data-analysis programs
(postprocessors) have been written to process the data
collected; their functions are

1. simulating a single-CPU cache memory supporting the
store-through and store-in-cache algorithms in di-
rect-mapping and set-associative cache organiza-
tions,
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N

reporting the distribution of the distances between

instruction-fetch addresses and between storage-ope-

rand addresses,

3. reporting the number of instructions and the dis-
tributions of operand lengths arranged by instruction
format and data type,

4. observing the amount of data stored in a cache in

function of the time starting at a context switch

(which, de facto, has the same effect as a reset of

the cache),

reporting the use of instructions ordered by opcode,

the number of first and second operand fetches, and

the number of result-store operations.

w

The method of operation of PPTRAC and sample output is
presented in the book. In this context, we introduce the
notions parent for the tracing program (PPTRAC) and child
for the traced program (a user program or a part of the
operating system). PPTRAC fetches, just as the CPU's
Instruction Unit, child instructions one by one and in-
spects their opcodes. After some verifications, PPTRAC
let the CPU execute each child instruction or, in case
of e.g. a branch, interprets it. Many precautions have
to be taken in order neither to loose contrcl nor ad-
dressability. Not only branches, but also SuperVisor
Calls (8VCs) may disrupt the sequential instruction
stream. Hence, SVCs such as LINK, PASS CONTROL (XCTL),
OPEN, SPECIFY PROGRAM INTERRUPTION EXIT (SPIE) and END
OF VOLUME (EOV) need special processing. Another problem
is caused by the practice of System/370 to compute ad-
dresses as sum of a displacement and the contents of one
or two registers. Since the child is allowed to use al/
registers, the parent has, during execution of a child
instruction, no register at its disposal and, as a log-
ical consequence, cannot address its own storage lo-
cations. Some software tricks had to be implemented in
order to establish addressability for the parent and to
guarantee control.

After successful completion of the problem-program-mode
part of PPTRAC in 1982, it was decided to extend the
monitor for single-tasking supervisor-mode software with
a key~in-PSW less than eight (the system keys). This
extension was required to trace parts of the operating
system such as the Dispatcher, Interrupt Handlers, and
SVC routines; it implied roughly a triplication of the
monitor's size and caused many complications. For in-
stance, parts of the operating system run on a CPU disa-
bled for interrupts. Hence, during interpretation,
PPTRAC also has to use this disabled CPU and therefore
can neither issue SVCs nor start I/0O to store the data
collected on disk. Even after solving all problems, we
never have dared tracing supervisor-mode software during
production hours so as to avoid the risk of interfering
deleteriously with other users.

14. RECORDING THE CPU'S INSTRUCTION EXECUTION
TIMES

A Central Processing Unit (CPU) has only a single primary
purpose: it has to process operands at programs' re-
quests. Each unit of the CPU's processing effort is ex-
plicitly specified by an instruction, consisting of an
operation code (opcode) and, optionally, a specification
of operand(s), all located in virtual storage. A hard-
ware pointer - termed the Program Counter - is located
in the instruction-address field of a CPU's Program Sta-
tus Word (PSW) and designates the next instruction to be
executed. This pointer is de facto controlled by the
program currently in execution; its contents .are incre-
mented during execution of a non~branching instruction
or are, when branching, replaced by a new address. The
opcode of the current instruction is interpreted by the
CPU and the operation specified is executed by hardware,
often in conjunction with microcode. One to three in-
structions may be prefetched and processed simultaneously
with the current instruction; sophisticated mechanisms
attempt to predict the outcomes of branch instructions
prior to execution so as to minimize disruption of pre-
processing by unexpected branches. The CPU time required
depends on the complexity of the function requested and
on the presence of all relevant data within the hi-
ghest-speed circuits of the CPU (registers, pipeline and
cache). All data not found there has to be accessed from

the slower circuits of main memory. The factors affect-
ing the CPU time are:

* the type of the instruction (e.g. LOAD, SUBTRACT DE-
CIMAL),

. the length of the operands (e.g. 16 bytes for an ADD
DECIMAL),

. the distance between the operands (e.g. in the spe-
cial case of a MOVE CHARACTER, transferring 255 bytes
over a distance of 1 byte causes a decelerating des-
tructive overlap),

. the environment of the instruction: e.g. unexpected
branches disturb the operation of prefetching and
preprocessing mechanisms, decrease the degree. of
parallelism, and raise the instruction's execution
time.

Usually, a CPU's capacity is expressed as a MIPS (Million
Instructions Per Second) rate. This number is the re-
ciprocal of the average Instruction Execution Time (IET,
in microseconds), which equals the average CPU time per
instruction. One should be aware that the average IET
depends strongly on the software, specifically on the mix
of instructions, their operands and the sequence of in-
structions. Some of the investigations described in the
book require knowledge of IETs for individual in-
structions in function of their operands. For this pur-
pose, a software monitor - termed /ETMON - has locally
been developed executing instructions in simple loops and
recording the CPU time used. Combining observations for
over eighty instruction sequences and for some 3000 com-
binations of their operands, the IETs are deduced. This
data is included in the book in the form of tables. In
spite of this monitoring technique's simplicity, the
output of this monitor has proved to be highly reliable.

With the IETMON monitor, one is able to evaluate accu-
rately the impact of hardware changes in a system such
as the replacement or upgrade of a CPU. For instance,
IETMON has been used to quantify the improvements caused
by the upgrade of an IBM 3081-K32 to a 3081-KX32. At a
first glance of these reports, one is struck by the re-
duction in the CPU's cycle time from 26 ns to 24.5 ns,
which change was reflected in all those IETs being a
multiple of the cycle time. In addition, such reports
disclose many other speed-improving measures introduced
by hardware and microcode upgrades.

15. THE ARTIFICIAL USER AS PERFORMANCE OB-
SERVER

From a user's point of view, both the host computers and
the networks are black boxes. The user communicates with
these boxes through his terminal and is only interested
in the performance at his specific location. He does not
know nor does he want to know how all components in the
networks and the host systems operate and interact, nei-
ther is he interested in delay times per component nor
in availability per network link. His interests in per-
formance are limited to:

availability,

accessibility,

number of service interrupts,
responsiveness,

all as perceived at his terminal. These performance in-
dicators are affected by the behaviour of a large number
of components in the networks and hosts, and often cannot
be recorded by any program running on a host. When one
is interested in actual values and historical trends, the
lack of intelligence in most terminals implies the need
of some human beings recording by hand, through sampling,
the performance indicators at their terminal and proc-
essing the observational results. This way of monitoring
is obviously expensive in manpower. On closer examina-
tion, a user recording performance indicators may be
considered a generator for transactions and a recorder
for timestamps. As a generator, he is characterized by
his rate, \i, of issuing transactions and by the type of
these transactions. This generator does not work stand-
alone, but is fed with messages created by the host; it
should react to the contents of messages such as 'READY',
'CANCELLED', 'IKJ1234', 'TERMINAL LOCKED' and 'MAXIMUM
NUMBER OF USERS ALREADY LOGGED ON, TRY LATER' by issuing
appropriate transactions. This reaction mechanism con-



sists of a feedback from the message-receiving function
(= terminal) to the transaction-generating function

(= user). In addition, the user also acts as a recorder
logging the timestamps of sending transactions and re-
ceiving the host's responses. Such a user may be re-

placed, with advantage, by a dedicated (micro)computer
programmed to act as a message-controlled generator and
as a recorder.

Based on this philosophy - replacing a user by a micro -,
a number of monitoring aids have independently been de-
veloped by several universities and companies. Two im-
plementations are discussed: the RESPMON monitor of Delft
University of Technology and IBM's Automated Response
Time System (ARTS). The architecture of this type of
monitor - the artificial user - turns out to be simple-
to-implement and, once implemented, easy-to-use and pro-
viding accurate figures about the performance as
perceived by real users. During many years, the artifi-
cial users proved to be reliable and accurate observers,
and, once implemented, are substantially cheaper than
human beings. This type of monitor is very suitable for
observing availability, accessibility, number of inter-
rupts, and response times as perceived by the user at his
terminal while he is interacting with the large black box
containing the networks and hosts. In this context, the
monitor provides the data required for defining Service
Level Agreements, and also is used to verify compliance
with the targets mentioned in these contracts between a
computing centre and its users.

16. EPILOGUE

After writing all papers dedicated to performance, ef-
fective use and security of MVS systems, brought together
in the current book, the author was confronted with the
question "Is there still a future for large systems?".
This question was inspired by the many similarities ob-~
served between the current evolution of mainframes and
that of, e.g., species such as the dinosaur. The latter
grew bigger and bigger while all their natural enemies
disappeared or were, after a certain instant, too small
to endanger these giants. And then, within a relatively
short time, the entire population of dinosaurs dwindled.
Are mainframes, also growing bigger and bigger, be doomed
to the same destiny as the dinosaur?

On the one hand, data processing is being distributed,
rapidly moving parts from a few mainframes to large pop-
ulations of stand-alone Personal Computers (PCs) and
groups of PCs organized in Local Area Networks (LANs).
Personal computing at one's desk provides many advantages
to the endusers, has conquered a fast-growing market and
has become very popular in many disciplines. However,
there are still many problems to be solved before dis-
tributed processing reaches maturity: these problems lie,
e.g., in the areas of security, data integrity, backups,
maintenance of auxiliary storage, cataloging, performance
and compatibility. On the other hand, many organizations
are confronted by the necessity for /arge data bases with
distributed data-entry and data-inquiry capabilities and
with applications requiring large amounts of CPU and I/O
power. These organizations still need mainframes and
will at least continue to use these during the next dec-
ade. As a consequence, the mainframe market is still a
growing market both in number of computers installed and
in the CPU and I/0 capacity of the individual systems.

In the author's opinion, we shall grow, during the years
to come, to see groups of mutually connected mainframes,
front-ended by many LANs and stand-alone PCs through
their TP networks. Each organization will feel the need
for central, large data bases parts of which are copied
through the networks to PCs for local processing and are
updated and maintained by PCs. As a consequence, the
question "Is there still a future for large systems?’ may
be answered in the affirmative. At least during the next
decade, systems programmers, application experts and, of
course, people with network skills have not to fear un-
employment.

17.
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CICS - DESIGNING FOR PERFORMANCE

Eric Emanuel
Candle Corporation

ABSTRACT

"CICS ~ Designing for Performance" is a soon to be published book providing a unique

approach to CICS Performance management.

Based on a real world practical approach to

include operating systems and other subsystems that CICS may interface with. The major
emphasis is on total system performance and how CICS best fits into the overall scheme
of things. An example of this scenario would be the design of a CICS application using
MRO, ISC, DB2, DL1, as well as a combination of other system components. Performance
analysts, applications programmers, and capacity planners are the primary audience.
Valuable information is provided for data processing and information systems managers

as well.

INTRODUCTION

CICS is about to enter its 20th year as an IBM
product. CICS evolution over these years has
kept pace with the phenomenal growth of trans-
action processing. Business reguirements
counled with technological advances have

transformed CICS from "cost saving" back office
applications, such as order entrv and inventory

control to "revenue earning" consumer direct
service applications, such as home banking,
and point of sale electronic funds transfers.
The high visibility of CICS to the consumer
marketplace coupled with the growing size and
complexities of CICS networks certainly brings
the subject of successful CICS performance
management into the limelight. Managing CICS
to successfully achieve service level object-
ives with maximum availability and reliability
is the key item to the success of an organiz-
ation that depends upon CICS as a revenue
generator.

The book discusses CICS industry trends, re-
quirements, performance objectives, along with
CICS system design and performance analysis
techniques to help ensure that your organiz-
ational requirements and objectives are met.
"CICS - Designing for Performance" consists of
seven narts, with a total of 20 chapters.
These seven pnarts are:

Part I - CICS Overview and Evolution

Part II - CICS Performance Objectives

Part III -~ Performance Management Tools and
Techniques

Part IV - CICS Performance Analysis
Techniques

Part Vv - Improving CICS Performance

Part VI - Designing High Performance
Applications

Part VII - Planning for Future Growth

This paper is organized to present an overview
of selected parts of this book, and is organ-
ized as follows:

Section 1 - CICS Overview and Evolution

Section 2 - CICS Performance Analysis
Techniques

Section 3 - Planning for the Future Growth

SECTION 1 - CICS OVERVIEW AND EVOLUTION

The introduction of the IBM System 360 in the
mid 1960's revolutionized the computer

industry. This new hardware and its associated

software products created new capabilities
and opportunities that were previously
unavailable to the business community. From
the mid to late 60's, various attempts were
made to produce a good general purpose
transaction processing system. This was not
an easy undertaking.

Three basic requirements had to be met.
First of all, support of a varied terminal
network incliuding both local and remote
terminals was a key requirement. Secondly,
relative ease of implementing appliications
had to be considered. And thirdly, the
expenditure of people, processing, and dollar
resources had to be minimized. 1In 1968, IBM
in cooperation with a major utility company
developed CICS systems primarily for the
utilities industry. The first CICS systems
to be implemented were used primarily by
customer service representatives in the
utilities industry to provide quick
turnaround time on customer inguiries
regarding utility service and billing. CICs
at that time was supported by the 0S 360
operating system, BTAM was used for data
communications with the terminal network, and
ISAM and BDAM were the supported file access
methods. CICS application programs at that
were supported file access methods. CICS
application programs at that time were
written in Assembler language with macro
level calls to CICS services.

In 1969, IBM projected the total number of
CICS users worldwide would be about 50.
Boosted by the application language support
of COBOL and PL1 in 1970, the use of CICS
started to grow at a phenomenal rate. CICS
support of COBOL and PL1 significantly
bpolstered the availability of application
programmers for the development of CICS
applications. The phenomenal growth of CICS
was accelerated greatly with IBM's
introduction of 370 processors and the VS
operating systemn. As virtual systems
evolved, CICS kept pace with support of VSAM
and VTAM (Figure 1 illustrates the phenomenal
growth of CICS over the years).

The introduction of CICS Release 1.5 in 1980
with Multi-Region Operation (MRO support) and
Intersystem Communication (ISC support)
proved to be a major milestone, providing a
"single system image" to the end user. The
ability of CICS to run as multiple logically
connected regions within the same or within
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remote processors removed many of the growth
constraints that previously inhibited CICS
from supporting very large terminal networks.

Today there are approximately 30,000 CICS
installations worldwide. This number is
growing quickly. CICS has evolved from "back
office" applications such as inventory
control and order entry in the '70's to
"front office" applications such as
electronic mail and automatic teller machine
banking in the early '80's to today's support
of consumer "direct service" applications,
such as home banking and point of sale funds
transfers. The "back office" applications of
the '70's and "front office" appls of the
early '80's certainly provided cost savings
benefits to those companies that have
implemented these applications. The addition
of today's direct service applications where
the consumer is in fact the CICS end user
provides these companies with some excellent
revenue dgenerating opportunities. CICS's
excellent support of other products such as
DB2 helps to verify CICS as IBM's strategic
transaction processing product well into the
1990's.

SECTION 2 - CICS PERFORMANCE ANALYSIS
TECHNIQUES

The bottom line performance of CICS is
measured by two factors, response time and
throughput. When a computer installation
defines its CICS service level objectives,
what they are doing, in fact, is defining
response time and throughput goals. These
goals can only be achieved and maintained
through constant system scrutiny and
performance management and tuning.

This discussion will illustrate a logical top
down tuning approach to achieve and maintain
your CICS service level objectives. First of
all, let's define what a top down performance
tuning approach is. As we know, CICS
executes within the operating system
environment. The major objective of the top
down tuning approach is to make sure that the
operating system environment is well tuned to
accommodate CICS before a tuning effort is
embarked upon to tune CICS itself. One can
vigorously tune CICS internally but if that
operating system is not set up to best
accommodate CICS, it won't run very well
regardless of what you do internally to CICS
because that operating system environment
will serve as a key limiting factor to CICS
performance. Therefore, the operating system
must first be in tune, and then whatever
changes are made within CICS will make a
difference in performance.

Delving further into the top down tuning
approach, we can categorize the top down
performance tuning procedure into three
general areas. Referring to Figure 2 we see

operating system factors as the first step in
our top down performance tuning effort. The
operating system factors fall into three
general categories. First and most
importantly, DASD or I/0) contention;
secondly, paging contention, that is, CICS
contending with other jobs on the system for
real storage; and thirdly, CPU contention and
availability. We will address each of these
areas in detail later on as we go through our
performance tuning effort.

The second general area of our top down
performance tuning approach are address space
factors that affect CICS performance. our
scenario will profile a CICS system running
under the MVS operating system. In address
space area we will examine the various
components of the C address space and
optimize these components in order to provide
ma CICS availability and performance. We
will look at the Local Syst Queue Area, oOr
LSQA, we'll examine the OSCOR area, the CICS
nucleu and the Dynamic Storage Area, or DSA.

The objective of tuning the address space
factors is to optimize the areas that
comprise the CICS address space in order to
assure maximum availability, reliability,
response time, and throughput. Again, all
these factors add up to achieving your
service level goals. After the address space
components are addressed, we will examine the
third and last general area in top down
performance tuning approach, and those are
CICS internal factors. Firstly, we'll look
at limits which are primarily CICS
transaction control factors, and we'll see
how these factors play a part in optimizing
your CICS performance. We will then examine
some timings which will affect not only
CICS's communications with the operating
system as well. Finally, we'll examine CICS
priorities and we'll be viewing priorities in
two ways. First of all, where CICS fits into
the operating system, and secondly,
transaction priorities within CICS itself.
Let us now look at the top down performance
tuning areas in depth.

OPERATING SYSTEMS FACTORS

I/0 Contention

On most CICS system, I/O contention is the
major CICS performance bottleneck. On the
average, 75% of CICS performance problems are
cause by I/0 and DASD not being properly
optimized. When we look at I/O contention,
we have to examine two factors: the number
of I/0s and the contention, we have to
examine two factors: the number of I/0s and
the duration of these I/0s. Let's first
address how to reduce the number of physical
I/0s within CICS. This dis usually the
greatest factor affecting response time and
throughput. Since the vast majority of CICS
data files are VSAM KSDS, you will generally
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find two or three high level indexes, known
as the control area, or CA. If a VSAM data
record is requested by CICS to a file with
three high level indices, and if none of
those index records are already within a VSAM
buffer in storage, then it would take five
physical I/0Os to retrieve that data record.
That is, one I/0 to each of the three high
level indices, one I/O for the sequence set,
and finally one I/0 to retrieve the data
record.

Let's assume that this VSAM file exists on a
3380 storage device. We could assume an
average service time for each I/0 of about 30
milliseconds. If each of your CICS
transactions is doing multiple I/0s, this
could seriously impact response time and
throughput, and certainly cause you to fall
short of achieving your service level
objectives.

A CICS facility that should be used to
address this issue is VSAM files that are to
be included in LSR. The end result is having
multiple VSAM files sharing relatively large
buffer pools. One of the functions of VSAM
is to do look aside processing. When a VSAM
record 1is requested, before it does a
physical I/0 to the reqguested file, the
buffer pools are searched to see if that
record already resides in storage. If the
record is found in storage, thus saving a
physical I/0, this is called a successful
look aside. This is especially important
when retrieving index records because index
record retrieval makes up the majority of
VSAM I/0s; therefore, it is very important to
define a sufficient number of index buffers
within the LSR pool, so that the look aside
hit rate would run around 90%. This will
substantially cut down on the number of
physical I/0's and greatly increase response
time and throughput. However, there's no free
lunch.

The trade off of saving physical I/Os is
increasing CPU cycles because that particular
buffer pool that corresponds with the record
size that VSAM is trying to retrieve will be
referenced by VSAM before the physical I/0 is
done. The net result is an increase in CICS
overhead due to buffer referencing
regquirements. However, the trade off is
usually very positive. (Figure 3 shows CPU
time in seconds for 1,000 CICS transaction,
each doing five reads. Figure 4 shows the
corresponding decrease in response time.) As
you can see, response time decreased by .9
seconds on the average to .4 seconds, a net
savings in response time of more than 50%.
And as you can see by these figures there's
also a point of no return. on this
particular system, there was not much
improvement after specifying 100 LSR buffers
in the index buffer pool. This is one of the
major methods to reduce physical I/Os and,
therefore, greatly improved response time and
throughput.

Reducing Paging

Now let's look at one highly recommended
method for reduction of CICS paging with an

MVS. This method is known as storage
isolation. The MVS system resource manager,
or SRM, controls access to system resources.
These resources include real storage. The
control id done by swapping address spaces in
or out of storage based on workload and
allocation of resources. It's highly
recommended that CICS be designated as non-
swappable. Input to the SRM is specified in
the installation performance specifications,
or IPS member of SYS1.PARMLIB,. The
performance analyst divides the types of work
in the IPS into distinct groups, assigns
relative importance to each group, and
provides performance characteristics for each
address space within each group. the OPT
member of SYS1.PARMLIB contains parameters
that affect paging decisions by the SRM.
Storage isolation is specified right here
through the PPGRT parameter, PWSS. and the
MVS/SA, PPGRTR. Therefore, through
specifications within the IPS and OPT, CICS
praging can be kept down to a minimum.

CPU Availability and Utilization

One of the common problems that cause CICS to
have lack of CPU availability is the priority
of CICS within the operating system scheme of
things. It is recommended that CICS be
placed high in priority within the operating
system, right below VTAM but above JES. On a
multi-region operation, or MRO CICS systen,
the terminal owning region should be placed
higher in priority in the application owning
region, which in turn should be placed higher
in priority than the resource, or file owning
region, This will cause the CICS terminal
network to be serviced gquicker, thus
improving response time and throughput. If
we examine an MVS address space with an
MVS370 and MVS/XA below the 16 megabyte line,
we'll find that approximately 8 megs or half
that address space is being utilized by MVS
common, or shared areas. These areas include
the MVS nucleus, the MVS common systems are
(or CSA), link pack area (or LPA), and System
Queue Area (or SQA). The remaining portion
of the address space in this example, 8
megabytes, is called the private area which
is used by the individual job running within
that address space. Looking at Figure 5, we
can see the layout of an MVS address space
and a typical CICS private area. We see in
this particular instance that we have a CICS
system running DL1, the bottom block shows an
IMS nucleus.

The major components within this address
space consists of LSQA, or Local System Queue
Area, which is the difference between the
high address of the private area, and the top
of the region that is specified int he CICS
job step. Technically, LSQA consists of MVS
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subpools 253-255. However, there are two
other areas that fall within this space, the
System Work Area (or SWA) which are MVS
subpools 236 and 237,and two other subpools,
229 and 230. One of the major users of
subpool 229 and 230 is VTAM. VTAM uses this
area for its buffering in CICS. The MAXPVT
parameter can limit the amount of this
buffering. A common symptom of running out
of LSQA is an S40D abend. The way to remedy

‘this situation is to effectively increase the

size of the private area by either reducing
MVS common area usage, such as removing
modules from the link pack area, or
decreasing the size of the CICS region.
Looking at the CICS region itself, we can see
that it is comprised of the CICS nucleus,
which contains CICS management module s and
tables, a resident application program area,
OSCOR, and the dynamic storage area.

OSCOR is an areas set aside within the CICS
region for MVS get-names after completion qf
CICS initialization. Running out of OSCOR
will cause CICS to abend with an S90A. Be
sure that you have enough OSCAR to
accommodate your needs, but not too much
OSCOR so that space is just being wasted
within the CICS region. The objective here
is to optimize both the size of LSQA and
OSCOR to provide a sufficient amount of DSA
so that your CICS system will almost never go
short on storage and will also incur very few
programs compressions. Let's now look at
some of the CICS internal factors that will
affect response time and throughput.

CICS Internal Factors

Let's examine two limiting factors within
CICS: Active Maximum Tasks (or AMXT), and
Max Tasks (or MXT). AMXT is the key system
limiting factor within CICS. AMXT tells the
CICS task control facility how far down the
active task chain to interrogate before
terminating its scan. This has a profound
effect on a storage requirements and working
set size. MXT is a limit for CICS as to how
many total transactions may be running within
CICs. It is AMXT, however, that is the key
system limiting factor and AMXT should be
used to control the throughput and storage
requirements within CICS. After a total top
down performance tuning procedure is
followed, AMXT is the last parameter that
should be set for the best response time and
maximum throughput. Setting AMXT lower than
it should be would be putting a false limit
on overall CICS performance. As we raise the
MXT limit, our throughput along with our
working set size will increase, and then
we'll reach a point where as we continue
raising AMXT other system facts will start to
degrade CICS performance, such as going short
on storage. The AMXT setting should then be
backed up to the point which will provide the
best response time and throughput. One of
the major timing factors that affect CICS

performance is the region exit time interval
(or ICV value). CICS waits on an ECB list to
the operating system. One of these ECB's is
a ‘timer ECB, which is the ICV value. The
other ECB's on CICS is waitlist to the
operating system include file ECB's. If this
ICV value, for example, is set in the systenm
initialization table at one second, when CICS
issues its wait to the operating system, this
ICV timer starts to run. If no other event
completes within this one second interval the
ICV timer will expire, the ECB will be posted
and CICS will request control back from the
operating system. Specifying this ICV value
at one second or less will assure that CICS
gets control frequently enough from the
operating system to have a positive impact
upon response time and throughput. This is
especially important on a lightly loaded CICS
system where file I/0s may tend not to
complete within a one second time frame.
This will assure that CICS will have most of
its working set resident and not be severely
affected by page in operations when it
receives control back from the operating
system.

Finally, let's look in the example of
priorities within CICS. There are three
factors that make up dispatching priority of
a CICS transaction., These three factors are
transaction priority from the program control
table (or PCT), operator priority from the
signon table (or SNT), and terminal priority
from the terminal control table (or TCT).
Some of these factors add up to total
dispatching priority and cannot exceed a
priority of 255. It's important that high
volume inquiry transactions that are in and
out of the CICS system very quickly be given
a higher priority than update transaction,
which might take longer to run and have a
lower transaction volume than inquiry
transactions.

There are, of course, many more factors and
parameters that impact CICS performance. The
primary purpose of this article was to show a
top down performance tuning methodology that
should be followed in assuring optimum CICS
performance.

SECTION 3 - PLANNING FOR FUTURE GROWTH

Looking forward towards the 1990's, we'll see
an acceleration of the continuing evolution
of system architectures. CICS, as IBM's
strategic transaction processing system, will
play an increasingly major role in this
evolution. Let's examine some of the
Information Processing industry trends, and
how CICS strategies fit into the big picture.

As we more towards the '90's, 'direct
service' applications such as home banking
and point of sale funds transfers will
comprise an increasing share of the
transaction processing workload. (Figure 6
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illustrates the trend toward direct service
applications.) as you can see by 1990
approximately 70% of the total transaction
processing workload will be comprised of
'direct service' applications. To facilitate
this incredible growth both hardware and
software, specifically CPU's and operating
systems will evolve to handle this increase
in terminal network growth. For example, in
1980, CICS was capable of supporting a 5,000
terminal network with a maximum throughput of
approximately 30 transactions per second.

IBM projects that in 1990 networks will be
over 100,000 terminals with a transaction
rate of greater than 500 transactions per
second. Operating systems and processors
will evolve to handle this workload. CICS
systems, of course, must evolve as well,
Some of the industry trends affecting the
direction the direction that CICS will take
are application evolution, along with
decentralized operation and connectivity
between like and unlike systems.

In the application area, we'll see a
tremendous growth of revenue earning rather
than just cost savings, 'direct service'
applications. Because of these 'direct
service applications, the typical end user
will be a non-computer oriented consumer.
Fourth generation languages (4GL) will help
to provide the user friendly interface for
these users. As the cost per MIP decreases,
application development costs consume a
higher percentage of the DP budget. We'll
see an increasing use of packaged
applications and application generators to
help reduce these costs.

Decentralization operations which include
local area networks, intelligent
workstations, and departmental systems such
as the 9370, are other factors in
accelerating the growth of CICS. Working
hand in hand with decentralized operations,
is the need for connectivity between similar
and unlike systems, we will see Open Systems
Interconnect (0SI) become a standard in the
industry. As CICS evolves to support these
factors, protection of CICS customers
existing applications must be considered.
CICS will remain upward compatible from
release to release, along with migration
tools to ease the pain of change. As MIS
gains more direct exposure to the consumer
marketplace to 'direct service' applications,
CICS performance, availability, and
continuous operation factors become
increasingly important.

CICS is continually evolving to provide high
system availability as well as getting closer
to the goal of continuous operation. CcICSs
Release 2.1 wit the extended recovery
facility (XRF) which allows a switch to a hot
standby CICS system should the primary system
run into availability problems. This is an
excellent example of IBM's commitment to work
toward a high availability and continuously

operating CICS system. CICS will, of course,
keep evolving to support new operating
systems as well as CPU's, so that these high
transaction volumes can be realized.

IBM's overall objective is to ensure that
CICS is the major transaction processor for
the 1990's. Because CICS plays such a major
role in IBM's business projections, IBM is
working hard to ensure that CICS provides the
performance availability, continuous
operation, capacity, and the functions to
support their CICS customers future business
requirements. And because of the heavy
emphasis that IBM is placing upon CICS
strategy, companies with heavy transaction
process requirements should consider CICS as
the only way to go.

In summary, we've seen some phenomenal growth
in CICS systems over the last 20 years.
However, these past 20 years growth will be
dwarfed by the revolutionary advancements and
achievements we can expect of CICS in the
next ten years. The emphasis of CICS
development will be on high availability and
continuous operation, support of very large
networks with high throughput
interconnectivity for on like systems through
0SI architecture, improved data
recoverability and integrity, application
development improvement, 4GL support, and
CICS with DB2 as a viable production DB/DC
system. )
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1. Introduction

The purpose of this document is to:

1. Establish general and specific capacity guidelines.

2. Establish general and specific performance guidelines.

3. Establish several methods for estimating future processing

workloads.

Contributions to this document were made by several CMG-Ontario
members. A list of contributors appears on the next page. I would
like to extend a special note of thanks to Mike Hurley for the

help that he provided in the production of this document.
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(2) "Back of the Envelope")

(3) "Rules of Thumb", ‘
OQur experience in the Regional CMG

is that given todays

ng Managers have three methods

validate plans. (1) "The

tremely expensive and time

guessing done in under
a middleground between

pressures of being fast,

are the Planning Managers’

This document is an updated version of one published originally in
September 1985, and updated in September 1986 and April 1987 (CMG
Spring Transactions).

The material presented in this document should be used for planning
purposes anly. The rules are general in nature, and specific
installations may experience large deviations in specific cases.

Submissions and updates for this document are welcomed - and
encouraged. If you would like to make a submission, or if you have
any questions or comments about this document, please contact me in
writing:

Harry Zimmer

Regicnal Systems Engineer
Amdahl Canada Limited,

1 First Canadian Place,
Toronto, Ontario, Canada

Fifth Floor,
MSX A4

List of Contributors:

Leilani Allen Amdahl Corporation

Bob Ashton DB-VIEW Inc.

Ernie Crawford Xerox Canada Inc.
Gabe Gewurtz Ontario Hydro
Mike Hurley Amdahl Canada Limited
Keith Leung Tandem Computers Canada Limited
Doug Lewars Canada Packers
Lorraine Martel LGS Data Processing Consultants Inc.
Drew McKenzie LGS Data Processing Consultants Inc.
Anthony Mungal Amdahl Canada Limited
Geoff Sensan Amdahl Canada Limited
Ken Strauss Ontario Hydro

Harvey Warner BGS Systems, Inc.

2. General Rules of Thumb

2.1 Introduction

Here are some general points of reference which
before using this document.

Users can be classified into one of the following major two
categories:

should be understood



1. Operational Systess

TSO Primarily (ISPF)
C1CS/S2K, CICS/IMS, CICS/IDMS
Batch Users

Any combination of the above

*x * k %k

2. Management or Decision Support Systems

Each

PROFS, Personal Services/370

DB2, SQL

SAS Family, APL, ADRS - 4GL’s
Any combination of the abave

*x * x *k

of these two user groups requires in depth investigation and

attention from data processing performance and capacity planning

departments, Here is a list of the critical issues:
# Business Objectives
*# Availability

# Responsiveness

# Growth

# Cost Effectiveness
# BService Levels

* Gtability

* Quality

# Productivity

*# User Satisfaction

2.2 Performance

Processing performance is defined by the following components:

*

*

Online Response Time

Interactive User Response Time
Batch Throughput

Batch Deadlines (Turnaround Time)

Backup and Recovery Window

These components are influenced by the following:

*

Processor - CPU Utilization (Average and Peak), CPU Processing
Speed.

Main Storage - Storage Utilization and Paging Rate

1/0 Dasd Subsystem - Paging Rate, I/0 Rate by Channel, I/0 Rate
by Device, and Wait State by Device.

Data Communications - Protocol Complexity, Line Speed, Traffic
Complexity, Network Topology, Geographical Distance, and Network
Transmission Technology.

Software Efficiency - Operating System, Program Products, Custom
Designed Applications.

Some general performance rules of thumb are:

. BO% of the improvement results from 20% of the work.

2. Left to themselves, things always go from bad to worse.

3., 1If there is the possibility of several things going wrong, the

one that will go wrong is the one that will do the most damage.

4. All CPU’s wait at the same speed.

2.3 Capacity

Workload processing capacity can be described by the following
parameters:

*

Processor (CPU) Speed - Number of Cycles Available, Number of
Concurrent Engines at Work, and queue length.

Main Storage Size - Number of Megabytes of Space Required vs Page
Swap Rate. Main Storage, Expanded Storage and Secondary Storage
relationships.

1/0 - DASD Subsystem Size and Throughput - Number of volumes of
DASD, Number of Tape Drives, Number of Channels, and Number of
Paths.

Data Communications - Number and type of front end communicatians
parts, Front End Processor Speed, Line Speeds, and remote device
controller speed and memory size.

2.4 Forecasting Workloads

When forecasting workloads, the following factors should be
considered:

*

Growth/Reduction in Natural Business Units
of credit card transactions per month).

(eg. Growth in number

System Enhancements (eg. Add three new transaction types.)

Expansion
locations.

{eg. Increase in the number of new users and number of
Of particular concern are mergers and acquisitions.)

Change in hours of operation.

Change in reporting frequency (eg. Change from monthly to weekly
reporting, or with inquiry packages, from standard to ad hoc.)

For systems in production, future resource requirements should be
extrapolated based on:

*

*

It

The most commanly used techniques are

Actual Resource Utilization (eg. Number of CPU hours per month.)

Natural Business Units .

per month.)

(eg. Number of Credit Card transactions

is sometimes useful to do a forecast based on historical data.
(please consult a statistics

manual for the formulae):

*

*

Simple Moving Averages
Exponential Smoothing
Classic Decomposition
Simple Linear Regression
Multiple Einear Regression

The Box-Jenkins Method

There are 4 general trends which may be observed:

1.

TREND data pattern - when the workload increases as a result of
changes in the way the existing system is used. Eg. An increase
in the number of transactions processed by a system.

CYCLICAL data pattern - which can be caused by a system change,
such as the introduction of new applications and the elimination
of others.

SEASONAL data pattern - which may be caused by periodic tasks
that effect the overall system, such as year end or month end
processing.

STATIONARY data pattern - when a time series behaves as random
fluctuations around a mean value, and no trend can be
identified.

2.5 General Rules.of Thumb

w
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. The maximum number of active users an a system at any one time

is equal to the number of user-id’s divided by two.

Assume a peak to
This is based on
and (b) Peak Day

average ratio of 2.25 : 1.
(a) Peak Hour to Average Hour Ratio being 1.5 : 1,
to Average Day Ratio being 1.5 : 1.

Peak utilization should never exceed 90% (therefore using a peak
to average ratio of 2.85 : 1, the average utilization should never
exceed 40%).

Personal Computers are assumed to behave as terminals, but will
cansume 23% more than terminals in CPU utilization.

. Dial-Up users will, on average, consume 25% less in CPU

utilization.

Prime Shift is defined as 07:00 to 19:00, excluding weekends and
holidays. MWark done in hours other than this period is classified
as Non-Prime Shift Work. This definition is most applicable for
company workloads which service Canada on a coast to coast basis.



7. Workload distribution of a system can be analyzed based on the
number of programs a company runs:

# of Programs % CPU Usage

2% of the total uses ........... 50% of the resource
4B8% of the total uses ........... 48% of the resource
50% of the total uses ........... 2% of the resource

8. A commonly used measure of CPU usage and capacity is "the number

of CPU hours consumed” versus the "number of CPU hours available

in a processing complex (CPU). A simple and fast method for
calculating the capacity of a CPU is described by the following
formula. This calculation is independent of the vendor, CPU
model, and operating system:

Capacity = # of business * # of * % utiliz # # of

# of days/month hrs/day for good internal
CPU HRS service engines
Definitions:

# of business
days/month

# of hours/day

% utilization
for good
service

# of internal
engines

IBM 30B1KX - B

Max 256 =
Hours of
3081KX CPU

Max 324 =
Hours of
5860 CPU

2.6 Assumptions

= Depends on the month and the number of
holidays. It generally averages out to 20
business days for an average Ontario company.

Pick a measurement window - this is called the
"Prime Shift". This is typically 7am to 7pm
{12 hours).

= B80% is typically used by CMG-Ontario member
installations.

= Today’s CPU complex’s typically have 1, @, 3,
4 or & internal processors. (eg. 3090-200E
2 engines,; and the 5B890-190E has 1 engine.)

Sample Calculation #1

hrs/day - 20 business days - 80% utilization

maximum. The 30B1KX has 2 internal engines.

20 days/month # 8 hrs/day * 0.8 % 2

Sample Calculation #2

Amdahl 5B&60 - 20 hrs/day - 18 business days - 90% utilization
maximum., The 5860 has 1 internal engine.

18 days/month * 20 hrs/day % 0.9 #* |

1. The CPU is assumed to be the key resource.

2. All CPU estimates are expressed in TRUE CPU time (SMF with a

capture ratio

applied).

3. The system will be configured with no bottlenecks.

4. Online workload is the critical service to plan for.

S. The Prime Shift is the critical window to plan for in all
operating environments. (ie. Use you company’s peak processing
window and plan around it.)

6. Network Response is defined as: Front End Communications
Processor to Terminal Response. An average cross-network

response time

should always be planned for with the understanding

that actual response times for locally attached and inter-city
traffic may be faster.

7. The sources of the Rules of Thumb in this document are widespread

and include:

# Production Experience
# Benchmarks
* Simulations

* Analytical Queuing Models
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3. MvVS

3.1 MVS General Rules of Thumb

For planning purposes, MVS users may be classified into one of four
categories:

‘1. TS0 Primarily (ONLINE)

2. CICS/IMs, CICS/IDMS, CICS/S2K, or CICS/DB2 Primarily (ONLINE)
3. Batch Primarily (BATCH)

4. Combination of Services (ONLINE+BATCH)

The basic data resources for doing MVS performance and capacity

planning are SMF, RMF, and PA 11 data. In general a facility will
produce 1,000,000 records of SMF data per CPU mips per month.

3.2 MvS Performance

Here is a list of the MVS performance monitor points, and some
performance objectives:

Component Objective

CrPu
CPU BUSY -vvvvvvncertnassrsnnnsnnsssrannaes BT 85%
A.S, INSREADY ......co0vv00es.5€@ Nlovooau..s N/A
A.S. DUTEREADY tvveivnnrnsennsnsoensnssnnees O
A.S. LOGICAL DUTBREADY c.vivennvenccaccnanas O
Batch A.S. v..viveveveeenesnese® Nloooiao... N/A

TS0 A.S. veiviveneessnianeess 5@ Nlouioou,.. N/A
STORAGE
Minimum Available Frame Queue .............. BT 15
Average Available Frame Queue {(Real Storage) GE 4% of real storage
UIC - Over Committed......cesvevunncrnnnanes LE 2

- Under Utilized..eveiiesuinenansanrnanss BT &4

PAGING
Page Fault Rate .........see N2......... LT 25 Pages/Sec
Total Paging Rate .......see N3......... LT 120 Pages/Sec
3330/3350 Page Rate ...cvoneveecesesss . 12-15 Pages/Sec
6280/3380 Page Rate ....cienivesasesss.s 16-18 Pages/Sec
2305 Page Rate ...cvesncerrsensaesassess 25-30 Pages/Sec
S.5.D. Page Rate .e.ivesececcnsnnseraess 100-250 Pages/Sec
PLPA/CSA Page Rate .....ccovevevaensesss LT 5 Pages/Sec
Paging Device Activity ...eveaveevseeesss LT 30% Busy
Page Service Time ....veveivuersaneossse LE 25 msec
SWAPPING
Input Terminal Wait ...ceveevsnesensnees GT B5% of All Swaps

OQutput Terminal Wait ......covveeesnsees. LT S% of All Swaps
Detected Wait ...........s5ee Ni......... N/A

ENG Exchang® ...cisseesenncsesscansenses O

Unilateral suiveivecescensansacsnnssness LT S% swaps

EXCNANGR cvievsvntonssarnsncasssansoases LT 5% swaps

TSO Swap-In Size (with swap data sets).. 36-72 Pages

TS0 Swap-1In Size (with local d.s. only). 60 or 90 Pages
Swap/Transaction Ratio (TSO) ....ee0ueee LT 1.1 to 1.0

Logical Swap Out ..ceveenecsseesarvsesss GEBSY of Eligible Swaps

Logical Swap IN tiveeerereronenensnsesss GE?S% of Logical Swapouts
Swap Set Service Time (3350) ........... 60-80 msec
(3380) .......... . 35-50 msec
CHANNELS
Selector Channels (Tape) ....coveeseeess LT 60% Busy
Block Multiplexor Chans - DASD
370 Mode ar NO DPR .........Batch ... LT 30-40% Busy

750 .. LT 30-35% Busy
Online .. LT 25-30% Busy
XA Mode - ! path & DPR ....Batch ... LT 30% Busy
TSO .. LT 30% Busy
Online .. LT 25% Busy
XA Mode - 2 paths & DPR ....Batch ... LT 54% Busy
TSO .. LT 54% Busy
Online .. LT S0% Busy
XA Mode - 4 paths & DPR ....Batch ... LT 74% Busy
TSO .. LT 74% Busy
Online .. LT 70% Busy
RPS Factor .....eeevesesess..5€@ NS..... LE 3.5 & GE 2.5
Channel Busy and CPU Wait .e..eveevsase. LE 10% of Channel Busy
Channel Average Queue Length ........... LE 0.1



DEVICE
Device BUSY sueeviniioesresassaesaananas LT 30%
Time Per Access 3380 ....see Né. . LT 30 msec
Time Per Access 3350 ....see Né.. . LT 40 msec
Avg Queue Length / Device Busy .... . LT 0.05

Avg Service Time (370) 3380 ...see N7... LT 35 msec
Avg Service Time (370) 3350 ...see N7... LT 45 msec

Average Response Time (XA) 3380 ........ LT 35 msec

Average Response Time (XA) 3350 ........ LT 43 msec

10 S.Q. Time (XA} ..... ...t veun . LT S msec

Seek Distance ............ sresescans . 90% in 10 Cyls
2Zero Seeks ..... ertriesteieienannas GE 50% of total

TS0 Guidelines

Swap/Ended Transactions (First Period) . LE 1:1

Avg Time Ended First Peried ..... eieas.s LE 1 sec
Avg Wait to Start (First Period) ..N8... LT 0.5

% Ended in First Period ..ivevveverannn. ?0-95%
% Ended in Second Period .. csvesenn 5-8%

% Ended in Third Period .. vesasess 2-4Y%
TSO Trans Rate (based on 50 users) N9... GE 1.5 per sec

MISCELLANEOUS

Number of Demains Defined .............. LT 10

RMF Reporting Interval ...(in minutes).. GE 15 & LE 30

RMF Sample Cycle ....... cesssriiieasne.. GE 250 msec & LE
1000 msec

DASD Block Size (Random) ......veveen. .. up to 1/2 track
size

DASD Block Size (Sequential) ...... veres up to full track

(except 3380)
(a) Mixed Devices (3330/3350/3380) .. About &K (LE 46223)

(b) Mixed Devices (3350/3380) ....... About 9K (LE 9076&)
VSAM Block Siz@ vvvensunnsnanann PRSP 1 4
Tape Block Siz€ seviievvnnnennnnann . B-12K minimum
6250bpi c.nea.nn seeess up to 32K
MVS Performance Objectives Notes
Nl - Installation Dependent - can be useful for capacity planning

N2 - Sum of Non-VIO Reclaims + Non-swap, Non-VIO Page-Ins.

Installation and CPU Dependent - V/7B or 308B3E assumed.

N3 - Sum of all Page-Ins + all Page-Outs.

Installation and CPU Dependent - V/7B or 3083E assumed.

N4 - 370-mode or No DPR assumed.

N5 - (Total Device Busy On Chan> divided by <Channel Busy>

N6 - <Device Busy> divided by {Activity Rate>

N7 - [<Device Busy> plus <Queue Length>] divided by {Activity Rate>
N8 - <Ended Time> - [<Avg Trans SVC Rate> * <Ended Time> divided by

{Absorption rate>J.

N9 - (Total Transactions)> divided by <Report Interval>.

Acronym Definitions:

A

"Less than or equal to"
"Less than"

"Greater than"
= Not applicable

LE =

LT =

GE = “Greater than or equal to"
GT =

N/

CACHE Guidelines

For Dedicated Cached Subsystems (i.e. only cached actuators
in the subsystem):

(a) Should maintain hit ratios > 85%.

(b) For hit ratios < B8S5%, disqualify certain datasets or
activities and/or Add more cache. Either move these
data sets to another volume or out of the subsystem.
Locality of reference analysis will be conclusive.
(Note: Do not add more cache as the first step of
tuning, since the read/write ratio and locality of
reference may be the culprits of poor performance.
Also see note (i) below.

(c) When hit ratios are consistantly high, channel

utilizations can be allowed to increase significantly
(up to S50%).

For Selective Cached Subsystems (i.e, ! or more cached
actuators in the subsystem):

(a) Keeping internal path utilization ¢ 35% is critical,
otherwise the uncached actuators service time will
elongate unbounded, and will result in erratic response
times.

For hit ratios > BSY%, the internal path utilization

will be <= to the channel utilization. As the hit ratio
decreases, the internal path utilization will become >
the channel utilization.

(b

Note (i): For erratic hit ratios, do the following on a
volume basis:

i.1 # Determine Read:Write Ratio (would like this to
be greater than or equal to 2:1).

1.2 # Locality of reference, is it good or bad? (Good
means 1/0’s are clustered within a small range
of tracks.)

If i.1 is high AND i.2 is good, then add more cache.
If either i.l or i.2 is unsatisfactory, uncache the
data set or actuator,

Solid State Disk Guidelines

For 2 directors configured to two 3 megabyte channels:

a) The maximum paging rate is approximately 950 pages/second.

b) Configure one (maximum) page dataset per device address.

c) Configure one (maximum) swap data set per device address.

d) Configure the subsystem on dedicated channels if possible.

e) Two dedicated SSD swap paths will provide higher concurrency
than 4 paths (dedicated or shared) to rotating 3380°s. This
is important for keeping swap-in delay low, and hence
maintaining good response times.

f) Page response time: 3 msec.

Note: Performance Values cited typically apply to 1S5 minute intervals.
Care should be taken when trying to apply perfarmance objectives

DA

over short periods of time.

SD Controller Guidelines

# CACHED +# Interactive Batch
Workloads Workloads
1/0 Rates <1> < 160 < 180
Hits Ratio <2> > 90 % > &5 %
Read/Write Ratio > 3:1 > a:1
Read Hits/Stage >4 > 3
Read Misses/Stage <1 <1
* UNCACHED # Interactive Batch
Workloads Workloads
1/0 Rates <1> < 45 < 63

<1> Assumes 4K blocksize. Interpolate for blockings < and > 4K.

1/0 rates = 1/0’s per second per controller subsystem.

<2> This is Read Hit Ratio.

Disk Guidelines

*#*% This section to be addeb in the next rules
of thumb document.

3.3 MVS Capacity

The usage of MVS is directly dependent on the type of user making use
of the service. In general, the following usage guidelines on a per
user basis may be applied:

MVS Workload Forecasting

Type of User # of CPU HRS/ # CYL # Reels
Month 3081KX DASD 3380 || Tape 4250

TSO Primarily 0.250 15 3

CICS-IMS/1DMS/SeK 0.450 25 5

pB2 0.8%50 26 S

Batch Primarily 0.350 28 Vi

All Services 0.500 25 S
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The CPU values presented in the above figure are totals per month,
which includes all shifts (Prime + Non-Prime). The following
guidelines may be applied for splitting these totals into prime and
non-prime:

* TS0 is split 90% prime, and 10% non-prime.

# CICS/IMS, CICS/IDMS, CICS/S2K is split 90% prime and (0%
non-prime.

# DB2 is split 95% prime, and S% non-prime.
*+ Batch is split 25% prime and 75% non-prime.

* Combination all Services is split &0% prime and 40% non-prime.

MVS CPU and MAIN MEMORY Rules:

For each MIP of installed processing capability, the system will
require 4 to & megabytes of main memory. For specific dedicated
situations:
(a) For IMS/CICS --- 4 megabytes / installed MIP,
(b) For TSO -- 5 megabytes / installed MIP.
(c) For DB2 6 megabytes / installed MIP,

Online Workloads

The following information should prove to be of greatest help to
systems development managers who reguire more precise figures for
talculating the processing requirements for new ONLINE systems
(ie. TS0, CICS/IMS based).

A transaction is defined to be one pressing of the ENTER key. A
transaction may be classified as simple, medium or complex depending
on the number of data base accesses done by the tranmsaction. The
following table defines the guidelines for CPU load forecasting on a
transaction level basis:

MVS System Transactions and CPU Load
(In 3081KX CPU seconds)

Transaction Type Simple Medium Complex
Number of 1/0’s (=9 <=10 > 10

CICS-IMS/1DMS/S2K 0.038 0.07¢ 0.143
VSAM/CICS 0.008 0.019 0.036
Non DB/DC 0.004 0.008 0.020

If the transaction mix is unknown, then assume 25% simple, SO%
medium, and 25% complex.

Batch Workloads

Each online true CPU hour generates one hour of batch processing.

Systems Development

Where no detailed utilization information is available, development
and production processing loads can be estimated based on planned
development resources using the following guidelines:

Systems Development Workload Forecasting
Average Utilization Per Programmer Per Month

Type Development # of CPU Hours Per Manth

Tool Used 3081KX CPU Hours
Conventional 0.50
(Cobol, PL/I1)

High Level 1.00
(FOCUS,DB2,ACT/1)

* For systems which are developed using conventional development
tools: one hour of development CPU per month will result in one
hour of production CPU load per month twelve months later.

* For systems which are developed using high level development
tools: ane hour of development CPU per month will result inm one
hour of production CPU load per month six months later.

* For Online Systems, the resulting production load will be split
50% online and 50% batch.

To determine the prime and non-prime workload, the guidelines are:

* Development (test) and user direct processing load is split 80/20
between prime and non-prime.

* BO% of the online processing takes place during the prime shift.

* BO% of the batch processing takes pace during the nan-prime shift.

3.4 MVS Data Bases

3.4.1 DB2

Buffer Manager:

VSAM Files:

Dispatching Priority:

Data Collection:

Resource Control:

Use only one 4K bufferpool. One 4K bufferpool
will be managed more effectively than 3
separate bufferpools.

Use direct VSAM allocation for production
tablespaces rather than storage groups. Direct
allocation provides better control for tuning
DASD devices.

Set the dispatching priority of DB2 address
spaces to the highest user priority, ie. higher
than the IMS control region. Less than 10% of
the DB2 code is executed under this priority
and most of it is critical. Most DB2 work is
dispatched under the primary address space,
such as TSO or CICS.

Collect SMF record type 100 (statistics) and
SMF record type 101 (Accounting) on a continual
basis for DB2. The DB2 installation parameters
SMFSTAT and SMFACCT should be set to collect
these records by default. The global trace
should not be active.

Release 2.1 of OMF features a user exit which
can be used to restrict the resource
consumption by user. If GMF is being used with
large tables, the exit should be used to
restrict the total CPU to avoid "runaway
transactions”,

3.4.2 1IMS
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Performance Targets:

IMS Control Region Page-Ins ........... Less than 2 per second

IMS Control Region Page-Faults ........ Less than 10 per second

e..v.. Dptimum usage at 60-75%
per message region,

IMS Message Processing Regions ..

Tuning of IMS Systems should be done in the following order:

1. The DASD Subsystem,

2. Virtual Storage,

3. Paging Sybsystem, and finally,
4. Internal IMS Parameters.

1DMS

# Award IDMS the highest reasonable priority in the system (ie
just below critical system components like JES and VTAM).

# Make IDMS naon-swappable.

* Utilize the storage isclation functions of the SRM to reduce
the number of page faults within the IDMS address space.

# Keep the total paging rate to a reasonable level for your
paging configuration.



4. WM

4.1 VM General Rul

es of Thumb

There are three dis

1. PROFS Primarily
2. Combination All
3. SEL Primarily

4.2 VM Performance

Here are the VM Per

tinct types of VM users:

Services

formance monitor points, and some.performance

objectives:
UM Performance Objectives
Component Description Objective
Processor
RAl ..v.v...... Resource Availability Index ...... GT 0.8
TOTCPU ........ Total System Processing .......... 85-90%
TVRATIO ....... Total te Virtual Ratio ........... LT 2.0
ACTIVE ........ Active Users ...cccuuens ceesnesess LT 10%

Q1SEC ....
G2seC
PRIVOP

Main Storage
STGUTIL ....
STEALSCANS. .
PAGERATE ......

FREXTEND ......

1/0 Dasd Subsystem
IOINT o.ovvnnes
CHANN c.coveens
CTLUNIT ......e
DEVICE .......

LE S.0 SIO per sec
LE 5.5 SI0 per sec
LE 6.0 SIO per sec
LE 9.0 510 per sec

Time Between @1 Drops - Seconds .. 0.10
Time Between Q2 Drops - Seconds .. 0.50
Privileged instructions .......... 300

(for 4381-2)
Storage Utilization seeviveseeacss LT 70%
Steal Scans ..isievaierensasaasses LT 0,10
Paging Rate ..... crisenesscesanses 20 PPS

(for 4381-2)
Free Storage Extensions ...... wees LT S

(Objective is 0)

1/0 Interrupts ....ceveceeenaasaas N/A
Channel ’n’ Utilization ...... evee LT 30%
Control Unit Busy ....vevenens veeo LT 30%

Device Unit BUuSY s.csceesannssanss LT 30%

3350 H LT 10% Devices with Queue

3375 : LT 50% Seeks are Non-Zerao

3370 ! LT 40 CYL Average Non-Zero Seek
3380 H

The following general capacity rules of thumb apply in the VM
world:

* Prime Shift load does not exceed 75-B0% of capacity.

# Total all Shifts does not exceed 85% of capacity.

Usage of VM is directly dependent on the type of user making use of

the service.

applied:

The
non-prime shifts).

In general, the following usage guidelines may be

VM Workload Forecasting

Type of User # CPU HRS/ # CYyL # TAPE
Month 3081KX DASD 3380 REELS 6250
PROFS Primarily 0.100 7 0.1
Comb. Services 0.200 10 0.1
SQL ~ Occasional 0.100 30 0.2
SAL - Moderate 0.300 30 0.2
SOL - Heavy 0.600 30 0.2

non-prime.

SQL users have been broken into three classes (if the characteristics

CPU values presented in the above figure are totals (prime and
These totals can be split into 90% prime and 10%

are unknown, assume the user to be of moderate type):

1

Occasional - One SGL/DS access per day ar less - with minimal
requests for summary reports of large data volumes.

Moderate - Regular use of an SQL/DS application - with a low to
medium frequency of ad-hoc reporting.

3. Heavy -~ An application developer or end users with a high
frequency of ad-hoc report development.

5. Tandem
S.1 Tandem General Rules of Thumb
# To take advantage of Tandem’s hardware architecture,
applications should be designed so that:
1. Any application process can be moved to any CPU.
2. Copies can be made of any application process, and
workloads are spread across CPU’s.
3. Any data base file or program file can be moved to
any disk drive.
4. All transaction message-path-lengths are kept to a
minimum.
* Based on measurements obtained by the XRAY/MEASURE software
monitor, balance workloads across devices of the same type.
5.2 Tandem Performance
Parameter Recommended MAX Value
CPU.CPU~BUSY-TIME ..vvaeasncnssesee 60% (TNSII), 70% (TXP)
{not counting batch)
CPU.CPU-GTIME .ccivrvnvssarnnsosses 1.0
CPU.DISPATCHES «.ivvvvsanesrssasses 180 per second (TNSII)
300 per second (TXP)
CPU.SWAPS .4icitresnsnansssnnssssss 1| per second
DISC.REQUESTS~BLOCKED tcevvesenesss S%
DISC.SEEK~BUSY=TIME «cvvvsarssseces 15 milliseconds per request
DISC.READS + WRITES + SEEKS ....... 15 per second (TNSII)
25 per second (TXP)
DISC.READ-BUSY-TIME +
WRITE-BUSY-TIME +
SEEK-BUSY-TIME «cecveueenescss 23% (TNSII), 394 (TXP)
DISC.REQUEST-QTIME +
PROCESS.REVC-QTIME
(disC Process) ...eeceseesseses 3
PROCESS.VSEMS (disc process) ..... 1 (DP1 only)
PROCESS.PAGE-FAULTS «icivacsescsess 2.0 per second
OLTP Performance:
# Standard ET1 (debit-credit banking) transaction
% Hardware: VLX CPU and B30 Operating System
* Pathway with TMF
# 3 random reads with updates (Account, Teller, Branch)
* 1 Sequential write (history)
* Data Base: 200 Million Bytes in size
# Throughput: 10 trans/sec per CPU
* Response Times with 95% less than 2 seconds

5.3 Tarndem Capacity

* This section to be added in the next Rules of Thumb Document.

4. Data Communications

4:1 Response Time Analysis

The fallowing guidelines may be used to estimate online respanse
times for most operating environments:
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Response Time = Network Response + CPU Response + DASD Response

Network Response can be fixed at 2.35 seconds. Before using this
consider: line speed, topology & protocol complexity.

CPU Response is equal to 10 times CPU Usage (eg. if CPU usage is
0.055 seconds, then CPU Response is 0.550 seconds).

DASD Response is dependent on the number of 1/0’s. Each 1/0 takes

0.060 seconds on an 1BM 3350, or 0.030 on an IBM 3380. (Eg. For a

transaction that has 5 1/0’s on an 1BM 3380, then the DASD response
time is 0.150 seconds).

2 Transmission Volumes

e following volumes can be used for planning purposes:
Data ........ veeesaees 700 char/page
Text .. <« 4,000 char/page

Image .. ... 35-50,000 char/page
Graphics ......... .. 50,000 char/page
Voice Annotation ..... 328K - 44K bps

e following Terminal Device load rules of thumb are useful far
anning purposes:

Data Communications - Terminal Load Guidelines

Application Typical Complexity | Trans/Term/Person/Day
Data Entry Simple 1,000
Inquiry Medium 300
Update/Inquiry Complex 500
Personal Computer Complex 100
Word Processing Complex 100

Ge

(1

2

7.

7.

neral Data Communications Rules of Thumb:

) Far an SNA/SDLC environment:
A 9400BPS line can support 3 or 4 3270 type controllers.
Each controller is assumed to be able to support up tao 32
devices. Therefore a 9600BPS line can support from 96 to 128
devices. Use 96 as a maximum for high production traffic,
and 128 as a maximum for lower development/test traffic.

) Error Rates: 1 error in every 10 to the power 5 bits is

considered to be acceptable. Greater than this is considered
to be unacceptable.

Printing

1 General Printing Rules of Thumb

Most printers have unique operating and capacity characteristics.
In general, the following attributes may be applied to all users
of printers:

(a) Average # of Lines Per Page ===ss=====z=z==z===) 50

(b) Average # of Characters Per Line ==========z=) 120

(c) Average # of Characters Per Page ==

SPEED Comparisons

Lines/Minute (LPM)
600 ......

Pages/Minute (PPM)
10

7.2 Impact Printing Technologies

* Average forms mount time = 10 minutes.

7.3 Non-Impact Printing Technologies

* Z'age of printed output that can be printed 2-up AND duplexed
is 30% of total data centre print volume.

This document provides a vehicle for sharing techniques and
experiences in the fields of computer systems measurement,
evaluation, capacity management and planning.

NO GUARANTEE or liability of the ideas and concepts set forth in
this publication is assumed by the authors,; their employers, or
the Computer Measurement Group (CMG) Ontario Inc. <CMG-Ontario>,
it’s members and executive, and their employers.

CMG-Ontaric is a regional group of the Computer Measurement Group
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based in the United States.
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pleased to send you a membership application form. Membership
is currently $45 per year per person, or a corporate membership
is available for $180 per year. Please contact:

Foy Chong

Senior Technical Analyst,

Toronto Dominion Bank,

Central Computing Facility,

P.0. Box 1, Toronto-Dominion Centre
Toronto, Ontario, Canada LSM 2H3
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and encouraged. All submissions are subject to editing. .Please
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Regional Systems Engineer

Amdahl Canada Limited,

1 First Canadian Place, Fifth Floor,
Toronto, Ontario, Canada MSX 1A4

Permission is hereby granted to members of CMG - Ontario to
reproduce this publication in whole or in part solely for
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provided that the copyright notice is set forth in full text
on the title page of each item reproduced.
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Computer Measurement Group (CMG) Ontario Inc.

COPYRIGHT C 1987 by:
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GOOD TOOLS AND MODELS ARE NOT ENOUGH:
ON THE NECESSITY FOR BI-DIRECTIONAL COMMUNICATION

Ellen E. Robertson
Texas Utilities Services Inc.

Dottie Cunningham
Celanese Fibers Inc.

ABSTRACT

As the function of capacity management has evolved and matured, considerable attention has been directed
towards what the capacity planner and performance analyst must provide management in terms of reporting,

or in support of the corporation's decision making progress.

A recent survey of CPE practitioners in- |

dicates concerns on their part relating to the information communicated to them by management in support

of their activities, and to management's view of the CPE function in general.

This panel of capacity

planners and performance analysts will present these concerns to the audience and provide a forum for
discussion on how issues resulting from these concerns might be resolved.

The following list provides a number of questions and

issues that will be addressed by the panel.

Attendees

are encouraged to expand this list by presenting addi-
tional questions or issues to the panel during the
course of the session.

1.

As a CPE practitioner, how do you view your
corporation's commitment to capacity planning
and performance evaluation?

A. Are you properly positioned within the
organization?

B. Is sufficient manpower devoted to the
function?

C. Do you have a clearly defined career path?

D. Do you receive adequate tools and training?
E. Are you frequently assigned non related tasks
and projects such that capacity planning
and/or performance is really only a 'part

time' job?

F. 1Is management willing to listen to problems
you have doing your job?

Do you receive all the information necessary for
you to perform your job properly?

A. Are management objectives and expectations
clearly defined and communicated to you?

B. If there is a corporate strategic plan, do you
receive it?

C. Do you have access to budget information that
may impact the studies or recommendations
you are asked to perform?

D. Are plans regarding new systems or products
provided?

E. Do you have ready access to all levels of
management across organizational lines?

Regarding the information you do receive:

A. TIs it timely?

B. Is it pertinent?
C. What is most useful?
D. What is least useful?

What single piece of information which you do not
currently receive, or do not receive on a timely
basis, would be most useful to you in performing
your job?

How do you view your ability to influence
corporate plans?

A. Do you or youn,hroup participate in the
formulation of strategic plans?

B. Are you free to make recommendations that may
not agree with current policy or trends within
your company?

C. Is the time and effort required to address
speculative issues weighed against the
potential benefits?

D. Are your recommendations generally accepted,
and if not is the rational behind their re-
jection communicated to you?

E. 1Is the resulting net value to the company of
actions taken based on your recommendations
quantified?

What are the three major obstacles you encounter
in performing your job?

What do you perceive as the most important com-
munication problem between capacity planners/
performance analysts and executives?

If you could make one single request of your
manggement relating directly to your job, what
would it be?



Executive Views and Expectations of Capacity Planning

James A. Stanton
Morino Associates
Vienna, VA 22180

Abstract: Surveys of capacity management organizations have shown that some of the leading
problems experienced by capacity planners are management related. Examples of problem areas
include obtaining and keeping management credibility, communicating plans to management, and
management support in terms of tools, education, etc. This session will provide a valuable opportunity
for CPE practitioners to directly address questions of interest to a panel of executive level managers.

The following list provides a number of the questions and issues 7.
that will be addressed by the panel. Attendees are welcomed to
expand this list by presenting additional questions or issues to
the panel during the course of the session.
8.
1. As a senior executive manager, how do you view the
capacity planning (CP) function in your enterprise?

a. What is the purpose of capacity planning in your

enterprise?

What do you think the purpose should be?

What are the objectives of capacity planning?

What is the importance of capacity planning?

Who are the executive participants in the capacity

planning process?

What is the role of executive management in the

capacity planning process?

g. What role should the users play in the capacity
planning process?

sooyT

bl

2. Does your organization have a formal CP program? 9.

Where does CP report in the organization?

Where should it report in the organization?

How long has the function been in existence?

How many people are dedicated to the capacity
planning process?

e. What percentage of your DP budget is allocated to CP?

oo

3. What are the three major obstacles to CP in your 10.

organization?

4. What formal reports does CP provide management? What
should they provide? How often should the reports be
provided?

5. Does your CP group participate in preparing the reports
listed below? If so, how effective is this participation for the:

. Five year strategic plan?
. Two year business plan?
. Annual operating report?
. Quarterly assessment report?

)]

Qo0UT

6. How does your CP group translate CP methodology into
reports presentable to I/S and executive management?

a. What should the audit trail look like for CP
recommendations?

b. What kind of supporting information do you find
essential in providing credibility to capacity plans?
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How are user and corporate business forecasts used in your
capacity planning process?

What do you expect from your CP function and staff?

a. Why may it not be living up to your expectations?

b. How is credibility best won and maintained by the
capacity planners?

c. What destroys the credibility of the capacity planners
the quickest?

d. What is the most important communication problem
between executives and capacity planners?

e. What does the executive manager typically want to
know from the capacity planning process?

f. What is the best form of presentation of capacity
planning information?

g. What skills does the executive look for in capacity
planners?

How does your enterprise handle the management of the
CP function?

a. Should the executives explain their decisions or lack of
capacity plan decisions to the capacity planners?

b. What kinds of complaints are expressed in the
executive suite regarding I/S service and how do the
executives relate these complaints to CP issues?

"How do you recommend the capacity planners relate to

executive management concerning their careers and their
future in your enterprise?

a. Do executives want to hear about the problems
capacity planners have in doing their jobs?

b. What is your view of the career paths for capacity
planners in your enterprise?

c. What is the best way for the capacity planner to
approach executive management to obtain approvais
for training and CP tools?

d. How would you describe the management support (in
terms of tools, education, management involvement,
and access to business management information)
given to the capacity planning process in your
enterprise?



11. What single recommendation would you make to the
capacity planners in our audience as to how best to deal
with executive management?

a. Capacity plannner should know the business of their
key users?

b. Capacity planners must understand the primary
business concerns, opportunities, areas of emphasis,
and weaknesses?

¢. 1/S employees must bring opportunities to the attention
of management?

d. Thefinancial return of capacity plans should be clearly
demonstrated?

e. The financial impact of capacity plan alternatives
should always be clearly defined?

f. Capacity plan presentations should begin with
statements of assumptions and should provide an
opportunity for executives to ask and get answers to
“what if the assumptions were different”, types of
questions?
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SUCCESSFUL SOFTWARE PERFORMANCE ENGINEERING

MODERATOR: DR. CONNIE U. SMITH

At CMG86, a BOF session reviewed the evolution of Software Performance Engineering
(SPE) and discussed recent experiences in applying it. SPE advocates building performance into
new systems rather than tuning code after implementation. The BOF session revealed that there are,
unfortunately, still problems in convincing managers and software developers of its vital
importance. Once convinced, there are still many pitfalls that threaten successful SPE application.

This panel has two parts: the first addresses problems in convincing organizations to abandon
the "fix it later" approach and adopt performance engineering. It begins with an overview of what it
is, how it helps software development projects and capacity planning, who else is doing it, etc.
Then panel members discuss SPE adoption considerations. The second part is on SPE experiences.
Panel members will relay their project experiences, discuss pitfalls and offer advice for avoiding
them, and highlight successful strategies and techniques. Both managers and practitioners are
represented. Time is allocated for answering audience questions.

SPE DEFINITION

Software Performance Engineering (SPE) is a method for
constructing software systems to meet responsiveness goals. With
it, one models software requirements and designs, and evaluates
whether predicted performance metrics meet the specified goals. If
not, alternatives are proposed and assessed. The process continues
through the detailed design, coding, and testing stages to develop
more precise models of the software and its predicted performance.

SPE focuses on software development, but it is also an
important part of a capacity management program. There are three
major capacity management considerations: planning, growth, and
control. Accurate planning requires data on new applications and
data on the effect on resource requirements of growth in current
work; SPE models provide both.

A passive capacity planning program anticipates growth and
reacts to it. SPE advocates an active capacity management program
that controls configuration requirements. Growth in workload
demands may be inevitable, but growth due to resource requirements
of software can be controlled through SPE.

SESSION 1:
SPE ADOPTION CONSIDERATIONS

Dr. Thomas E. Bell, Rivendel Consultants:

THE CHALLENGE OF PERFORMANCE
ENGINEERING IS DESIGN IMPROVEMENT

Is Performance Engineering an analytical effort to expose the
inadequacies of designers and implementors? Is it primarily a
control effort involving reviews of designs so that errors can be
caught and designers can be ordered to restart their efforts? Does it
just involve projecting the amount of resources that will be required
to support a new application -- but projecting it as early as possible?

It is none of these. Instead it is an effort integral to the development
project that contributes in the same way that database design
contributes. With an expert understanding of the performance
effects of various design alternatives, and the knowledge of how to
quantify these effects, the Performance Engineer can suggest
alternatives to the rest of the team. He or she can quantify the
trade-offs and justify alternatives that, even if less elegant, are
necessary to attain the project goals.

The obvious responsibilities of the Performance Engineer -- early
projection, estimating equipment requirements, detection of
performance bugs -- are less important than getting the performance
requirements correct, improving the design, and suggesting
improved implementations. Of course, the primary responsibilities
are more difficult than the obvious ones; they require Performance
Engineers to work cooperatively with other designers. They must
use their design abilities, persuasive skills, and quantitative
understanding rather than arrogance and power-plays to win over
designers whose emphasis is on improved functionality or improved
elegance.

Ken Kolence, Kolence Associates:

SOFTWARE PERFORMANCE ENGINEERING IS A
JOINT EFFORT

There are several problems that hinder adoption of SPE:

1) it is difficult to quantify its value -- success is the absence of
performance problems while only failures are obvious;

2) performance requirements for new systems are seldom explicit;

3) more products are needed to automate the difficult SPE tasks and
better integrate SPE with other well-established development
activities.

There are many ways to improve the situation. SPE should be more
tightly coupled with capacity planning activities. We should be
concerned not only with performance but also with workload
characterization and forecasting. Success in these activities is easier
to quantify. We also need to integrate instrumentation directly into
software designs. This provides data for predicting response times
under varying loads. It could also feed analytic models for
determining required capacity allocation (setting SRM and
performance group parameters. The ideal place for such features is
within new CASE tools, but it is difficult to convince CASE
developers to do it. We must first prove its value.
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‘We must change the viewpoint of software developers. They need
to be accountable for all requirements, including explicit
performance goals. Often systems analysts are not aware of
reasonable service level objectives, and developers are unaware of
techniques for achieving them. We need to develop standards for
goal specification. Products facilitate these tasks.

Many SPE tasks are labor intensive. It is difficult to obtain the data
needed for SPE studies. Many organizations now use code
generation tools and tools that add structure to old "spider web"
programs. These products could be easily augmented to provide
SPE data.

Finally, we need to generate more interest outside of CMG. In
particular, we need to increase awareness of managers, developers,
and software engineering researchers.

Ralph Terkowitz, Washington Post:

Sog';'WARE PERFORMANCE AT THE WASHINGTON
PO

The IBM computer complex at The Washington Post has about 20
MIPs of installed processing power with 30 Gigabytes of DASD.
We are very proud of the performance of our online systems.
Despite a relatively high transaction volume per installed MIP, we
average completion of 85 - 90% of all tasks in under one second
(compared to a Service Level Commitment of 75%). The unusual
part of our environment is that we have accomplished these goals
without any full-time analysts!

This juxtaposition of systems performance with lack of performance
analysts may seem unusual; however, I believe it is directly related
to our adopting Software Performance Engineering (SPE)
techniques about five years ago. No one person on our staff is
charged with the performance of our systems; rather, each of our
senior analysts is responsible for the performance of his own
system. Performance requirements and systems performance
forecasts are routinely developed and confirmed by the applications
staff. Why: Because they understand that developing a system to
meet performance criteria is as important as having the system meet
any other functional criteria.

The unusual empahsis on applications performance at The Post is
not the result of any management revelation. In fact, senior
management has no idea that our record of performance-oriented
system implementation is not common in the data processing
industry. Proposals have never been made to senior management to
adopt the SPE technology. They don't even know what it is. SPE
has become our method for applications development because of the
successes we have had with it.

People often ask us for tips on starting or gaining management
support for a SPE program. I believe that there is no one right way:
there is nothing magic to do or tell senior management. I think that
the key to developing a Software Performance Engineering program
is recognizing that SPE is not in itself the goal of your development;
rather, it is the means to the end of developing high performance
systems -- systems that consume no more than the forecast resources
and deliver the expected performance.

SPE is now a way of life at The Post. It is not in place due to
management fiat, but rather because we have shown senior
management that we can forecast, develop and build systems that
operate at the expected cost with the expected performance.
Management doesn't care about the method; they care about the
results from it!

Dr. Connie U. Smith, L&S Computer Technology, Inc.:

STRUCTURED PROGRAMMING, HYBRID CORN,
AND PERFORMANCE ENGINEERING

On the surface these appear to have little in common. However,
recent software engineering studies have examined the process of
technology transfer to understand what happens and to see if it can
be hastened. They have found that it typically takes 15-20 years
between the time that new technologies emerge and their widespread
use in industry. The range holds for most new technologies whether
they are software related, such as structured programming, or in
other domains, such as hybrid corn. SPE is approximately 10 years
old. Will it be commonplace in the next 5-10 years? Can the time be
shortened? According to technology transfer research, you can play
arole in its adoption.

Technologies are more readily adopted when they have a strong
advocate who: persistently encourages and follows up on its use,
serves as a two-way communication channel between technology
users and technology.developers, and helps to resolve problems that
arise. Technologies are more likely to be adopted when they have a
clear benefit; they are compatible with existing methods,
experiences, and needs; they are easy to understand; easy to try; and
they produce a measurable result. When an organization tries a new
technology, it is more likely to be successful if an expert participates
in the project and contributes to its success. These needs must be
addressed if SPE is to be adopted and used. So, if you believe in
SPE concepts and want to see them used in your organization:

» Learn what it is so you can explain it and its benefits to
others

* Find or become a persistent advocate
» Document compatibility in your environment

* Apply it to a pilot project, then explain it and its results to
others

» Quantify the results of using SPE (otherwise success is
invisible)

« Alternatively, point out problems that occur without SPE
and how they can easily be prevented.

Document experiences so others can point to its successful uses for
justification, and learn from problems so they can be avoided.

SESSION 2:
SPE EXPERIENCES

Greg Fox, TRW Federal Systems Group:

TAKE PRACTICAL PERFORMANCE ENGINEERING
STEPS EARLY

The following remarks address performance engineering in the
context of a "large" system development. "Large" means hundreds
of thousands of lines of software designed, coded, and tested by
dozens of developers in a multi-year effort. The system performs
complex transactions, with extensive algorithmic processing, on
streams of data or messages received from sources external to the
system.
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The success of a performance engineering effort can be gauged by
how well the finished system meets performance requirements and
by how much disruption there was to the normal development
process. Many complex, modern systems require some disruption;
the goal is to keep it to acceptable levels.

Performance engineering has two phases: theoretical and practical.
The success of the effort is determined by how and when the
transition from theoretical to practical occurs. The theoretical aspects
(analysis, modeling, and simulation) are valuable in the development
of algorithms, an architecture free of unrecoverable bottlenecks, and
realistic estimates of hardware resource requirements. The practical
phase incorporates the performance features into the software.
During integration it is unrealistic to expect that measured system
performance will be as good as predicted by the models. The
models have inherent limitations in accounting for the following
factors: 1) the system environment, including the performance
aspects of complex operating systems, and 2) inaccuracy of resource
consumption estimates, including the effect of varying skill levels
among programmers.

Practical performance engineering steps during design, code, and
unit test narrow the gap between model predictions and initial
measured performance. This reduces the amount of improvement
needed during integration. By the time top-level design is
completed, emphasis should shift from analysis and prediction to
more practical activities, such as developing information for
programmers to build the system in a performance-efficient fashion.
A benchmark design and measurement activity should parallel
coding and unit testing, and be an integral part of the development
by the time integration is underway.

Experience shows that for many large systems, a factor of two
performance improvement can be achieved from early integration
benchmarks with relatively little disruption of the integration
process. An additional improvement factor of two to three may be
possible with moderate disruptions to cost and schedule. If
measurement is left until late in integration, required performance
improvements can cause major disruption to the completion of the
development effort.

Norb Trohoski, General Electric:

ACCEPTANCE IS THE KEY ASPECT OF EFFECTIVE
PERFORMANCE ENGINEERING

The key aspect of successful performance engineering in large
computer system developments, where there are many pieces of
software being developed involving hundreds of engineers and
programmers, is its acceptance by both engineering and software
development. This acceptance and commitment produces the proper
team effort required to build in the performance.

The most common design and development methodology has been
to develop the software programs so that they get the right results
without concern for performance issues. Programmers do not
intentionally write poor performing code, rather, runtime
performance is not a major consideration in the design. Not until the
programmer is in trouble with runtime does he become interested in
performance analysis. This generally results in cost overruns,
missed delivery schedules, and upset upper management and
customers. Even when a performance engineering activity is in
place, if the engineers and programmers do not believe in it, the
information they provide on the proposed design is usually late,
sketchy, and incomplete. This is because they are required to
produce the data and, since they do not believe in performance
engineering, they do as little as they can get away with and still meet
their commitment. The worst part is when the data is incomplete.
This may produce an analysis of the software that indicates the
software will meet performance requirements, and then it is not
discovered until test that the software will not.

If the developers give the performance engineering approach a try
usually it will result in believers. Those who have experienced what
performance engineering can do for them continually ask the
performance engineering group for support. This makes the
performance engineering activity easy, with resulting systems that
are capable of meeting their performance requirements.

Thus it has been found that the key aspect to effective Performance
Engineering is to get engineers and programmers to understand and
believe in the importance of Performance Engineering; when this
happens, successful software systems are produced.

Doug McBride, Hewlett Packard:

APPROPRIATE DECOMPOSITION AND
MEASUREMENT ARE VITAL

There are, of course, a myriad of steps in software performance
engineering. Iwould say, however, the two most troublesome areas
for designers and implementors are:

» Decomposing the software system into components for subsystem
performance measurement and tuning.

* Locating and/or creating software or hardware performance
monitoring tools which give an accurate picture of how the software
component is performing,and what system resources it is
consuming.

As in solving any complex problem, decomposing the larger
software system into components by breaking it into smaller parts
typically aids in the solution of the overall problem. Decomposition
focuses attention and resources on a smaller, more manageable
subset of the entire problem. Three areas to consider when
performing the decomposition include:

* Delineating component boundaries based on system resource
consumption characteristics, as well as anticipated sensitivity to
overall system performance parameters.

+ Establishing meaningful performance budgets and goals for the
particular component according to its functional relationship to the
other components, and to overall system performance.

+ Having measurement tools in place, or under development, to
facilitate proper monitoring of the progress of the components being
tested.

Without the tools that provide a window into the system to determine
how well individual software components are performing and using
system resources, it is virtually impossible to carry out the
performance engineering function with any possibility of
quantifiable success. Many ambitious performance efforts have
failed due to the lack of proper monitoring tools - software or
hardware - needed to meet performance goals and validate resource
budgets. It is vital that these tools, which can take many forms,
depending on prior experience and current need, be available, or
their creation be budgeted during the design phase of the software.
It is equally vital to explain and discuss the types of tools needed
with project management, and how and when to acquire them.
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