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CALL MEANING

$0’abody’ Defines $a to mean body (macro definition).
$0=r015 Defines $r to be the character 15 octal.

$1 End of line mark (allows comments etc.).

Normal end of line causes transmission of all preceding
text to the remote system.
$2241007 Set DH11 mode (241) and speed (007).
$3020A Set timeout on no characters returned to
16 (20 octal) seconds and if so

take action specified by A, where:

A =n next command is to be issued.
a abort entire session
$4'% 'A Specify response string (e.g., UNIX prompt) and if found

do action A (as above). More than one response-action
pair may be defined.
$5001 Controls echoing into local transcript file.
000 echo everything (for half duplex).
001 no echo (for full duplex remotes and
password input).
002 do not even provide local prompts.
$6 Flush out present buffer contents (no return character)
but do not wait for a response.
$7001 Set pause parameter to one second. This controls the
time between response and sending of the next command
for half-duplex systems.
$8 Flush out present buffer contents (no return character)
and then wait for a response.

Figure 1—Macro primitives for the protocol interpreter

act as postmen and public servants, we believe we can supply
unparalieled communication and information services to rural
people.

THE INTERACTIVE PROTOCOL INTERPRETER

The basis for the protocol interpreter was the RITA language
developed at The Rand Corporation.>*'* That language was
used to control remote systems through the ARPANET (in-
cluding the Illiac IV and various IBM 370’s) from a small
computer running UNIX.” RITA was designed for artificial
intelligence research in rule-directed systems; and although it
provided superb facilities for deducing what to do in compli-
cated situations, it tended to have too much overhead and was
moderately inflexible for protocol interpretation, because its
primary goals lay elsewhere. At North Dakota State Univer-
sity, under the RAIN Project, we are building a protocol
interpreter for interactive systems that has only that goal. To
do this we are using a macrolanguage’ that allows embedding
of new language constructs within the interactive command
text as primitives and sequences of primitives. The purpose of
these embedded primitives is to provide control, expected
responses, synchronization, and timing information to the in-
terpreter that transmits the surrounding text to the remote
computer as commands. Figure 1 shows examples of experi-
mental primitives developed so far.

This new macro language is based on GPMX’ which was
derived from GPM, a well-known macroprocessor. The crit-
ical feature of this macrolanguage is that because it uses a
special escape character ($ here), it allows new operations to
be embedded in an existing language. The existing language
in this case is the command language of some remote time-
sharing system. Perhaps an example will make this concept

clearer. In Figure 2 we show an example of a UNIX login
session, but without any control primitives embedded. This is
simply the text that a user would type, but with no indication
of what responses or timing should be expected.

It should be noted that the commands of Figure 2 must all end
with a RETURN character and that the two (CTRL-D) char-
acters at the end result from holding down the CTRL key and
hitting a D at the same time. This generates the ASCII end-
of-transmission (EOT) character. It should also be mentioned
that the 12 at the beginning is preceded by an empty line
(containing only a RETURN character) and these two com-
mand lines are for the purpose of selecting service 12 through
a Gandalf Private Automatic Computer Exchange (PACX).
Figure 3 shows the same session, but now with the macro calls
embedded to control timing and deal with responses in a
correct manner. It should be emphasized that the command
text has not been modified, except by the introduction of the
embedded macro calls. Also, in every case the occurrence of
an end of line (RETURN character) is a signal for the com-
mand text to be transmitted to the remote system and also
signals that a response from the remote system (specified by
a previous $4 macro) is expected. Finally, the $1 macro allows
a move to a new line of text without such transmission.

A number of new issues can be observed in Figure 3. For
example, the mail command gives no prompt or response, so
a $s macro is issued, which sends off the text (adding a RE-
TURN) but does not wait for a response. In addition, in the
case of the ({CTRL-D) or ASCII EOT characters, no RE-
TURN character is needed, but a response is expected, so the
$8 macro call is used following the $e, and both are defined as
the body of a $q macro call.

We intend to expand the interactive protocol interpreter
considerably beyond its present capabilities to make it much
more flexible. Planned expansions include the insertion of the
contents of input files in the command sequence in order to
allow login names, passwords, and text (to be transmitted to
a remote computer) to be provided by a user who need not
know the contents of the surrounding protocol. In addition,
we must provide the capability for the user to route certain
segments of incoming text (from the remote computer) into
local files or subsystems, e.g., mail. In addition to the two
present options (Abort or Proceed to next command) on time-
out or recognition of a response string, we also intend to
implement a Go-to capability, allowing more complex routes
to be taken through the protocol, depending on the responses
of the remote system. Presently the protocol interpreter is an
experimental system, but with these additions we believe it
will be ready for preliminary operational testing.

One other facility of the UNIX (Version 6) system at North
Dakota State University is critical to the effective operational

12

gammill

password

who

mail shapiro

Have you heard from John yet?
(CTRL-D) (CTRL-D)

Figure 2—Commands for a UNIX login session
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$0=101580=e004$0’ q$e$8’$5000$2341007000$4 ' *'n
$4’SERVICE 12 UNAVAILABLESr$n’a$4'login: 'n$3007n12
$4'Password: 'n$5001gammill

$4'% 'npassword

$0's$r$6$1'who

mail shapiro$s

Have you heard from John yet?$s

$q8q81

Figure 3—UNIX command text with embedded macro calls

use of the interactive protocol interpreter. This is the “re-
mind” command, which was first implemented at The Rand
Corporation by Dr. S. Zucker. This command allows the user
to specify when a task should be executed, either in relative
(e.g., 1 hour from now) or absolute (e.g., 3 a.m. May 15)
time. If the task scheduled by “remind” is not successfully
completed at that time, it can reschedule itself at a later time
(using “remind”). Since it can continue to do this until success
is achieved, it is possible to run the protocol interpreter un-
attended but with great assurance of success!

DISTRIBUTING THE TASKS OF AGNET PROGRAMS

As mentioned previously, the increased demand for the ser-
vices provided by AGNET and the increased burden on the
physical resources of the system necessitate alternatives to
provide the same quality of service in a more efficient and less
costly manner. One approach would take advantage of the
present three-part structure of AGNET programs and the
increasing presence of personal computers on the farm for
business purposes by splitting the programs into input, com-
putation, and output sections. This natural division of iabor
allows the individual tasks to be completed on different com-
puters. For example, the input and output sections, both
communication-intensive, could be run on the farmer’s home
computer, and the model calculations could take place on a
larger remote machine.

The input portion of any problem-solving program gathers
information needed to calculate the answers to the problem
the program is trying to solve. In current AGNET programs
this is accomplished through a series of questions to which the
user responds, having the option of changing previous re-
sponses at any time. The questions are usually asked in the
following way:

Enter: 1) Tractor Price
2) Tractor Useful Life
3) Trailer Price
4) Trailer Useful Life

which takes a substantial amount of time to print out at the
normal communication rate of 300 baud. This method will be
referred to as the typewriter mode.

The input function on a small machine has two possible
implementations. The first would run as AGNET programs
now do, with the questions being asked in typewriter format.
This task is supported by several input routines, written in C,
which are modeled after similar AGNET subroutines. This

method would always have to be available, since many termi-
nals use hardcopy instead of a CRT. An alternative method of
input, called screen mode, would be video-oriented. Many
questions would be on the screen at once, and boxes would be
left for the user to fill in the answer. Hitting a key such as TAB
would allow the user to move from one field to another. The
screen mode program, designed to be similar to VisiCalc
{TM—Personal Software, Inc.), would have the capability of
checking for illegal or out-of-range data and giving appropri-
ate help messages. A special advantage of screen mode is that
default answers can be provided in the boxes. Therefore, only
changes need be entered by the user.

Regardless of which method is used to gather the user’s
information, a problem-solving routine is needed to calculate
results. For small applications it is likely that this task could
also be done on a user’s computer. However, some programs
attempt to answer rather complicated questions. To accom-
plish this, many equations may have to be evaluated, and
databases may need to be used. This task often requires more
resources than are available on most microcomputers. There-
fore, the use of a larger computer is often required. After the
relevant information has been gathered on the small comput-
er, it can be sent off to the larger one to be processed. Anoth-
er reason to keep the model calculations on a central machine
is to allow the program author to have control over the main-
tenance and modification of the program. This allows the
integrity of the model calculations and the reliability of the
results to be certified by the author. Such issues are important
when model results may be used in expensive agricultural
decisions.

The output section of the program takes the results calcu-
lated by the model section and prints it in a form easily under-
stood by the user. This printout is usually in table or chart
form, which may be very lengthy. At the usual communication
speed of 300 baud, this is a time-consuming process, which can
be expensive during daytime hours over long-distance lines. If
the output process were available on the farmer’s own home

_ computer, the calculated results could be sent to it in compact

form, the long-distance connection dropped, and the results
printed out on the screen or a printer if available. A hardcopy
listing is often very useful in order to evaluate a possible
solution to a problem. Since printers are still quite expensive,
it is possible that not every user would have one. A possible
solution to this would be to have a printer shared by several
users, possibly located at a County Extension office. The
results could be seen on the screen of the farmer’s computer
and then be routed to the printer to be picked up later.

PROGRESS

A test program using a North-Dakota-written AGNET pro-
gram, SEMITRUCK, has been set up to test the concept of
splitting an AGNET program into three tasks and having the
tasks run on separate machines. Each section was translated
to C and implemented on the PDP 11/45. The input task was
accomplished by a routine in typewriter mode and a screen
mode routine that uses the Heath H-19 video terminal. First,
the modules communicated with each other on the same ma-
chine, showing that the program could indeed be split. The
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next step was to have the model calculations carried out on the
AGNET system in Lincoln, Nebraska, with the input and
output functions on the PDP 11/45 in Fargo. The AGNET
SEMITRUCK program written in FORTRAN was slightly
modified to bypass the normal input and output sections of the
code. The input task was accomplished using the typewriter
mode routines. These data were sent to the AGNET comput-
er with the aid of the previously mentioned auto-dial modem
and protocol interpreter. The model caiculations were carried
out and the results sent back to the output program on the
PDP11/45. The output worksheet was printed by the local
machine.

RELATIONSHIP TO NETWORK OPERATING
SYSTEMS

Splitting a task into parts that are distributed over several
computers interconnected by a network is one of the concerns
of computer scientists studying network operating systems.
The goal of a network operating system is to manage re-
sources and tasks among a variety of computers hooked to-
gether by a network, allowing the computers to share those
resources (such as databases or special hardware) for better
performance. Such work is complicated, especially because
the machines and their individual operating systems are often
heterogeneous and not designed with cooperation with other
machines in mind. This paper describes werk which is defi-
nitely not on network operating systems but is related to it.
The goal here has been to distribute parts of a task on differ-
ent computers where the network involved is the dial-up long-
distance telephone network. In some ways the methodology
used has been much different from that of workers in network
operating systems, because we have assumed that the only
control that can be exercised over computers “‘other” than
ours is through timeshared login on the remote computer.
This has advantages and disadvantages. It means that achiev-
able data rates are low and that the class of services available
are simply those available to the ordinary user. However, it
also means that the remote computer need not even know (or
be modified to support) the fact that it is being used in a
distributed processing environment. In other words, the
present work might be viewed as distributed processing man-
aged at the applications programming level. To make an anal-
ogy, overlays in FORTRAN were an applications level solu-
tion to the problem of limited memory, which is generally
being solved by virtual memory operating systems today. We
view our work as an applications level solution to distributed
processing which will ultimately find more refined solution in
network operating systems. Given the environment in which
we are working, that solution is not yet feasible here.

SUMMARY

A project which seeks to distribute the processing of
agricultural-problem-solving tasks over two or more comput-
ers has been described. The vehicle for the project has been
the experimental use of a PDP11/45 running UNIX at North

Dakota State University to split the processing of AGNET
timesharing programs into local and remote parts. The goal of
the work is the dramatic reduction of long-distance line
charges for users of AGNET by allowing interaction to take
place locally, while allowing the use of high-quality problem-
solving services that are available on the remote AGNET
system in Nebraska. The support software used for this
project is a timesharing protocol interpreter which allows
UNIX to login on other machines and use their services. This
method has some severe restrictions, primarily in the area of
achievable data rates, but promises immense improvements in
the costs of using remote computer services, since communi-
cation between computers can proceed at the full available
data rate and at late hours. The cost improvement is estimated
to be around a factor of 100 in long-distance charges. The
present work is an early step in the development of systems
where personal computers on the farm, small local time-
sharing services, and large remote computer services will
work together to provide services to rural residents that no
one of the services could provide alone.
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ABSTRACT

The new RIPS (Research Information Processing System), installed in the Tsukuba
Research Center of AIST (Agency of Industrial Science and Technology) at
Tsukuba Science New City in Japan, began operation in January 1981."2

AIST thought of the RIPS plan for the purpose of more creative, more advanced
research activities, taking advantage of the possibilities for centralization, since a
number of national research organizations were gathered in Tsukuba.

RIPS is a distributed integral system, decentralized in regard to the individuality
of the laboratories or the researchers, but centralized by its very large-scale com-
puter system.

The RIPS network, using optical fiber, is composed of three kinds of networks
taking into account cost performance and technical innovations of the future. One
is the MultiPurpose Data Highway loop, handling a mix of coded data and voice
data. Another is the star-pattern High Speed Dedicated Network to expand the
distance between the computer channel and I/Os. The other is the star-pattern
Video Distribution Network, through which users can observe the state of the two
networks and the conditions of the RIPS center system. Overall length of optical
fiber is about 360 km.
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INTRODUCTION

Local area networks using optical fiber cable have been devel-
oped and put into practical use all over the world.>*?

The basic aim of the RIPS network is not only the installa-
tion of a very large-scale computer but also the establishment
of a total research support system, with the new local network
enabling each laboratory to make the best use of the full
power of the computer.

When a laboratory or a researcher needs individual re-
search information, a decentralized system catering to indi-
viduality is needed. Furthermore, active exchange of informa-
tion between researchers in the network is needed. It is also
desirable to have software and databases to be used in com-
mon by all users, to control the computer and the mass storage
system centrally, and to use the system’s resources efficiently.

Taking these conditions into account in RIPS, we con-
structed a distributed integral system having the merits of
both a centralized system and a decentralized system. In the
RIPS network, the host computer is installed at the RIPS
center, computer devices are installed in laboratories, and an
optical communication network links them.

We adopted the optical communication technology gener-
ally to take advantage of its mass high-speed data transmission
capabilities and noise immunity.

Use of the optical network system contributes to system
flexibility so that users at distant locations can use the central
computer easily.

SYSTEM CONFIGURATION

Figure 1 shows the configuration of RIPS. The RIPS center is
located at the center of the premises, where the very large-
scale computer system FACOM M-200 is installed.

The RIPS center is designed to operate 24 hours a day, 7
days a week.

The centralized supervisory system makes possible oper-
ation without special operators.

To access the host computer from the remote work stations
and user terminals in the laboratories, there are three optical
communication networks:

¢ The multipurpose data highway
® The high-speed dedicated network
® The video distribution network

Table I shows the scale of RIPS in October 1981.

THE MULTIPURPOSE DATA HIGHWAY

The data highway accommodates varied types of data termi-
nals, facsimiles, and minicomputers with standard data inter-
face.

The concentration of channels to the host computer,
switched connection between arbitrary ports, and voice com-
munication are the typical features of the network.

The requirements of the local network are many, de-
pending on the application. But the following are generally
common:

® It must cover widely scattered terminals and computers.

® It must place a computer facility at the user’s premises
(e.g., on a desk).

® It must accommodate various types of terminals and
make it easy to switch accessing to computers.

® It must be sufficiently flexible to permit expansion or
changes in the network.

® It must be expansible to include new services, voice com-
munication, and image communication.

® It must be easily managed and easily maintained.

To satisfy the above requirements, we developed a data
highway with the following features:

1. Highly reliable transparent network. The highway is a
duplicated loop transmission highway operated at 16.896
Mbf/s.

2. Voice communication. In this data highway voice com-
munication is possible by interphone. This voice com-
munication provides a new communication service such
as program guidance and operation schedule reporting.

3. Multiloop network. To achieve a reliable and flexible
network, building block construction is employed for
each loop. The network is expansible up to five loops,
and interloop communication is possible through the
loop exchange node (LX). In the network’s configura-
tion, remote centers are connected in a loop, and a star
connection is used to connect all offices in the building.
Therefore, an end user can have a desk data terminal.

4. Microprocessor-controlled distributed packet transmis-
sion. Packet transmission integrates 64 kb/s PCM voice
and data of various speeds such as 48 kb/s, 4800 b/s etc.,
for interloop and intraloop communication. One packet
consists of 16 bytes, and in each loop throughput is 120
kilopackets/s. Thus, a large number of data terminals
can be accommodated. The main loop frame format is
shown in Figure 2.

A switching connection between arbitrary terminals is
achieved in this network. Then, prior to the data com-
munication, signaling packets are transmitted between
terminal nodes (TN) by supervisory node (SV) control
to set the line. The line is released by the same pro-
cedure. The signaling packet throughput is 8000 packets/
packets/s. Fujitsu’s MB8861, an all-purpose processor,
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Figure 1—Configuration of RIPS

controls the network. Table II shows the specifications of
the multipurpose data highway.

. Centralized network supervisory system. In large com-

puter networks, the network management facility is very
important. The operation status of each loop and chan-
nel is transmitted to a network supervisory processor
(NSP: PANAFACOM-U1500 minicomputer system).
With NSP, it is possible to control the network operation
mode and to realize remote maintenance. NSP handles
large quantities of subscriber information such as data
terminal attributes and can easily deal with channel attri-
bute (e.g., transmission speed) alteration by software
instructions from the center console.

The network is composed of several types of nodes, and
optical fiber links connect these nodes, as shown in Figure 1.
The nodes are as follows:

1.

SV: The supervisor node is set in each loop. The SV
controls the loop to localize malfunctions, to avoid
overload, and to collect traffic statistics. SV oper-
ates the RAS function in three steps, as follows,
when it detects an emergency status in the data

2. CN:

3. TN:

. SN:

highway: Normal/emergency line switching, auto
loopback by loop reconfiguration, and separation
of the abnormal terminal node.

The center node is set up at the center. Ninety data
channels are provided to interface the computer.
Some of the data channels are connected in a time-
sharing system to concentrate the line. Four CNs
can be accommodated by each loop.

Terminal nodes are installed in remote offices.
There are 16 channels for interfacing the data ter-
minals, minicomputers, and digital facsimiles di-
rectly or through subnodes (SN).

Subnodes are set up at the users’ offices. The sub-
node has a handset, a numeric key pad, a display,
an audible-tone generator, and two low-speed (up
to 9,600 b/s) data interfaces or one high-speed (48
kb/s) data interface. In the SN with two data inter-
faces, one is usually used for the conventional data
terminal, and the other is for the image terminal.
The SN is connected to the TN by optical fiber
links, and the transmission speed is 768 kb/s. Figure
3 shows the SN equipment.
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5. LX: The loop exchange node interfaces all loops to pro-
vide interloop communication; 1,200 data channels
and 600 voice channels can be accepted simultane-
ously. The LX also has a master oscillator to which
all loops are synchronized.

THE HIGH-SPEED DEDICATED NETWORK

The network connects the very large-scale computer (FAC-
OM M-200) at the RIPS center with the laboratories in a star
pattern of optical fiber transmission lines.

There are two types of Remote Station Adapters (RSA)
used at transmission contrel units for the optical fiber trans-
mission lines: RSA-C installed in the RIPS center and RAS-S
installed in each laboratory.®

RSA-Cis connected to the FACOM M-200 (host computer)

TABLE [—Scale of RIPS

Item Scale
Environment
Laboratories and institutes 9
Researchers 2839
Number of researchers using RIPS 1613
Buildings about 60
Total area about 1.5km?

Host computer

Main frame FACOM M-200
Mass storage system 35GB
Disk volume 10GB
Optical fibers and devices
LED about 550
APD and Pin-PD about 550
Optical fiber about 360km
Data Highway  197km
Dedicated
Network 136km
Video Network  27km
Optical fiber connections about 2800
Optical Connectors 2000
Splices 800
Data highway
Loop 3
sV 3
CN 3
LX 1
N 36
SN 220
Terminals 348
TSS 319
RIE 29
Lines for acoustic coupler 9
terminals
Host-accommodated lines 218
Dedicated networks 15
Video networks 10

TABLE II—Multipurpose data highway specifications

Item

Specification

Loop composition

Number of nodes

Number of con-
nectable lines

Communication

mode

Connectable
terminals

Call connection
control

Interface

Communication
service

Automation,
labor-saving

Reliability

Operation
service

Maximum 5 loops/network
TN—30 or less/loop

CN—4 or less/loop
SV—1/loop

LX~—1 or less/network
Maximum 480 terminals/loop
Maximum 240 subnodes/loop

Hot line connection
Switched connection
Broadcasting (voice only)

Low-speed lines:
Asynchronous: Up to 1,200 b/s
Synchronous: 1,200, 2,400, 4,800,
9,600 b/s
High-speed line:
Synchronous: 48K b/s

Pushbutton dial (built in subnode)
Automatic call, interface (V24-200 series)

CCITT V24, V35, or equivalent
Acoustic coupler
FACOM low-speed I/O interface

Calling party number display
Representative number, abbreviated dialing
Incompleted call detail display

Automatic power ON/OFF mechanism for
nodes

System automatic activate/deactivate
function

One-dimensional management of subscriber
control table

Full-duplex system for main transmission
line

System automatic/manual reconfiguration
(switching to standby transmission line,
bypass, loopback, etc.)

Network multiloop configuration

System configuration with NSP for the
following functions:
Collection of RAS information such as
that for errors
Collection of statistical information
such as traffic volume
Remote control for modification of line
attributes, line loops, etc.

channel. RSA-S is connected to various input/output devices
or experimental minicomputers constituting a remote station.
Interfaces between RSA-C and the channel and those be-
tween RSA-S and the input/output devices or minicomputers
are equivalent to IBM360/370 I/O interfaces.” Major RSA
specifications are shown in Table III.
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Figure 2—Frame format

The remote station adapter (RSA) converts I/O interface
signals into serial signals and transmits them over a long dis-
tance. It also transfers data over a long distance at a high rate
of speed.

To make possible the connection of an I/O device requiring
high-speed transfer, such as magnetic tape unit, RSA makes
high-speed transfer possible by blocking data with the use of
a buffer memory, as shown in Figure 4.

Figure 3—Subnode equipment

Both RSA-C and RSA-S have three 64-byte blocks used as
a cyclic buffer for high-speed data transfer.

Two-way serial interfaces are provided between the two
RSAs, which continuously transmit frames. A frame consists
of 36 bits (2 bits are used for synchronization, 1 bit is the frame
parity bit, and the remaining 33 bits are data bits). Two data
bits are used to specify one of the three data modes.

OPTICAL FIBERS AND DEVICES

The optical source is the highly reliable light-emitting diode
(LED), operating at about an 830-nanometer wavelength.® It
has a guaranteed lifetime of more than 1 million hours. The
optical detectors avalanche photo diodes or PIN photo
diodes, the choice depending on the range of automatic gain
control.

TABLE III—RSA functions specifications

Equivalent to IBM360/370 I/0
interface

Interface between central
computer and remote
device

Data transfer rate

Data transfer system

Transmission system

Maximum 1.5M byte/s
Block transfer/byte transfer
Frame synchronization
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Figure 4—RSA block diagram

More than 600 optical source and detector pairs are used
(See Table IV).

Step index fiber is used for indoor cabling, and graded index
fiber is used outdoors. Table V shows the characteristics of the
optical fiber.

RIPS OPERATION

Since RIPS began operation, an average of 11,590 batch jobs
and 13,933 TSS sessions per month have been processed.

The data highway has 348 terminals; about 35 manufac-
turers supply the terminals. This network not only connects
the host computer and the terminals; using the switching func-
tion, it also links the medium-scale computer with terminals
connected to other nodes. Users can use TSS service and so
on from the host computer and other computers.

In the dedicated network, 14 lines are used for remote batch
stations at 9 laboratories. Five lines are used to connect mini-
computers for experiments, and a measurement interface con-
trol unit (MICU) is connected to one of them.

TABLE IV—Design values of network optical transmission lines

Multipurpose data

network High-speed
dedicated Video

Item Loop TN—SN  network network
Light source LED LED LED LED
Photodetector APD PIN-PD APD APD
Transmission

speed 16.9 Mb/s  0.768 Mb/s  33.3 Mb/s 6 MHz
Optical fiber

cable GI SI/GI GI GI
Gain (dB) 39.3 29.0 36.3 24.0
Loss (dB) 24.0 16.1 24.0 20.7
Margin (dB) 15.3 12.9 12.3 33

THE IMPACT ON THE INFORMATION PROCESSING
SYSTEM

Now RIPS is expanding the areas for researchers’ information
processing. For example, experimental data gained through
MICU and the dedicated network can easily be displayed
graphically by an extensible engineer language (AXEL).’ By
using MICU and AXEL, researchers can easily tabulate ex-
perimental data.

We are developing the electronic filing system (ELF)."
Using facsimile, researchers can store image information in
the host computer and retrieve it later. This system will help
reduce the amount of paper in the office.

We have a translation system capable of translating simple
English phrases into Japanese. Though it cannot translate all
English sentences, it is satisfactory for translating titles of
reports in the literature database.'!

We are now studying and developing additional features,
such as translation from Japanese to English and translation
to and from other languages.

TABLE V—Design values of optical fiber cables

Design value

Trem Unit Outdooruse Indoor use
Cable Outside diameter mm 17 10
Allowable tension kg 200 50
Allowable bending
radius mm 100 60
Number of optical
fiber cores cores 2o0r4 2
Optical Profile — GI Gl SI
fiber Core diameter/clad
diameter pm 50/125 50/125 62.5/125
Transmission loss*  dB/km <4 <6 <6
Transmission
bandwidth MHz-km =200 =200 =30

*wavelength: 0.83 um
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We firmly believe that these RIPS-based applications will
be a great help in researchers’ activities.

CONCLUSIONS

This paper discusses the basic concept of the distributed inte-
gral research information processing system and the part of
the system that has already been put into practicai operation.

Optical fiber is most suitable for construction of a local
network. The network will bring new applications to the office
of the future.

In the next stage, we would like to employ new communica-
tion technologies, such as extension to a high-speed network
integrated system that includes video and image information
and optical atmospheric transmission.

In the future, efforts will be made to develop and commer-
cialize research automation by upgrading design with CAD
and by making the best use of trial production capability with
CAM and office automation technology. Research results of
the technical learning system and document-translating sys-
tem will be tested with CAI, and wide-range system service
using a communication satellite and DDX will be developed.
Efforts will also be made toward further development of de-
centralized utilization and centralized high-level functions and
high-level system integration.
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A coherent scheme to support location-independent
references in internetwork environment
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ABSTRACT

We describe in this paper a coherent scheme to support location-independent
references of remote entities in an internetwork environment where entities may
dynamically connect to computer systems in different networks. More specifically,
we propose that name servers be provided within networks and in hosts to support
user creation and use of symbolic internetwork names of entities. Message-for-
warding mechanisms to support communication between entities that may migrate
from network to network are designed.
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INTRODUCTION

Since the early 1970s, user desire to access system resources
provided in remote computer systems and to share informa-
tion with other users motivated the development of data com-
munication networks linking computer systems and terminal
equipment. More recently these same considerations have
generated a great deal of interest in the interconnection of
individual networks to form joint networks of computer sys-
tems.'™ To access remote system resources and information in
a network or a joint network, a user must know how to name
remote entities. In most existing networks individual com-
puter systems and networks have their own naming schemes.
Many of the naming schemes are designed and implemented
in an ad hoc way. Furthermore, the naming schemes are usu-
ally so ingrained in the individual systems that to modify the
naming scheme of a computer system or a network in a joint
network often leads to major upheavals. Therefore, design of
a coherent naming scheme is one of the key issues to be solved
to allow convenient remote accesses of resources and informa-
tion in an internetwork environment.

The naming and addressing scheme in computer networks
has not been treated in a coherent manner until recently.”*”’
In most current networks, addresses are used by system and
application programs to refer to remote entities. With rare
exceptions, the design of most networks is based on the as-
sumption that communicating entities either do not move, or
rarely move, from computer to computer. The use of ad-
dresses to refer to remote entities in networks is analogous to
the use of physical core addresses in machine languages in the
early stage of computer usage. In distributed systems where
migration of files, data, server processes, and users between
computers and networks are frequent, the tasks of generation
and maintenance of directory information and the tasks of
supporting location-independent references to all entities are
usually carried out at the application layer."

We describe in this paper a coherent scheme to support
location-independent references of remote entities in an inter-
network environment where entities may dynamically connect
to computer systems in different networks. More specifically,
we propose that name servers be provided within networks
and in hosts to support user creation and use of symbolic
internetwork names of entities. Message-forwarding mecha-
nisms to support communication between entities that may
migrate from network to network are designed.

Our assumptions and terminologies are discussed first.
Naming and addressing schemes used in well-known networks
are briefly described. In the next section the functions and
structures of symbolic name servers that jointly support sym-
bolic internetwork naming are discussed. Then a gateway level
message-forwarding mechanism and two host-level message-

forwarding mechanisms for internetwork entities that may
move from network to network are described. An example
illustrating how the schemes proposed here may be incorpo-
rated into transport layer and session layer protocols is de-
scribed in the last section.

TERMINOLOGIES AND ASSUMPTIONS

In this paper we refer to a computer or a terminal that is
attached to a network and that uses the basic services pro-
vided by the network as a host. It is irrelevant to our discus-
sions to consider whether packets transmitted throughout the
network are parts of messages exchanged because of inter-
process communication or are parts of voice or facsimile
transmissions. Similarly, there is no need for us to differ-
entiate among the types of the sources and destinations of
data packets. We refer to an element that is capable of gener-
ating, sending, or receiving information in the form of mes-
sages as an entity. We refer to the administrators who are
responsible for the maintenance and operation of an entity as
the owner of the entity. Entities reside in hosts.

We confine our attention to packet-switched networks.
(Since there is no possibility of confusion, we simply refer to
them as networks.) A packet switch is a collection of hardware
or software modules that implements the basic network
packet-switching functions. An entity gains access to its local
packet-switched network via its local host-to-network inter-
face. Messages to and from entities may be segmented into
blocks either by local hosts or by the packet switches con-
nected to local hosts. Such blocks of data transported by the
packet-switched network are called packets. When networks
are interconnected, we refer to the interconnected networks
collectively as a joint network.

We view a name of an entity as a data item that designates
the entity and distinguishes it from other entities. The address
of an entity is viewed as a data item that indicates where the
entity is located or can be reached.® A name is used either by
human beings or by machines.>’ Names intended for the use
of human beings usually have arbitrary lengths (within the
limitations imposed by implementation). They are usually
constructed with mnemonic character strings. We refer to a
name that consists of a variable number of mnenomic charac-
ters as a symbolic name. Names consisting of bit strings for
ease and efficiency of implementation are usually used by
machines. We refer to names consisting of bit-strings as bit-
string names.

We refer to a name used to identify an identity locally
within its host as its local name. We refer to a name that is
used networkwide to identify an entity within a network as its
C-name, ® and a name that is used in an internetwork environ-
ment to identify an entity as its I-name.
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Naming and Addressing Scheme in Some Networks and
Joint Networks

In most existing networks, addresses of entities rather than
names are used. For example, in ARPANET,’ before estab-
lishing a connection to a remote process, a user has to know
the location of the remote process. In Cyclade,'® an entity is
supervised by a Transport Station (TS). If a TS moves from
one host to another host within the same region, only the
packet switches in this region have to be informed. Entities
that refer to the moved entities are not affected in this case.
However, if an entity moves from one TS to another TS, or a
TS moves across regions, all entities and TSs that may want to
communicate with the moved entities have to be informed of
the move. In the Distributed Computing System (DCS),"!
location-independent reference using C-names is achieved
with packet broadcasting. In Ethernet,'? the station address of
a remote entity has to be known before a user can use the
services provided by the remote entity.

Addresses are also used for access of remote entities in
interconnected networks. For example, while the CCITT
X.25 recommendation allows each public data network to use
its own addressing scheme when a virtual circuit is being set
up, the X.121 recommendation that specifies the address for-
mat of an X.75 joint network interconnecting a group of X.25
public data networks has decreed the use of a numbering
system similar to that of a public telephone network. With this
scheme, an entity cannot move across a network. In a Pup
joint-network,"® a remote entity is referred to by a port ad-
dress containing a hierarchical address consisting of a network
number, a host number, and a socket number. In these net-
works all the programs or tables that refer to the moved entity
have to be modified when an entity is moved.

Assumption and Objectives

To make our discussions of naming and addressing schemes

clear, we summarize here our assumptions about the joint

network. We consider here a joint network of an intercon-
nected set of networks. The individual networks may support
virtual circuit service or datagram service. Each network may
have a different way to name and to address its local entities,
may accept different packet sizes, and may have different flow
control and error control protocols. Each entity in a network
can be reached by a C-name within that network. We assume
that the networks are interconnected via gateways. Since the
level of interconnection is irrelevant to our discussion of nam-
ing and addressing schemes, we make no assumption about
the manner in which networks are interconnected in our inter-
network model.>?

The internetwork naming and addressing schemes dis-
cussed here are designed to achieve the following goals:

1. All the entities in the internetwork environment can be
referred to throughout the joint network. (We refer to
these entities as internetwork entities.)

2. The internetwork naming and addressing schemes are
independent of the naming and addressing schemes of
individual networks.

3. The entities may move within a host, within a network,
or across networks without any undue cost.

4. The naming scheme provides symbolic names and bit-
string names.

5. The naming scheme supports the mechanisms of initial-
izing and deleting I-names.

6. The internetwork naming and addressing schemes can
be used both in datagram-oriented and in virtual-circuit-
oriented internetwork architectures.

Relation between Symbolic Names and Bit-string Names

We note that a user can use either a symbolic name or a
bit-string name to refer to a remote entity. However, symbolic
names usually use more bits than bit-string names. If we use
symbolic names in packet headers to identify the destinations
of the packets, it costs more overhead in terms of numbers of
bits in the packet headers and in terms of the amount of space
required to store the routing directory. For the sake of effi-
ciency in implementation, we assume here that when a remote
entity known by its symbolic name is accessed, the symbolic
name is first translated into the bit-string name or the address
of the entity by its local host. The corresponding bit-string
name or address is used in the packet header. If the naming
scheme supports the use of location-independent bit-string
names, the translation of symbolic names to bit-string names
is not affected by the moving of entities. If the host does not
translate symbolic names to bit-string names for its user, a
user in this host is constrained to use a bit-string name to
indicate the destination of a message.

SYMBOLIC NAME SERVERS

Since a symbolic name must be unique in an internetwork
environment, a process that manages the registration of sym-
bolic names is needed in a joint network. This process may
also be responsible for the translation of symbolic names to
bit-string names. We call such a process a symbolic I-name
server (SNS). An SNS may reside either in a gateway or in a
host. For the reasons of reliability as well as speed, a number
of SNSs may be distributed throughout a joint network. In
order to use fully the services provided throughout the joint
network, information on what entities are available, what
kind of services these entities provide, and how to reference
these entities must be made available to internetwork users.
Therefore we assume that when a symbolic I-name of an
entity is registered to an SNS, a short description of the entity
associated with the symbolic I-name should also be kept at the
SNS. Moreover, the SNS includes a facility to allow users to
query the database containing the names and descriptions of
the entities.

In summary, an SNS provides to the internetwork users
services needed for the translation of symbolic I-names to
bit-string I-names, registrations of symbolic names, update of
the information on the entities, and queries about joint-net-
work entities. In addition, when a packet is received in a host,
the SNS can be asked to transiate a bit-string name into a
symbolic name. We assume that each SNS has a database
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(DB) that provides database services to the SNS. The internal
structure of a DB is irrelevant to an SNS.

A host can provide a local symbolic name server (LSNS) to
network interface routines and local users of the host. The
LSNS can be viewed by its users as containing all information
about symbolic I-names of the joint network. It provides such
services as translation of symbolic I-names into bit-string I-
names; registration of symbolic I-names; update of the infor-
mation of joint-network entities; query services; and the cre-
ation, translation, and deletion of local representation of
remote entities. The relation among LSNS, SNS, and DB; the
algorithms of SNS and LSNS; and the database interface are
described in the Appendix. In general, if a name used in layer
iis a symbolic name and a name used in layer i-1 is a bit-string
name, the services of a symbolic name server are provided in
layer i.

MESSAGE-FORWARDING SCHEMES

When entities in a joint network are allowed to migrate from
network to network, some mechanisms must be provided in
order that messages intended for a moved entity may be for-
warded to its new location. We describe here two message-
forwarding schemes for this purpose. For the sake of concrete-
ness, we assume that a message intended for an entity contain
in its header the bit-string I-name of the entity.

When an entity is to be moved within a network or to a
different network, the owner of the entity sends a move re-
quest to the supervisor gateway. The supervisor gateway then
removes the C-name/I-name association from its memory.
The entity, however, still has the same I-name.

After the entity has moved to another host and has obtained
a new C-name, it sends a location report request to its new
supervisor gateway. The new supervisor gateway keeps the
C-name/I-name association in its memory and sends the loca-
tion report with the I-name and supervisor gateway associa-
tion to the registrar gateway of the entity. The registrar gate-
way then updates the association of I-name and supervisor
gateway code in its memory.

When it is decided that an entity will no longer be accessible
to other entities in a joint network, its bit-string I-name can be
deleted by its owner by sending a termination request to the
supervisor gateway. The supervisor gateway then deletes the
I-name from its memory and sends the terminating request to
the registrar gateway of the entity. The registrar gateway de-
letes the I-name from its memory. Depending on the pattern
that the entity is referred to and on the implementation of the
registrar gateway, the deleted I-name may be reused after a
reasonably long period or never reused. One criterion for the
reuse of a bit-string I-name is that there be a zero or a negli-
gible possibility for internetwork entities to refer a name that
designates another entity.

Gateway Mapping Scheme

We assume here that the bit-string I-name of an entity
carries no information on the location of the entity. Among
the gateways in a joint network, some are responsible for the
functions of creation and maintenance of I-names and associ-

ations between I-names and C-names of internetwork entities.
A gateway at which an internetwork entity registers to get a
bit-string I-name is referred to as the registrar gateway (or
name server gateway of the bit-string I-name) of that entity.
A gateway that transmits internetwork packets for a joint-
network entity is referred to as the supervisor gateway of that
entity. In every network there are one or more supervisor
gateways for the internetwork entities in the network. How-
ever, there might be no registrar gateway in some networks.
A gateway can be both a supervisor gateway and a registrar
gateway for some internetwork entities, but there are gate-
ways that are neither a supervisor gateway nor a registrar
gateway for any internetwork entity.

The bit-string I-name of an entity is created when it is
decided that the entity will communicate with remote entities
in a joint network. In this case the owner of the entity selects
a gateway among the gateways in its local network as the
internetwork supervisor gateway of the entity. All internet-
work communication for that entity will be handled by its
supervisor gateway. Conceptually, the supervisor gateway can
be viewed by the entity as a host in the network, with all the
remote internetwork entities as the local entities of that host.
The owner of the entity sends a name registration request
containing the C-name of the entity to the supervisor gateway.
The supervisor gateway selects a registrar gateway and for-
wards the registration request to it. The registrar gateway
finds an available I-name from its internetwork name space,
keeps the association of I-name and supervisor gateway in its
memory, and returns the I-name to the supervisor gateway.
The supervisor gateway keeps the I-name/C-name association
in its memory and returns the I-name fo the owner of the
entity. Without loss of generality, we assume that a bit-string
I-name consists of two parts: the first part is the code for its
registrar gateway, and the second part is a bit string that
uniquely identifies the entity among all entities registered by
the registrar gateway.

When an entity is to be moved within a network or to a
different network, the owner of the entity sends a move re-
quest to the supervisor gateway. The supervisor gateway then
removes the C-name/I-name association from its memory.
The entity, however, still has the same I-name.

After the entity has moved to another host and has obtained
a new C-name, it sends a location report request to its new
supervisor gateway. The new supervisor gateway keeps the
C-name/I-name association in its memory and sends the loca-
tion report with the I-name and supervisor gateway associa-
tion to the registrar gateway of the entity. The registrar gate-
way then updates the association of I-name and supervisor
gateway code in its memory.

When it is decided that an entity will no longer be accessible
to other entities in a joint network, its bit-string I-name can be
deleted by its owner by sending a termination request to the
supervisor gateway. The supervisor gateway then deletes the
I-name from its memory and sends the terminating request to
the registrar gateway of the entity. The registrar gateway de-
letes the I-name from its memory. Depending on the pattern
that the entity is referred to and on the implementation of the
registrar gateway, the deleted I-name may be reused after a
reasonably long period or never reused. One criterion for the
reuse of a bit-string I-name is that there be a zero or a negli-
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gible possibility for internetwork entities to refer a name that
designates another entity.

When an entity wants to communicate with a remote inter-
network entity, it sends a data packet containing the bit-string
I-name of the destination entity to its own supervisor gateway.
By examining the first part of the bit-string I-name, the super-
visor gateway can determine the registrar gateway of the des-
tination entity and then transmit the packet to the registrar
gateway. The registrar gateway of the destination entity finds
the current supervisor gateway of the destination entity and
transports the packet to the supervisor gateway. Having re-
ceived the packet, the supervisor gateway of the destination
entity transports the packet to the destination entity through
its local network. This procedure is illustrated by the exam-
ples below.

Example 1. As shown in Figure 1, the internetwork entity
with bit-string I-name 2x wants to send a packet to another
internetwork entity with a bit-string I-name 4y. The numbers
2 and 4 indicate the registrar gateways of these entities. Gate-
way 1 is the supervisor gateway of entity 2x, and Gateway 3 is
the supervisor gateway of entity 4y.

Entity 2x sends an internetwork packet with destination
name 4y to the supervisor gateway 1 of the entity 2x. Gateway
1 forwards the packet to the registrar gateway 4 of destination
entity 4y. Gateway 4 finds that entity 4y is currently connected
to Gateway 3 and passes the internetwork packet to Gateway

gateway 2
o]
gateway 1 gateway 3
entity 4y
entity 2x gateway 4

Figure 1—Entity 2x sends a packet to Entity 4y

3. Gateway 3 then passes the internetwork packet to entity 4y
through the local network.

Example 2. This example illustrates how the procedure de-
scribed above can be simplified when the registrar gateway
and the supervisor gateway of the entity are the same. As
shown in Figure 2, Gateway 1 is both the supervisor gateway
and the registrar gateway of the entity with a bit-string I-name
1x. Gateway 2 is both the supervisor gateway and the registrar
gateway of entity 2y. Figure 2 shows the path of an internet-
work packet sent from entity 1x to 2y.

gateway 2

.
»

gateway 1

entity Ix entity 2y

Figure 2—Entity 1x sends a packet to Entity 2y

Packet Forward Scheme

We suppose here that bit-string I-names are managed by
hosts in the network. In each host there is a process that
assigns unused I-names to entities. We call this process an
I-name server. To create an I-name, the owner of an entity
requests an I-name from the I-name server in its host. Bit-
string I-names may have a hierarchical structure consisting of
a network number, a host number, and a socket number. Note
that, in this case, the bit-string I-name of an entity also indi-
cates the location of the entity when the name of the entity is
created.

With this scheme, when an entity moves to a new host, its
owner requests a new I-name and leaves this new I-name as a
forward internetwork address in the old host. After an entity
has moved, the packet containining the old I-name is sent to
the old host. From the old host, the data packet is forwarded
to its new host. Hence this entity can be referred to either by
the old I-name or by the new I-name. (Figure 3)

If an entity moves several times, the easiest way to forward
packets is to link the forward I-names serially, as shown in
Figure 4. Because the time delay for packet transportations is
significant, this'method makes communicating with an entity
that has moved many times very, time-consuming. There are
several ways to modify this method. The first modification is
to forward internetwork packets through the original location,

new I-address old I-address

Figure 3—Packet forwarding

current
I-address

Figure 4—Cascade forwarding

where the original location of the entity is the host (or a
protocol handler) in which the entity resides when the entity
first acquires an I-name. As shown in Figure 5, all forwarding
I-names are pointed to the original location. When a packet
arrives at a host and it is found that the entity has moved, the
packet is forwarded to the original location of the entity.
When a packet is received at the original location and the
destination entity has moved, the packet is forwarded to the
current I-name location. The algorithms for this method are
described in a PASCAL-like language, as follows:
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current
I-address

original
I-address

Figure S—Forward through original host

[

forwardRecordType = record
current : boolean;
(* true if the entity is
in this host *}
original boolean;
(* true if this host is the
original location of the entity *)
reference : I-nameType;
end;
(* When an entity is created *)
new(I-name);
with T-name " do begin
current := true;
original := true;
reference := I-name;
end; '
(* When an entity is moves from I-nameOld to I-nameNew *)
new(I-nameNew);
with I-nameNew do begin
current := true;
original := false; -
reference := I-nameOld".reference;
(* points to original I-name *)
end;
with I-nameOld" do begin
current := false;
reference :=I-nameNew;
end;

(* Forwarding mechanism *)

if I-name".current then
passToEntity

else
sendTo(I-name ".reference);

Using the method above, one packet transportation is needed
to send a packet to the current I-name location of the entity.
If a packet is sent to the original location and the entity no
longer resides there, two packet transportations are needed.
If a packet is sent to an old location that is not its original
location, three packet transportations are needed. When an
entity moves, only one message sent to the original location is
needed.

The second variation is to forward internetwork packets
with a feedback update. As shown in Figure 6, when an entity

moves, it leaves a forward I-name in the previous location.
When an internetwork packet arrives at a host and it is found

current
I-address

forward address
feedback update emmmanammartm- -y

Figure 6—Forwarding with feedback updates

that the entity has moved to a new location, the packet is
forwarded to the new location and an update message is sent
back to the location that has forwarded this packet. Hence,
besides the source and destination I-name field, there is one
more address field in the internetwork packet to indicate the
location that forwards this packet. The algorithms for this
method are specified as follows:

forwardRecordType = record
current : boolean;
reference : [-nameType;
end;
(* When an entity is created *)
new(I-name)
with I-name" do begin
current :=true,;
reference := nil;
end;
(* When an entity is moved from I-nameOld to I-nameNew *)
new(I-nameNew)
with I-nameNew " do begin
current :=true;
reference :=nil
end; h

(* Forwarding mechanism *)
if I-name”.current then
passToEntity
else begin
sendTo(I-name".reference);
sendFeedbackTo(forwardSource, I-name ".reference);
end;

Using this method, if a packet is sent to the location where the
entity currently resides, one packet transportation is needed.
If a packet is sent to an old location where the entity does not
currently reside, the number of packet transportations ranges
from 2 to n + 1, depending on how up-to-date the forwarding
addresses are in the previous locations, where n is the number
of moves their entity has made.
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AN EXAMPLE OF THE USE OF
SYMBOLIC NAME SERVERS

We give here an example based on the draft reports on proto-
col feature specifications by the National Bureau of Stan-
dards, which uses the seven-layer architecture of the ISO Ref-
erence Model for Open Systems Interconnection.”'* In the
reports of the National Bureau of Standards, the name sup-
ported by the session layer is a symbolic name, and the name
supported by the transport layer is an address. In this exam-
ple, we assume the name supported by the transport layer is
a bit-string name. In this case, the symbolic name server is in
the session layer.

In this example, among the events of service primitives pro-
vided in the session layer and the transport layer, we will use
the “request” event of the TRANSACTION service primitive
of the session layer and the “request” event of the TSEND
service primitive of the transport layer. The TRANSACTION
service primitive provides for single access data exchange for
correspondent session users without establishing a session.
The TRANSACTION(request) event notifies the session
layer that it is to transfer the specified data as a transaction to
the indicated session user. The TSEND service primitive of
the transport layer provides for single-access data exchange
for corresponding transport users without establishing a trans-
port connection. The TSEND(request) event notifies the
transport layer that it is to transfer the specified data as a
transaction to the indicated transport user.

Anentity withsymbolicI-name “Nety.Second_Bank. Acctl”
wants to send data to an entity with the symbolic I-name
“Netx.Third_Bank.Supv15.” Furthermore, the first entity has
a local symbolic name “Acct]l” under user “238.” The mes-
sage sent to the session layer, possibly having gone through
the application layer and the presentation layer, is as follows:

TRANSACTION(request(
“Acctl”,
“Netx.Third_Bank.Supv15”,
mode,
data

) )

The protocol handler of the session layer asks the LSNS to
translate “Acctl” by calling 1sns.translate (see Appendix).
The Isns.translate finds out that “Acctl” is a local symbolic
name and returns the bit-string name of the entity,
1110001010110, to the protocol handler of the session layer.
The protocol handler of the session then asks the LSNS to
translate ‘‘Netx.Third_Bank.Supv1l5” into a bit-string name
by calling Isns.translate. The Isns.translate finds out that
“Netx.Third_Bank.Supv1l5” is not a local name, and then
asks SNS to translate it by sending a message to sns.translate.
The sns.translate queries its database by calling db.query to
find the associated bit-string I-name, 1010011011001. SNS
then returns the bit-string I-name, 1010011011001, in a mes-
sage to LSNS. LSNS finally returns the bit-string I-name to
the protocol handler of the session layer. The session layer
passes the data transfer message to the transport layer by
calling the transport layer primitive:

TSEND(request( 1110001010110,
1010011011001,
precedence,
security level,
compartment,
data

) )

We ignore the procedures that pass the message down to the
network layer, the data link layer, and the physical layer, as
well as the procedures that pass the message up to the remote
entity, since they are irrelevant to the use of symbolic names.
In the destination host, when the message is passed to the
session layer by the transport layer, the session layer may ask
symbolic name servers to recover the symbolic name of the
entity that sends this message.
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APPENDIX

In this appendix we describe the relation among LSNS, SNS,
and DB, the algorithms of SNS and LSNS, and the database
interface.
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LSNS SNS

DB

module sns;

procedure translate(sname, bname, error_code);
(* procedure translate returns the associated bit-string I-name
of a symbolic I-name or returns the associated symbolic I-
name of a bit-string I-name. *)
db.query(snamekey,bname,answer,next);
if answer = nil then
~ prepare_error_code(error_code);
end; (* translate *)

procedure register(entity_record,error_code);
(* procedure register inserts the information of a symbolic
*i-name into the database. *)
db.new_record(entity_record,error_occurred);
if error_occurred then
prepare_error_code(error_code); (* name conflict *)
end; (* register *)

procedure update(key,update_record,error_code);

(* procedure update updates the information of a given sym-

bolic *i-name *)
db.query(key,entity_record,query_id,more_answer,
error_occurred);
(* update the fields of entity_record that appears in
update_record *)
update_record(update_record,entity_record);
db.update_record(key,entity_record, error_occurred);
if error_occurred then

prepare_error_code(error_code);
end; (* update *)

procedure query;
(* procedure query reads query commands from the sub-
scriber, queries the database, and writes the answers to the
subscriber until it reads a ‘bye’ command.*)
repeat
read(command)
if command < > ‘bye’ then begin
analyze_command(command,key,result_kind);
db.query(key,answer,query_id, more_answers,
error_occurred);
if error_occurred then begin
~ prepare_error_code(error_code);
write(error_code);
end

write(answer);
while more_answers do begin
db.get_answer(query_id,answer,
more_answer);
write(answer);
end;
end;
end;
until command = ‘bye’;
end; (* query *)

end; (*module sns *)
module db;

(* since the structure is irrelevant to name servers, we describe
here only the assumed database interface. *)

procedure query(key,answer,query_id,more_answer);

(* procedure query searches the database with the given key
and returns the result to ‘answer’. if there are more than one
answer matches the key, it sets_more_answer to true, and
assigns a query_id to this query. the caller uses this query_id
to get next answer by calling procedure get_answer. *)

procedure get_answer(query_id,answer,more_answer);

(* procedure get_answer gets the answer from previous query
identified by query_id. if there are more answers,
more_answer is returned true. *)

procedure new_record(entity_record,error_occurred);
(* procedure new_record inserts the record into the data-
base. *)

procedure update_record(key,entity_record,error_occurred);
(* procedure update_record updates the record of the given
key. *)

procedure delete_record(key,entity_record,error_occurred);
(* procedure delete_record deletes the record of the given
key. *)

procedure reset_db:
(* procedure reset_db initializes the database. *)

end; (* module db *)
modaule Isns;

procedure translate(sname,bname,error_code);
(* procedure translate returns the associated bit-string I-name
of a symbolic I-name or returns the associated symbolic I-
name of a bit-string I-name. *)

if not is_local(sname,bname) then

N ﬁ.translate(sname,bname,eﬁr_code);
end; (* translate *)

procedure register;
(* procedure register lets the user to register a new symbolic
i-name. *)
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(* interactively ask user the information of the entity_re-
cord *)

get_register_info(entity_record);
sns.register(entity_record,error_code);

if error_code <> nil then

write(error_code);
end; (* register *)

procedure update;

(*procedure update updates the entity_record. *)
(*interactively ask the user the key and the fields to be up-
dated

and prepares an update_record which contains only the
field to be updated.*)
get_update_info(key,update_record);
sns.update(key,update_record,error_code);
if error_code < > nil then
"~ write (error_code);
end; (* update *)

procedure query;
(* procedure query connects the query routine of a symbolic
i-name server to the user. *)
sns.query;
end; (* query®)

procedure make_local(user_id,sname,bname,error_code);
(* procedure make_local makes an association between the
symbolic local name ‘sname’ and the given bit-string i-name
‘bname’ under the naming environment of the user
‘user_id’. *);

insert_pair(user_id,sname,error_code);
end; (* make_local *)

procedure delete_local(user_id, sname,error_code);

(* procedure delete_local deletes the association between the

local name ‘sname’ with the bit-string name from the naming

environment of the user ‘user_id’. *)
delete_pair(user_id,sname,error_code);

end; (* delete_local *)

end; (* module Isns *)
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ABSTRACT

This paper presents methods for one of two key activities in the creation of practical
distributed data processing (DDP) systems for business computing. The first ac-
tivity, discussed in this paper, is to select a configuration of hardware and software
to support the implementation of a multiapplication plan. The second, discussed in
a companion paper, is to select data distribution and manipulation approaches for
one application within the limits set by the results of the first activity. To establish
a justification for the methods, the paper selects a definition of DDP, discusses the
alternatives to DDP for reaching the objectives of the enterprise, and identifies
the design issues to be solved or avoided in a practical system for a commercial
establishment.
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INTRODUCTION

Distributed data processing (DDP) seems to have been se-
lected as the computing industry’s newest panacea for busi-
ness computing. DDP has very attractive characteristics, ac-
companied by some significant technical challenges for the
pioneer. This situation would be acceptable if the decision to
use distributed processing were always made by computing
professionals. Unfortunately, the spectacular improvements
in the price/performance ratings of small computers has led to
a significant number of articles in the business press'™ that
promote the use of small computers in DDP configurations.
As a consequence, the initiative in using DDP is taken by the
chief executive, and the MIS director is frequently faced with
a directive to “implement distributed processing.”

Principal Tasks

In our experience and that of our colleagues, there are two
activities crucial to a successful installation. The first is the
preparation of a plan or strategy for the disposition of func-
tions, data, and hardware and the identification of the neces-
sary supporting software. The second is the disposition of data
and the associated choice of approaches to the timing and
synchronization of processing for each specific application
within the constraints set by the choices of the prior plan.

The two activities fit into the context of a complete method
for systems development.® They draw upon data developed in
earlier tasks and provide input to tasks that follow. The two
tasks are discussed because they result in key design decisions
that control the impact of logical problems and technical gaps
that we see in the present environment.

Each of the two papers discusses one of the two activities.
The first is called strategy selection and the second data de-
sign. A method for collecting, organizing, and analyzing rele-
vant data for each is presented. The methods, intended to be
responsive to the current state of the art in DDP products, are
aimed at minimizing present risk for the commercial user of
computing. As logical challenges are overcome and more

sophisticated products are introduced, the methods will

evolve.

Issues

There are two groups of issues that can make DDP imple-
mentation a formidable task: logical puzzles that spring from
the very nature of allocating processing between several pro-
cessors® and gaps in the available technology’ that make some
approaches more costly than others. The second group of

issues will lose their significance as the gaps are filled, but the
first group may persist. In any event, the MIS director needs
to adopt an approach to DDP that avoids both groups in order
to succeed in creating a DDP environment within constraints
of cost and time.

Definition

There are many interpretations of the term distributed data
processing. **° To place this contribution in context, we de-
fine DDP as follows: A data processing technique that pro-
vides access to computing power for end users by means of
multiple processors interacting through the planned exchange
of data over communication lines.

The definition is explicit, because DDP systems have many
sources of variation:

® The processing capability of the devices at the remote
location

® The extent to which data are distributed to terminal
locations

® The discipiine used to communicate

® The number of terminal locations

® The frequency of the processing at terminal and central
locations

® The frequency with which the processes are synchronized

® The compatibility of the devices used for implementation

Our definition varies from others in certain key respects. It
is more restrictive than some in implying storage capability
and hence data residence at each node. It is less restrictive in
not being limited to online or real-time interaction between
processors and in not implying any dynamic allocation of
tasks.

We wish to stress the definition question for two reasons.
First, a clear definition helps the DP professional explain how
a directive to “use DDP” has been interpreted. Second, the
definition can be used as a template or profile for comparison
with a proposed configuration. A conforming configuration
may suffer from some of the logical problems or gaps in tech-
nology that exist. The implementer of a conforming config-
uration will be alert to these issues and take steps to avoid
them.

STRATEGY SELECTION

User Objectives

Our earlier definition hinted at one of the key objectives of
the organization examining DDP: to provide access to com-
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puting power for the end user. Distributed means that some
function of the data processing department is reassigned to a
person closer to the mainstream of the business.

There are many means by which that function distribution
may be achieved, including online terminals and decentralized
computers. The many variations of DDP fill the middle
ground. It is the quality of direct access, independent of the
data processing department, that is the principal objective of
the requester or commissioner of DDP. We therefore take the
objective of strategy selection to be the configuration of a
combination of hardware and software components that deliv-
ers access while optimizing an objective function addressing
performance, development cost, operating cost, delivery
date, and ease of use.

General Approach

The strategy selection activity can be decomposed into a
sequence of tasks, as follows:

® Identification of applications

® Identification of distributed functions

® Analysis and selection of a configuration of hardware and
data communications facilities

® Selection of standards for data distribution

® Development of a catalogue of software components

® Selection of products

Strategy selection occurs during a planning phase. The re-
sults must stand for five, ten, or even more years. The selected
strategy must be responsive to requirements that are imper-
fectly defined and likely to change. The selection approach
must therefore rely heavily on the experience, knowledge,
and judgment of the selectors. The steps here presented are
precise in their identification and sequence but will be subjec-
tive in their execution.

Application Identification

If a strategy is to be durable, the selectors must have a good
appreciation of the applications to be implemented. From the
point of view of the user, computing services are more con-
venient if they are accessible through a single work station.
From the point of view of the enterprise, product acquisition
is more economical if negotiated for the long term. For such
reasons, this first task identifies as many potential uses for the
configuration as possible.

Useful tools for this purpose are models of general pro-
cessing and data structure requirements specific to the indus-
try to which the enterprise belongs. These charts identify the
components of a total information system to serve all the
principal business functions for transaction processing, re-
porting, and operational and strategic planning. The com-
ponents are connected to show how information flows be-
tween them. The charts are personalized to an industry to
show its unique requirements and to help communicate with
the executives who must determine which systems are likely
candidates for automation. The charts form a useful checklist

to help ensure that all requirements are identified. Character-
istics of the enterprise discovered by interview and research,
such as size, growth, and markets sought, help to develop a
plan with a sequence and time frame that reflects the enter-
prise’s priorities and resources. {See Figure 1.)

Function Distribution

Candidate functions capable of distribution at this time are
the generic functions of a data processing department rather
than the specific functions of single applications. This task sets
limits on the maximum distribution in order to identify
needed software support in the configuration and to establish
overall quantities and capacity of equipment.

Table I gives examples of generic functions in three groups:
operations, development, and management.

TABLE I—Generic data processing functions

Operations Development Management

Inquiry Identification Network design

Data entry Justification Capacity plan

Validation Data design Equipment acquisition

Correction Screen/report Software selection

File analysis Process design Standards

Printing Programming Network operation

Posting Testing Performance report
Conversion Data administration

Decisions about the dispersion of functions are responsive
to characteristics of the enterprise and are made according to
simple guidelines.

Operations

In general, operating functions are prime candidates and
are considered first. If operating functions are not dispersed,
the dispersion of any other functions is very unlikely. Oper-
ations functions are dispersed when the local business unit has
autonomy in its own day-to-day operations, when its opera-.
tions are on different business cycles from those of its parent
or headquarters, and when its operations efficiency or effec-
tiveness can be improved by rapid access to the results of
computing. The only common exception would be a lack of
the necessary skills or working conditions to operate comput-
er peripherals.

Development

Development functions are also good candidates, for the
reasons commonly cited for any form of end user participation
in development: knowledge of the business, responsiveness of
the design to user needs, and enhanced acceptance of the
system. In addition, if the sites considered for function dis-
persion are widely separated, centralized development be-
comes difficult as a result of communications difficulties. Dis-
persed development is almost a necessity if the management
style of the enterprise favors local autonomy as shown by a
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profit center policy or if the products, markets, and businesses
of the units are different. As with operations, the principal
impediment to dispersion will be a lack of available skills. It
should be noted that the dispersion choices being made here
do not imply that all applications will be equally dispersed.
The objective is to determine the degree of dispersion under
the most favorable conditions so as to uncover software and
equipment needs.

Management

Management functions are least likely to be dispersed, be-
cause the resources being managed are those shared by all
users. Their proper selection and administration requires that
the needs of all groups be blended and that facilities capable
of working together be obtained. Conditions for the disper-
sion of management functions are the dispersion and local
control of most of the assets of the enterprise and the dis-
persion of other service functions such as accounting, person-
nel administration, and research and development. Such an
enterprise is really several distinct enterprises needing only
occasional contact.

Hardware and Data Communications

Function distribution, although subjective and judgemental
in its methods, is performed early, because its outcome may
limit the hardware options considered. If only the simplest
operating functions are distributed, then an online centralized
solution is indicated. On the other hand, if extensive distribu-
tion of functions occurs, many strategies across the dispersed-
access spectrum are possible.

This task may be subdivided into the following smaller
tasks:

® Selecting access styles and modes

® Identifying access locations

® Configuring peripherals at each location

® Determining the processing/communications strategy
® Configuring data storage

Access modes

Access styles and modes include choices of online or batch
access techniques and such special requirements as OCR,
MICR, microfiche, or badge readers. The distributed work
stations’ complement of devices can be deduced by examining
the likely input and output media of each application.

Locations

The access locations to be given direct service must be
reviewed for instances of very low volume not justifying
equipment. Lack of volume may be a temporary condition.
Plans for network expansion at a later time may be an im-
portant input to the more precise steps discussed later in this
section.

Peripheral configuration

The configuration of peripherals at each site is the first
precise step. The different types of peripherals need to be
treated separately. Methods for establishing keyboard screen
and printing requirements to satisfy random and scheduled
demand are well established from online system experience.’

Requirements for specialized peripherals must be con-
sidered carefully when unit capacity and cost are both high.
Those forms of peripheral are more usually centralized for all
but the largest sites.

Processing/communications strategy

We now come to the crux of the hardware question: should
processing be centralized or distributed? The analysis consists
of computing one-time and operating costs for alternative
solutions and comparing them. The variety of alternatives—
simple online terminals with a value-added network, smart
terminals with a multidrop leased line network, intelligent
terminals (stand-alone or clustered) with dialed WATS lines,
minicomputers and mainframes with auto dial/auto answer—
is usually too many. A technique of sampling, say three alter-
natives, followed by successive refinement, is preferred. The
cost analysis must recognize that increased dispersed intel-
ligence reduces data transmission volume and allows the use
of jow-tariff periods for transmission if the remote and central
processing cycles can be decoupled.

The analyst must also consider geographically intermediate
dispersion. There may be a case for sharing processors be-
tween several remote sites. This is an example of refining a
strategy once a degree of distribution has been determined to
be advantageous.

Data storage

The final step is to estimate data storage requirements if a
strategy of physical distribution has been selected. This step is
performed before more precise allocation of data within appli-
cations, since that cannot be done with certainty until de-
signing each in turn. At this time we are concerned only with
gross needs. Data storage capacity is needed for development
as well as production, for programs as well as data, for system
software as well as applications, for backup as well as mainline
data, and for inefficiencies of use. In short, rather large esti-
mates are indicated in preference to rather small.

Data Distribution Strategy

The final stage is to consider whether to place any lim-
itations on the application designer so far as the complexity of
data arrangements is concerned. Our principal target is to
decide what forms of data synchronization are allowed and
what forms, if any, of data directory are required.

Our first task is to determine whether master data central-
ization is indicated. Under current technology constraints,
data needing to be up to date for all locations must be central-
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ized. Other indicators include any suggesting the need for -

full-function database management system software. Such
software needs the capacity and skills of a central site.

As a rule of thumb for strategic planning purposes, the
designer should avoid data distribution configurations that
require online posting within one commitment unit at more
than one node. The designer should be wary even of online
posting at a node other than the one at which a transac-
tion originates. Paper II explains the background for this
guideline."

Software Configuration

Once the decisions about function, hardware, and data dis-
tribution are made, the generic components of software must
be identified.

The key components are those associated with the fact of
distribution:

¢ Data communication, including the appropriate online or
offline protocols

® Message-routing logic for bringing data into the center
and patting it out again, including distribution list inter-
pretation logic, logical address to physical line mapping,
alternate routing, etc.

¢ Data location logic in the case of split data files, including
directory maintenance

® Data conversion logic to map data characters, fields,
records, files, and databases from one format to another

¢ Development aids in each node type expected to support
local development

® Program and dictionary distribution logic if one site is
developing on behalf of others

® Remote job request submission and acceptance

and many others.

This list shows how the function, data, and hardware distri-
bution decisions have consequences in the complexity of the
environment.

To complete this task with any reliability, the designer
must understand the software components necessary to the
functions of operating, application development, and re-
source monitoring. Each of these divides and subdivides until
a portfolio of components is developed that may be used as a
checklist.

Vendor Selection

At the end of the strategy developmént, the designer has
sufficient information to consider the products necessary for

creating the target environment. This step will have been in
view throughout the development of the strategy, since limi-
tations in products available are the reasons for some of the
rules of thumb suggested.

The principal components to be obtained will be the pro-
cessing systems of the different nodes and the communica-
tions subsystem between them. By far the most productive
rule at this time is to obtain processors at all nodes from the
same vendor so that much of the potential software complex-
ity can be subcontracted to the vendor. Many vendors have
defined and implemented network architectures of richness
sufficient to support cooperative working among multiple pro-
cessors. The decision to use different vendors will inevitably
involve the enterprise in the definition of its own architecture
and the software to implement it.

SUMMARY

The objective of this paper was to describe a sequence of steps
for developing a DDP strategy. The steps have been described
only to show their purpose. The material is offered to help
identify the components of the strategy and the dependencies
between them. The resulting strategy is a high-level plan ade-
quate for costing, for vendor selection, and for commencing
the development of any necessary software.

In Paper II, we consider the detail of data design for an
application within the constraints of a strategy.
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ABSTRACT

This paper presents methods for the second of two key activities in the creation of
practical distributed data processing (DDP) systems for business computing. The
first activity, discussed in a companion paper, is to select a configuration of hard-
ware and software to support the implementation of a multiapplication plan. The
second, discussed in this paper, is to select data distribution and manipulation
approaches for one application within the limits set by the results of the first activity.
The paper assumes the definition of DDP established in the prior paper. It identifies
some of the issues that constrain a commercial establishment with limited research
funds and that justify the limitation of practical alternatives assumed as a basis for
the methods.

793






Issues and Methods for Practical DDP Applications—II 795

INTRODUCTION

This paper continues the discussion of methods for designing
practical DDP systems in view of the proven technology avail-
able to the commercial user. This discussion commenced in
Paper I of this two-paper series. In the first paper a definition
of DDP systems was selected to include all systems that would
be recognized as DDP by a commercial user. A method for
developing a DDP strategy was described. The definition is
assumed for this paper, and the results of the strategy selec-
tion are assumed to be implemented. This paper addresses the
second key task: data design.

Challenges and Gaps

The basis for the method proposed in this paper is a desire
to select practical approaches to applications. We are seeking
to avoid substantial effort in two areas:

® Overcoming the logical challenges of subdivided but
dependent processing through additional application
development

® Filling technical gaps with substantial system software
development

The challenges and gaps include, for example:

® The correct handling of transactions found to be invalid
at one node after having been validated, posted, and
acted on at another node earlier in a cycle

® The maintenance of data integrity in answers to inquiries
needing reference to several nodes while the late nodes in
the sequence are continuing to post other transactions,
unaware of the impending inquiry

® The preservation of the integrity of locally developed
files related to local copies of centrally maintained files

® The preservation of the integrity of a distributed applica-
tion that posts transactions on line at more than one
node, so as to be able to back out a whole transaction
upon the failure of any node, its database, or the commu-
nications network between them

The list goes on. These issues are substantial. In some cases
they are only imperfectly understood. In time some will be
routinely handled by software, especially when high-capacity
data communications reduces the time for internode commu-
nication. For the present we believe that the average MIS
director is better advised to avoid them.

The Complexity of Design for Distributed Data Processing

The system development process for a centralized environ-
ment includes the following segments:

® User requirements and functions are identified.

® A data design is defined on the basis of the requirements
and functions.

® A technical architecture is designed by consideration of
data design and business functions.

® A systems design is detailed from the technical architec-
ture, using a combination of data and function-driven
structured design.

® The entire design is implemented and converted.

This process is not trivial for a centralized design. The
distributed environment adds an entire dimension to the de-
sign problem (Figure 1): the geographically distributed nodes
of the network.
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IR
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Figure 1—Design process in a distributed development
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The design process must be applied to each class of node in
the network. It is not sufficient to repeat the design process
for each distinct type of node, because a design decision about
one type may affect a decision about another. For example, a
decision to allow changes of hourly wages at a central node
may affect the timing, and even feasibility, of computing and
printing paychecks at remote nodes.

Design in a DDP environment presents a set of complex
design problems that require a well-structured approach to
make the required decisions in a logical sequence. The meth-
ods presented address techniques for defining data allocation
and operational data movement for a DDP system. However,
they also affect functional analysis and the person/machine
boundary.

These tasks take place in a context of other activities in the
design process, as shown in Figure 2.
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Figure 2-—Inputs and outputs of data design

DATA ALLOCATION

The Process of Data Design

The designer begins the process of data design by iden-
tifying an initial data model. Then, for each business function
to be supported by the machine, the designer must do the
following:

1. Identify the aggregates and relationships required to
support the function as a business function data model
(BFDM).

2. Identify fields required to support the business function.

3. Assign fields to appropriate data aggregates in the
BFDM.

4. Merge the BFDM into the prior project data model.
This may require identifying new aggregates and/or re-
lationships in the project data model.

5. Merge the fields into the appropriate aggregates of the
project data model.

These steps of data design apply in both a centralized and

a distributed environment.
Data design requires one additional step for a distributed
environment:

6. On completion of the project data model (exhausting all
business functions), minimize communication across
nodes within each business function data model. (The
basis for this additional step will be discussed in the
section “Data Movement.”)

The following is an example of the use of the method of data
design for a distributed processing environment. Although it
has been simplified by reducing the number of functions con-
sidered, it illustrates the key points of the approach. The
example is based on parts distribution, in which computers at
widely separated warehouses are used to keep track of local
inventory. Stock status is reported centrally each week to
support purchasing and allocation to warehouses. Predicted

delivery data is then returned to the warehouses.
L

Example of Data Design for Parts Distribution Control

Consider two of the system’s business functions: relieving
inventory and purchasing new items (Figures 3 and 4).

FRE

=3
USE 213
RELIEVE INVENTORY STOCK T RCT10
HO X-REF. MODE WHERE
1.1 Find Appropriate Stock SCR100 On-Line Distributed
Description
1.0
Relieve 1.2 Review Inventory Status SCR200 On-Line Distributed
Inventory for Available On Hand
Stock
1.3 I Stock Availabie Reiieve SCR200 On-Line Distributed
Stock

Figure 3—Function chart for “Relieve Inventory Stock”

ORDER NEW STOCKS ™ sk 213

TEFCT. 20

HO X-REF. MODE WHERE

2.1 Review Warehouse
On Hand Stock
20
Order New
Stock

2.2 It On Hand and Committed
Order Level
Add to Purchase Amt.
Note Allocation

LZ.S On End ot Warehouse

Issue Purchase Order Form100 Baich Central

Figure 4—Function chart for “Order New Stock”

The function descriptions are developed in a prior task,
“Identify Functional Requirements and Information Needs.”
The I/O decision is set in a task, “Define Process Function,”
but it is preliminary and subject to change.

As an initial guess for a project data model, we assume a
single aggregate ‘“warehouse stock status.”

Consider the function 1.1, “Find Appropriate Stock De-
scription,” for the first step of data design. The appropriate
screen layout shows that the function requires data describing
the stock. The fields can be assigned to a single aggregate
“stock description,” which is the only component of this
BFDM.

Finally, merging the BFDM and the current project data
model gives an updated project data modei of two aggregates,
“warehouse stock status” and “stock description.”
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Next consider function 1.2, “Review Inventory Stock Status
for Available On Hand.” The BFDM (Figure 5) suggests that
once the appropriate stock description is found, the ware-
house stock status record is obtained. Fields are assigned to
the warehouse stock status, including:

® Stock item identity
@ Warehouse

® Short description
® Amount available

The existing project data model can satisfy this function, al-
though the entities are now required by the local site.

STOCK
DESCRIPTION

WAREHOUSE
STOCK
STATUS

Figure 5—Business Function Data Model 1

Next consider the p irchase function 2.0, “Order New
Stock” (Figure 4). Examination of the related screen layouts
and business function shows that a warehouse stock status
entity and a purchase order entity are required. The BFDM
suggested by this function is shown in Figure 6. The ware-
house stock status gives the amount on hand and records the
amount allocated to the warehouse. The purchase order entity
records the purchase. In addition, it is related to the ware-
house stock status. The relationship tells what purchase or-
ders exist for a given item.

WAREHOUSE
STOCK
STATUS

PURCHASE
ORDER

Figure 6—Business Function Data Model 2

Merging this business function data model (Figure 6) with
current project data model gives a new project data model
(Figure 7).

Metook srock
STATUS DESCRIPTION
PURCHASE
ORDER

Figure 7—Project data model as of purchasing function

Assigning Data

If one reviews the business function data models, it can be
seen that the warehouse stock status is needed both at a local
node, for relieving inventory, and at the central site, for pur-
chasing. If only one version of the warehouse stock status
entity is defined, one of the BFDMs will need to cross nodes.

Few approaches are available for minimizing the number of
cross-node communications. For the business functions that
require crossing nodes, the options are as follows:

® Replicate the data aggregate at each node.
¢ Copy a portion of the data aggregate at a node.
® Partition the data aggregate across nodes.

In replicating the data aggregate, one stores a copy of the
data aggregate at all sites where it is required. In our example,
we could replicate the warehouse stock status at the local and
central sites.

Replicated data are appropriate in cases where any of these
conditions applies:

® Most of the data of the aggregate are used.
® Planned data use is periodic.
® Noncurrent data have small impact.

Copying a portion of the data aggregate is a variation of the
replication option. The identity of the data aggregate may be
lost when a portion is redundantly stored. For example, we
can store the purchase quantity allocated to a warehouse in
the warehouse stock status record. Thus, data from the pur-
chase order entity are redundantly stored in the inventory
stock status entity. The identity of the purchase order entity,
however, is lost at the remote site. Copied data is appropriate
in cases where only a small portion of a data aggregate is used.

The third option is partitioning data, i.e., storing the data
for a node only at the node. For example, the warehouse stock
status could be partitioned by warehouse. Partitioned data are
appropriate when the data can be clearly identified with a
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given node type. The partitioning option often seems de-
sirable, although it can increase the complexity of the design
effort significantly.

The above suggests the project data model shown in Figure
8. Note that the geographic dimension has been introduced
into the project data model.

LOCAL CENTRAL
WAREHOUSE | SITE
1
WAREHOUSE REPLICATE WAREHOUSE
STOCK  [g-———-——5———===~ = STOCK
STATUS | Tl ! STATUS
|~
] -\

STOCK ! “~| PuRcHasE
DESCRIPTION | 1 ORDER
1
|
]

I

Figure 8—Project data modei for distributed inventory processing

Structuring the Decision Process

We are using a relatively simple data design problem for
illustration purposes. Full-size problems need a more formal
documentation tool. The form shown in Figure 9 has proved
effective in the mapping process.

To use the form, the data aggregates of the project data
model are listed on the form. Then all BFDMs that use the
data aggregate are listed and cross-referenced to the appropri-
ate source. Next, the sites where the business functions are
performed are identified. When there is a mix of nodes in the
“Where” column, a mapping approach must be defined. As
noted, the options are as follows:

® Replicated data
® Redundant data
® Partitioned data

In addition, one can choose not to avoid crossing nodes and
use messages instead. Messages are online transmissions of
data between nodes. They are appropriate when use of the
data is unpredictable and the data must be current.

Concerns in Mapping the Project Data Model to Nodes

A casual reading of the above would suggest that the DDP
environment is accommodated by oniy filling out a few forms.

HWR DAT545
7/26/81
BUSINESS FUNCTION
DATA AGGREGATE DATA MODEL MAPPING
X-REF. DESCRIPTION WHERE MODE NOTE
Warehouse Relieve Local On-Line Partition 1
Stock Inventory
Status
Create Central Batch Replicate
Purchase
Order
Purchase Create Central Batch
Order Purchase
Order
Check Available Local On-Line Redundant 2
Stock
Stoek Relieve Local On-Line
Description Inventory
Stock Central | On-Line Redundant
Deseription
Change

Figure 9—Inventory control technical architecture
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This is not the case. As has been discussed, the DDP envi-
ronment is quite primitive today compared to centralized on-
line/DBMS environments. The system software, when avail-
able, is not very competent. Performance, when moving data
between multiple machines, is often inadequate. Restart/re-
covery typically consists of having the user repeat work or try
another approach, such as the telephone. The mapping sug-
gested by Figure 9 must be performed in fuii awareness of
node-machine capabilities, transmission software capabilities,
business function volumes, and business function require-
ments (versus desires).

Data allocation is a key step in the definition of a DDP
design. The data design approach needs a single extension for
mapping the data design to the distributed network. The ob-
jective recommended is to minimize cross-node communica-
tions for BFDMs. The next step is to define the approach to
data movement for a DDP environment.

DATA SYNCHRONIZATION

Selecting Data Movement Approaches

Data movement is defined for this paper as follows: a de-
scription of machine processes that relate data structures. The
description specifies what the processes are, when the pro-
cesses are run, and where the processes are run.

Inputs and outputs from the selection of data movement

The key inputs and outputs for selecting data movement
shown in Figure 10, are as follows:

® The project data model

® Definitions of the application functions

® A description of performance and security requirements

® A description of the hardware/software environment
from the strategy selection, that identifies hardware at
each site, software (compilers, online monitors, database
management systems) at each site, transmission hard-
ware between sites, and transmission software to move
data between use.

A thorough understanding of the capabilities and limita-
tions of the hardware and software is necessary. Because of
the rapidly changing hardware/software environment and the
high cost of software development and maintenance, it is
worthwhile to stay inside the constraints of available products.

The process of selecting data movement approaches

Relating data structures in a distributed environment means
keeping the data synchronized (i.e., ensuring that at certain
times the data at different sites have consistent and reasonable
values). Thus, the process of selecting data movement for a
DDP system is equivalent to defining the synchronization ap-
proach to be used for the system.

This task can be time-consuming, involving many decisions
and reconsiderations. At this stage in a design, functions or

INPUT PROCESS OUTPUT

PROJECT
DATA MODEL

HARDWARE DEFINE TECHNICAL
SOFTWARE TECHNICAL ARCHETECTURE
DIRECTION ARCHITECTURE DATA STRUCTURE

APPLICATION
FUNCTIONS

PERFORMANCE
SECURITY
REQUIREMENTS

Figure 10—Inputs and outputs for defining data movement

features may need to be changed, reduced in capability, or
completely foregone. Success is the result of creativity and
compromise. Since the task is iterative, it is worthwhile to
structure the design process.

The technical architecture form previously illustrated (Fig-
ure 9) is a means for structuring the process. As shown in
Figure 11, the form can be extended with two additional col-
umns. One column describes the synchronization require-
ment; the second describes the synchronization approach.

There are relatively few approaches available for synchro-

nization:

® Transmit a message.

@ Transmit a transaction file.
® Transmit a master file.

® Use the telephone.

Synchronization using messages

Synchronization using messages refers to a method of im-
mediate transmission of data to other sites.

An example of the software and hardware for this approach
is shown in Figure 12. The example is based on a DDP net-
work with IBM 8100s and a 370. In this environment, the 8100
online monitor DTMS provides an interface to CICS or IMS
on a 370. A message can be sent from DTMS to CICS. The
message is processed in CICS and a reply sent to the 8100.

The transmission of messages presents some significant
problems in today’s environment. One problem is record pro-
tection. When a record is acquired for update at a node, some
currently implemented mechanisms provide no lockout pro-
tection for accesses from other nodes. Some implemented
protection mechanisms fail to handle a program failure at one
of the participating nodes. Finally, implemented schemes may
require so many exchanges to acknowledge approval that per-
formance is not acceptable.
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VR DAT545
T7/26/81
BUSINESS FUNCTION SYNCHRONIZATION
DATA AGGREGATE DATA MODEL MAPPING REQUIREMENT SYNCHRONIZATION APPROACH
X-REF. DESCRIPTION WHERE MODE NOTE
Warehouse Relieve Local On-Line Partition Data should be current as Synchronous on-line updating of
Stock Inventory of when data is removed transaction.
Status from inventory.
Create Central Batch Replicate Data should be current as Transfer entire file as of end of
Purchase of end of business on the day.
Order day when purchasing runs.
Purchase Create Central Batch Data should be current Do updates in batch.
Order Purchase as of end of day.
Order
Check Available Local On-Line Redundant Data should be synchronized When purchasing runs, create a trans
Stock with last purchase order. file of P.0. to send to local site
for updating.
Stock Relieve Local | On-Line Access local stock. Desc. as a part of on-line
Description Inventory processing.
Stock Central | On-Line Redundant Data needs to be current Transmit trans file of changes.
Description as of beginning of Local site will post change
Change business at all local transact ions on overnight batch run.
sites.

Figure 11—Technical architecture extended

Performance, even without regard to protection, is a con-
cern when using messages. As the example illustrates, a mes-
sage involves the overhead of entry into two online monitors.
In addition, there is the time for transferring data over lines
between the sites. For large volumes of data, the line time can
be significant. Thus the total time for a response from a mes-
sage between processors may quickly become unacceptable to
the user.

A third problem with messages is sensitivity to a node fail-
ure. In Figure 12, if the central site fails, the remote 8100
programs using the central site cannot run. One of the benefits
of DDP, reliability through independence of sites, is lost when
sites are connected through the use of messages. The prob-
lems posed by messages in DDP are significant. Messages
should be used primarily for exception conditions. If, as
the design evolves, it becomes obvious that many transac-
tions require messages, use of a centralized system should be
reconsidered.

Synchronization using a transaction file

Synchronization using a transaction file involves send-
ing a queued set of transactions to other sites for asyn-
chronous processing. Figure 13 gives an example of such
a configuration:

® Personnel data are maintained at the remote site.
® Changes are posted to the local site database (1).

8100 HOST
D — DTMS cics/Ms
....... REQUEST HTF SERVICE
CALL "HTF". ..
KEYBOARD {creatx)
LOCKED {nxtrans)
. HTF ]
7 PROCESS 1
....... SEND/RECEIVE
KEYBOARD
STAYS
LOCKED
HOST REQUEST
COMPLETE
COMPLETE PROCESSING
! ](- .

KEYBOARD
UNLOCKED

Figure 12—Synchronous message transmission between 8100 and 370 host
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® A transaction file is maintained of personnel data
changes made at the local site (2). An example of such
change is the change of contact in event of an emergency.

® Periodically, the changes are sent to a central site for
updating (3) and retransmission to all other sites (4).

A
SIE1 i:::gg:ﬁ' REMOTE
123
(31}
PERSONNEL
DATA

SITE 1

& EMERGENCY ADDRESS
123

TRANSMIT TO
OTHER SITES

Figure 13—Example of transaction file synchronization

Transaction file—asynchronous processing

In a DDP environment, this technique for synchronizing
data structures is common. However, it presents some signifi-
cant problems.

First, since data are posted immediately at the local site,
they are not synchronized with the rest of the network. This
method may be acceptable or even desirable, but it does mean
that while the transaction is queued, different sites will pos-
sess discrepancies in data. The user needs to understand this
and recognize it as a planned part of the design and not a
system error.

Second, is a potential for conflicting transactions. In Figure
14, two sites are entering an emergency contact address for

A 3
EMERGENCY QUEUED
SITE1 ADDRESS REMOTE TRANS.
123 FILE 3
CENTRAL
PERSONNEL
DATA
PERSONNEL
DATA
SITE 1
& EMERGENCY ADDRESS
123
s 2
2\ EMERGENCY ADDRESS
13
PERSONMEL
DATA
N )
EMERGENCY QUEUED
STEZ | appRess Remore TRANS.
123 FLE

Figure 14—Transaction file asynchronous update problems

the same individual. It is accepted at each site. However, at
the central site it is not clear which transaction is correct. This
is a common problem with the use of transaction files, and
many approaches exist to deal with it, such as designating the
site with primary responsibility or timestamping. Every con-
flict should be reported, whatever the technique.

Another problem then arises: who is to receive the error
report when two sites are involved. Once again, many ap-
proaches are possible:

® Report to the site causing the problem.
® Report to the site receiving the problem.

No general solution exists. In any approach, the impact of
asynchronous processing of the transaction needs to be evalu-
ated. In each case, responsibility for the resolution of prob-
lems should be identified and some means of follow-up
defined.

Transaction file—transmission software

A second major problem with transaction files involves the
development of transmission software to move the data files
around the network. Such software must be able to do the
following:

® Preschedule file transmissions.

® Send and receive sequential files between sites.

® Detect and report on error transmissions.

® Provide some form of a queuing mechanism to hold files
until a site is prepared to accept them.

IBM’s DSX software has some of these features and can be
viewed as a representative example. This software has been
undergoing design enhancements for over three years, which
indicates that such transmission software may be a major ef-
fort by itself.

Synchronization using master files

Synchronization using master files resembles the use of
transaction files, except that master file records are sent rath-
er than the transactions causing the changes.

This technique does have some drawbacks. First, if the
master file is large, performance may not be acceptable. The
second problem involves the discontinuity of the file trans-
mission. If files are not synchronized between two sites, the
sudden revision of the file at a site may be disconcerting to a
user. For one company, the central inventory files were used
to maintain inventory balances. These balances were assumed
to be correct and were used each month to update remote
inventory balances. When the update occurred, an error re-
port was produced of items with differing amounts, and an
inventory check was made to resolve discrepancies. The dis-
crepancies created a loss of confidence in the system, and
there was user resistance to having “their”” data overwritten
by central-site data.

Another problem is the need to halt the application. Typi-
cally, while master files are being loaded, there are oper-
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ational and application problems in running the application.
Specifically, if changes are made while a file is being loaded,
it may be difficult to predict which sites have what master file.
To avoid this problem, the entire application must be stopped
while loading occurs. Since users are reluctant to lose use of
a system, even for short periods, and the software and oper-
ations procedures used to shut down the system may not be
adequate to prevent concurrent online entrees, an effort
should be planned to explain to users the need to halt the
system on occasion. A subsequent effort during implementa-
tion is then needed to ensure that no one tries to enter “just
one more.”

CONCLUSION ON DEFINING DATA MOVEMENT

A means for documenting the relations of data structures is
the technical architecture form (Figure 11) identifying syn-
chronization requirements and synchronization approaches.
The limited number of approaches include the following:

® Transmit a message.

® Transmit a transaction file.
® Transmit a master file.

® Use the telephone.

All these techniques present significant problems and require
evaluation based on application specifics. Figure 15 sum-
marizes the tasks that have been discussed in the course of this
paper to develop DDP design.

DEFINE
FUNCTION

DEFINE
INPUTS
OUTPUTS

REQUIREMENTS

DEFINE
PROCESSING

DEFINE

FUNCTIONS \

TECHNICAL
ARCHITECTURE

N

\J

DEFINE
SECURITY & DATA DEFINE
REQUIREMENTS ENTS
DATA BUSINESS SYNCHRONIZATION SYNCHRONIZATION
AGGREGATES FUNCTION REQUIREMENTS APPROACH
/_\

.

Figure 15—Summary of tasks to develop DDP design
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A technological review of the FORTRAN I compiler
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ABSTRACT

The FORTRAN I compiler functions and organizations are described and shown to
form the basis for many of the techniques used in modern compilers.
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INTRODUCTION

Early in 1954, the FORTRAN I project was formed by John
Backus. A fundamental question posed by the project was
“ ... can a machine translate a sufficiently rich mathematical
language into a sufficiently economical program at a suf-
ficiently low cost to make the whole affair feasible?””* A major
goal was to provide an automatic programming system which
“ ... would produce programs almost as efficient as hand
coded ones and do so on virtually every job.””" This seemingly
impossible goal was met to an astonishing degree. In some
cases, it produced code which was so good that users thought
it was wrong, since it bore no obvious relationship to the
source. It set a standard for object program efficiency that has
rarely been equalled. The FORTRAN I compiler, completed
in 1957, established modern compiler tasks, structure, and
techniques.

The compiler was developed for the 704, an IBM machine
introduced in 1954 featuring built-in floating point and index-
ing capabilities. It compiled the FORTRAN I language,
which was defined as part of the project and evolved consid-
erably as the project progressed. In order to achieve its effi-
ciency goals, the high-level arithmetic statements in the
source program had to be translated to minimize storage ref-
erences, and, even more important, subscripts and their con-
trol had to make maximal use of the machine’s three index
registers. The way in which this was achieved is described by
Backus, and other project members;’ formalized by Sheri-
dan;’ and reviewed by Backus and Heising* and Backus. The
latter paper, presented at the 1978 Conference on the History
of Programming Languages, contains a penetrating analysis of
the project, its origins and development. The purpose of this
paper is to assess the technological impact of the FORTRAN
I compiler on compiler construction, theory, and practice as
it has evolved over the last 25 years.

COMPILER FUNCTIONS AND ORGANIZATION

The basic function of the FORTRAN I compiler was, of
course, to translate the source program to an object program
for loading and executing on the target machine. However,
confronted with a belief that compilers could only turn out
code intolerably less efficient than hand coding and con-
fronted with a machine that would make small lapses in ar-
rangement of coding show up as sizeable inefficiencies, the
primary goal of the compiler, and indeed of the whole project,
was to produce very efficient code.

The greatest potential source for inefficiencies was believed
to be the address calculations rather than the code generated
for the arithmetic expressions. Thus, while the translator part
of the compiler was designed to produce excellent code for the

arithmetic expressions, the design and organization of the
entire compiler was driven by the need to produce nearly
perfect code for array addressing on the three-register 704.
Consider the FORTRAN program fragment in Figure 1.

DIMENSION A (10,10)
DIMENSION B (10,10)
DO 11=1,10
DO 11=1,10

1 A(IY)=B(L])

Figure 1—FORTRAN program to move array B to array A

Remembering that FORTRAN stores arrays column-wise,
the expansion of the subscript on array B (as well as on A) is
(I-1)+ (@ —1)*10. Clearly such a computation inside the
DO loops was intolerable—and certainly not two such com-
putations, one for A and one for B. It is interesting to note
however that some current, nonoptimizing compilers do per-
form variants of this computation and are tolerated quite
happily.

To achieve a modicum of efficiency, there was also a need
to utilize the 704 index register instructions to increment, test
and branch to control the execution of the DO loops. Further-
more, the registers had to perform dual functions when possi-
bie, controlling the looping and indexing the arrays in the
loops. Assembly language programmers did this all the time,
and if compiled code was to compete, the FORTRAN trans-
lator had to also. The primary criterion which dictated the
design of the compiler was, therefore, the need to produce
excellent addressing code. In fact it is still the case today that
the biggest payoff for optimizing compilers for languages at
the FORTRAN level (e.g., PL/I and Pascal) is in generating
good addressing code.

The compiler was divided into six sections (phases in to-
day’s terminology):

1. A statement identifier and arithmetic statement
translator

2. A subscript and DO statement analyzer

3. A transformer which interfaced sections 2 and 4

4. A control flow analyzer

5. A global register allocator

6. Final assembly

As John Backus makes clear,’ this organization evolved as
the problems associated with assigning index registers became
clear. The initial intent was to have translation and code gen-
eration, including register allocation, complete by the end of
Section 2 so that all that was left was final assembly; i.e.,
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producing the binary code, load maps, etc. Section 1, the
translator, was to classify statements, compile object in-
structions for the arithmetic formulas, and partially compile
or record information about the remaining statements (the
/0, DO, GO TO, IF, DIMENSION, and function definition
statements). Section 2 was to compile the instructions associ-
ated with subscripting and DOs. When it became clear that
the task of Section 2 was too complex, Sections 4 and 5 were
created and then Section 3 to glue everything together.

It is worthwhile looking in more detail at what went on here
because it presents a model of an approach to solving very
complex problems—the use of a divide and conquer strategy.
Stated in today’s terminology and from today’s perspective
(after 25 years of problem partition and solution), the prob-
lems being solved were the following:

1. (Section 2) Assuming an unlimited number of index reg-
isters, to create optimal code for addressing and loop
control. In today’s terms this meant: (a) reassociating
the subscript expansions to collect constants and make
them part of the base address and to group sub-
expressions to minimize the computation required in the
lIoop; (b) finding common subexpressions; (¢) moving
computations out of loops; (d) performing strength re-
duction so that subscript calculations become index reg-
ister increments and decrements; (e) folding constants;
and (f) replacing loop tests by tests on registers required
for addressing within the loop, i.e., linear function test
replacement.

2. (Section 4) To perform the control flow analysis and
identify (probabilistically) the relative frequency of pro-
gram regions.

3. (Section 5) To assign real registers to the symbolic regis-
ters in order to minimize, using the control flow based
frequency information, storage references and register—
to-register moves.

How does the overall organization of the FORTRAN I
optimizer (Sections 2 through 5) differ from today’s opti-
mizing compilers? Today we would probably do control flow
analysis first and use it as a basis for performing Section 2’s
optimizations. Separating register assignment from the prob-
lem of optimizing code involving symbolic registers is now
considered a good strategy,” though many optimizing com-
pilers have not exposed loads, symbolic registers, and all of
the addressing code to their optimizing sections and have
ended up with most of the problems originally faced by the
FORTRAN project when doing register allocation!

How does the overall organization of the rest of the FOR-
TRAN I compiler compare with today’s compilers? The trans-
lation phase is typically broken into several subparts today;
syntactic analysis, semantic analysis, and code generation are
common partitions, although the evolution here is by no
means complete.

Overall, the organization of the compiler was surprisingly
simple. Most of the complexities arose from the desire to
produce object programs competitive with hand code and the
consequent need to gather information and postpone pro-
ducing code until the analysis necessary to produce efficient
code had been performed.

We now turn to a closer examination of the significant sec-
tions of the compiler (Sections 1, 2, 4 and 5) in order to assess
their technological impact in more detail.

TRANSLATION

Today’s compilers often use elegant, language-independent
translator systems. The theory behind these systems did not
really start to develop until the 1960’s, but the problem ap-
peared in its full form in this system. Given an arithmetic
expression, the translator first created a sequence of arith-
metic instructions, then transformed this sequence to elimi-
nate redundant computations arising from the existence of
common subexpressions (their term) and to reduce the num-
ber of accesses to memory. These transformations have been
the subject of numerous investigations (Aho® gives a good set
of references), and we now know that an optimal solution is
inherently hard. It is interesting to note, however, that the
compiler designers felt that “the near-optimum treatment of
arithmetic expressions is simply not as complex a task as a
similar treatment of ‘housekeeping operations’.”

In addition to parsing and producing good code for the
arithmetic expressions, the translator identified the other
statements and transformed complex I/O lists into their com-
ponent DO nests for treatment by the regular mechanisms of
the rest of the compiler. The attempt here and in numerous
other parts of the compiler to seek common mechanisms rath-
er than create special case mechanisms is interesting in light of
the overall complexity of the task and the amount of invention
required for every part.

SUBSCRIPT AND DO STATEMENT OPTIMIZATION

The translator did not complete the translation of DO state-
ments and subscripts; that was the function of Section 2. A
symbolic index register corresponding to each particular sub-
script combination of a variable was created by the translator
and existed until Section 5 had assigned registers. The func-
tion of Section 2 was to optimize the calculation of subscripts
and DO control statements. The constant parts of the calcu-
lation were incorporated into operand addresses, operations
involving DO control variables were transformed into index
register increments when possible, loop independent parts of
the calculation were removed from the loop, and the loop exit
test was transformed to use one of the registers needed for
indexing. A nest of DO loops for array calculations was some-
times replaced by a single loop in the generated code! Some
of these transformations are now subsumed in more general
optimizations, but today’s production compilers rarely do as
well.

FLOW ANALYSIS

The function of Sections 4 and 5 of the compiler was to assign
real registers to the symbolic registers. Except for the sym-
bolic registers and the assumption that they could all be as-
signed to real registers, the program on entry to Section 4 was
complete. The basic task, therefore, was to assign the sym-
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bolic registers to real registers in order to minimize the time
spent loading and storing index registers. Section 4 of the
compiler did a flow anlaysis of the program to determine the
pattern and frequency of flow for use in Section 5, where the
actual assignment was made.

Basic blocks (“a basic block is a stretch of program which
has a single entry point and a single exit point”?) were found
and a table of immediate predecessor biocks constructed.
Here, then, is the beginning of the elegant and fast control
flow algorithms of today. Basic blocks and predecessor (suc-
cessor) relationships are inputs to these algorithms.

The other task performed by Section 4 was the computation
of a probable frequency of execution of every predecessor
edge. To do this a Monte Carlo “execution” of the program
with initial weights assigned to each edge was developed. This
method is no longer commonly used to identify frequently
executed areas of a program; rather the program topology is
used more directly but with less resultant precision.

REGISTER ASSIGNMENT

Using the edge execution frequencies, regions were formed so
that registers could be assigned to the most frequently exe-
cuted areas (usually innermost loops), then to the next most
frequently executed areas, etc. until the entire program had
been treated. When a region had been processed, its entry and
exit conditions were recorded, i.e., the values which needed
to be loaded on entry and stored on exit. A processed region
was not reexamined when its containing region was processed,
but the entry and exit conditions and whether or not it had any
unassigned registers were used. The assignment of registers
within a basic block used the “distance to next use” criterion
to determine which register to displace when out of registers.
“Activity bits” were used to determine the necessity of storing
a value in a register for subsequent use if the register had to
be reused. In case of register assignment mismatches across
basic blocks, an attempt was made to permute the assignment.

This register assignment method was a phenomenal piece of
work. The displacement algorithm for straight-line code was
later proved optimal’ for the “one-cost model”;® a displace-
ment costs the same whether you need to store the register
contents or not. Until 1980, when Greg Chaitin® successfully
applied a graph coloring algorithm to the global assignment of
registers, most global assignments were essentially variants on
the FORTRAN I approach.

RESULTS

Perhaps the best way of demonstrating the results of this
project is to show an example of its output—an output which
startled this author. The FORTRAN program in Figure 1
moved array B to array A in a double nest of DO loops. The
assembly program in Figure 2 is the FORTRAN I compiler’s
output for this program and shows the move being done with
one loop instead of the two expected from the source. (FOR-
TRAN stored its arrays column-wise and backwards; the 704
subtracted the value in the index register from the address.)

LXD ONE,1 load 1 into regl
LOOP CLAB+1,1
STOA+1,1
X1 *+1,1,1 add 1 to regl and
goto next inst
TXL LOOP,1,100 if regl <100
goto loop
ONE , 51 data value one
A BES 100 reserve 100 locs,
ending with A
B BES 100 reserve 100 locs,

ending with B
Figure 2—FORTRAN I translation of array move

In general the code produced by the compiler was not only
locally efficient but globally as well. The output program did
not contain long, precoded, predictable sequences but con-
tained code optimized to run efficiently in its context (where
the context included the whole program). The project was a
success.

Jean Sammet states, “Its major technical contribution was
to demonstrate that efficient object code could be produced
by a compiler; as a result, it became clear that productivity of
programmers could be significantly improved.”*® Another
major contribution of the project is the influence it has had
on compiler structure and techniques. Overall “... FOR-
TRAN has probably had more impact on the computer field
than any other single software development”'>—because of
the language, the technological impact on subsequent com-
pilers, and the impetus it gave to widespread use of higher—
level languages.

REFERENCES

1. Backus, John. “The History of FORTRAN I, II, and III.” ACM SIGPLAN
History of Programming Languages Conference, SIGPLAN Notices 13, 8
(August 1978), pp. 165-180.

2. Backus, J. W., R. J. Beeber, S. Best, R. Goldberg, L. M. Haibt, H. L.
Herrick, R. A. Nelson, D. Sayre, P. B. Sheridan, H. Stern, I. Ziller, R. A.
Hughes, and R. Nutt. “The FORTRAN Automatic Coding System.” Pro-
ceedings Western Joint Computer Conference, Los Angeles, 1957, pp.
188-198.

3. Sheridan, Peter B. “The Arithmetic Translator-Compiler of the IBM FOR-
TRAN Automatic Coding System.” CACM 2,2 (Feb. 1959), pp. 9-21.

4. Backus, J. W., and W. P. Heising. “FORTRAN.” IEEE Transactions on
Electronic Computers, EC-13,4 (August 1964), pp. 382-385.

5. Auslander, M. A., and M. E. Hopkins. “An Overview of the PL.8 Com-
piler.” Proceedings of the SIGPLAN Symposium on Compiler Construc-
tion, June 1982 (to appear).

6. Aho, Alfred V. “Translator Writing Systems: Where Do They Stand?”
Computer, 13,8 (August 1980), pp. 9-14.

7. Belady, L. A. “A Study of Replacement Algorithms for a Virtual-Storage
Computer.” IBM Systems Journal, 5,2 (1966), pp. 78-102.

8. Horwitz, L. P., R. M. Karp, R. E. Miller, and S. Winograd. “Index Reg-
ister Allocation.” JACM 13,1 (Jan. 1966), pp. 43-61.

9. Chaitin, Gregory J., Marc A. Auslander, Ashok K. Chandra, John Cocke,
Martin E. Hopkins, and Peter W. Markstein. “Register Allocation via
Coloring.” Computer Languages 6 (1981), pp. 47-57.

10. Sammet, Jean E. “History of IBM’s Technical Contributions to High Level
Programming Languages.” IBM Journal of Research and Development,
25,5 (Sept. 1981), pp. 520-534.






Computing prior to FORTRAN

by R. W. BEMER

Honeyweli Information Systems
Phoenix, Arizona

ABSTRACT

The life of the programmer in pre-FORTRAN days is characterized in modern
terminology, indicating how strongly FORTRAN has changed the programmer’s
condition and working habits.
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The 25 years since the introduction of FORTRAN covers
most of programming as we know it, certainly in volume of
usage. To minimize any possible communications gap, I have
chosen to describe how it was before that watershed event by
means of some of the terminology and buzzwords of today:

. Conferences and published papers
. Computer science education

. Stored programming

. Structured programming

. Program portability

Performance measurement
Communications and timesharing
. Compilers

. Data independence

. Software piece parts

. Software packages

[EEFGTN

The technical history of early programming languages has
been covered by many authors (it became a popular subject),
so I'll confine my contribution to more general areas.

CONFERENCES AND PUBLISHED PAPERS

Publication of software papers in pre-FORTRAN days was far
less prolific than now. And it wasn’t yet “‘software.”” Papers on
software techniques prior to FORTRAN are given,”™ as
found (mostly) in Youden’s “Computer Literature Bibliog-
raphy 1946 to 1963.”" They’re given in best chronological
order. To avoid duplication, sources with multiple papers are
referenced separately, and the individual papers are given
decimal notation.

Doing an analysis of the paper content of the early Joint

TABLE I—Paper distribution of early JCCs

Hard- Appli- Soft-
Year JCC ware cations ware
1951 Eastern 16 2 0
1952 Eastern 26 0 0
1953 Western 8 11 0
1953 Eastern 18 4 1
1954 Western 8 14 0
1954 Eastern 9 7 2
1955 Western 6 16 1
1955 Eastern 6 9 1
1956 Western 18 10 6
1956 Eastern 29 0 0
1957 Western 28 4 3

Computer Conferences (the only continuing national meet-

ings of that era) yields the counts shown in Table I. The last

entry is the meeting at which FORTRAN was presented.
The summary pre-FORTRAN count is that of Table II.

TABLE II—Paper distribution by conference location

Hard- Appli- Soft-
JCC ware cations ware H/A H/S
Eastern 104 22 4 4.7 26.0
Western 68 55 10 1.2 5.5
Total 172 77 14 2.2 12.3
% 65 29 5

COMPUTER SCIENCE EDUCATION

This was just starting, and in just a few schools. When you
hired a programmer then, you didn’t ask about a degree in
computer science; there weren’t any. IBM used its Program-
mer’s Aptitude Test as one screening method, and it worked
somewhat, but people had a tendency to read more into it
than was warranted.

A lot of us had our own pet questions, for we were taking
them off the street. Magazine writers were curious about how
one became a programmer. Dave Sayre had been a crys-
tallographer, and Sid Noble and Art Bisguier were hired when
I, an ex-movie set designer, advertised for chess players.

Although there may not have been enough collected the-
ories to support specific degrees, the university people were
all busy creating courses. The summer sessions at MIT and
Michigan brought many practioners together. Language pro-
cessors were being built there and at Purdue, Pennsylvania,
Carnegie Tech, Case, UCLA, and many others.

STORED PROGRAMMING

Programs have always been ““stored programs.” The only dif-
ference is in where they were stored. In desk calculator days—
in our heads. To program the IBM 601, one had to file notches
in a phenolic strip, and they were stored in a box or hung on
the machine. The IBM 604 was programmed by wires placed
in plugboards, and often we stored them for reuse, if they
were general enough. More often they were unwired for a new
program (I wired about 700-800 60-step boards for the 604).

For the CPC the program was obviously in the cards. Bob
Bosak and I devised a card system with 4 different tracks of
3-operand instructions, and so could feed a deck of cards
continuously in a loop.
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STRUCTURED PROGRAMMING

Structure in programs is generally ascribed to Wilkes,
Wheeler, and Gill,” in their book on programming for the
EDSAC. The subroutine was the first element of structure,
and was generally accepted by programmers, particularly
those writing interpretive systems.

We had no DO UNTILSs or semaphores at our disposal, but
many programs had a structure that’s all but forgotten now. It
was called “optimum programming,” a method of placing
sequential instructions just right on a magnetic drum, so they
would be ready to read just after the previous instruction was
completed.

PROGRAM PORTABILITY

The first way used to reconcile the differences between two
types of computer was to recode the problem. The second way
was to write a programmed interpretive emulator for one
machine in the code of the other. When this resulted in per-
formance degradation of 100:1 up to 1000:1 it lost a certain
amount of favor.**

The third way was to use the source language of the inter-
preter and write another interpreter for the second machine.
This had some success, because the degradation was often not
very high (except for extremely dissimilar machines), and it
could even run faster! Several of these were made.* If ma-
chines of today’s speeds had suddenly been introduced then,
this may have become commonplace; compilers might have a
different role. Even now, after thousands of compilers, inter-
preters still enjoy a considerable vogue. The fourth way, with
different compilers, did not to my knowledge receive substan-
tial usage until FORTRANSIT, and even there the portabil-
ity path from a 704 to a 650 was difficult because the 650
supported fewer index registers.

PERFORMANCE MEASUREMENT

Although no hardware instrumentation was available for
probes, much performance measurement did occur. It was
vital because the computers were too slow for the amount of
calculation waiting to be performed. While working at Mar-
quardt, I was chastised one day by my boss, for not shaving.
It was caused by being up since the previous morning running
a trajectory simulation on the CPC. Under such circum-
stances, everyone wanted programs to run as fast as they
could. That was why the program optimizers for drum ma-
chines (like SOAP) were so heavily used.

When the 701 superseded the CPC, the balance between
user and machine changed. One man at the RAND Cor-
poration took two years to program a problem that ran in two
minutes. He experienced considerable culture shock.

There was competition everywhere to have the fastest pro-
gram for a given task, quite often a mathematical subroutine.
When published, those subroutines always had timing associ-
ated so the user could plan wisely. The situation was much the
same as in the early days of microcomputers. Jewel work was
needed, and the domain was small enough to see and measure
something. There was even competition between software and

hardware people. The 705 engineers were shocked when a
programmed divide ran faster than the hardware instruction
—uwithout firmware, they could not program a Newtonian
iteration.

I suspect that FORTRAN itself had much to do with the
temporary hibernation of performance evaluation. After pro-
gramming in the other languages, it gave so much power be-
cause of the ease of use (and the efficiencies were incorpo-
rated for you in the compiler), that the number of user of
computers could expand much more rapidly. It wasn’t until
operating systems came into heavy use that we rediscovered
the need to prevent waste.

COMMUNICATIONS AND TIMESHARING

It wasn’t Ethernet, but George Stibitz had tied into a relay
computer by way of a Teletype—in 1940. SAGE was one of
the first major projects to use direct inputs from communica-
tions lines. FORTRAN wasn’t available when it began, and
couldn’t have been used for much of the job if it had, for it
wasn’t just a scientific problem.

Timesharing was just talk. The first time I find the word
appearing is in a J. W. Forgie paper on the input-output
system for the Lincoln TX-2 computer, concurrent with the
1957 FORTRAN paper. I proposed such usage in an article
the next month; it was suggested that IBM should fire me,
because that wasn’t in line with their policy.

COMPILERS

Compilers existed before FORTRAN, but they were all rudi-
mentary in comparison. Grace Hopper, chief pioneer of the
concept, might have gone faster further if she had had the type
of support given to Backus and his group. IT, A2 and A3
were true compilers, but they avoided interactions and
optimization.

DATA INDEPENDENCE

This concept arose with the commercial compiler languages.
Grace Hopper and company wrought the Data Division con-
cept. Scientific languages all stuck to floating point, with in-
tegers for loop control.

Data structure was usually built into the program, and it
didn’t seem important, because hardly any interchange of
programs took place between different computers. Even if
that were possible one could not necessarily get the same
answers due to different hardware characteristics.

SOFTWARE PIECE PARTS

Piece parts for software first came to attention at the first
Software Engineering conference in 1968, proposed by Doug
Mcllroy. However, Bob Glass makes a convincing case* that
they were in existence before FORTRAN, certainly via the
SHARE organization. Indeed they were necessary to counter-
act the inefficiencies of working without such compilers.
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SOFTWARE PACKAGES

In the modern sense the software package did not exist, for
today they cost money. Before FORTRAN it was unthinkable
to sell software, aithough the packages did exist. They were
traded or given away. Examples are several general CPC
boards, plus the many 650 packages published in the IBM
Technical Newsletter No. 10.7

There is no doubt that packages existed. They were source
programs for interpretation, not compiled source as today. A
buzzword of the times was “abstraction.” Douglas Aircraft
had a “matrix abstraction,” for example.” It manipulated
matrices and performed combinatory functions. Ergo, if your
problem could be expressed in matrix form, it could be solved.
So it was urged that all problems be expressed this way, a not
altogether natural way of use. But many of today’s software
packages have similar contortional requirements upon the
user.

Codes for nuclear computation also fell in the category of
software packages, even if they were exchanged in machine
language form. Hundreds of these codes were disseminated.

SUMMARY

I’'m enjoying the developments of today, but my pleasure is a
bit spoiled by the terrible waste in software development, and
so much poor software. It’s tempting to recall Miniver
Cheevy, who loved “the medieval grace of iron clothing.”
Software before FORTRAN could be considered quite me-
dieval, even primitive, but there were certain graces.

From my starting in the computer field in early 1949, until
FORTRAN arrived, I was either working too hard to see the
Peter Principle in effect, or else it didn’t exist in such a virulent
form. It was exciting to build software then. We had manage-
ment support and trust for whatever we thought was possible.
The number of levels of management was low, and the control
tenuous. I reported to John Backus in FORTRAN days, but
never felt the slightest pressure. I looked upon him as a friend,
not a menace. So today we have better tools and knowledge,
and theories of program correctness and such. I don’t think
that they have added to the fun and excitement of Computing
Prior To FORTRAN!
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ABSTRACT

The history of FORTRAN Standardization, ranging from the original efforts in the
early 60s up to the present, is presented. Some of the precedent-setting devel-
opment during the initial cycle in handling problems common to all language stan-
dardization is discussed. The background in introducing some of the features in
FORTRAN 77 is covered. The nature and reasoning behind the current activity are
described.
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There is an interesting and appropriate introduction in my
daughter’s college text on FORTRAN. It reads, “After you
have learned some of the language, you will show off your
sophistication by knocking its lack of elegance. Everybody
does. After you learn a little bit more, you will appreciate that
it is the way to really get your work done.” FORTRAN has for
most of life been the blue-collar worker of the programming
language set. What it lacked in savoire-faire and style, it re-
turned in cost effectiveness. Those working with FORTRAN
pioneered the way for the acceptance of higher-level lan-
guages and their standardization. Those who have influenced
its development were continually aware of the underlying fact
that the language, first and foremost, must remain an efficient
tool for producing results.

FORTRAN standardization dates back to early 1960. The
language had just been selected by industry over ALGOL as
the language for scientific and engineering work. The major
vendors recognized the requirement to providle FORTRAN
compilers in order to compete with IBM. The general strategy
was to provide a compiler with the functionality of the 704/709
FORTRAN and to add features as a competitive inducement.
The impact of these added features was two-edged. Although
they contributed to the development of the language, they
threatened to splinter it into a myriad of uncontrolled dialects.
Adding to the problem, a rigorous definition of the language
did not exist, even within IBM.

Fortunately, at that time ASA (subsequently to become
ANSI) and BEMA (subsequently, CBEMA) undertook spon-
sorship of a massive standardization effort covering a broad
variety of data processing areas. Someone had the brave idea
of including languages. The ASA X3.4 committee conducted
a survey of existing programming languages. FORTRAN,
COBOL, and ALGOL were selected as the candidates for
standardization. X3.4 at their May 1962 meeting established
the X3.4.3 committee and directed it to standardize the
FORTRAN language.

INITIAL STANDARDIZATION (1962-1966)

Bill Heising, of IBM, was appointed as the initial chairman of
X3.4.3. Bill sent invitations to potentially interested groups to
attend a formation meeting. Accompanying the invitations
was a document written by Bill together with Dick Ridgeway
that was proposed as the starting draft for the standardization
effort. This Heising-Ridgeway FORTRAN was based upon
the forthcoming FORTRAN IV.

The initial meeting of X3.4.3 was held at the BEMA Head-
quarters in New York City on August 14, 1962. This makes
1982 both the twenty-fifth anniversary of FORTRAN and the
twentieth anniversary of the start of its standardization. At

this August 1962 meeting, there was a consensus to undertake
the standardization work. The scope and criteria of the effort
were established.

X3.4.3 assumed the role of parent and policy maker and
delegated all the chores below that to two working subcom-
mittees. As such, X3.4.3 met only about twice a year. X3.4.3
originally had about two dozen regular members. All the ma-
jor hardware vendors were represented. A number of user
groups (SHARE, Honeywell Users Association, USE, VIM,
IBM 1620 Users, CO-OP) participated. Some software houses
(CSC, CUC) and universities (Wisconsin, Penn State, UCSD)
had members.

The parent X3.4.3 did thrash out some very controversial
issues. One of recall concerned a proposal from those working
with the then new character-addressable hardware. They
could save much space by not allocating the same space to
integer and logical data as was allocated to reals. In fact, they
preferred not to have any fixed storage relationship between
the data types. Logicals could be packed into one byte or less.
Double precisions could occupy just two or three more bytes
than reals. Their arguments centered about the concept that
a language standard should not be as hardware biased as the
word-storage-unit relationship implies. After some impas-
sioned discussions the heavy dependence of FORTRAN on
storage association for efficiency and the dominance of word-
addressable processors won.

Most of the actual standardization work was handled by the
two subcommittees. X3.4.3-IV was responsible for the stan-
dardization of the language based on FORTRAN IV, while
X3.4.3-II was to do the same for FORTRAN II.

The subcommittees were small compared to the size of
groups currently developing draft standards. It was fortunate,
because it provided an efficient working arrangement and
uninterrupted participation. Little time was lost in having to
bring new members up to date. The regular members of
X3.4.3-IV were

Martin N. Greenfield, Honeywell, chairman
Richard K. Ridgeway, IBM, editor

Caral Sampson (Giammo), Philco, secretary
Tom Martin, SHARE and Westinghouse
Geraldine Zimmerman (Bowen), UNIVAC
Lou Gatt, CSC

Ken Tiede, CDC

Carl Bailey, CO-OP and Sandia

Bob Mitchell, CO-OP and UCSD

Along with the X3.4.3 chairmanship responsibilities, Bill
Heising was a very active participant in the effort of the
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X3.4.3-IV subcommittee. Others from X3.4.3 participated
from time to time, but the bulk of the effort was done by the
group above.

The work proceeded during the following two years. Al-
though some meetings were hosted at the sites of the different
members throughout the country, the bulk of the sessions
were either at BEMA headquarters or at the IBM program
development center in the Time-Life building, both in New
York City.

The initial FORTRAN IV compilers were all under devel-
opment while the work of X3.4.3-IV was in progress. The
members of X3.4.3-IV were all either responsible or could
direct changes in their language specifications for these imple-
mentations. It was a unique situation, where language
changes adopted by the subcommittee were incorporated into
the compilers almost immediately. I have always felt that the
actual standardization of FORTRAN stemmed from the dis-
cussions, understandings, and agreements of X3.4.3-IV rather
than from formal text that followed some years later.

The undocumented agreement within X3.4.3-IV was that
the standard would not incorporate any feature that was not
planned for all the implementations. Since the starting point
for all of our language specs was the IBM-proposed language,
it followed that the draft most closely represented the IBM
implementation. It was by no means a slavish copy. For one
thing, there were no rigorous specifications within IBM of
much of FORTRAN IV that could have been copied. This was
particularly true in the input-output area. There were some
features that IBM meant to carry into FORTRAN IV from
their FORTRAN II implementations in order to protect their
user’s investment. Unfortunately, some of their FORTRAN
II implementations contained some objectionable shortcuts.
For example, a constant could precede a variable and imply a
multiplication operator (SL meant 5 + L). To their credit,
there was never much of a hassle with those from IBM in
deleting features that were objectionable carryovers from ex-
isting implementations of FORTRAN II. I believe they were
sincerely motivated in working toward the best long-term in-
terests of the language. Another change of note was that the
DATA statement syntax was altered from the way IBM was
implementing it. It was originally specified with parentheses
rather than slashes as the delimiter for the list of constants.

Having no precedents, X3.4.3-1V had to address numerous
problems common to all language standardization. Much of
this we take for granted now, but there was nothing to turn to
at the time. There were discussions as to whether there should
be a standard. There is a penalty. The presence of a standard
implies the pressure of conformance over a long period to a
static document. This could certainly serve to limit the growth
and development of the language. Even if motivated, the
implementor, constrained to conform, would be prohibited
from adding extensions. Programs requiring nonstandard

functionality could not be developed. Unanticipated require- -

ments could not be satisfied until after the many years needed
for a new revision had elapsed. The difficulties of specification
of a standard could artificially limit the functionality because
it might be too difficult or unwieldy to word the true re-
strictions. Once a feature was standardized, its life would be
semi-eternal even if the feature were a mistake. The result is
that generally a very conservative posture is assumed in decid-

ing what is to be included. The potentially useful but untested
functionality usually doesn’t make it. These are all penalties
to be weighed against the advantages of portability and com-
munication that standardization could provide.

A partial answer to these objections to having a standard
was worked into the interpretation section of the standard and
has been carried into all the subsequent revisions of FOR-
TRAN standards. The standard is to be interpreted as permis-
sive. That is, that the standard serves only to specify a part,
not all, of the language. Anything not specified isn’t unclean,
bad, immoral, or even not kosher. It is simply not specified.
Similarly, things that are prohibited are things that are simply
uninterpreted when violated. A standard program must be
limited to what is specified in order to conform, but the same
is not true for a processor. A processor may provide array
processing, but it must handle standard subscripting in the
conforming manner. Thus, an experimental extension can be
available in a standard processor. The processor must be able
to properly interpret standard programs, but may also provide
interpretation to a nonconforming program. The choice is
then ‘available to conform or not as the economics dictate.
Some nonconformance is encouraged.

The subcommittee decided that the target audience for the
standard would be compiler implementors or those on users’
staffs who were the FORTRAN support experts. It was felt
that this latter group were competent in being able to imple-
ment a compiler; so, in effect, there was just the implementor
that characterized the audience. It was felt that the standard
should specify the requirements for a standard conforming
program rather than a compiler, but I don’t believe this was
apparent in the document.

The decision was made to use English rather than some
metalanguage. This was in the belief that the description of
the semantics was the difficult problem. Use of a metalan-
guage would not help there. A metalanguage was at best only
assisting in tackling the easiest part of the description. It was
felt that its precision did not compensate for the need to
become familiar with the added formality. Interestingly, the
one most useful area that could have been served by a precise
description using a metalanguage is the FORMAT statement.
There was actually an error in the way it was specified in the
standard. I am still unaware of a complete and precise descrip-
tion of that statement using some metalanguage.

There were many challenges to our ability to describe. CDC
had proposed that the new logical IF be a two-way branch
analogous to the arithmetic IF. This would have saved us
much descriptive grief in handling the concept of a compound
statement that had in this one place crept into the language.
For example, we could no longer accurately state that every
statement could have a label. It also led to an unduly harsh
restriction prohibiting some forms of the logical IF from being
the terminal statement of a DO loop.

The greatest challenge to our descriptive capabilities was
presented by the extended range of a DO loop. (There are
some who would claim that this honor should go to the con-
cept of second-level definition). All the implementations of
FORTRAN 1V being developed allowed a more liberal ex-
tended range than the one appearing in the standard. The
committee would have been amenable to a less restrictive
extended range if it could only have been appropriately de-
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scribed. Everyone tried at least twice. Any definition that
included statements about the sanctity of the contents of index
registers, although reflecting the real concern, was inap-
propriate. The definition finally adopted was an accurate sub-
set of what everyone was providing. The definition was felt to
be reasonably understandable. Those of you who have strug-
gled with that definition and its prerequisite concept of com-
pletely nested nest might quibble about the description being
reasonably understandable. This is only because you did not
struggle with some of the descriptions that were rejected. This
was certainly an instance where the ability to describe limited
the technical content. I believe that there is some of this effect
in most standards. It is deluding not to admit it.

There were a surprisingly small number of new terms that
had to be coined. Terminology common to several manuals
was preferred, since it would already be familiar. The, usually
missing, rigorous definitions of these terms had to be devel-
oped. Among the newly coined terms were definition and
undefinition and their related states of being defined or un-
defined, reference as applied to data and to procedures, and
intrinsic function. The term intrinsic function had its birth at
a bull session during one of our meetings. We had been dis-
cussing the classification of functions, using the then custom-
ary terms open and closed functions. Open functions meant
in-line code; closed meant some internal procedure. There
was the concern that the absolute function (ABS), generally
thought of as the obvious prototype of in-line code, was no
longer such when the argument was of complex data type.
Further, the tightening techniques being developed for some
codes might make it attractive to put more formerly closed
functions in line for greater speed. Besides, the terminology
smacked of a particular implementation consideration. Lou
Gatt piped up with the idea that the basic characteristic of
these functions was that they were cast into or intrinsic to the
processor, and that therefore we should call them intrinsic
functions. So credit for this term belongs to Lou.

We were later to find that a subtle side benefit of our stan-
dards work was the widespread use of the terminology used in
the standard. Our terminology was generally accepted and
replaced the proliferation of some terms for certain actions
and objects that were in use before without any rigorous and
agreed-upon definitions.

The subcommittee gave some consideration to how to en-
force the standard through use of acceptance procedures. Two
hurdles caused us to turn away from further work in this area.
We realized that an exhaustive verification was not possible.
It might be misleading to develop some partial verification
package that might be construed as being total. Any such
official package might be misused as a standard performance
benchmark. The second hurdle was simply not having the
manpower to do the work. It was hoped that market pressures
would lead to some accepted verification means, but we didn’t
have the resources.

The subcommittee X3.4.3-II drafting the specification
based on FORTRAN II was even smaller than that of
X3.4.3-IV. Their membership, as I recall, was

Jack Palmer, IBM, chairman
Irwin Boris, Honeywell

Charles Davidson, University of Wisconsin, 1620 Users
Group

Don Laird, Penn State University

Bob Brunelle, Honeywell Users and NIH

Bernice Weizenhoffer, IBM

Robert Hux, RCA

Partly because their target was better defined, X3.4.3-1I
completed their work and the first draft FORTRAN standard
almost a year before X3.4.3-1V finished. They were directed
by X3.4.3 to keep the draft on hold until X3.4.3-IV had its
draft ready. There was still the hope at that time that a com-
patible standard representing FORTRAN II and FORTRAN
IV could be produced.

Subsequently, X3.4.3 decided that there should be a stan-
dard for the full language and a standard that was a proper
subset of the full language. It was not possible to use the
X3.4.3-11 draft as the subset because of the number of totally
incompatible differences between FORTRAN II and FOR-
TRAN IV. The result was that the work of the X3.4.3-II was
discarded. The subset was created by deleting text from the
X3.4.3-1V draft. I hope that the draft produced by X3.4.3-11
finds its way into the archives of FORTRAN history. Through
no fault of its own, the effort of X3.4.3-II was not incorpo-
rated. Their work is historically significant in that it was the
first completed draft of any language standard.

In October 1964, the two proposed draft standards were
published in the Communications of the ACM. These were the
first standards ever proposed for a programming language.
They severely taxed the editing and approval mechanisms of
ASA and BEMA. Draft standards up to then rarely needed
more than a page of text and that page usually had room for
the diagrams of the screw thread. The inability to rigorously
check for conformance was shattering. It is little wonder that
it took almost a year and a half before final approval was
obtained in April 1966. The full language standard was desig-
nated ASA X3.9-1966 FORTRAN and the subset, ASA
X3.10-1966 Basic FORTRAN.

Early in the standardization effort, the European Com-
puter Manufacturers Association (ECMA) submitted a pro-
posed draft of what they felt the full language should contain.
Since they were separated from the developments in this
country, their proposal fell between the Basic FORTRAN
and the full FORTRAN. X3.4.3 voted to standardize on only
two levels. When FORTRAN standardization was considered
by the International Standards Organization, the ANSI form
and content was chosen as the basis. The ECMA subset in
ANSI form was added as the intermediate of three levels.

INTERPRETATIONS PERIOD (1967-1970)

Late in 1967, the then disbanded X3.4.3 was recalled primar-
ily through the urging of the National Bureau of Standards.
NBS, and in particular, Betty Holberton, was attempting to
produce a Federal standard for FORTRAN. Betty’s examin-
ation of the X3.9-1966 FORTRAN standard led her to submit
a few dozen questions on interpretation. Other clarification
inquiries were received from other sources. The FORTRAN
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group was revived as the only body that could authoritatively
provide the clarifications. This process turned out to be more
tedious and demanding than the standardization effort itself.
Because we were dealing with an approved standard, not a
single comma could be altered without going through the
same long approval cycle. Interpretations had to be based on
a rationale developed from the standard’s actual wording and
not from what even the original authors felt it should have
been. Two interpretation reports were published, but they
took over three years of meetings to produce. The difficulty of
that interpretation effort has had its impact on the form of the
standard for FORTRAN 77. Those who participated in both
efforts took pains to carefully examine every phrase to reduce
to a minimum the chance of misinterpretation.

By 1968, enough extensions had appeared in the more cur-
rent implementations to have the FORTRAN group appoint
someone to study whether these extensions should be stan-
dardized. Frank Engel was selected as the one to conduct this
study. Following Frank’s report, in January 1969, the commit-
tee voted not to reaffirm X3.9-1966 when its review period
came up, but to provide a new draft standard.

The committee had a succession of chairmen during this
period. Bill Heising was replaced by Dick Ridgeway. Heising
later returned as chairman prior to having Dennis Hamilton
assume the position. In September 1970 Frank Engle assumed
the chair and was to last throughout the development of FOR-
TRAN 77. Frank’s tenure, the longest of any chairman, ended
in October 1977 when Jeanne Adams, the current holder was
appointed.

FORTRAN 77 (1970-1978)

By early 1970 the interpretation activity had had it. There
were unresolved issues that could not be handled within the
wording of X3.9-1966. They decided that since the standard
had to be reviewed and replaced or reaffirmed by 1971, it
would be more productive to abandon the clarification work
and devote their energy to a replacement. It is interesting that
the most pessimistic schedule proposed at that time had the
draft available by the end of 1971. The initial effort did not
sharpen the ability to predict the time required to develop a
standard.

Criteria and goals were drawn up for what would become
FORTRAN 77. Their jist was to evolve the language, keep it
approximately the same “size,”” and be sure that its efficiency
features would not be impaired. It was important that the
standard should be in a much more expository form and be
meaningful to a larger and less knowledgeable audience. The
form of the revision was chosen to be a single standard con-
taining two subset levels. A later decision removed the inter-
mediate subset. Because of the single standard approach,
ASA X3.10-1966 Basic FORTRAN would be discarded (i.e.,
not reaffirmed).

They further voted that the new draft standard would be an
evolutionary development that would not invalidate programs
written in the language of the 1966 standards. This position
was subsequently modified in two significant areas. The Hol-
lerith data type was deleted because it was replaced by the
more functional and machine independent character data

type. The zero trip DO loop was specified. Actually, the
control conditions for a zero trip DO were conditions that
were nonconforming to the 1966 standard. However, since
many implementations interpreted these conditions by exe-

cuting the statements in the range once, many programs

would have to be adjusted. There were objections even
though the issue related to programs that were technically not
standard conforming.

Six years of effort went into FORTRAN 77. That standard
represented work on over two hundred technical proposals
from all over the world. The cost of the effort was in excess of
two million dollars. The text was almost six times the size of
X3.9-1966. While some very significant language additions
are present, the expansion was largely attributable to the ef-
fort to make the document more understandable. The draft
had a completely different organization than the 1966 stan-
dard. Emphasis was on clarity rather than compactness and
nonredundancy. Extensive use was made of word processing,
a concordance tool (KWIC), computer graphics, and direct
transcription to hard copy and fiche facilities. The very exten-
sive editing, consistency checking, rewriting, and the distribu-
tion of the numerous interim drafts were made possible only
by some herculean efforts of the two editors, Lloyd Campbell
and J. C. Noll. The editorial staff of ANSI was presented with
a camera-ready copy of the draft for publication, thus avoid-
ing the errors that might have been introduced by an ANSI
stage of processing.

The features of the draft standard were publicly presented
by X3J3 members at the West Coast FORTRAN Forum held
in Anaheim, California, in February 1976. The following
month, the draft standard appeared in a special edition of
SIGPLAN Notices. An East Coast FORTRAN Forum was
later held at the National Bureau of Standards in Gaithers-
burg, Maryland. Smaller groups of X3J3 members presented
sessions on the new language standard at meetings of profes-
sional societies, user groups, and at conferences. The public
review was initiated and comments were solicited.

During the period of public comment and review 289 re-
sponses consisting of 1225 pages were received. This was
probably the largest outpouring to any proposed standard as
of that time. It took almost a year for the committee to com-
plete the responses. The number of public comments was
evidence of the large, present, and continuing interest in the
language and the understandability of the document. Despite
the earlier extensive checking by the committee, there were a
number of changes and corrections incorporated because of
the comments.

The major issue, as measured by the volume of comments
received, was to add some facility in support of structured
programming. There were a significant number of prepro-
cessors available that enabled FORTRAN programmers to
develop programs using statements such as IF ...THEN
...ELSE, DO WHILE, DO UNTIL, CASE statements and
the like. These preprocessors would convert the source into
valid FORTRAN statements. There was a clear requirement
to place some of the facility directly into the language. In
responding, the committee felt that although some facility
should be added, there were many syntactic variations and an
insufficient experience basis to select and standardize many of
the constructs. They took an appropriately conservative ac-
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tion of adding only the BLOCK IF constructs. This addition,
as specified by Walt Brainerd, provided most of the important
capability requested. It avoided adding and being stuck with
some of the other constructs such as DO UNTIL that are
already falling into disuse because of superior forms.

The reaction of X3J3 to the structured programming re-
quests is a good example of how a responsible committee
should avoid an over reaction that would prematurely add
features that it would shortly regret. Unfortunately, there are
counter examples in FORTRAN 77 such as the ENTRY state-
ment and the alternate RETURN that should not have been
included.

Approval of the standard came in April 1978. The official
designation is American National Standard programming lan-
guage FORTRAN X3.9-1978. In March 1980, an Inter-
national Standards Organization FORTRAN based upon the
ANSI standard and known as ISO 1539-1980 was approved by
twenty-one countries. This document is essentially a cover
that references ANS X3.9-1978 for the English text and
the French standard NF Z65-110 for the French text. In
September 1980, the US Federal Standard for FORTRAN
(FIPS PUB 69), incorporating by reference X3.9-1978, was
approved.

Next Revision (1978—Present)

Following the approvals of the FORTRAN 77 standards,
the expected lull in the standardization activity did not mate-
rialize. There was pressure to consider the additions received
during the public response to FORTRAN 77 that were re-
jected as premature. New FORTRAN implementations were
incorporating additions such as a free form for statements.
CODASYL had established a group (FORTRAN Data Base
Language Committee, FDBLC) to provide a foundation for
the addition of a major database augmentation to the lan-
guage. ISA and the Purdue Workshop had developed stan-
dards addressing issues of tasking, file synchronization, and
event management. An interest in a graphic addition was
looming.

The committee devoted its time during 1978 to the planning
for the future direction of the language. They solicited the
thoughts of many other interested groups such as ISA, CO-
DASYL, IEEE, and SIGNUM who were known to be inter-
ested in FORTRAN extensions. The level of interaction with
international bodies was dramatically increased. International
meetings under the informal structure of ISO FORTRAN
Experts Group were convened in Europe during 1977, 1978,
1979, and 1980. All of this activity was in the attempt to obtain
a broad basis of experience upon which to develop the succes-
sor standard.

X37J3 felt confident it could manage desired additional lan-
guage features such as free form for statements, new control
and data structures, and even most of the array handling.
They even felt comfortable in handling the removal of some of
the basic restrictions such as dynamic storage allocation, re-
cursion, identification via storage association, and storage re-
lated precision. However, they were unsure of how to cope
with major augmentations such as the database and graphics
handling. The additions would be expensive, not only in the

cost of the processors, but in the breadth of the language that
would be impacted. Even those not interested in these fea-
tures would be paying a price in terms of what they would have
to know to work with the language. The committee knew it
did not have the expertise to select among the competing
forms of database and graphics facilities. It wanted to be able
to responsibly control these augmentations and yet didn’t see
how a single committee could commandeer all of the expertise
needed for this development and management.

The answer is one that is still evolving and is a change in the
architecture of the language. It is called the core plus modules
approach. The plan for the language revision, called FOR-
TRAN 8X, is to specify a relatively small, general purpose,
self sustaining core language. There would be added features
that would modernize and streamline the language. The size
of this core language would not exceed that of FORTRAN 77
because there would be compensating deletions. The core
would be provided with very strong facilities to be able to
interface with modules whose use could be selectively chosen.
These modules would have to follow some broad conventions
established by the committee to qualify as part of the FOR-
TRAN family.

There would be two classes of modules, language extension
modules and application modules. A language extension
module would be developed by X3J3 and would represent
features that exceed the general purpose scope of the core. It
might also consist of features that were desirable for addition,
but that had not been subject to sufficient implementation or
usage experience. An extension module could not be mod-
ified and approved for standardization without recon-
sideration of the core and all of the other language extension
modules.

One special language extension module would be called the
Obsolete (Transition) Features Module. This module would
contain all of the features needed for compatibility with the
previous revision (FORTRAN 77). Features being dropped in
a revision would survive for one cycle in this module. When
this module was employed, it would override any incompat-
ible features of the current language.

An applications module would probably be specified by
some group external to X3J3 and would address features of
some special domain. Examples might be one (or more) of the
database facilities, a query capability, or a graphics addition.
These would probably take the form of a collateral standard
so its maintenance could be managed independently. The
hope is that through use of modularity, the heart of what is
identified as FORTRAN might remain small.

FUTURES

Over this period of twenty years of standardization we have
been through two complete cycles and are in the midst of a
third. How long does this go on and when does it end? Jean
Sammet once asked me if it weren’t time for the FORTRAN
gurus to get together and call an end to the effort so people
can get on with the using of the good languages. I have reser-
vations over which of the current choices should be crowned
the good languages. There should be something funda-
mentally different and better to justify dropping the huge
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investment in the current languages. The replacement should
have features that defy compatible inclusion in what we have.

Until this revolutionary development makes its appearance,
interest in FORTRAN will remain. There is the story of the
farmer who was asked by one of his eager turks why he didn’t
replace his old burro with one of the younger, sleeker, more
highly tuned and spirited steeds. He looked at the young hand
with wrinkled and wizened eyes and said, “When you have
something yeh gotta be sure gets done, yeh goes with what you
knows.”” So be it with FORTRAN.
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DYSTAL: nonnumeric applications of FORTRAN

by JAMES M. SAKODA
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Providence, Rhode Island

ABSTRACT

This paper presents an explanation of how FORTRAN was used to write a list-
processing language, DYSTAL, which uses linear arrays rather than linked word
lists. Three basic features are dynamic storage allocation, integer array names as
pointers, and a seven-word head for each array.
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INTRODUCTION

I was in the Psychology Department of the University of Con-
necticut when IBM set up a computation center at MIT for use
by New England colleges and universities. I attended the first
summer institute offered at MIT in 1956, I believe, and strug-
gled through the assembly language programming course. At
the end of the session a young man, who I believe was Sheldon
Best, got up and announced that they were working on an
automatic programming system called FORTRAN. The fol-
lowing year when FORTRAN was made available, I attended
a short course on it in Boston. As a research associate to the
MIT Computation Center I began to work on statistical pro-
grams in FORTRAN, and since then it has been the only
language in which I have programmed.

My encounter with nonnumeric programming came in 1963
when I attended a summer institute on the use of IPL-V" for
simulation at the Rand Corporation. The session was orga-
nized by Bert Green. I found that IPL-V provided dynamic
storage allocation, list-processing operations, such as in-
sertion and deletion, and list-structures and procedures for
handling them which could not be normally performed in
FORTRAN. On the other hand, data handling was almost
nonexistent, input-output was difficult, and even a simple
device like a checkerboard could not be easily represented by
linked-word lists. Moves on a checkerboard could not be
specified by incrementing two subscripts as one could in FOR-
TRAN, but instead lists of possible moves were utilized. Fur-
thermore, programs written in IPL-V were reputed to be
slow, and I attributed this to the linked-word list which re-
quired sequential rather than direct access to the middle of a
list.

LINKED-WORD LISTS VS. LINEAR ARRAYS

Before the institute was half over I decided to write a list-pro-
cessing language using FORTRAN subroutines and functions.
I was not aware of Gelernter’s FLPL. Joseph Weizenbaum’s
SLIP? had just been announced, and to me it appeared to be
IPL-V operations written as a series of FORTRAN subpro-
grams, with a few primitives written in machine language. I
decided that in order to preserve many of FORTRAN’s effi-
cient features lists should not consist of linked words but a
linear string of words. My task was to find ways of providing
dynamic storage allocation at runtime, list-processing opera-
tions and creation and operation of arrays connected into tree
structures. I was able to provide all of these using procedures
written as FORTRAN functions. I then proceeded to add
string-processing routines, sorting operations and statistical
and matrix operations, aiming for a general purpose language.
The first DYSTAL Manual® was completed in 1956. After the

1967 IFIP Working Conference on Symbol Manipulation
Languages®, T decided to make arrays relocatable, using a
directory to hold the names of arrays and allowing arrays to
move to a disk file as room in memory was depleted. A man-
ual incorporating this improvement was put together in 1970°,

My approach was that of an amateur, unaware of the nice-
ties of computer language design, doing what appeared to be
necessary to achieve features which FORTRAN did not nor-
mally provide. Much of this would not even be of historical
significance, since DYSTAL was not widely used. But some of
it is pertinent to the present-day effort to provide a more
general-purpose language via FORTRAN. The X3J3 FOR-
TRAN Committee is discussing setting up a core FORTRAN
and extensions into different application areas. It is my belief
that the core should be relatively flexible to allow for a vari-
ety of extensions. I would like to point out how I was able to
make use of FORTRAN IV to accomplish unFORTR AN-like
operations, while integrating numeric and nonnumeric
procedures.

ESSENTIAL FEATURES

Three features were important to my effort to provide list-
processing and list-structuring operations in FORTRAN. The
first was dynamic storage allocation. The second was the
name of an array which was separate from its content. In
FORTRAN a variable, whether subscripted or note, referred
to its content or value. To create tree structures or to chain
arrays it was necessary to be able to use names of arrays as
pointers. This called for a new data type—array name—which
was different from integer and real variables. The third fea-
ture was required to provide the flexibility inherent in linked-
word lists. I found this in the five-word head, which I later
increased to seven words. These features were not indepen-
dent of one another. I began with dynamic storage allocation,
which brought into play the need to keep track of the location
of an array and its features.

DYNAMIC STORAGE ALLOCATION

To implement dynamic storage allocation of linear arrays a
single storage area was created and from it all arrays were
allocated at runtime. To accomplish this three variables were
dimensioned a maximum amount and made equivalent to one
another and stored in COMMON. Later a disk file was added
when arrays were made relocatable:

DIMENSION LOT (5000), FLOT (5000), GLOT (5000)
EQUIVALENCE (LOT, FLOT, GLOT)

COMMON GLOT

DEFINE FILE 4 (1000, 80, U, JFI)
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The equivalencing of the three arrays made it possible to cut
out any type of array from the same storage area and even to
store different types of variables on the same array. The
EQUIVALENCE statement therefore played a central role in
providing a flexible dynamic allocation system. The use of
COMMON allowed each function to have access to the entire
dynamic storage area without need to enter LOT or FLOT as
arguments each time. GLOT was placed in COMMON to fool
the compiler into believing that LOT and FLOT in COM-
MON were not being modified by a FORTRAN function.
This rigid requirement was encountered in Basic FORTRAN
when working ‘with the IBM 1130 computer, and I would
deem that as overprotection of the user. He is better served by
permissiveness to change values in COMMON as needed.

ARRAY NAME

It was the development of dynamic storage allocation that
permitted and also required a name separate from the content
of the array. It was necessary to keep track of the position
within LOT or FLOT where the next array was to start. This
location was returned and used as the name of the array. If
LOCA was the name of an array, LOT (LOCA + 1) or FLOT
(LOCA + 1) referred to the value of the first word of that
array. Thus LOT and FLOT came to mean “the content of”
a word at a given location within the dynamic storage area. In
the meantime, it was possible to use LOCA as a pointer to the
array and store it on other arrays, making possible chains of
arrays or tree structures. Below is shown a simple tree struc-
ture with an array called NAME holding the names of three
arrays, LSTA, LSTB, LSTC. These in turn hold character
strings, which have been read into created arrays:

NAME: LSTA, LSTB, LSTC .
LSTA: D,0,G .

LSTB: C,A,T.

LSTC: H,O,R,S,E .

It was a great day when I realized that to create a tree struc-
ture it did not matter where the arrays were stored. All that
was necessary was to be able to store array names on the same
name array.

Arrays were later made relocatable and an array called
MAP served as the directory.

LSTA = MAPL (3, 10)

created an array named LSTA for real numbers of length 10.
The name of the array was then the location on the directory.
The directory in turn held the current location of the array.

THE HEAD OF AN ARRAY

Ilearned the use of the attached head of an array from IPL-V.
Instead of a limited amount of information, I stored the length
of the array, the count of items stored on it, the mode of the
array (1-7), the node to be used to store pointers in creating

chains of arrays or alternatively as the row size of a matrix, an
alphabetic identification, a reference count, and the directory
address. The head was positioned just before the array itself
so that it could be accessed by means of a zero or negative
subscript. LOT (LOCA) referred to the array counter, LOT
(LOCA-1) to its length and LOT (LOCA-2) to its mode—i.e.
the data type stored on the array. To a considerable extent
list-processing type of operations were performed with the aid
of information stored in the head of an array. LOAD (WD,
LSTA) could be used to store a word at the end of the line and
the counter increased by one. FITEM ( — 9, LSTA) was used
to take off the last word on the list. If the capacity of the array
was exceeded when using LOAD, the array was moved auto-
matically to a new location and enlarged by 20 percent and the
routine continued. Routines for insertion and deletion re-
quired that words be moved to make room or eliminate an
empty position.

To create and operate list structures names of arrays were
placed on arrays with the data type of 1 (names of arrays),
which distinguished them from integer arrays with a data type
of 2. This distinction was desirable in writing a routine to walk
through the list structure. Each of the seven modes was asso-
ciated with an input-output format so that it was possible to
print out an array with the simple instruction IDUMP (LSTA)
or to print out all of the arrays in dynamic storage with the
instruction CALL KDUMP. Thus, when creating an array its
mode and dimensions were declared numerically and retained
in the head of each array. In matrix operations, such as matrix
multiplication, it was not necessary to specify the row and
column sizes, since these could be calculated from informa-
tion in the head of the arrays involved. The head was made
possible by implementation of dynamic storage allocation and
by use of the EQUIVALENCE statment.

The role of EQUIVALENCE is crucial in adding the head
to each array. The information in the head could be handled
as integer variables using LOT. The head could be attached to
any array, whether they held integer, real or literal words. In
developing DYSTAL for the IBM 1130 using Basic FOR-
TRAN, I managed to equivalence two-byte integers with
four-byte real words. I did not get around to adding double-
precision words as data types, but that could have been man-
aged. The ability to equivalence different data types and the
addition of a head to each array greatly contributed to re-
lieving the programmer of many bookkeeping chores.

RECURSION

FORTRAN subroutines are not recursive—i.e. they are not
allowed to call themselves. Recursive routines are desirable in
symbolic manipulation of formulas and in tracing through list
structures. Recursion can be simulated in DYSTAL using the
approach used by IPL-V. Within a procedure dynamic storage
allocation can be used to provide a pushdown stack to store
intermediate information. The necessary operations can then
be performed in reverse order using information in the push-
down stack. At the end of the procedure the pushdown stack
can be erased. Here it is dynamic storage allocation which
permits an unFORTRAN:-like operation.
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VIRTUAL MEMORY

Virtual memory, if it exists, is generally provided by the com-
puter system rather than by a compiler for a particular lan-
guage. For smaller machines, however, virtual memory is
generally not available, and using FORTRAN to provide it
greatly adds to the flexibility of writing and running large
programs. The implementation of virtual memory required
the setting up of a directory as an array to hold the current
location of each array. This could be in memory or on a disk
file. Three types of arrays were distinguished: permanent ar-
rays, which remained in memory at the low end of the storage
area, temporary arrays which were created at the upper end,
and semi-permanent ones which began where the permanent
ones ended. When the free space reached the end of the
storage space, it was allowed to wrap around to the beginning
of the semipermanent arrays. Thus it was possible to move
whole arrays each time to the disk file without fragmenting the
storage space. Virtual memory also neatly solved the problem
of garbage collection, since it was possible to allow unwanted
arrays to move to the disk file and remain there.

ACCESS TO ARRAY ELEMENTS

Creating a name of an array required adding its location to the
subscript for LOT or FLOT. Making the arrays relocatable
further complicated the problem of access. When an array was
created its name was saved in a FORTRAN variable or placed
on an array:

LSTA =MAPL (3, 10) .
To get its location, the function LOCAL was called: .
LOCA =LOCAL (LSTA) .

LOCA could then be used in the subscript of LOT to access
the Ith element of LSTA: LOT (LOCA +1).

Retrieval was made simpler, but not efficient, by using re-
trieval functions ITEM (I, LSTA) and FITEM (I, LSTA). For
storage the function IPUT (X, I, LSTA) was developed. Here
X is the word to be stored in the Ith position of LSTA. FOR-
TRAN, in spite of its rule that real and dummy arguments
have to agree in number, order and type, allowed me to use
IPUT for storing either integers or real words. There were
further complications when arrays were made relocatable,
since it was necessary to insure that accessing one array, which
might be on the disk file, did not kick out another one that was
needed in the same part of the program. One solution was to
create such arrays early and declare them to be permanent.
The other was to clear sufficient free space to make sure that
there was sufficient free space for the required arrays. A
routine called ICHEK (LSTA, LSTB, LOCA, LOCB) brings
into memory LSTA and LSTB and provides their locations.
Such procedures were most helpful at the beginning of sub-
routines to insure that both were in memory at the same time.

My general approach was to write frequently-used sub-
programs as efficiently as possible by subscripting LOT and
FLOT. Retrieval functions, on the other hand, were used

initially to write application programs. There was discussion
fairly early in the game of the desirability of a precompiler
which would take the less efficient functions and replace them
with direct subscripts.

STRING PROCESSING

DYSTAL'’s string processing operations could be applied to
arrays of single characters or to words. It was hampered by the
lack of literal constants, and it generally had to be assumed
that character strings were read into dynamically-created ar-
rays. It was possible to perform the basic operations of hunt-
ing for a character or a string of characters and to remove a
substring or replace it with another substring. For example,

LOC=MASK (LSTB, LSTA, I)

searched for the location of LSTB within LSTA, beginning at
the Ith position.

CALL ISWAP (LSTC, N, LSTA, LOC)

replaced with LSTC, the substring of N characters of LSTA
beginning at LOC. Character strings stored on DYSTAL ar-
rays had array names which could be placed on name arrays,
thus making it possible to create list structures, which were
needed in analyzing sentence structures. As with other data
types character strings had heads, including the length of the
array and the current number of characters on it. In DYSTAL
single characters could be packed intc a word or the word
unpacked into single characters, using integer arithmetic.

FORTRAN 77 introduced the CHARACTER data type,
which greatly aids string-processing in FORTRAN. The lit-
eral constant enclosed in quote marks can now be written
directly into a program. But character strings can no longer be
equivalenced with other data types, and hence new ways must
be found to provide character strings with more flexibility,
including an integer name. One method of doing this is to
provide a separate dynamic storage area for character strings
in a CHARACTER data type named CHAR. A function,
such as LOC (‘CAT’, CHAR) can be used to store ‘CAT’ in
the next available position of CHAR and return as its value
the beginning and end positions within CHAR, I and J. The
two numbers can be packed and stored into a single integer
word:

LCAT=1*1000+17J .

This integer value, such as 1003, can be stored on arrays
whose mode specifies names representing character strings.
Names of such arrays in turn can be placed on name arrays to
form list structures representing, for example, sentence struc-
tures. Knowing the name of the character string, such as 1003,
it is possible to retrieve the characters through the substring
reference provided in FORTRAN 77: CHAR (1:3) or its
equivalent value CHAR (LCAT/1000 : MOD (LCAT,1000)).
The MOD function returns the remainder term needed as the
designation of the end of the substring. In sorting the strings
of characters into alphabetic order, it is possible to compare
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character strings, but move the positions of the names of the
strings rather than the strings themselves. Here again dynamic
storage allocation produces a reference to the position within
the area which can be treated as an integer name.

PERMANENT FILE

A more recent addition to DYSTAL has been a save file and
get file instructions to save the entire dynamic storage area on
the disk file at the end of a run and to recall the same storage
area at the beginning of another run. All of the important
words in a program, including names of arrays, can be saved
from one run of a program to another by equivalencing them
to a public location in the first parameter array. In my cluster
analysis-factor analysis program I can first run the clusters,
examine them, and if satisfied run the program a second time
beginning from the point where the clustering procedure
ended. It is also possible to write a program to selectively print
out any of the arrays in dynamic storage. This facility provides
a means of periodically updating a complex data structure
constructed as a tree structure or a chain of arrays. An error
made during the course of a run may result in the file not being
properly stored. By saving the previous copy of a file, it is
possible to go back to an earlier version.

FORM OF THE DYSTAL LANGUAGE

A language written as FORTRAN subprograms might be
imagined as a series of explicit calls to subroutines. Early in
the development of DYSTAL, I realized the advantage of
using functions rather than subroutines. Practically every
DYSTAL routine uses the name of at least one array and it
was possible to allow the name of one of the arrays to be the
returned value for most of them, except those retrieving val-
ues from an array. This permitted the nesting of functions

within a line of the program. This gave DYSTAL a function .

form of specifying a series of procedures. For example, to
create an array, read 10 words into it and print it out one could
write:

LSTA =IDUMP (LRD (NRD, 1, 10, (MAPL (3, 10))) .
The matrix operation

T(TT)'=T"

can be written in DYSTAL as

MATN = IDUMP (MPTRA (MTRAN (ICOPY (MATT)),
MINV (MPTRA (MATT, MATT, 0)), 0))

MPTRA performs matrix multiplication of the first array by
the transpose of the second and stores the resulting matrix in
a newly created array and returns the name of this array.
Although the function form is somewhat confusing because of
the many parentheses, it does allow the stringing together of
several routines on a single line. One can easily see that this
ability is dependent upon the use of an integer name for an
array. The nesting of functions makes the one-line arithmetic
function quite useful. When the returned value of a function
is not needed FORTRAN allows the use of the explicit
CALL. For example, one can write CALL IDUMP (LSTA)
even though IDUMP is a function with a returned value.

CONCLUDING REMARKS

DYSTAL used linear arrays in place of linked words and was
therefore better able to take advantage of FORTRAN’s de-
sirable features—flexible input-output operations, use of sub-
scripts, use of two-dimensional arrays, and arithmetic capa-
bilities. The development of DYSTAL as a general purpose
language encompassing nonnumerical procedures was de-
pendent upon dynamic storage allocation, an integer name for
arrays, the provision of an ample head for each created array.
To develop these features there was heavy reliance on flex-
ibilities in FORTRAN 1V, especially the equivalencing of
different data types. The X3J3 FORTRAN standards commit-
tee is proposing a core FORTRAN to be combined with mod-
ules in different application areas. According to its minutes,
it hopes to eliminate EQUIVALENCE and COMMON from
core FORTRAN. I think that this would be a serious mistake
if the core is meant to serve as a basis for a series of more
specialized languages. The core should remain as flexible as
possible, and EQUIVALENCE and COMMON promote
flexibility in an important way. Those not desiring the flex-
ibility can always avoid the use of these features.
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