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tion. And the overwhelmingly important implications
for society that accompany even small advances in our
understanding of drug action make it urgent that the
challenge for further inquiry be accepted.
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Where do we stand in implementing information systems?

by JAMES C. EMERY

University of Pennsylvania
Philadelphia, Pennsylvania

ACHIEVEMENTS OF THE COMPUTER
INDUSTRY

By any reasonable yardstick the computer has been
a fantastic success. It has grown in one generation
from a laboratory curiosity to one of our major in-
dustries—perhaps the most vital one in our informa-
tion-oriented post-industrial society. Raw computa-
tional speed has increased during this period by an
order of magnitude every four or five years. The cost
of computation has dropped to the point that we can
employ it lavishly on everyday tasks.

The computer has already brought significant
changes in science, engineering, and commerce. Some
branches of technology, such as space exploration,
would ‘searcely be possible without the computer.
Virtually all scientific fields have been affected in vary-
ing degrees. Without the modern computer it would be
very difficult to perform the myriad data processing
tasks required to run a large organization. Indeed,
many of the companies most heavily involved in data
processing, such as those in the banking and insurance
industries, could simply not exist in their present form
without the computer.

PROBLEM IN APPLYING COMPUTERS

Despite these unprecedented achievements, we com-
puter professionals are not universally hailed as heroes.
In faet, we have a difficult time staving off our detrac-
tors. It would be comforting to think of them as un-
grateful wretches who resent the bounty that we have
bestowed upon them. Unfortunately, much of our
difficulty stems from our own failures to exploit the
technology nearly as well as we might. It is all too easy
to identify these failures.

Underestimating complexity

Man seems to have a natural bias toward under-
estimating the complexity of information systems. It is
easy to see how this can come about. When we think

about a problem we tend to concentrate on the normal
combination of circumstances; we often overlook the
exceptions. And yet it is the exception that causes
much of the work in designing and implementing an
information system. It is not uncommon, for example,
for over half of the design effort to go into the handling
of exceptions that account for a few percent of the
transactions entering the system. One approach, of
course, is to handle the rare exception outside of the
automatic system. But even this requires considerable
design effort to detect the exception and control the
eventual entry of the corresponding correction.

Just as man seems to have a proclivity to ignore the
exception, he also seems to have a bias toward optimism.
Estimates are frequently based on the assumption
that everything will work out as planned, ignoring the
overwhelming evidence to the contrary. Critical diffi-
culties often appear in the process of linking individual
subsystems into the overall system. System integration

"~ and testing typically account for over half of the total
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cost of implementing a complex system, but it is the
rare estimate that provides this level of funding,

Reinforcing these psychological biases are certain
institutional biases toward optimistic estimates. The
cost of implementing a large system is very great, but
many organizations have not been willing to face up to
this fact. More than once I have heard an MIS director
say that he could never get authorization approved if
he gave honest estimates.

Underestimation of the complexity of a system leads
to a number of unfortunate consequences. An obvious
one is the cost and schedule overrun that we so often
experience. This, in turn, often leads to hasty shortcuts
that result in systems that are error-prone, inflexible,
and poorly documented.

Design of overly sophisticated systems

Underestimating complexity can lead into the trap
of striving for too much technical sophistication. A
technician naturally wants to design systems that
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move to—or even extend—the frontier of technology.
Often overlooked is the cost-effectiveness of marginally
useful sophistication.

A common example is an overemphasis on quick re-
sponse. On-line file updating and retrieval, with re-
sponse times in the order of a few seconds, can add
enormously to the cost, complexity, and technical risk
of a system. Alternatives exist that may give nearly
the same benefits at much lower cost. For example,
skip sequential processing of indexed sequential files
permits short batch cycles—perhaps in the order of an
hour or less. If this is not short enough, it is possible to
provide on-line data retrieval without the much greater
complexity that on-line updating requires. There are
certainly cases where the extra cost of on-line updating
is more than justified by substantial incremental bene-
fits, but these tend to be quite exceptional.

The bias toward sophistication manifests itself in
other ways. Designers and programmers often strive
too much to achieve machine efficiency. In doing this,
they ignore the broader aspects of efficiency that in-
clude programming costs, flexibility, and maintain-
ability. We live every day with past mistakes of this
sort—for example, the ludicrous situation in which a
third generation computer spends its time emulating
a second generation computer because earlier systems
were programmed in assembly language to gain effi-
ciency. We tend not to make this mistake now; instead,
we make errors at a higher level by rejecting, for ex-
ample, use of a generalized software package because
of its ‘“inefficiencies.”

Failure to exploit existing technology

Paradoxically enough, while we strive for sophistica-
tion we also ignore well established technology. This is
perhaps understandable in a technology that has been
expanding so rapidly: it is almost impossible for the
practitioner to keep up with his field. Nevertheless, it is
painful to see.

A good example of the problem is our failure to
include an information retrieval capability within a
management information system. The ability to handle
ad hoc inquiries has been available for well over a
decade. Some companies began to apply such systems
in the late 1950s, and proprietary retrieval packages
came on the market soon afterwards. Although there is
now widespread interest in such systems, they are used
much less than they ought to be. -

Poor human factors design

One of our greatest failings is the incredibly poor job
we often do in serving the human user of our systems.
Anyone who has tried to correct a billing error knows

the problem. Systems are too unreliable, unforgiving,
and uncorrectable. They spew out masses of data that
are often poorly identified and displayed in a form
that is difficult to comprehend. It is no wonder that
users shudder a little when the computer moves in.

IS THERE A BETTER WAY?

Clearly we can do better than we have; the relatively
few organizations that have done an outstanding job
demonstrate what can be done.

There is no simple prescription for success in this
business. Nevertheless, there are certain steps to follow
that are probably necessary, but not sufficient, for
success. I offer them not as a unique set of guidelines—
indeed, they are all well-known—but as a reminder of
those things we frequently choose to ignore.

Stay within the state of the art

It is a well-known aphorism in our trade that pioneers
are distinguishable by the arrows in their backs. With
rare exceptions, it does not pay to develop systems
that rely on an extension of the frontier of technology.
Even military systems, which have a better justification
than most for such a strategy, usually are well advised
to stick with proven hardware and software.

Ezxploit avazlable technology

Staying within the state of the art is not a very
serious limitation. The art has advanced to the point
that technology does not impose many real constraints.
It is perfectly feasible, for example, to design systems
that have the following characteristics:

1. Considerable use of shared computer resources.
Although the issue of centralized versus de-
centralized computation is not closed, most ad-
vanced systems will find it exceedingly attractive
to combine computational loads into a few (often
one) large computers. Centralization offers the
undeniable advantages of economy of scale, the
power of a large facility, load levelling, and the
availability of a centralized data base. There will
no doubt always exist systems that call for the
simplicity and economy of specialization that a
small decentralized computer can provide, but
for the bulk of our needs we should surely look
to relatively centralized facilities.

2.-Considerable integration of the data base. The
consolidation of files has been going on apace for
a number of years. This has resulted in a reduc-
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tion of redundancy and greater sharing of data
across programs. There still remains, however,
the need to link non-contiguous records. This
only becomes feasible when one employs a fairly
sophisticated data base management system for
on-line storage. The capability of linking rec-
ords has existed for a number of years now—
beginning with General Electric’s IDS—but it
has yet to be widely applied. This technology
has now matured to the point that it should be
considered in the design of any new system.

3. Interactive computation. My earlier comment
on the overemphasis given to short response
time should not be interpreted as a blanket
rejection of quick-response systems. Certainly
the technology is available to provide reliable
on-line response or file updating when the re-
sulting benefits justify the added cost. Our
strategy should not be biased in favor of either
short or delayed response; rather it should aim
at a tailored response that allows each applica-
tion or user to have the response that best
balances costs and benefits. Such a system will
very likely provide a whole spectrum of response
times—from interactive retrieval and data entry
to periodic batch processing.

4. Finally, virtually any well designed system
should include some decision making models.
The models can vary from analytical optimizing
models to man-machine decision systems that
rely on elaborate simulation models. It is only
when the information system provides direct
support of decision making that it really begins
to take advantage of the full capabilities of in-
formation technology. The most serious issue
facing the designers of such systems is the extent
to which the models should be embedded within
the information system. It is always a difficult
task to provide formal, automatic links between
transaction processing and decision models.
They should therefore be provided only in the
case of high-volume and rapidly changing inputs
and outputs; in the remaining cases the models
can be loosely coupled to the transaction process-
ing through some sort of manual intervention
(e.g., smoothing or normalizing transaction data
to generate inputs, and reviewing and adjusting
decision outputs prior to introducing them into
the operational part of the system).

Provide long-term organizational commatment

If there is anything certain about our business it is
that the development of successful systems calls for

long-term, sustained support. No system is ever really
finished; it undergoes continual modification and adap-
tation over the course of many years. Eventually it
may be scrapped and replaced by an entirely new
system.

An organization’s commitment to a long-term pro-
gram should take a number of forms. One requirement
is for relative stability in the resources devoted to sys-
tems development. Insofar as possible, these expendi-
tures should not be viewed as an easy target for cash
savings in time of belt tightening.

Management’s commitment should also take the
form of participating in the design of the system and
smoothing the way for its introduction. The call for
such participation has become a commonplace in our
profession, but it is no less true because of that. A well
designed system should become an integral part of the
management process of an organization, and it is hard
to see how this can come about without continual sup-
port by all levels of management. Many important
management policy decisions are embedded within the
MIS design, and so managers must participate to the
extent required for them to resolve these issues.

A long-term commitment implies an explicit program
to develop systems personnel. The need is especially
critical at the management level within the systems
group itself. The philosophy that any good manager
can head a systems group has surely been discredited
by now. The body of knowledge within the field has
grown to the point that this knowledge cannot be
quickly or casually acquired; the development of real
professionals requires a long-term program. We should
be no less reluctant to turn over systems development
to the untrained and unseasoned manager than we are
to trust the removal of an appendix to a barber.

An organization’s commitment is also measured by
the calibre of personnel they assign to the MIS function.
Little success can be expected if the function is con-
sidered a dumping ground for misfits, if it does not get
its share of the organization’s fair haired boys, or if it
does not attract outstanding computer professionals.
Without at least a sprinkling of really top-flight de-
signers, analysts, and programmers, the organization
would be well advised to scale down its aspiration level
to meet only bare requirements.

Emphasize users

Everyone talks about the need to serve users, but
we nevertheless continue to make many of the same
mistakes. Evidentally we must take much more formal
and explicit steps to deal with this problem.

The use of steering committees is one way to get user
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participation. They can certainly help in making re-
source allocation decisions and in resolving policy
questions. They are equally applicable at all levels in
the organization—a high-level committee to deal with
broad, long term issues, for example, and lower-level
committees to deal with operational subsystems. The
form of the committees and their tenure may vary
considerably, but certainly some relatively formal
means is needed as a forum for dealing with issues that
cross existing organizational boundaries.

System groups should include staff members who are
specifically assigned responsibility for human factors
design. Included within their scope of activity should
be such matters as the design of hard copy forms and
CRT display formats, procedures connected with the
information system (including error handling proce-
dures), specification of the operating characteristics of
terminals, and concern for the ability of the system to
adapt to changing user needs. These responsibilities
tend to be scattered about within most groups, rather
than dealt with as a whole.

A formal user sign-off procedure should exist so that
users have an explicit opportunity to get their views
incorporated into the MIS design. Such sign-off should
be required at all major stages of the implementation—
the feasibility study, functional design, detailed design,
testing procedures, and final operational acceptance.

It might be a good idea for each organization to have
an ombudsman to look out for users’ interests. As in-
formation systems become more and more pervasive
throughout the organization, we stand some chance of
being swallowed up by them unless someone is around
who can pull the plug in an emergency. To be effective,
the ombudsman should remain independent of the
MIS group, have the authority to investigate all matters
connected with the information system, and have the
right to voice his opinions at the highest levels of man-
agement. One would probably not find enthusiastie
support for such a position among systems directors,
but it nevertheless may provide a very useful safeguard.

Devote more effort to project management

The implementation of a large MIS has itself become
a formidable management task. It may require the
efforts of over a hundred persons extending over the
span of several years. The various subsystems tend to
interact closely with one another, and therefore call for
a high degree of coordination among the project teams.

An activity as complex as this requires more atten-
tion to its management than normally given. Tech-
niques exist for dealing with the problem—network
scheduling and resource allocation models, documenta-

tion and configuration management procedures, simu-
lation packages for analyzing alternative designs, and
all the rest. Unfortunately, however, most projects do
not formalize project management to the extent neces-
sary. The direct cost of good management is quite
high, but the indirect cost of poor management is
staggering.

Centralization of systems management

It is hazardous to generalize too much about the
proper degree of centralization of systems activities.
Organizations thoroughly committed to decentralized
management find it hard to treat the systems activity
as a centralized exception. Centralization can also in-
crease problems of keeping the system responsive to
users’ needs.

Nevertheless, considerable benefits can come from a
certain amount of centralization. The benefits basically
stem from the economies of shared use of hardware,
software, and data.

For most organizations it does not make much sense
to maintain more than one group concerned with the
development of standards for programming, docu-
mentation, languages, data base design, and project
evaluation. Vendor hardware and software evaluation
should likewise be centralized in most cases. Design of
common application programs might even be central-
ized. Clearly we are already seeing more and more
centralized computer facilities.

Centralization of this sort does not imply isolation
from users. Specialized applications can—and probably
should—be handled on a decentralized basis. A remote
termial hooked to a centralized computer should be
viewed logically by decentralized managers as an inde-
pendent resource with the capabilities of a large machine
at a fraction of its full cost. To be sure, any centraliza-
tion imposes some constraints on the organization’s
subunits, but when intelligently applied the constraints
still can leave ample room to meet users’ requirements.
After all, we all must live within certain constraints,
whether imposed internally or externally by govern-
ments or vendors.

Incremental development

A comprehensive system takes many years to de-
velop. No one can foresee how technology and users’
requirements will evolve over this length of time. It is
therefore absolutely essential that systems be designed
in a way that permits continual modification and
extension. ‘
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A number of steps can be taken to achieve a much
higher degree of flexibility than most systems offer.
Perhaps the most important requirement is a master
plan to guide the development of separate subsystems.
Such a plan defines the subsystems that will comprise
the eventual overall system, and establishes the major
interfaces among these subsystems. It is only when such
a plan has been developed that one can have any
assurance that all of the subsystems will mesh together.

The master plan need not go into great detail. Its
purpose is to establish constraints within which each
subsystem can be developed more or less independently.
In principle, one should limit the detail to just that
level required to define the interfaces among sub-
systems. Detailed work beyond this level can wait
until the actual implementation of the separate
subsystems.

Insofar as possible, the subsystems should be imple-
mented in a sequence that provides early interim bene-
fits. Certain technological constraints may partially
limit the choice of sequence—for example, some gen-
eralized software may be required before application
programs can be written, and a forecasting program
cannot be implemented until the order entry subsystem
from which it gets its inputs has first been developed.
Other factors, such as the particular skills available
and political considerations, may play a part in choos-
ing the implementation sequence. The basic strategy
should be, however, to implement each subsystem in a
way that provides interim benefits that justify develop-
ment costs, while at the same time leading toward the
eventual accomplishment of the master plan.

The plan should evolve along with the system: it is

not meant to impose inflexible constraints on the design.
Changes will inevitably occur as technology advances,
the organization’s needs change, and the system ma-
tures. The changes should, of course, be controlled
and consideration given to trade-offs and the need for
coordination among subsystems.

In addition to the development of an evolutionary
master plan, other well-known techniques exist for
increasing the flexibility of a subsystem. These include
use of higher-level languages, modularity, data and
program independence, avoidance of unnecessary pro-
gram complexity, and careful documentation. These
techniques typically carry a short-term price, but they
are vital for long-term success.

CAN SUCCESS BE REPLICATED?

We know that real sucecess can be achieved, but we
also know that it is relatively rare. This is so because
success requires the rare combination of exceptional
management, sustained support, and top-flight tech-
nical personnel. Without these ingredients, results are
likely to be marginal at best and disastrous at worst.

Unfortunately, there is not enough talent to insure
that each organization has an adequate supply. The
great challenge we face is to develop a technology that
does not require genius to implement. Conversion of a
field from an art to a routine science is the chief sign
of its maturity. To achieve this in our field we must
devote a great deal more effort to gaining a better
theoretical understanding of complex systems, planning
and control of large organizations, and the behavioral
aspects of formal information systems.






MIS technology—A view of the future

by CHARLES H. KRIEBEL*

Carnegie-Mellon Universiy
Pittsburgh, Pennsylvaina

INTRODUCTION

Industry tabulations for 1970 indicated there were
some 85,000 computer installations in the world,
valued in excess of $40 billion. By 1975 these figures are
expected to double; in ten years they may be redoubled.
The continuing exponential growth in raw computing
power prompted Art Buchwald recently to editoralize
on “The Great Data Famine” of the 1970’s. According
to Buchwald’s expert source by January 12, 1976
“. . .every last bit of data in the world will have been
fed into a machine and an information famine will
follow.” To cope with this impending disaster, a crash
program is urged in which (1) ‘“no computer can be
plugged in more than three hours a day”; (2) the
government will spend $50 billion to set up data manu-
facturing plants and their output will be mixed with
soy bean production; and finally (3) a birth control
program will be advocated for all computers—pro-
vided, ‘“the Vatican’s computer gives us its blessing.”
On Tuesday evening, September 9, 1965, the largest
power failure in history blacked out all of New York
City and some 80,000 square miles of neighboring areas
in which nearly 25 million people live and work. The
blackout lasted for three hours before partial power was
restored. It is awesome today to imagine what the
consequences would be if a computer blackout were to
oceur throughout the world. Yet in spite of our in-
creasing dependency over the past twenty years on
computer technology, one continues to hear of a
“technology gap.” Instead of a “data famine” the
technological issue today is that computers haven’t
been able to do all that was expected of them. In
stronger language, Isaac Auerbach stated at the closing
session of the recent fourth triennial Congress of the
International Federation for Information Processing

* The author wishes to acknowledge many enlightening conversa-
tions on MIS with Dr. David B. Hertz and R. George Glaser, Jr.
of McKinsey and Company, Inc.
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that the performance obtained by users of computers
for business data processing shows: 20 percent are
successful, 40 percent are marginal, and 40 percent are
failures. Reviews by others of computers in manage-
ment information systems also sharply criticize the
notable lack of results in spite of great expectations.?
If true, this is a dismal return for a $40 billion invest-
ment in equipment. What went wrong? Who's at
fault?

On the one hand computer manufacturers and the
industry have been blamed for overselling, for not
developing the right technology, and for not solving the
users’ problems. On the other hand the user and
managers have been criticized for overbuying hardware,
for misapplying an inert technology, for “living in the
last century”” and not exploiting the modern methods of
today. There is some truth on both sides of these argu-
ments. But acknowledging the existence of a gap is at
best only the beginning of a solution. What are the
dimensions of “the gap?”’ What remedies are proposed
to close it? What future developments can we anticipate
towards progress in MIS? Before gazing into a crystal
ball for the answers, we can gain perspective on the
problem by briefly probing the surface of the issues
involved. A conceptual framework is particularly
important in this case because the broad connotation
of MIS and misunderstanding are the source of most of
today’s difficulties. ‘

INFORMATION STRUCTURES AND MIS

The phrase “management information systems” or
“MIS” has gained popularity as a descriptor for in-
formation processing activities in support of manage-
ment. If one explores the environment of management
it is soon apparent that decision making is the primary
function that distinguishes managerial activity from
other behaviors. In fact, management decision occupies
a singular role in management literature, since other
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Figure 1—Basic stages of activity in decision processes

behavior—such as planning and control—is often
defined in terms of decision activity. Thus, an under-
standing of the central issues in MIS might logically
begin with the concept of management decision.

To economists decision making is the allocation of
scarce resources. Other writers emphasize the choice
activity in that for them, decision making is selecting
the “best”’ action from among available alternatives—
where the criterion of choice might also be viewed as
one of the alternatives. Since our immediate interest
concerns informational aspects of decision, it is instruc-
tive to adopt a broader view of the process by con-
sidering the stages which rationally precede the choice
of action and a commitment of resources.

Although a variety of elegant models are available
in the literature, the essential ideas behind a rational
structure for decision making are really quite simple. A
parsimonious description of the decision process would
include four identifiable stages of activity: observation,
inference, evaluation and choice (see Figure 1).*
Within the limits of this model, the process begins
with observing states of the environment; surrogate
images are assigned to natural events, measurements
are taken, and data is collected, encoded and stored.
The second stage in the process involves analysis of the
recorded data as a basis for inference and prediction.
Here, in effect, reports are made and reviewed to
determine whether or not a situation requires a decision
to be made. Stage three is initiated by the need for a
decision. At this point inferences and projections are
analyzed to identify action alternatives and these in
turn are evaluated with respect to goals, constraints
and efficiency. Finally, an alternative is selected which
is preferred (or “best’”’) under the criterion of choice,
the action is communicated, resources are committed,
and the decision is implemented. As implied by the
diagram the process actually perpetuates itself through
cycling and feedback, since upon implementation the
decision becomes a source for new observation; and
S0 on. .

Now suppose we consider the development of in-
formation structures in support of the activities in-

* The well-known antecedent for this model is, of course, the
“scientific method.” TFor an interesting and more elaborate
taxonomy see Simon (1960).

volved in each stage of this process.* That is, the
simplistic decision model can serve to characterize four
levels of the relative maturity (or sophistication)
achieved by an information system. In its most ele-
mental form an information system is simply a reposi-
tory or data bank, encompassing only the ‘“observation”
activities of the model. The raw data has been organized
in some convenient manner and is stored, say, in a
computer file; upon interrogation the manager retrieves
a report and performs all subsequent analyses from
inference to decision. Most accounting systems are of
this elementary form, employing a linear transactions
model of the organization and serving as simple data
banks. Simplicity, per se, is not a ecriticism of such
systems; their shortcoming in application is that
typically they do not discriminate between vital
information and trivia. Thus managers interacting with
an elementary data bank system often become frus-
trated by the lack of relevaney in large volumes of data.

At the second level of maturity in development the
data bank system has been expanded to include most of
the activities of inference as part of the formal system.
In addition to exception reporting, the system now
includes the capacity to forecast and to artificially test
the consequences of implicit decisions. The emergence
of the fields of management science and operations
research accompanied by computer-based models,
particularly linear programming and simulation, has
done much to facilitate the realization of these selective-
inference information systems. Here the manager can
interrogate the system with “What if . ..” questions,
and receive an array of consequences in response for
his evaluation. The hidden danger in this dialogue is
that the manager is usually insulated from factual data
in the system by a host of assumptions imbedded in the
model which provides the inferences. While a seemingly
obvious caution, it is surprising how readily individuals
are lulled into believing ‘‘realistic-looking” output
is fact.

At level three in development, evaluation activities
have been programmed into the selective-inference
structures so that the information system now encom-
passes action recommendation. Here the need for a
decision is triggered within the formal system on the
basis of monitored observations and predetermined
rules or a time scheduled event. Procedures are pro-
grammed to evaluate alternatives against assigned
goals as the situation requires, the “best” course of
action is chosen, and the recommendation is com-
municated to the manager. At that point the manager

* Analogies of this form have been proposed by others in similar
contexts; for example, Chapter 15 in Gregory and Van Horn
(1963) and Mason (1970), in particular.
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either implements a decision based on the recommenda-
tion or he rejects the alternative and further analysis
may be initiated. The most common form of this
action-reecommending information system in organiza-
tions today is the advisory staff group or committee.
In this case line management delegates authority for a
certain area of responsibility to a staff department,
but retains final control for decision through review and
certification. Another variant of this system has ap-
peared in the form of large scale optimization models,
particularly linear programming applications in indus-
trial scheduling. In many of these cases, however,
systems originally designed for ‘“action recommenda-
tion”” have over time reverted back to ‘selective-
inference’” systems as limitations of the model became
apparent.

In the final stage of maturity the entire decision
process has been automated within the information
system. All activities from observation to choice and
the ability to initiate action, commit resources and
monitor results have been programmed. In effect the
manager is now outside the structure having fully
delegated his authority, although he retains the power
to revoke the delegation at some future time. The
simplest form of the automated decision system is the
“standard operating procedure’” in organizations; a
more sophisticated example would be a eomputerized
process control system in a petroleum refinery. Modern
factory inventory control systems are another common
example. Obviously, automated decision systems re-
quire extensive knowledge of the decision process for
the given application and consequently their develop-
ment has been limited to well-defined environments.

Figure 2 summarizes this overview of information
structures in MIS. Concerning the classification it is
important to recognize that the levels of development
should not suggest a linear or necessarily sequential
progression of system maturity. That is, the MIS in a
modern organization today is not one of these in-
formation structures; it is a composite of all four types.
Said differently, the two basic components of design in

any information system are (1) a model of the user,

Level of Information Decision Activity Model
Development System Type (Fig. 1) Formalized and
Programmed
1 Databank Observation
2 Selective-Inference  Observation + Inference
3 Action Recom- Observation + Inference +
mendation Evaluation
4 Automated Decision (All above) -+ Decision +
Feedback

Figure 2—Classification of information structures in MIS

and (2) a data store. The former defines the output
interface or system application, and the latter con-
stitutes the environmental image or system input. For
MIS the user model reference is management decision
processes. In the evolution from ‘“data bank’ to “auto-
mated decision” the user model becomes technologically
more sophisticated, as more activities of the process are
formalized and programmed into the system. But
decision processes exist at all management levels in an
organization hierarchy. Thus, one finds information
structures of different maturity at different manage-
ment levels. The most mature computer-automated
information structures in MIS today are still confined
to lower management levels.

The preceding discussion provides a framework in
which to assess the dimensions of MIS technology, the
“gaps” today inhibiting implementation, and the
direction of future developments. For present purposes
I will confine these remarks to two dimensions: (1)
the user model component and (2) the data (pro-
cessing) store component.*

USER MODEL TECHNOLOGY IN MIS

The lackluster results vis-a-vis expectations realized
in MIS to date ecan be attributed in part to the fact that
the implicit model of the user has remained naive. As
with more elementary information storage and retrieval
systems, the user of a MIS can occupy two distinet
roles either as a generator of system input or as a
consumer of system output. In most cases these roles
occur in different individuals in the organization and
each interacts with the system differently. The struc-
tural interface of the system which facilitates com-
munication between these respective roles is the data
file.

Dating from the early 1950’s the user model which
typified first generation, computer-based MIS was
accounting transactions. For most applications this
model better served the system input role than the
output requirements of managers. Consequently,
management decision support was limited to a class of
data bank structures for financial reporting, and system
performance evaluation (when executed) was based on
administrative (or clerical) cost reduction. With the
development of operations research techniques and the
evolution of second generation computer systems for
MIS, accounting was supplemented by a series of user
models based on management funetion, such as personnel
administration, production-inventory control, mar-

*In Chapter 1 of Kriebel, et al. (1971) we have clagsified MIS
research along five dimensions, however, space limitations here
prevent a more extensive discussion. )
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keting management, and so on. In seeking to close the
output gap in the user model and advance to selective-
inference information structures, functional area
managers in effect developed their own information
systems. The counter-cries to this movement were the
appeals for “integrated data processing”’ or (in some
circles) ‘“the total systems approach.” System com-
partmentalization during this period aggravated a
variety of development problems including data
collection, data redundancy and inconsistency, and
serious limitations on file cross-talk. System costs were
often hidden in overhead accounts, data processing
feasibility governed applications selection, and ‘“man-
agement intangibles’” dominated systems evaluation.

As total costs continued to increase in spite of gains
in computer hardware efficiencies, the third generation
systems of the mid-to-late 1960’s saw a shift in emphasis
towards consolidation—though not necessarily of the
“total systems’ variety. The output-oriented, manage-
ment function user models in large measure were
abandoned for an input-oriented data base model with
the goal of data processing efficiency. The development
orientation in MIS now focused on a corporate data
bank which stressed input data format, flows, and files
with little attention to the specific output requirements
of end users. Working applications programs in the
system were decoupled from data files through the
imposition of file management software. Most formal
information systems today are still in this stage of
evolution.

From this brief history one sees that the user model
technology in MIS has not progressed very far over the
past fifteen years. At lower management operating
decision levels where an OR model may be in good
correspondence to the actual management problem,
the decision mechanism often becomes an automated
information structure in the MIS. But above the level
of routine behavior, the user (output) model rapidly
returns to a data bank structure. Today’s “‘solution’ to
the issue of user output requirements is to maximize
the flexibility for options at the output interface. Data
managers and report generators are two common
examples of such output flexibility. In effect specifica-
tion of the user (output) model is now left up to “the
user.” Similarly, evaluation of the system benefit to
the user is becoming his own responsibility. That is,
in several large organizations today the computer-based
resources of the MIS have been divisionalized into a
“profit center” and, though not a freely competitive
market place, the user is required to pay for services
requested. The performance criterion for system
operations is thus “simplified” to efficient utilization
of resources.

This present stage of evolution raises several ques-
tions concerning future developments in the user model
dimension of MIS technology. For example, the profit
center organization is a move toward the information
utility concept; but is “information processing” a
homogeneous commodity? Divorcing the system design
from specific user needs is an attempt to make the
technology independent; but is MIS technology inert?
The contemporary orientation on data input and EDP
technology implies that resource efficiency is a major
bottleneck; but has EDP utilization been the key
barrier in MIS implementation? The data base model
development of a MIS seeks to establish a corporate
data bank, often building from the bottom up; but do
information structures for managers draw upon common
data?

In anticipating the next ten years, my first prediction
is the demise of the present-day data base orientation
as the dominant user model image in MIS development.
Instead the development focus will shift back to an
output orientation that is user dependent, though not
as a return to the second generation MIS. The emphasis
will be on basic decision processes and problems of the
specific organization and manager without regard to the
functional environment. Information structures will be
developed to solve a particular manager’s problems;
some of the structures will be generalizable to other
situations in broad outline. For example, one early
attempt at such a structure for strategic planning
decisions has been the so-called corporate economic
simulation model.* The mixed results achieved by
corporate simulators thus far can be attributed in part
to the difficulty in implementation of securing top
management attention and involvement. Another less
publicized illustration of an information structure
tailored to a specific decision problem is the concept of
an ‘“issue map” developed by MeKinsey and Company
for Mayor Lindsay of New York City.” Still another
structure that I would include in this context was the
original development and application of PERT (Pro-
gram Evaluation and Review Technique) and CPM
(Critical Path Method).

The user model image that focuses on critical decision
processes for MIS development, however, is only one
aspect of the new technology. Allied with the change in
orientation will be a rise in the application of operations
research and behavioral science in developing and
implementing these information structures. It is common
knowledge that many of the basic methods and known
results in operations research are not being used by
managers today, even though many of the techniques
have considerable potential as decision aids.® This issue
has been labeled a ‘“‘communications gap,” although
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some feel the problem is more fundamental.? I think a
majority would agree that MIS technology is not inert,
even though the computer might be. To achieve com-
patibility at the user/system (or man/machine) inter-
face, technology can either (1) adapt the system to fit
the user’s requirements (or behavior patterns), or (2)
seek to change user behavior to better match system
capabilities.* Much of the effort by industry profes-
sionals to date has been directed at the second approach,
particularly in the popularized education programs on
“OR and computer concepts for executives.” Results
notwithstanding, the empirical evidence on MIS
implementation suggests: (1) except for the most
routine activities, managers actively resist attempts
(real or perceived) to erode their authority base; (2)
the executive’s orientation is toward the ‘“‘people” in
the organization, his self-concept is as an individual
who directs the activities of others; (3) there is rela-
tively little understanding of upper management
decision processes. Emerging information structures in
the next decade will increasingly incorporate behavioral
parameters in their design which reflect organizational
associations, leadership style, and management at-
titudes as a means toward improving acceptance and
effectiveness at the user/system interface.

For example, in the mid 1960’s the experience of
IBM with “executive terminals” for their own MIS led
to the establishment of an Information Center at
corporate headquarters with a human rather than a
machine interface for the user, primarily because of
dominating behavioral considerations (cf., Chapter 8 in
Reference 10). Similarly, at Aleoa in developing their
new Picturephone Remote Information System
(APRIS) for executives, “the principal design criterion
was ease of use . . . rather than provide just a tool, the
goal was to provide . .. the service of better access to
information.”* The “complete” user guide for APRIS
is printed on a 3" X5 index card. More basically,
perhaps, research is already under way to parameterize
behavioral constructs in the decision process, such as
“participation,”® to- model how managers identify
problems to be solved,®® and to understand how humans
process information in the act of solving problems.!?
Before the end of the decade I think these develop-
ments will impact on MIS design in the appearance of
more ‘‘personalized” information structures which
better match the users’ needs and in the identification

* I’m reminded here of the lament some years ago, by the EDP
manager of a very large steel company who in responding to an
inquiry by the Chairman of the Board was required to process
some 90 million records over a two-day computer run. Apparently,
the Chairman did not ask his “MIS” the right question.

of new requirements for system technology. Within the
data processing industry the emerging trend toward
companies which provide “information services” will
continue; they will be the developers of the new
technology which solves the user’s problems.

DATA PROCESSING TECHNOLOGY IN MIS

Although organizational information systems existed
long before the appearance of the computer and EDP,
the formal designation MIS is commonly associated
with the modern information technology of the last
twenty years. A company’s decision to “‘establish” an
MIS capability in this period contained two conditions
of entry: (1) a large initial capital investment of $.5
million or more, and (2) a non-revocable commitment
to EDP, since the “bridges’”’ to existing manual systems
were usually “burned’” as new systems were developed
and mechanized. Consequently, the initial stakes to
play the MIS game were high even if amateur players
did not always recognize them. But then so was the
promise of payoff. The economic equation for manage-
ment was simple: replace labor with capital so that as
data volumes increase and technology improves the
per unit cost of processing declines. The engine that
would power this system (or the MIS) was the com-
puter.

Computers have been successfully employed in
engineering instrumentation, scientific data processing,
military and space applications, and in business where
the application involves large volumes of data and
relatively straightforward computations, such as in
communications switching or bank check processing.
To secure the capital leverage of the computer in each
case requires that the process involved be formalized
and programmed. But the needs for different applica-
tions are different and, as discussed above, the absolute
requirement to formalize management decision pro-
cesses has been the key barrier to the computer’s
success in' MIS. In my opinion this problem has been
further compounded by the promoters of so-called
“integrated systems.” :

EDP technology encompasses a broad domain
beyond ‘‘the computer,” from firmware to peripheral
devices and communications, from POLs to data
management software and hypervisors, from system
configuration to systems analysis and people. Within
the space available it is obviously impossible to cover
all agpects or even do partial justice to the many
contemporary developments. As a compromise, I will
instead highlight a subset of the whole that I think
holds particular significance for MIS in the future.
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Sector Centers

"Intelligent
Terminals"
(and Minicomputers)

Figure 3—Distributed data processing grid

Perhaps the most distinguishing characteristic of
third-generation EDP system operations was the
emergence  of teleprocessing, facilitated by multi-
programming and data communications technology.
Although early time-sharing applications were restricted
by the existing hardware and operating systems, con-
siderable progress has been made in a relatively short
time span. This development is significant for at least
two reasons. First, it provided the basic framework for
distributed data processing; second, it turned the
centralized vs. decentralized operations debate into an
academic issue to be decided on a relative basis by
organizational philosophy. The distributed data pro-
cessing (DDP) approach (see Figure 3) employs a
hierarchy of EDP centers, ordered on the dimension of
capacity and interconnected through direct com-
munication lines. (Increasingly in the future these
lines will be dedicated for data transmission rather than
modifications of voice networks.) At the lowest level in
the DDP grid the point-of-origin device for data capture
and interaction will be an ‘“intelligent terminal,”
ranging from a Picturephone-like* device to a mini-
computer with local data processing capacity. Where
online access and speed are not important data cassettes
will provide communication linkages. In more sophisti-
cated applications computer networking will be em-
ployed for direct communication between computers
and multiprocessor centers. Although thus far the DDP
concept has been employed primarily in experimental
systems, I believe it will be commonplace in the future.

The distributed data processing approach in one sense
is a natural outgrowth of the time-sharing principle to
extend system utilization while capturing some of the
economies-of-scale in-hardware technology. However,
experience has shown that the massive ‘“‘universal”
system approach rapidly leads to substantial dis-
economies in software overhead and administration.
By analogy, the computer is not a universal machine;
“a truck, a motorcyecle or a racing car each has a
different engine which is designed for high performance

* Picturephone is a registered trademark of the Bell System.

and economy in the specific use intended.”! The com-
puter system and MIS that seeks to be all things to all
people in one package is doomed to failure at the outset.
The cost balance in configuration is between operating
control over a fragmentation of diverse specialized
gystems which may be locally optimal but globally
expensive, and the universal system ‘‘dinosaur.”®

A critical problem to date has been technically with
the integrated data processing approach—particularly
in extreme applications for MIS which have attempted
to “integrate” everything from customer sales trans-
actions to the President’s appointment calendar. The
basic difference under DDP is not to integrate but
instead to provide a well-defined interface for relatively
independent sub-systems. Data managers have been a
first step and in the future these systems will be dedi-
cated to sub-set applications as required. What emerges
then is a portfolio of technology (packages) optimized
with respect to the portfolio of user information strue-
tures. Some of the elements in the overall portfolio will
interact, some will not; however, all elements will be
highly modular. That is, one application may periodi-
cally require augmented computer capacity from the
sector or regional centers in “‘competition” with other
applications, others may share certain master files for
data, and still others may be locally self-sufficient. For
example, the “executive terminal”’ might well become
an information structure serviced by a minicomputer
with limited communication to a corporate data bank
via cassette.

The utility structure of the DDP grid recalls the
previous question: Is “information processing” a
homogeneous commodity? The purist would answer
affirmatively at some level of computer science or,
above the ISP (Instruction Set Processor) level, one
could identify kernel processes. But the absolute
answer to this question does not seem critical to me.
That is, defining the requisite interfaces will begin to
establish the standardization required to achieve
plugboard modularity of sub-systems. For example,
General Electric is currently addressing parts of this
problem with ‘interprocessing” in which customers’
computers and GE’s network service are used jointly>—
to cite one illustration. A more interesting issue,
perhaps, for managers and EDP technology in future
MIS now becomes the ‘“make or buy’’ decision.

Earlier I remarked that the economic rationale by
management in making the commitment to EDP and
MIS was essentially to replace labor with capital
and improve productivity. What has happened, how-
ever, is that total costs have increased. Even if one
examines only the apparent costs of systems operations
and development the capital/labor ratio advantage has
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not materialized; equipment hardware cost continues
to decline as a percentage of the total which includes
systems personnel and administration—today ranging
between 35 and 45 percent. Furthermore, as most of
the trade literature reports, apparent costs are only the
vigible portion of the economic “iceberg” in MIS when
we include such hidden cost factors as the drain on
management time, inadequate priority analysis of
competing applications (and the foregone opportuni-
ties), abandoned projects due to vacillating support,
security in the EDP department, inefficient software,
ete. The constant advance in the sophistication of the
new technology will continue to raise the economic
stakes for payoff in MIS as this total cost base expands.
Sunk cost notwithstanding, the decision many com-
panies are literally beginning to face is whether or not
they can afford to be in the MIS business.

This economic crossroad in MIS is not to suggest
that management is contemplating a nostalgic return
to the Dark Ages. More realistically, they are weighing
the practicality of making it themselves or buying it on
the outside. Today information services companies sell
pieces of an MIS; you can buy information problem
solutions as a complete package and for a price con-
tracted ¢n advance. Often this opportunity does not exist
inhouse and cost estimates are notoriously biased. The
large corporations with the requisite capital base and
absolute system constraints will retain inhouse tech-
nology for their MIS. Inereasing numbers of companies
in the $50 million annual sales or less category, however,
are going to buy their MIS technology over the next
ten years. Few companies today generate their own
electrical power requirements; many companies buy
their legal services as needed; most small companies
buy their accounting services. The distributed data
processing approach will facilitate a comparable
opportunity for EDP technology. Management will
decide how much of it to “buy” and how much to
“make” in establishing an economically viable MIS.
For the data processing industry: establishing the
centers, developing the technology, and regulating
operations will be determined in the market place by
the user or the government or both.

CONCLUSIONS

Having reviewed the state-of-the-art in MIS tech-
nology contemporary developments indicate that the
future holds no radical departure in the promise of a
major technological breakthrough, although there will
be change. The MIS as the computer itself is still in its
infancy and progress in design and development is an

evolutionary process that depends on how much is
learned from past mistakes.

Perhaps the most significant change in the future
from the perspective of results will be a reestablishment
of purpose as information structures in MIS seek to
golve the bona fide problems of users. In simplified
terms we characterized system technology by the model:

Decision Data
MIS = Model + Processing
of User Support

We further stressed that the many information struc-
tures which in aggregate constitute a MIS range in
their sophistication as a descriptor of management
decision processes from a relatively naive “data bank”
model to a complete and closed-loop program for
“automated decision.” As developers seek to advance
the state of user model technology the MIS design focus
will shift from a data base orientation to a focus on the
critical decisions of line managers in organizations.
More emphasis will be placed on education of both
system analysts and managers to close the communica-
tions gap; design teams will be formed to better utilize
the methods of operations research and management
science. To further increase understanding and ac-
ceptance behavioral considerations will assume a
dominant position in development, becoming parame-
terized where possible to better mateh the information
structure to the user’s problem. The MIS then will
become a portfolio of information structures designed
to solve the information requirements of a hierarchy of
management decision processes.

Data processing support within MIS will also undergo
change over the next decade in an evolution from
current developments. One major outgrowth will be
extension of the distributed data processing approach
to delivering a portfolio of EDP support in MIS.
Within this framework efforts on integration will
diminish in favor of modularity in design to decouple
and develop relatively independent sub-systems with
well-defined interfaces for plugboard compatibility.
Data management systems will become dedicated to
improve the linkage between data base development
and the user model portfolio’s requirements. Com-
munication within the distributed data processing grid
will be over dedicated lines for data transmission or in
some cases by data cassettes. The minicomputer will
become commonplace as ‘““intelligent terminals’” in the
grid. Finally, pressured by rising inhouse costs and the
requirement for economic payoff, all but the large
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corporations will deeide to buy their EDP technology
from outside suppliers, in some cases retaining mini-
computer terminals as the system connection.

In looking toward the future of MIS technology
then, my view sees payoff and portfolio as the most
descriptive adjectives. To me they are inevitable if
MIS in the future is to include progress.
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Selective security capabilities
A file management system
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Although the general requirements of data security
in file management and retrieval systems are fairly
obvious, and have been often stated!:? current practice
does not provide even an approximation of these re-
quirements and, in fact, current languages and operat-
ing systems, with few exceptions?#¢ make it relatively
difficult to achieve these objectives when one tries to do
so. Apparently, current languages and hardware serve
as an informal security and privacy protection system
that is more or less satisfactory for most current appli-
cations. While security and privacy controls are often
discussed, they do not appear to be high on most
managers’ lists of pressing problems.

The authors’ concern with security is limited to the
systems implications which arise when one or both of
the following circumstances exist:

1. A common file is used for two or more different
purposes, e.g., an integrated management in-
formation system.

2. A file is directly accessible by those who are
responsible for generating input, and those who
use the information it contains.

Questions of physical security of facilities, tampering
with hardware etc., have been treated elsewhere’:® and
will not be discussed here.

At present, the programming languages and operat-
ing systems that are used for most file maintenance and
information retrieval applications are sufficiently com-
plex and esoteric that professional programmers and/or
production controllers have been interposed between
the ultimate users of the file and the file itself. More-
over, the majority of such applications are still handled
by relatively conventional batch processing systems,
without remote access devices being placed directly
in the hands of the information supplier or consumer.
Both the physical separation, and the necessity of
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human review of access to the file serve to provide an
informal but adequate security system to protect
against abuse by the information consumer. The pro-
grammers and production controllers in such a system,
however, often have considerable freedom to attack
the security or privacy from within. (How many data
processing departments are able to keep salary informa-
tion from their programmers?)

It is clear that remote access systems represent the
future for such applications—the only question being
how rapidly the future will arrive. It is also clear that
user and problem-oriented languages now exist’ and
once data-consumers have experienced the power and
convenience of these languages they will not willingly
return to a situation in which they are at the mercy
of a staff programmer. Both of these developments
suggest that formal and explicit treatment of the ques-
tions of data security is rapidly becoming a necessity.
The following describes the approach to these questions
that has been taken by the authors in ASAP, a file
maintenance and information retrieval system designed
and implemented by the authors.

There are three principal questions associated with
the security of a particular file:

1. Which people with physical access to the hard-
ware containing the file should have access to any
particular file?

2. What subset of the file is each authorized user
permitted to access?

3. What types of processing operations are per-
mitted to each authorized user?

ASAP approaches each of these questions by using a
complete directory of authorized users which is ap-
pended to the master file in question. While ASAP
cannot prevent the data-set that represents the master
file from being processed by independent programs
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written in other languages, it can and does supervise
all requests for information entry, update, or retrieval
which are written in the ASAP language, and in doing
so enforces the security restrictions that are explicit in
the user directory. This directory contains, for each
authorized user:

1. “password” identification information.

2. A description of the file subset accessible to this
user.

3. A description of the processing actions this user
is permitted.

RECORD SELECTION

The first method of specifying the subset accessible
to a particular user is to describe which records of the
file are accessible to him. This is done by including in
the directory entry for each user a Boolean expression
that describes by content those records to which he is
permitted access. When a user makes a request, a
monitoring routine based upon this filed Boolean ex-
pression is interposed between the file management
utility routine and the user program. The result is un-
obtrusive, but absolute—the user program only ‘‘sees”
records for which the Boolean expression is satisfied;
other records essentially do not exist for this user. The
syntax of ASAP permits the user to easily further
restrict the selection of records from the file, but this
individual Boolean constraint is automatically and
invisibly ‘ANDed’ to the selection criterion for each
and every request submitted by this user and there is
no way he can override it without going completely
outside of ASAP and obtaining independent access to
the master file.

For example, consider a master student file at a
university in which there is one record for each student.
One user of this file might be the administrative office
of the College of Engineering. (The system is, of course,
quite content with such ‘corporate’ users, actually
representing a number of different individuals.) The
selection condition for this user would probably be
something like:

COLLEGE =‘ENG’
where COLLEGE is the name of a field in the record
and ‘ENG’ is one of the possible values of the field.

The user representing the office of the Dean of Women
might be assigned the selection restriction:

SEX="F

and a user concerned with those football players on

athletic scholarships who are in academic difficulties
might be restricted with:

ATHLETICS = ‘F’
- AND FINANCIAL AID> 1000.00
AND GRADE_AVG<2.0

A complete program in ASAP could consist of the
following statement:

FOR ALL STUDENTS WITH CLASS=‘FR/,
PRINT LIST: NAME, CAMPUS_ADDRESS,
CLASS_RANK, ORDERED
BY CLASS_RANK;

If this request were submitted by the College of En-
gineering it would produce a listing of all freshmen
engineering students. Exactly the same request sub-
mitted by the Dean of Women would yield a list of all
freshmen women.

While the primary purpose of providing this mecha-
nism is to restrict the distribution of information to
those users with a preestablished need-to-know, it has
a secondary effect which may be more important and
interesting than the security aspect for many applica-
tions. This is the fact that each user can deal with his
accessible subset of the file exactly as if that constituted
the complete file. He is in every sense unaware of the
existence of other records and can employ the full
facility of the language and the system for his subfile,
without requiring any special treatment because it is
a subfile. This means that most of the difficulties associ-
ated with multiple, decentralized files can be avoided
without sacrificing their simplicity of use. One can
avoid the currently typical situation in which an indi-
vidual student is the possessor of a score or more records
in different and separated files in various stages of up-
date and decay.*

FIELD SECURITY

A second method of defining the subset of the file
accessible to a particular user is to assign different
‘security classes’ to different fields within each record.
When the record is defined each data element (field) is
assigned to one of nine security classes. One class is
called unrestricted and this is the default when no

*In conventional processing of sequential files the ‘invisible’
records in such a system would impose a prohibitive processing
penalty on the user of a small subset. This is avoided in ASAP by
simultaneously processing many independent requests in one pass
through the master file.
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explicit security designation is given; the others are
designated 1, 2 ... 8. The classes are independent,
with no hierarchy implied by the level numbers.

When each user is enrolled in the system the security
classes to which he has access are explicitly listed.
While every user has access to unrestricted information,
access to each of the other three classes must be ex-
plicitly granted or denied. Field and record security are
multiplicative—a user may see only authorized fields
in authorized records.

To continue the previous example, the fields of the
student record might be classified in the following way:

Unrestricted information:
Name, campus and home address, telephone,
college, class.

Security Class 1—Personal/biographical

information:

Medical history, draft status,
actions, race, religious preference.

Security Class 2—Academic information:
Class standing, individual course records,
standardized test scores.

Security Class 3—Financial information:
Treasurer’s account, financial aid, family
financial report.

disciplinary

Now the administrative office of the College of En-
gineering, whose access is already limited to records for
which COLLEGE = ‘ENG’, could also be limited to the
fields in those records that are unrestricted and class
two information. Fields containing personal and finan-
cial information, as well as the complete records for
students not in engineering are inaccessible to this user.
As in the case of record, a significant advantage of
the system is the opportunity to combine several
different types of information in a single master file,
and keep that information out of reach of unauthorized
users, out of the way of users who don’t want it, and
still have complete information readily available when
it is required. '

RESTRICTION OF PROCESSING OPERATIONS

A third, almost independent type of security con-
cerns the type of actions that a particular user can per-
form. Actions are classified in the following way in the
ASAP system:

1. Read only access
2. Read/write access to existing records
3. Record creation and deletion

. Ability to extend language by adding definitions*
. Attach read only external procedures

. Attach read/write external procedures

. Alter the record definition

Modify the user directory—add or delete users,
or change the security restrictions for existing
users

N W= N

The directory entry for each user includes a list of the
types of actions that are permitted to this particular
user. Read only access to the accessible fields of acces-
sible records is assumed; all other types of actions
must be explicitly authorized. No hierarchy is implied
in the above list so that, for example, the ability to
extend the language does not imply write access to the
file.? Obviously, the ability to modify the user list
must be granted with great frugality since this implies
the ability fo obviate the entire security system.

IMPLEMENTATION

ASAP is a compile-and-go system—each run begins
from source, and security tests are applied at the source
language level. Since no object decks are ever produced
by the system, there can be no opportunity for security
to be obviated by an alteration to the object program.
Although the compile-and-go strategy is unusual in the
data processing environment, it does not exact the
penalty in compilation time that might be expected.
The compiler is very fast, and recompiles source in
time comparable to, if not better than, time required
to load the object modules of a corresponding program.
(On a 360/40 ASAP compiles at card reader speed,
on a 360/65 at 50-100 statements per second.)

The first card of each user program is an identifica-
tion card bearing the user’s password. This is used to
search the user directory for the appropriate entry.
When the user’s entry is found, the record selection
condition is passed, in source language form, to the
compiler, along with two bit masks, one for field se-
curity, and one which specifies permissible actions.

The record selection condition is compiled into ob-
ject code that is appended to the file management
utility routines. This code is exercised for each record
of the master file, thus representing some execution
overhead. Since the compiled code is made part of each

*1In ASAP, users may define report formats, input formats,
codes, and other frequently used constructs. These are then
catalogued for future reference. Often, therefore, users will
extend the language by adding special reports or macros to the
system, an action quite independent of the ability to write on
the master file.
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selection criterion, however, this often amounts to no
more than two or three machine instructions per record.
Only records that satisfy these conditions are passed
on to the program representing the user-specified
record selection criterion.

Both field selection and action restriction are entirely
exercised at compilation time and represent no execu-
tion overhead whatever. Each entry in the symbol
table, e.g., field name, report name, keywords, ete.,
contains a security mask. On each source reference to a
field, the security class of that field is ANDed with a
copy of the current user’s security mask, and a simple
test then decides whether or not the field is inaccessible
to the user. If an attempt is made to reference a “classi-
fied” field, a condition code is set that the run is
terminated after compilation. When processing defini-
tions of entities which may include information from
several fields, such as reports or summaries, the security
of the report is simply the OR of the security classes of
all fields mentioned. Thus, while each field of a record
may only have a single security class, a report may
require the user to have access to several classes before
he can use it.

The permissible action checking is done in a similar
manner. Each action is tested against the action mask
for the user for whom the code is being generated, and
an improper action will cause the run to terminate after
compilation.

Since references to the symbol table are made for
every symbol scanned, the overhead involved in check-
ing the security classification is rather small. And,
since it is only exercised during compilation, at rather
low cost, a fairly large set of security restrictions can be
enforced.

The different types of security are not quite inde-
pendent in the ASAP gystem, although there is no
technical reason why they could not be. When a user is
permitted to attach an external procedure (which may
be written in any programming language) the system
does not attempt to enforce field security. Record se-
curity is still effective since the call to the external
procedure is not made until after the record has been
selected for processing. However, once the record is
selected, the entire record is available to the external
procedure. Although it would have beep possible to
pass an abbreviated copy of the record in which inac-
cessible fields had been blanked out, the substantial
overhead this wouald require was considered unneces-
sary, since the use of external procedures requires a
special security class which must be approved by the
system controller.

The current implementation also includes a provision
for encrypting the master files. This is performed using

standard cryptographic techniques, with the keywords
based on the system controller’s passwords. The cost
for encrypting or decrypting a 500 byte record on a
370/155 is about 500 microseconds of CPU time.

SUMMARY AND CONCLUSIONS

The security provisions of ASAP are rudimentary, but
are relatively simple to understand and use. Since the
language is compiled, rather than interpreted, and
most of the security features are fully exercised at
compilation time, rather than at execution time, the
security aspects of the system are not expensive to use.
It will be interesting to observe in time whether these
simple and inexpensive features of the system will be
widely exploited by users. If not, then perhaps security
considerations have been overemphasized by those in
research and development and do not constitute an
important general problem. If they are used, it is
likely that users will become more sophisticated in
their requirements and these simple classifications may
not long suffice. It is, of course, no problem to increase
the complexity of record selection conditions, or the
number of classifications in either field or action re-
strictions, but it may turn out that other types of
seeurity exist, with coneepts unlike those here.

Clearly, the ASAP security system is mainly designed
to prevent the casual user from gaining access to in-
formation he should not see, and the determined pro-
fessional would have little trouble going around these
security measures, using other languages.

It is interesting to consider the problems of imple-
menting even this rudimentary security system for a
conventional file—that is one created, updated, and
interrogated by programs written in a contemporary
general purpose language (PL/I, COBOL, etc.) and
executed under a standard operating system. One
might then conclude that the task is most formidable,
and that if security is a real problem, the software
now in general use is not up to solving it.

The CODASYL Data Base Task Group® has pro-
posed language extensions which permit one to specify
seeurity and privacy restrictions. They allow for quite
general restrictions, and would probably lead to a far
more costly implementation of security than that of
ASAP. A more general treatment of methods for reduc-
ing the cost of information security systems is
forthcoming.?
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A graphics and information retrieval

supervisor for simulators

by JAMES L. PARKER

University of British Columbia
Vancouver, Canada

INTEREST IN SIMULATION

Interest in simulation by computer has grown steadily
over the last ten years. This interest has become even
more strong in the last couple of years with the advent
of popular interest in environmental and social systems.
Frequently the most limiting factor in the simu’ation
and in the evolution of the techniques of simulation is
not the ability to generate the programs to do the
arithmetic. It is the ability to handle in an easy way
the information flow which results from the simulation
and to provide users—particularly those who are not
intimately familiar with computers—an easy versatile,
hands-on way of displaying this information.

The above need is felt in two ways. First when a new
simulator is written a significant portion of the effort
of its design and coding goes into that portion of the
code which maintains the data base on which the
simulator operates. Another significant portion of
effort goes into the system which allows the simulator
to communicate with a user. This repetitious diversion
of energies and money from the primary interest of
the people who write simulators (the arithmetic itself)
is at this time severely limiting the growth of simu-
lators. In addition the lack of easy graphics display
and information retrieval makes it more difficult to
correct and evolve the simulators, One can correct and
calibrate a simulation more rapidly if one can see
exactly what it is doing and if there is a system which
allows a sort of throttle control over the activities of the
simulator.,

The current limited usefulness of simulators can
partially be attributed to the fact that the real people
who should use the results of the simulators are people
who are not familiar with computing equipment. They
frequently have only an intuitive feel for what they
would like to display and how they would like to see it.
Most simulators currently built are left to wither in
the academic realm because there is no mechanism
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for communicating the powers of these simulators to
the people who are really interested.

It is the purpose of this paper to explain an infor-
mation retrieval and graphics supervisory system which
will accept most forms of simulation and execute them
as subsystems. It provides users with an easy and
flexible way of maintaining the data output from the
simulators and of displaying this information in
graphic and tabular form,

THE IIPS PROJECT (Inter-Institutional Policy
Simulator)

The work that is described in this paper was done
with a particular simulation project in mind, even
though the system itself is not simulator dependent.
This project is the Inter-Institutional Policy Simulator
project financed by Ford Foundation and as a joint
effort between the University of British Columbia, the
City of Vancouver, the Greater Vancouver Regional
Board, and the Province of British Columbia. The
purpose of this project is to involve several diverse
institutions in the development of a simulation which
can then be presented to the various governmental
and social agencies in the Vancouver region. The
project is characterised by having several groups
working on diverse simulators which must interact.
Also its ultimate audience does not in general have a
high familiarity with computers. It is also a require-
ment with this system that it be independent of the
types of devices on which output is to be displayed. This
project therefore has made an ideal testing ground for
the ideas presented in this paper since the variety of
people and the variety of simulators involved makes a
maximum test of the design of the system itself.

THE SUPERVISOR FROM THE USER’S POINT
OF VIEW

This description from the user’s point of view will
freely use examples based on the regional project being
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done in the Vancouver area. This means that, because
this simulation is basically over time and subregions
of the study area, the dimensions of time and
region will be used liberally in the following descrip-
tions. As far as the simulator supervisor itself is con-
cerned, time is not a dimension any different from any
other dimension or key in the information retrieval
system. The only exception to this is the fact that the
simulation supervisor does assume that there is one
dimension in the simulation which is unique in that
the policy interventions explained below are over a
certain interval of this dimension. In the vast majority
of simulations being built today this dimension is time,
so there is no confusion. This dimension could just as
easily be distance, however. Let’s say that one is
simulat'ng a rocket trip from the earth to the moon.
The dimension chosen might be distance rather than
time. It is conceivable for the simulation of an elec-
tronic circuit that this unique dimension would be a
voltage level. In the following discussion, however, it
will always be assumed that this dimension is time
over a subset of regions.

THE INFORMATION BASE

The user of this system sees three things. The primary
aspect of this system from his point of view is a large
data base which represents all of the available infor-
mation about the system being simulated over a time
interval in years which is chosen by the user. As far
as the user is concerned all of the data base informa-
tion is always present in the computer files. He simply
has to display whatever aspects of the system are of
interest to him.

The second element which the user sees is called the
policy vector. This is a set of variables each of which
has a name conveniently chosen for the user. The names
themselves may be redefined by the user. Each variable
can take on different sets of values over time. As an
example, the interest rate prevalent in an economic
situation would be a single variable which the user
might want to set to different values for different sub-
intervals of the time span in which he is interested.
These variables which can be set by the user con-
stitute the policy interventions which the user can
make into the model. In this way the user can attempt
to study the effect of certain policy decisions and to see
the differences in the display for different policy values.
Each policy variable has a certain default value at the
time the user begins a session with the simulator. He
can change this default value to any value he chooses
over the entire time interval he is studying or over a

subinterval. Assume that the time interval is 1970-1990
and assume that the initial value for the interest rate
is 7 percent. The user can change this value over the
whole time interval or he can change the value for a
subinterval. For example, he could make the interest
value 8 percent in the interval from 1980-1985. As far
as the user is concerned the current state of the data
base reflects the set of policy values which he has
chosen and they also reflect the tota! situation over
the whole time interval he is studying. He can also set
the time interval that he wants to study.

The third element available to the user is the com-
mand language with which he requests displays and
asks for changes in policy elements. Although these are
the two main functions of the command language there
are many other commands associated with the type
of displays desired, the devices available, and with
saving and restoring portions of the information base.

SOME SIMPLE EXAMPLES

Before describing in more detail the structure of the
information base or the command language, it might
be well to show a couple of examples of the types of
displays a user might request. Let us assume that the
user is aware that the figures for population for a set
of regions in the study area are available in the data
base. Assume that there is one population figure for
each region and each year and one total figure called
POPULATION for each year. In that case, he might
make the following simple display statement.

DISPLAY POPULATION BY TIME

This produces a simple graph shown in Figure 1.
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Figure 1—Simple display of population by time
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Then let us assume that the user gives the command

CHANGE INTEREST RATE TO 8 PERCENT

He then repeats the first command. In this case, he
would get the following graph in Figure 2 displaying
the population figures reflecting his policy intervention.
As in indicated later it is possible to split whatever
device he is using for display into several areas. Using
this feature, he could have displayed these two graphs
one beside the other on his screen or his paper. He
could then compare directly the two population figures.
It was also possible for him to give the following
command as his second display command and he would
have the two graphs superimposed over each other.
Thus he could compare them on the same area.

DISPLAY POPULATION BY TIME
SUPERIMPOSED

Or he might have given the following single command
which would have produced the same results but with
each graph marked by the corresponding interest rate:

DISPLAY POPULATION BY TIME
BY INTEREST RATE FROM 7
PERCENT TO 8 PERCENT

This would have produced the graph in Figure 3.

The simple examples give a clue to the power
of the system by showing the direct control the user
has over the actions of the simulator. It also suggests
that there exists a wide variety of types of displays.
The following shows how the user relates these displays
to whatever devices he has available and what display
types are available.
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Figure 2—Re-display after policy change
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Figure 3—Use of policy intervention in display command

DISPLAY DEVICES

The system is set up so that no matter what sort of
device the user is working from he can receive some
type of display. The limits of the display for given
device type are dependent on the quality of display
that the device can support. If the user is sitting at a
teletype, he can receive graphs of whatever resolution
a typewritten line can support. Similarly, if he has a
line printer available to him, he can receive plots on
the line printer. If he has a scope available, then he can
receive his displays with the much greater resolution
and flexibility that a scope allows. Finally if he has a
Calcomp, he can receive the same resolution as that of
the scope but with the limitations that the use of paper
obviously implies. The system as implemented at
U. B. C. supports an Adage type non-storage scope, a
Techronix scope, Calcomp plotters, line printer, 2260
display, teletype or 2741 disp'ays, and a dot printer.

The user has quite a bit of flexibility in the way in
which he can relate his displays to the particular de-
vices. In the above sample command, the defaults were
all in effect so that the user did not have to worry about
assigning the graphs to areas. For a particular device,
the user is allowed to cut the face of the device into
1, 2, or 4 areas. This is most advantageous when using
a Calcomp or storage scope. It is also possible that the
user has more than one device available at any given
time. If he has for example a scope and a Calcomp this
allows him to develop certain images on the scope and
then have them plotted on the Calcomp. In the case
that the user has established multiple areas he must
indicate the area on which he expects a display to
appear. As was evident in the above examples, the
user can cause a new graph to be superimposed on an
old graph or he can start with a completely fresh image
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in an area. It is also possible in the command language
for him to move a current display from one area to
another. This allows an evolution of a display on a
CRT type device and the creation of hard copy from
a device like a Calcomp. In addition to this the graphic
supervisor is set up so that it provides a memory buffer
of images for each area currently in use. This implies
that whatever images have been created for a given
area, a user can always step back and review a previous
image or move forward and again see the current image.
The number of images contained in the memory buffer
for each area is defaulted to five but it can be changed
by an individual user.

RATES OF DISPLAY

It must be remembered that the whole purpose of
this system is to display information quickly to a
human being and in a form which he finds under-
standable and pleasing. In light of this it can be ob-
served that a static display is not in general pleasing
to a human being. It is much more intriguing and
informative to see something that moves. For this
reason, the displays on this system have been given a
wide flexibility in the way in which they are displayed
with respect to time. Naturally these methods of
display with respect to time are much more flexible
on a CRT but some of these principles are also ap-
plicable to paper graph displays.

Each graph is considered to be a subset of a graph
with four dimensions. It may seem rather surprising
to consider a graph as having four dimensions. How-
ever, if one can superimpose several graphs in one
area, one already has three dimensions, as in Figure 3.
In Figure 3, the three dimensions are population, time
and interest rate. Do not confuse time as used here
with the idea of the real time of the person using the
system. Time here is-simply one of the data variables
from the information base. If a sequence of figures
such as that in Figure 3 could be displayed where each
frame in the sequence corresponds to the given value
of some fourth variable, the display would effectively
be showing the relation of four variables, Not only that,
but it would be showing it in a way that would be
fairly palatable to human understanding. If the user
can see the change in his graphs from one frame to the
next, it is actually a fairly good way of transmitting
information to a person. The idea of the ‘“‘rate” in
these displays is based on these two ideas—that one
can display a four dimensional graph and that the
graph can be displayed through time,.

THE RATE CLAUSE IN THE DISPLAY
COMMAND

The general form of the display commands for graphs

" isasfollows:

DISPLAY (SEQUENCED) BY X (SE-
QUENCED) BY Y (SEQUENCED) BY
Z (SEQUENCED) BY T AT RATE R

The above example does not include all of the features
of the DISPLAY command but includes those which
are relevant to the rate of display. It is intended that
the SEQUENCED phrase can occur only in one of the
four positions. These four positions represent the four
dimensions which will appear on the graph. The
variables X, Y, Z and T are to be replaced by data
names from the data base. The form of the display
is determined by which variable has the SEQUENCED
phrase associated with it. If the SEQUENCED phrase
is associated with the last variable T, then the system
merely pauses after each complete frame. Note that
it is possible to have less than 3 dimensions in a given
display command. The rate R is in tenths of a second.
If the word PAUSE is used, then a single frame of the
graph is displayed and the next frame is not displayed
until the user generates an interrupt on whatever type
of terminal he is using. This allows the rate of display
to be completely controlled by the user. He can then
investigate the characteristics of a single frame before
he proceeds to the next frame. Otherwise the image is
built up at whatever rate he specifies. The benefit of
this type of approach is that it allows one to display
more information and to give a person a feeling of
something growing. As the graph emerges, one gets
the feeling of being able to see a process.

The SEQUENCED phrase can also be associated
with any of the earlier dimensions. If it is associated
with the Z dimension, then the individual frame of
the graph is also built up with pauses in between its
parts. Associating the rate with the X dimension also
generates a different pattern or growth of the graph
and different pattern of pausing. This will be par-
ticularly beneficial when using the model for instruc-
tional purposes, in which people can discuss a set of
policy interventions and then test them out on the
model. At this point one can guess what is about to
happen in the graph as it grows. After seeing part of
the graph one can make predictions as to what will
happen next. This will stimulate discussion and the
use of the individual’s imagination as to what the simu-
lator might do. For example, a policy intervention
might require a period of several years in order to take
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effect. This will allow people to stop and discuss their
ideas about how long it might be before the policy
takes effect. Since one of the primary purposes of a
simulation like this is to stimulate people’s imagina-
tion, this rate or throttle control on the graph output
is very valuable. Figure 4 shows the three different
types of growths of graphs which can be displayed. In
the succeeding paragraphs, other types of displays
than graphs will be explained. Some of these can also
have the rate associated with them. At this time no
meaning has been associated with the concept of
putting the SEQUENCED phrase on the Y dimension.

Lines marked with the same number of cross lines
are displayed simultaneously. It is difficult to indicate
motion as below by printing on a static sheet of paper.

TYPES OF DISPLAYS

There are actually more types of displays available
to the user than those indicated above. Any graph may
be superimposed on any other. The five types are:

Map
Point
Line
Bar
Contour

Su 00

BAR: The bar graph is of a standard form. It is
assumed that if more than two dimensions are ex-
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Figure 4—Different sequences of display using rate with z,
z or ¢ axis

pressed in the display statement for a bar graph that
the third dimension will indicate different time frames.
It does not make sense to have more than three dimen-
sions for a bar graph,

LINE: The line drawing is just the standard line
graph which has been explained above. This can have
from two to four dimensions.

POINT: If the display command is indicated to be
of type POINT, the first two dimensions are taken to
be the X,Y coordinates of the point. Point data may
or may not be superimposed over a map. If the X and
Y coordinates are the coordinates of some regions on
a map, then it can be superimposed over a map. There
are other cases, for example population versus unem-
ployment over several regions, which would generate
a scatter diagram for all of the points within the
specified time interval and for all of the regions in the
model. In a point graph, if the third dimension is given
it is assumed to be a Z value and the numerical value
is drawn in on the graph at the spot indicated by the X
and Y coordinates. If there is a fourth dimension, it is
assumed to always represent different time frames in a
point graph.

MAP: Maps are generated from files in the data
base which are the output of point digitizing equip-
ment. They are currently all outline maps. Any point
data can be superimposed over an outline map.

CONTOUR: This type of display is generated from
point data with at least three dimensions. In this case
the first two dimensions indicate the location of point
on the map as in the point graph and the third dimen-
sion indicates the value to be used by the contour
generating program. If there is a fourth dimension it
is assumed to represent different time frames as always.

The form of the display command to indicate the
type of display is as follows:

DISPLAY/X/BY/Y/BY/Z/BY/T AS MAP

BAR
LINE
POINT
CONTOUR

See Figure 5.

THE COMMAND LANGUAGE

The above examples have given references to various
commands in the language. Although it is not the in-
tention of this document to produce a user’s guide to
the language, several commands are explained below
with their features to give an idea of the range and
flexibility of the system.
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Figure 5—Map with overlaid contour lines. Contour may be
formed using any data variable from the data base which has
map origins

The commands are broken into three groups: display
and data manipulation commands; systems and graph
manipulation commands; and user aid and text for-
matting commands.

The display and data manipulation commands are
LIST, DISPLAY, SAVE and RESTORE.

The LIST command has several options. It can list
for the user any of the names in the system, such as
the names of the policy vector interventions available
to the user, the names in the information base, the
file names into which the information base is organized,
or any text replacement names which the user has
defined. The list command can also output data from
the information base in tabular form if this is more
desirable than having it in graphic form.

The options on the DISPLAY command which have
not yet been mentioned are that data may be sum-
marized according to another variable which may or
may not be in the display. For example, if population
data is present in the information base by region for
display purposes it could be summarized by time so
that a single value would appear for the total study
area for each time interval. Also on any one of the four
dimensions, limits can be attached by typing FROM
lower limit TO upper limit BY increment, where the
increment value is simply the value used to step from
the lower limit to the upper limit. Soon there will be
added a feature to the system whereby any of the
display dimensions can be replaced by an arithmetic
expression. Then given unemployment, population and
total population available in the data base, one could

say ‘DISPLAY UNEMPLOYMENT/POPULATION
BY TIME,” and this ratio would then be calculated.
It is also possible in a display command to introduce
a policy vector entry. For example:

DISPLAY POPULATION BY TIME
BY INTEREST RATE FROM 8%, TO 99,

It is very likely that the user, after developing a data
base and a set of policies in which he may have in-
vested quite a bit of time and money, may want to
save all or part of the current status of the system. It
is also possible that the user may also want to investi-
gate a decision tree of his own policy strategies and
to compare the results. In order to do this he must
have the capacity to save all or part of the system in
his own private files. This is the function of the SAVE
and RESTORE command. The SAVE and RESTORE
commands can save the total contents of the system,
the contents of any one of the data files, or the symbol
names that a user may have defined. See below for an
explanation of the user defined symbol names.

SYSTEM AND GRAPH MANIPULATION
COMMANDS

These commands set up the structure of a given
session using the simulator supervisor and alter the
status of the system. The ESTABLISH command
initially indicates which devices are available to the
system and how many areas each device should be
broken into. This allows the use of multiple devices of
different types simultaneously. For example, in one
location in which the system is used, there is both a
storage scope and Calcomp plotter available.

Since each area has a memory buffer, there must be
commands for displaying images stored in this buffer.
These are the GO BACK and GO FORWARD com-
mands. These commands will also transfer an image
from one area to another. This allows one to take a
display from the memory buffer of a scope device and
to display it on hard copy such as a Calcomp.

The ERASE command simply blanks the image on
one area. The primary use comes when the system is
being used for teaching purposes and one wants to have
the viewer’s attention directed elsewhere.

The SET command changes a variety of different
system functions and defaults. This is used to set the
number of images contained in the memory buffers,
certain defaults about the way files are to be handled
and so forth.
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USER AIDS AND TEXT HANDLING
COMMANDS

The EXPLAIN command can be followed by any
of a variety of names. If it is a name of an item in the
data base, a prewritten explanation of this item will
appear. If it is a command name, a portion of the
command manual will appear. If an error has occurred
and the command says “EXPLAIN ERROR”, a pre-
written explanation of the error message will be printed
out.

The HELP command currently supplies the user
with information about where he can obtain various
types of information about the system. It is hoped that
this function will be greatly expanded in the future.

It is possible for the user to define any character
string as any other character string and to have this
text replacement occur in his command. The ability
to redefine text allows each user to build up during
the session the environment in which he operates. This
means that he can redefine any name in the system to
be a name more comfortable to his own way of thinking.
He can also give names to graph descriptions which
he feels he wants to display frequently. This will be
particularly useful when users begin to generate
arithmetic expressions which they do not want to
repeatedly type out. The commands here are DE-
FINE, which defines one string as another string for
replacement purposes, i.e., '

DEFINE POP AS POPULATION__VALUES

This would allow the user to use the characters POP
whenever the full name was required. DROP followed
by a string simply drops that string from the replace-
ment table.

DROP POP

It will frequently be the case that a user discovers
that he wants to name a whole description of a graph.
So it is very convenient to have this built right into
the display command itself. The command is then
DISPLAY followed by the new name followed by the
word AS followed by the usual graph description. This
enters the name given in the replacement table and
enters as its replacement the string describing graph
as below.

DISPLAY P__GRAPH AS POPULATION BY
TIME BY REGION AT RATE 40

THE SUPERVISOR FROM THE SIMULATORS
POINT OF VIEW

One of the primary goals of .this system is to make
it very easy to add a new simulator and to minimize
the burden of input/output command parsing and
display on these simulators. For this reason the world
into which the simulator fits is made extremely simple.
As far as the simulator is concerned, the communica-
tion with the outside world consists of reading variables
from files which are accessed by a file number and
writing other numbers into other files. In case of an
error there is a routine which is called with an error
message number and which has some macro capa-
bilities. The files that the simulator sees are basically
sequential files with keys allowing either a sequential
or random read or write. The file descriptions which
define the names of the values which will be put in
these values are written out in simple character format
very much like the data description for any high level
language. These file formats are shared by all the simu-
lators in the system at one time, so that one simulator
can read the files generated by another simulator. Since
these file descriptions are in character format, they can
be easily changed and evolved as the simulators them-
selves evolve. It is only required that (asin FORTRAN
style input and output) the simulator assumes the
function of each variable in each row that it reads in
from the file. For one given file, the simulator must be
aware when it is written that the fourth variable of
this file is population.

MORE DETAIL ON THE INFORMATION
RETRIEVAL SYSTEM

The information retrieval system is really the heart
of the simulator supervisor. It must be able to access
the files by key and it must be able to support a fairly
complicated key structure within the files. For ex-
ample, there will be files which are indexed by time
and region and there will be some files which will be
indexed only by region. Yet for display it would be
necessary to relate these two files by region alone
ignoring the time key on one of the files. There would
also be files by time and region and other files by time
region, and time of day. This effectively means that
the ‘information system must support a hierarchical
data structure with multiple keys. However, the vast
majority of accesses to the data base by the simulators
are made in a completely sequential fashion. That is,
very little of the structure is used in a hierarchical
fashion. The possibility must be there when it is re-
quired. -
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In order to maintain this facility, the information
retrieval system has been structured to operate on
sequential files with fixed length records. These are
designed to look like FORTRAN vectors; they are
just a row of variables. In order to maintain the facility
of multiple keys, each file may have several keys which
are concatenated together to form a single key. If one
wants to generate a facility for accessing the kind of
structure mentioned above where one file is by time
and another by time and region, the implementation
must have two files with the information recorded by
key in each file. To do this key lists are kept for each
file which gives the key value and a line number or
record number for locating the corresponding record.

Since it is possible to change policy variables over
certain intervals of time it is also necessary that there
be a mechanism for invalidating portions of the data
base. For example, if the current data base had been
computed from 1970 to 1990 and the interest rate were
changed in 1980, it would be assumed that some of the
output from some of the simulators would no longer
be correct if they were influenced by the interest rate.
Therefore those files would have to be erased beginning
with 1980. This can be accomplished by simply erasing
the elements in the key list which have year values
after 1980.

This organization of the information retrieval system
allows very simple access routines for the simulator.
Yet it will allow a fairly complex hierarchical structure
of keys if necessary. The fact that the user assumes
all the data to be present at a given time and that the
data is actually computed by the simulators only when
it is requested for a display means that unnecessary
computations never have to be made. Therefore the
information retrieval system must be able to com-
municate to the supervisor what data is actually
present in a file at a given time.

In order to explain to the system the structure of
the files, and the interdependencies among the simu-
lators for data, there must be a set of simulator de-
scriptions and the file descriptions. These file de-
scriptions as mentioned above are simply lists of the
variable names that will be used by the user for ref-
erencing the data. It also includes other characteristics
of the variables such as the maximum value that they
should be allowed to obtain and the minimum. For
each file there is a description of the simulator which
writes the file and how to load that simulator in order
to execute it. There is also a set of simulator deserip-
tions which describe the files each simulator reads.
This is sufficient information for the supervisor to
decide on a given display command what data is.re-
quired, what data is missing, which simulators must

be called to generate the data and in what order the
simulators must be called. The rule is that a single file
may be written by only one simulator. This is required
so that the supervisor can tell how to replace data which
has been invalidated by policy changes or which may
never have been computed in the first place. In order
to generate missing data, the supervisor steps through
the years in the current time interval and at each year
runs the simulators required to generate data for that
year. These simulators are dynamically loaded and are
kept in core as long as possible until another simulator
isrequired to run.

AN OVERALL FLOW DIAGRAM OF
THE SYSTEM

The system is broken up into three major sections
of code. The primary section is the supervisor itself.
This code does the initialization work of reading in all
the tables, reads in each command from the user, and
converts the alphabetic strings in the command to
integers which are merely reference numbers cor-
responding to the strings. This allows command inter-
pretation to be done very easily. It is at this point that
text replacement is also done. The commands then go
through a large switch to individual subsections of the
supervisor which process each command. The second
section of coding are the I/0 routines. These routines
maintain the key lists for the individual files and do all
of the sequential and random reading and writing
requested either by the simulator or by the supervisor.
At the time the simulator originally begins running
it is assumed that each file that is non-empty is in a
read-only master copy. As long as display commands
are generated for these files this read-only copy is
used. As soon as simulator wants to write a file a
scratch copy is made. This copy can either default to
a temporary file or can be put into a private file of the
user, depending on a systems switch. Notice that the
I/0 routines, except for saving original data, treat
observed data and simulator output exactly the same.
There is no distinction between data bases which were

USER

COMMAND LANGUAGE

GRAPHICS DEVICES

SUPERVISOR — "> SUPERVISOR

ff;{gs «t——gm INFORMATION RETRIEVAL

SUPERVISOR -—————————————am=  SIMULATORS

Overall system structure

Figure 6—Overall system structure
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originally observed and which are modified by simu-
lators, data bases which were writtén only by simu-
lators, and data bases which were only observed. This
symmetry of treatment coupled with the ability to
describe files in format-like statements allows the
structure of the files to evolve very easily.

The third piece of code involved is the graphics
supervisor. This section of code maintains the current
state of all of the display devices in the system. It also
maintains the image buffers, the memories for each
area of each display. It is the responsibility of this
section of code to convert a standardized graph de-
scription which it receives from the supervisor into
the proper display for each device in the system. It is
also the responsibility of this section of code to OR the
graph images together into single images when super-
position has been requested. This part of the program
also does the computations required for contouring
and displaying of bar graphs and so forth.

Interest rate=7% Interest rate=87

Immigration=2% 3% Immigration=27% %

200 /month Housing starts=100/month

Housing start=200/month  300/month

DISPLAY POPULATION BY TIME
DISPLAY GEOGRAPHICALLY SINGLE FAMILY DWELLINGS AS CONTOUR

DISPLAY GEOGRAPHICALLY POPULATION SEQUENCED BY TIME AS CONTOUR

At each level display might be made of population, land use contours. etc.

Figure 7—A possible decision tree for investigating policy
alternatives

EXTENSIONS

The most exciting extensions to this system will be
in the area of providing facilities to the user for de-
veloping policy strategies. The first cut in this area
will be to give him the ability to develop a decision
tree of alternatives, and to compare and display data
across these different alternatives. See Figure 7. At
this point it would also be of value to be able to provide
him an analysis of which variables in the data base are
affected and at what level by changes in the policy
variables. At first this can be done on a guesswork
basis by knowing which data is invalidated by changes
in which policy variables. Later on, however, it may
be interesting to do more in-depth analysis by actually
running the simulators for a short period, noting which
variables change, and attempting to give some indica-
tion of the derivatives involved.

What would also be very interesting in this context
is to generate a rudimentary artificial intelligence
device which searches out policies which tend to satisfy
certain goals set up by a user. In this case the interac-
tion between the user’s intuition in suggesting goals
and a rudimentary artificial intelligence device might
produce some very exciting results.

CONCLUSION

It is strongly believed that this system will bring the
power of large interactive computer systems rapidly
to users in two different ways. Primarily, it will provide
an ability for an untrained user to investigate in great
detail and according to his own experience the workings
of a set of simulators. Secondly, by relieving the simu-
lator writers of the burden of providing user interface
and information retrieval it will allow the quality of
the simulators and the types of the simulators them-
selves to be evolved very rapidly.






NASDAQ—A user-driven, real-time transaction system

by NAT MILLS

Bunker Ramo
Trumbull, Connecticut

INTRODUCTION

By Christmas time of 1970, 1200 brokers active in the
Over-The-Counter securities market nation-wide, had
had a new Bunker Tamo CRT terminal placed upon
their desk. Through these “NASDAQ” terminals, they
would be expected to watch and change all their quota-
tions from then on. Within a month, they were confi-
dently using the data in the system, that they were
themselves updating, and turning their backs on almost
all of the previous phone checking and “pink sheets.”

By March, 1971, Barron’s magazine had reacted to
NASDAQ as follows: “To the amazement of virtually
everyone, the complex network of cables, computers
and cathode ray tubes ... breezed through its shake-
down period with scarcely a hitch. What’s surprising
(is) . . . the almost instantaneous success and acceptance
NASDAQ has scored.”

And before the new year was half gone, the talk had
turned to the feasibility of automating the exchanges
themselves. NASDAQ was becoming a model of how
aptly a computer complex could serve a national trad-
ing community.

“BEATING THE ODDS” IN REAL-TIME
SYSTEM CREATION

The NASDAQ system is but one of many large real-
time, transaction processing configurations that have
been attempted during the past 10 years and in most
cases been completed, sooner or later, during the past
5 years. Many of our computing fraternity (and soror-
ity) have been involved in these efforts, and many
more will be immersed in similar efforts during the next
10 years. In this paper, we are offering the highlights of
our own particular experience, and some of the reason-
ing behind the course we took, which did “‘beat the
odds.”

In fact, evaluating the design decisions made in
building the NASDAQ system might well be viewed as

one half of a very useful object lesson in the problems
and pitfalls to be met in developing large on-line, real-
time systems. The other half of this object lesson would
then be the comparative evaluation of the design op-
tions chosen in less fortunate projects where the pit
was fallen into. It would be presumptuous, and cer-
tainly not fitting for us to make a critical analysis of
such projects. Therefore, we confine ourselves to pre-
senting the following picture of our own effort.

THE SYSTEM IN PROFILE

The NASDAQ System is a nation-wide, real-time

. configuration now serving the quotation needs of the
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Over-The-Counter securities market. NASDAQ stands
for the National Association of Securities Dealers
Automated Quotation system. It is centered in a pair
of Univac 1108 multi-processing computers in Trum-
bull, Connecticut (see Figure 1). Radiating from this
center is a network of data lines to Bunker Ramo
Model 2217 CRT’s in the individual offices of sub-

Figure 1
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seribers. Controlling and concentrating the traffic in
this network at four regional points are duplicate
Honeywell DDP-516 computers, each with a Bunker
Ramo designed Communication Control Unit as a
front end interface (see Figure 2). In each office being
served is at least one Over-The-Counter Control Unit
(OCU) to support the terminals installed for NASDAQ
(see Figure 3).

At the Trumbull Center, as units integral to the cen-
tral processor, are a group of auxiliary memory devices
and communication traffic handlers. In the hierarchical
levels of the directly accessible storage is held the
on-line data base, from which quotation, index, volume
and other information is retrieved for remote display.
The system restricts to a particular level of terminals
in the offices of market makers and the NASD itself
the functions of data base updating and control.

Activity is, as of this writing, averaging over 900,000
calls per day, and peaking at busy periods at over 110
calls processed per second. The size and scope of the
system is still expanding. At this point, over 900 offices
are tied into the system, with 1,400 terminals installed.

The data base is built around records for over 2,800
securities, active in the system on the basis of over
19,000 quotations by market makers taking positions
in them. The volume of purchases and sales is being
reported into the system daily and now exceeds that
of all other exchanges combined, except the NYSE.

THE UNIQUE CHALLENGE FACING
IMPLEMENTATION

Of course, this whole system and its functions did not
arise haphazardly. The start of the design effort was

the recognition that the implementor of NASDAQ
faced a formidable task for several pivotal reasons.

® The direct users of the system would be brokers
interacting amid their hectic daily trading. They
would be entering, verifying, and retrieving the
data upon which the data base itself would be
built. No trained clerical personnel or computer
operators could intervene.

® The whole process being automated would actually
create an entirely new way of doing business for
the Over-The-Counter Market. No precedents or
earlier system existed. '

® To support a viable market, the whole trading
community, nation-wide, had to be on-line to-
gether at system start-up.

e A substantial portion of the expected users were
reluctant and skeptical about being supported by
automation. Any failures or ambiguities in fune-
tion could be expected to be exploited to question
the whole system’s utility.

Recognizing the seriousness of these challenges, the
system analysis effort began in earnest.

Figure 3
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ESTIMATES OF TRAFFIC LOAD AND MIX

In the effort to provide a solid basis for all design
decisions, there were studies in the field, simulations,
and functional analyses of many aspects of the processes
NASDAQ would automate. Particularly, in order to
properly select and locate components of the communi-
cation network, we needed informed projections of
traffic loads, geographic distribution, and mix of entry
types.

With the decision already made to put the central
site in Trumbull, Connecticut, the heaviest volume of
traffic would obviously be between there and downtown
New York City. Other traffic paths were mapped out
and studied for potential service demand. Then formal
network analysis was applied to the data, using
“COPE,” Bunker Ramo’s own computerized analysis
tool.

From the functional aspect, observation of O.T.C.
brokers’ activities indicated an approximate ratio of
seven to one between the number of requests for the
quotations in a security and the number of updates of
those quotes. The human factors of location, style of
work and data interaction were studied in the actual
trading environment to obtain further data for the de-
sign decisions, which are described in the following
sections.

THE CENTRAL SITE CONFIGURATION

For the central processor in the NASDAQ configura-
tion, the Univac 1108 was chosen on the basis of its
already proven reliability and the elements of its design
which expedited real-time operation. Two units, as a
multi-processing complex, were recognized as essential
to carry the system’s total processing load, though unit
processing, when necessary, would be sufficient to
maintain all on-line functions.

The total complex is controlled as a configuration
by an Availability Control Unit (ACU), which allocates
facilities in the multi-processing environment (see
Figure 4).

Since swift accessing of a large data base would be
critical, an hierarchy of random access storage devices
was chosen from those in the Univac line. In this case,
a wide range of high-speed and low-speed drums and
common core has provided an adequate supply of ran-
dom access storage for the data base, programs, tables,
and dictionaries as needed. From these devices, indi-
vidual record retrievals, program overlays or even re-
mapping core has functioned with speed sufficient to
keep within the specified response time on all
transactions.
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Auxiliary to the central complex is a normal com-
plement of magnetic tape drives, consoles, two Univac
9300 processors driving printers, and card units. For
environmental control, dual air conditioning systems
have been installed. To assure continuous power, an
Uninterrupted Power Supply (UPS) of batteries and a
gas turbine motor stands by in permanent readiness.

At the center’s terminus of the communication net-
work, a Bell System exchange is installed on site,
dedicated solely to handling NASDAQ traffic. Inter-
faced with the central processors are a pair of com-
munication terminal module controllers (CTMC’s)
each with its own set of 16 communication terminal
modules (CTM’s) cross-switchable for carrying all
traffic through the appropriate modems to the users via
the regional concentrators and to the auxiliary services
tapping the data base, such as the public quotation
services and newswire distributions.

- The upper limit for traffic through this present central
configuration was pegged by original design estimates
at 220 calls per second. However, built into the hard-
ware plan (and the software design as well) is ample
provision for expansion to handle growth in load, and
changes or extensions in function.

THE DECISION TO INSTALL REGIONAL
CONCENTRATORS

Those who have been close to the NASDAQ develop-
ment effort from the start feel that the most important
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single design decision was that made to set-up regional
concentrators for communication processing and poll-
ing. The danger of over-burdening the central process-
ing complex with the details of terminal servicing was
recognized early.

The network analysis indicated the economic benefits
of concentrator placement at New York City, Chicago,
San Francisco, and Atlanta. This divided the com-
munication network of leased lines into two levels:

® dual trunk lines transmitting point-to-point be-
tween the central site and the concentrators syn-
chronously at 4800 bps. (To and from New York
City at 50 K bps.)

® regional circuits between the concentrators, and
the control units in the brokers’ offices, trans-
mitting asynchronously at 1600 bps, as private line
multi-point duplex data circuits. (Asynchronous in
order to match the most suitable modem and the
chosen line speed.)

At each regional concentrator site, the following equip-
ment was installed (see Figure 5):

® A pair of unitary configurations each backing up
the other with:
—A Honeywell DDP-516 processor (16K Core)
—A Bunker Ramo designed and built communi-
cation front-end interface
—A paper tape reader
—A teletype Model 35 ASR

e Connecting this pair of units with its regional
lines are:
—a, cross-connect panel
—two Multiplexer Control Cabinets
—two Modem cabinets

With this concentrator structure, it was possible to
introduce priority handling and line controls at the
regional level. For instance, full duplex use of the re-
gional circuits became effective with the introduction
of nested polling initiated by the concentrator. With
the multi-station local control units all riding their
assigned regional circuits, polls could be nested into
individual messages and be recognized by the proper
addresses at a great saving in traffic load and message
turn-around time. This technique also tends to equalize
the service for all terminals, by giving priority in the
polling process to control units in offices with multiple
CRT’s.

AUTOMATING THE OTC TRADER’S
FUNCTIONS

An often somewhat neglected aspect of system de-
sign, the human interface, had to be studied carefully,

Figure 6
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and be coped with realistically for this project to get
off the ground. The extraordinarily hectic environment
of the trading room of a busy brokerage house has to
be seen and heard to be believed (see Figure 6—an
unbusy example).

Of course, Bunker Ramo has had some experience
in this industry, dating back to 1929 for the first auto-
matic dissemination of quotations. But the direct
input of data by the broker at his desk was something
entirely new, and a somewhat frightening prospect for
seasoned real-time computer professionals.

For NASDAQ, this meant first of all the keyboard
layout, and the ease of entry message generation. Thus,
a unique keyboard was designed from the table up for
this new type of user (see Figure 7), which attempted
to support his manner of operation, and to avoid ap-
pearing overloaded and baffling. Special function keys
directly expedite the setting up of certain messages. In
particular, the broker maintaining a quotation in the
system is able to change it rapidly with a few key-
strokes, or with little more than a directional character
(T or |) to cause the normal change of 4th of a
point. Other design advances contributed to an overall
layout which sought to give the user a ‘“‘congenial”
keyboard. It seems to have succeeded.

The second terminal area to which human factors
concerns were applied was the query/response display
content. Actually the processing logic of the whole
system became query/response oriented by conscious
decision. No demand to respond to computer processes
is put upon the user. The entries the user transmits are
accepted as a whole and displayed as updated for the

Figure 7

user to verify or are rejected with an explanatory mes-
sage, which does provide some self-teaching interaction.
The effect has been to enable the users to get what
they want from the system with next to no training.

Just behind the individual terminal, supporting up to
24 of them per office, is the O.T.C. Control Unit
(OCU). This unit handles the refresh, character gen-
erator and control logic for the CRT’s. It also provides
some by-product functions that assist the user. For
instance, it generates a unique office and device address,
which it prefixes to every out-going message, thus en-
suring protection to the firm’s quotations, and enabling
office oriented services to be selectively implemented
by software processes.

As an example of the flexibility of the OCU, there
was the necessity to cope with a late addition to the
functional requirements as originally specified. Some
brokers wanted to be able to capture the changes in
their own quotations as they were entered into a
NASDAQ terminal, and post them on automated dis-
play boards in their own offices. This was implemented
for such users by setting a special bit in the response
which would signal the OCU, and by supplying a
“Local Post’” key on the keyboard to permit such local
transmission when desired for non-NASDAQ securities.

This then completes a capsule description of the
major hardware elements at each level of the system.
It has proved to be a smoothly functioning, coherent
complex. The next sections of this overview deal with
the program structure which made the system function.

SOFTWARE ELEMENTS

The major NASDAQ components in the software
category are the following:

® An expanded version of Univac’s “EXEC 8”
operating system, supporting multi-thread, real-
time transaction processing with queued file ac-
cessing and updating. Bunker Ramo extensions to
this system upgraded its real-time communication
control features.

® The necessary set of on-line functional application
programs, processing the full range of acceptable
queries to, and required outputs from, the system.

® A hierarchy of recovery programs, designed to re-
allocate system elements, to restart, or to drop to
degraded service as necessitated by conditions.

® A series of off-line processing programs to handle
file maintenance tasks, report production, and
pre-processing to optimize the file structure of the
next day’s on-line operations.
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® A communications control program to function in
each of the DDP-516’s of the remote concentrator
configurations for:

—polling each control unit and servicing each
regional circuit

—store-and-forwarding message traffic

—managing buffer resources and time clock
functions

—printing out (at NYC) the newspaper trans-
missions

—monitoring circuits for error rates which might
predict line deterioration, and alerting opera-
tions personnel to the need for intervention.

® An overriding time-monitoring program to initiate
at pre-set times various activities such as:

—opening or closing all active securities
—calculating index values
—disseminating data to news media
—halting the volume reporting function

® A many-faceted program providing supervisory
access of several types to the system and its data
as follows:

—on-line entries to cause immediate display or
alteration of file contents

-—on-line intervention to change system parameters
or time functions

—on-line entry of file maintenance transactions for
off-line processing

—off-line batched transactions for normal file
maintenance

CREATING A CLEAN MESH OF
SOFTWARE

Developing all the elements of the total software
environment required a staggering amount of co-
ordination and attention to detail. The general prin-
ciples followed were the standard ones for real-time
programming such as:

—reentrant and reusable code

—dynamic buffering

—program overlays

—record lock-out during update

—automatic system recovery and restart
—queued file accessing within multi-thread logic
—multi-processing utilization of dual processors

On top of taking full advantage of the current “state

of the real-time art,” certain solutions to problems
unique to this system deserve mention.

1. The analysis of expected traffic had highlighted
the predominance of quote requests, and among
them, for the “top of the list” for any security,
that is, what would be the first quote frame on
the CRT. The rest of the list of quotations is
obtained frame by frame as a “MORE” key is
pressed. To save processing time with this first
frame frequency, it was decided to keep it al-
ways pre-formatted in the security record ready
for immediate transmission.

2. In a similar effort to expedite retrieval response,
the statistics of accesses for each security are
used daily to order the next day’s allocating of
the address keys of the most popular securities
to a core-resident dictionary, and all others to a
drum-resident dictionary.

3. The security of the data base was guaranteed by
the storage of two copies of all on-line files in
cross-drum and cross-channel locations so that
the availability of any record would not be af-
fected by the failure of any one hardware
component.

4. Buffers are grouped in different sizes and re-
quests are queued first by buffer size needed,
and then shifted away from the longer queues, if
possible, to the queues of the buffers next in
size. Access to a drum record is also shifted to
that copy of the record which resides on the
sub-system with the shorter queue.

The net result of these and many other techniques
has been a quite unflappable system. The meshing of all
the programmed modules was accomplished before
start-up with the usual around-the-clock effort, but

‘fortunately with a minimum of unpleasant surprises

and crash patching sessions.

PUSHING EXEC 8 OVER THE HUMP TO
ACCEPTABILITY

Even though the operating system for the Univac
1108 had been around for a while, it was clear fairly
early to the NASDAQ implementors that it had its
weaknesses, and some serious gaps for real-time system
control. Therefore, a special effort was directed toward
identifying all the problems that turned up, and all
potential problem areas as early as possible.

With alacrity and concentration, the Univac program
development staff in St. Paul, Minnesota went to work
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and produced the necessary enhancements. Some of the
improvements, however, were developed by the
NASDAQ crew itself, and most of these were then
adopted as part of official versions of Exec 8.

The most significant modifications and enhance-
ments to Exec 8 were the following:

—Protection against improper mass storage
assignment.

—Ability to optimize drum utilization by using
absolute addressing to allocate or access mass
storage.

—Ability to bring up or shut down I/0 paths and
units initially and dynamically.

—The aborting of I/O queues at abnormal pro-
gram termination to facilitate faster reload.

—Provision for extensive logging and accounting
of I/0 error events.

—Ability to get “immediate functions” performed
by the Exec.

—Revising the drum read and write routines to
shift from one in two interleaving up to one for
one interface between drum and core. This par-
ticular stratagem significantly improved data
transfer speeds. It had not been regarded as
feasible for the hardware involved, but the step
has proven to be sound.

—Ability to reconfigure any component at any
time with or without manual intervention.

—Applying the processor monitoring capabilities
of the Availability Control Unit (ACU) in order
to detect CPU malfunctions.

—Utilizing automatic reboot, whenever possible,
to reduce the amount of operator intervention
required.

—An automatic dump to high speed drum when
the system has to reboot.

—The detection of a rebooting loop and signaling
for operator intervention.

—The monitoring for, and the correction of a
real-time error loop by automatic program
reload.

—Maintaining a Master Configuration Table in
core and on drum, containing the current status
of the system.

—Ability for an application program to be reloaded
without losing its facilities allocations.

~—Entry point to Master Configuration Table to
enable application programs to obtain necessary
recovery data.

—A variety of enhancements of the operator inter-
face with application programs, including a dis-
play of the program mix functioning at the time.

—A repertoire of debugging aids such as core and
drum traps, dynamic core and drum dumps,
and a trace routine.

—The development of a “moving picture” of core
displayed on the console CRT. This is a little
gem of a monitor routine for debugging and
analysis work. For instance, the rhythm and
pattern of dynamic buffer allocation could be
observed as its core loeations changed on the
display screen.

—A package of test routines to shake down new
levels of the Exec itself.

—A variety of lesser improvements to clean-up
and remove unnecessary code, and generally to
reduce overhead.

It is not too much to say that this effort was as
crucial as any to the success of the total NASDAQ
implementation.-

THE TACTICS OF IMPLEMENTATION

The NASDAQ project got under way with the con-
tract signing in December, 1968 between the NASD
and the Bunker Ramo Corporation. The completion
date specified in that contract was two years later to
the day.

Many things had to be set into motion. Hardware
units had to be designed, checked out and scheduled for
assembly line production. A new building had to be
planned and built for the central processor site. Sys-
tems design, network analysis, and computer selection
all had to be tackled in short order. The early installa-
tion of the central processors was a big help to all
concerned.

One of the things that was not set into motion was
the functional specification after it was carefully elab-
orated and clarified. Of necessity, it was frozen early
and fortunately was able to stay that way almost
inviolate.

A relatively small crew of engineers, system analysts,
and programmers (approx. 50 in all) was assembled,
mostly from within Bunker Ramo, to tackle the direct
system creation. They turned out to be an extraor-
dinarily dedicated and resourceful crew. Just before
Christmas in 1970 they offered a functioning NASDAQ
to the waiting world. It had arrived only four days
late, and it stayed arrived.

THE PARCEL OF SUBSIDIARY FUNCTIONS

As in most such systems, a variety of subsidiary
funetions were included in the functional specification,
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and then turned out to require a major part of the
effort. These bonus components, all of which were safely
on board when NASDAQ started functioning included
the following:

—A median quote, called the Representative
Bid/Ask (RBA), for display on the top line of
every quote frame, and for public dissemination.

—A set of indices for the OTC market, based on
all the stocks in the system, for retrieval and
dissemination.

—The display of news bulletins in response to re-
quests from any terminal.

—The provision of direct transmission of RBA’s
and Indices to the quotation and newswire
services.

—A full gamut of overnight off-line processing to
prepare the data base for the next day with all
file changes made, to produce regulatory reports
for the NASD, and to provide statistics on sys-
tem behavior.

—The support of all varieties of supervisory inter-
vention and file adjustments entered on-line,
with some requiring action immediately on-line
and some held for off-line processing.

This last area generated the largest single module of
programming and required extensive rearrangements
in the overlay logic. These areas as a whole required
more extensive testing than all the rest of the system
combined. In fact, the last critical hurdle before start-up
was the satisfactory completion of that part of the
cycle which went through the off-line processing from
the end of one day into the start of the next day.

THE TEST TO END ALL TESTINESS

To guarantee that the NASD and all its user-
members would find nothing in the system to get upset
about, a frontal attack on all aspects of the system
was mapped out. The functional, supervisory and com-
munication functions in all their complexity required
exhaustive testing. The system’s capacity also needed
testing under over-loaded traffic conditions.

How could we throw every possible permutation and
combination of query at the system and verify that we
were getting the correct, prescribed response? The type
and content of the response in turn depended on a
multi-dimensional matrix of conditions, such as the
brokers’ type, the status of the security affected, the
time of day, and the other quotations already entered.
In other words, to predict any particular query/

response pair, we would have to establish the content of
the data base at that point in time for that particular
interaction.

Only then could we expect to isolate those responses
which might be proper in form but incorrect in content.

The immensity and crucial role of this stage of the
system’s development forced us to become the midwife
of some unique methods to meet the necessity. We
realized from the start that we would have to automate
the process in some fashion in order to avoid the hor-
rendous, error-prone chore of creating exhaustive (and
accurate) test data input.

The possibility of writing a program to generate a
full variety of test input in query form, without re-
sponses, proved on examination to demand an extraor-
dinary programming effort, among other drawbacks.
Even to check response messages on a print-out by eye,
or on a dump by programmed comparison were each
clearly prohibitive prospects. There had to be a better,
yet absolutely thorough method of automating the
check-out of system responses.

THE SOLUTION TO OUR PROBLEM

Since 99 percent of the live input data would be
entered via the CRT keyboards, and most of the output
would be displayed on the CRT screens, these terminals
and their control units were the ecritical message-
formatting modules of the system. A processable query
and a displayable response would have to be sent from,
and be returned to, this control unit.

The accuracy of the visual content of keyed entries
could be checked on the display before being sent, and
the content of the resultant response from the system
could be visually verified in the same way.

Could we hold this query/response pair in their mes-
sage formats and then, if correct as displayed, capture
the paired record on tape, or if not, divert it for diagno-
sis? In the second case, the encoded messages would
provide precise evidence for remedial action by either
programming, systems, or hardware design staffs.

The equipment to handle this task was already at
hand in the form of two communication concentrators
located in the Trumbull Data Center, adjacent to the
central processing unit.

Thus for the test, one of these concentrators per-
formed in its actual NASDAQ role, but as the only
aclive front end for the whole system. Thus the system
configuration and its software did not need to be altered
in any way for test purposes. As far as the NASDAQ
system could tell, it was receiving and responding to
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genuine activity from real users (see Figure 8 for a
schematic of NASDAQ plus our test configuration).

The second concentrator was programmed as a test
monitor and manipulator. This concentrator had to
function in a two-sided fashion, appearing to the first
concentrator and the central processors just like any
one of many possible control units with terminals. On
its other side, interacting with the test control units, it
behaved as if it were the NASDAQ system itself.
Among other facilities, this enabled us to circumvent
the restrictive integrity of the NASDAQ design, which
accepts file updates only when uniquely identified by
the user’s own hardware-supplied address.

For test manipulations in general, this programmed
concentrator gave us the flexible control we needed. Its
program responded to a set of control level entries
from the test CRT terminals to trigger the verification
capture, numbering, and printing, etc., of the test
query/response pairs as created.

Early in the game we decided that we would have to
simulate at least six days of system operation. This
became necessary not only to allow for some gradation
in complexity, but also in order to permit certain global

conditions to be amply tested, such as a “delayed
opening’’ of the market on a particular day.
We were equipped to map into core memory and

- drum files a check-pointed or start-of-day on-line data

base which recreated a previous stopping point. Using
this facility, we could push ahead with the testing
effort in several different areas in parallel fashion.
Otherwise with a linear check-out path, each bug would
have hung us up until the necessary program patching
was accomplished.

By allocating a different set of simulated securities to
each major function, we were also able to work around
any buggy area until it was ready to be tested again.
Within each of these allocations, a spectrum of security
types and market maker positions was developed in
order to exercise every conceivable variation.

In addition, we set up separate charts to keep track
of every scripted entry that generated a line on one of
the required off-line, ‘“overnight’’ reports.

CARRYING OUT THE TEST

Anyone who has ever been involved with the demon-
stration of an on-line process knows what happens next.
With everyone crowded around to watch, the previ-
ously infallible gear or program begins to fall apart
with a spectacular display of recalcitrance. Well so it
went. We set the stage, everyone held their breath,
and then the first query we keyed in proceeded to pull
down the whole software structure.

Of course, with only six weeks to go before cutover,
there was consternation, pandemonium, and dire fore-
bodings from all sides. Scrutinizing the wreckage, the
programming team quickly spotted and repaired the
fatal flaw. It turned out to be precisely the type of
problem that live volume testing or actual use would
eventually have hung up on. The unique feature of
that first frame was simply the use, in a particular
function, of a security whose initial letter was beyond
“S” in the alphabet. Our test scripting fortunately had
the range of detailed variation to eatch this situation.

When all the smoke had cleared, we resumed our
testing effort and this time the scene settled into a more
normal process.

The check-out continued right up to start-up time,
and helped assure everyone that all was well with

NASDAQ.

ACHIEVING RELIABILITY

The reliability of the NASDAQ system is by now an
accepted fact of life for the OTC market. System per-
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formance has been on an uninterrupted basis for 99.92
percent of the scheduled time sinece January 1, 1971
(total down time of one hour and 57 minutes in 2,376
hours of operation).

Reliability is, of course, critical to the suceess of any
such system after it becomes the functioning structure
of a nation-wide market place. Its realization in the
case of NASDAQ is the result of a web of carefully
designed features.

On the hardware side, it has been due first of all, to
the inclusion of units of already proven dependability
in service. The long evolution of Bunker Ramo’s on-line
configurations for the brokerage industry now guaran-
tees the production of terminals, control units and
multiplexers which inherit a built-in reliability.

Bell Telephone lines are another matter, but in this
area also, Bunker Ramo experience has served to en-
hance reliability. Predictions of line occupancy, by
which selection of lines and transmission speeds were
made, resulted in a communications network, which
has:

® Provided response times averaging well under
three seconds,

® Kept the message error rate, over conditioned
lines, well within agreed limits,

® Provided as yet uninterrupted trunk line service
by establishing dual lines with diverse routing,

® Allowed for future trunk line upgrading as needed,
to 7200 and 9600 bps speeds.

Through the NASDAQ configuration, uninterrupted
hardware performance has been ensured by the dou-
bling of each processing unit for instant fallback sup-
port. Likewise, for the software side of NASDAQ,

reliability has been designed into the functioning sys-
tem itself.

Since non-technical users would be on-line to the
system, entering data and updating files constantly in
real-time, it was necessary to shield the processing
from any disruptive entries. This is maintained by
rigorous programmed control of all input. As a result,
the system has not been ‘“bombed” by any entry since
regular functioning started. -

Finally, the software provides extensive recovery
facilities to get the system back-up and keep it running
under a wide variety of adverse conditions, either
temporary or of some duration. The fact that NASDAQ
has been cited as “an outstanding engineering achieve-
ment’’ is due in large part to this reliability, now fully
proven after nine months of service.

IS NASDAQ INVULNERABLE?

So it does seem as if Bunker Ramo “beat the odds”
with the NASDAQ system. Despite all the things that
could go wrong, everything seemed to click into place
neatly. To observe the system functioning now at the
Trumbull Center is to see nothing happening.

And, in that situation is hidden a new and potentially
serious problem. The operators in the central site can-
not avoid becoming extremely bored. There is a danger
that their experience gained with a visibly struggling
and trouble-loaded system in the days before start-up
will now fade completely. What will happen to their
ability to cope with future crises, which will, by that
time, be unavoidably unique and complex? Achieving
such a high level of automation can bring new problems
in its wake. But since this new problem is already
recognized, the remedy is on its way, we hope.



LSI Perspective—The last five years

by H. G. CRAGON

Texas Instruments
Austin, Texas

INTRODUCTION

An attempt to write the history of LSI over the past
five years is a difficult task because of the lack of
definition of just what is LSI—LSI means different
things to different people; and there is little documented
evidence on the successes and failures. I believe it is
instructive to look back approximately seven years
from the date of this conference to a document which,
in my opinion, represents the first clear statement of
the requirements for and goals of LSI.

BACKGROUND

On June 28, 1965, the Systems Engineering Group,
Research and Technology Division, Air Force Systems
Command issued a request for proposal for Large
Scale Integrated Circuit Arrays. The problem statement
and objective are quoted below.

Statement of the problem

The successful development, and subsequent produc-
tion of silicon circuitry, has proven this technology
capable of providing an order of magnitude improve-
ment in reliability of systems utilizing this approach.
Concurrent with this improvement in reliability has
been a continuing reduction in ecircuit function cost.
This reduction has progressed to the degree that pack-
age cost for these circuit functions represents approxi-
mately 50 percent of the final cost. It has been further
shown that the intrinsic reliability of .the silicon inte-
grated circuit (SIC) is at least one more order of
magnitude higher than that which is achievable with
the circuits after individual packaging. This indicates
that predominant failures are associated with bonding
and lead failures within the circuit and multilayer
wiring board or interconnection failures at the system
level. These failures can be further eliminated by
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reduction of the circuit to circuit transfers required at
the subsystem level. This in turn will greatly reduce the
number of individual packages with their associated
input-output terminations. Thus, it is readily apparent
that- if these higher order circuit functions can be
achieved, today’s level of reliability, cost, and size
reduction can be further improved. It is the objective
of this program to develop the technology for such
an approach.

Objective

It is the objective of this program to accomplish as
much as a ten-to-one improvement in reliability in
electronic subsystem or systems over that presently
available with today’s integrated circuit capability.
It is a further objective to achieve this improved
reliability while simultaneously achieving enhanced
subsystem performance and an overall cost reduction.
These improvements will be accomplished through the
sophisticated use of a large-scale monolithic integrated
circuit array containing up to 1000 circuits utilizing
either metal-oxide-semicondutor (MOS) or bipolar
active devices with associated passive elements capable
of being interconnected to perform logic for data
processing, memory, and/or analog functions.”

Several interesting points can be observed in these
statements. First, the reasons for desiring LSI were to
extend the reliability, reduced cost, and improved
density factors that had been observed in the transition
from transistor to integrated circuit equipment.

The second important point was that LSI was defined
as having up to 1000 circuits using either MOS or
bipolar devices for both logic, memory, and even analog
functions.

Three contracts resulted in late 1965 from this Air
Force initiative—one to Texas Instruments, one to
RCA, and another to Philco-Microelectronics. The
major thrust of the Texas Instruments effort was
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directed to the discretionary interconnection of the
good cells on a bipolar slice for both logic and memory.
RCA’s program was to develop complementary MOS
memory devices, while Philco-Microelectronics worked
on the development of four-phase MOS shift registers.!

The conference proceedings of the AFIPS conferences
provide a documented history of the computer industry;
and, for this reason, most of my references are from this
source. Many of the papers I will cite have bibliog-
raphies which will, in total, give an extensive reference
to the field of LSI.

LOGIC IN LSI

The Proceedings of the Fall Joint Computer Con-
ference of 1965 contain four papers dealing with cellular
type array structures.??45 While these structures are
interesting from an academic point of view, it is clear
that the authors were concerned with devising a class
of “standard” circuits which would perform the
combinatorial logic function without a proliferation
of part types.

Both the prospective user and the semiconductor
manufacturer seemed completely preoccupied with
this combinatorial logic problem during the period
1966 through 1968. L. C. Hobbs® stated in 1966 that
“System designers must consider large-scale integrated
circuits arrays as a new type of device that necessitates
major revisions in systems design concepts, machine
organization, and hardware software tradeoffs.” At
the same conference, Michael Flynn” made the asser-
tion that “Integrated electronics should be much more
than monolithic circuitry.” Flynn believed that better
solutions to the computer users problem would result
if LSI were considered as a new component, and new
computer systems could be devised which were based
on this component.

The problems of unique parts and part types which
LSI generates were studied extensively. Fubini and
Smith® stated that “the total number of unique part
numbers the industry may require for a typical group
of different machine types may be as large as 100,000.”
They went on to suggest that the system reorganization
would be useful to reduce this number of part types.

Robert Noyce® addressed the question of LSI cost
and concluded that “Only standardization, plus the
development of automatic design capabilities, will
make integrated arrays available in the future at a sub-
stantial cost reduction compared with today’s inte-
grated circuits.”

The recognition that an associative memory re-
quired standard logic distributed within the memory

prompted several research projects in this technology.
One such program was described by Ryo Igarashi and
Tora Yaita'® in 1967.

LSI MEMORY

Perhaps the seed of the first really successful LSI
was planted when the computer designer’s attention
turned from the logic problem to the use of LSI in the
memory function. Gibson’s! paper on “Considerations
in a Block-Oriented System Destgn’’ at the SJCC in
1967 discussed how a small but fast memory could be
used to enhance the performance of a large but slow .
memory. In retrospect, it is obvious that this paper
describes the “Cache’” concept employed by IBM in
some of the 360 and 370 computers. While the devices
used in Mod 85 cache cannot be called LSI, a trend in
the use of higher levels of integration was beginning
to emerge.

At the FJCC of 1968, Conway and Spandorferi?
discussed system enhancement applications for LSI
where complete rethinking of the historical computer
architecture art would not be required. Of the 10
enhancement application areas cited, 5 concerned
random access memories and 1 the use of read-only
memory for microprogramming,.

This same conference in 1968 received a paper by
Sanders®® on semiconductor memory ecircuits and
technology. He stated that “The manufacturing process
for semiconductor memories is characterized by mass
production of similar items.” The industry had finally
and clearly identified the first home for LSI! Since
1969, we have seen the cost per bit battle rage between
the semiconductor memory manufacturer and the core
memory manufacturer.

It would appear that most computer systems de-
signers had not considered the significant cost reduc-
tion in the total cost of the hardware that would
result by the use of low cost LSI memory devices. While
observing that the memory represents 25 percent
of a computer’s main frame, we still struggled with the
problems associated with replacing the 15 percent
cost of the logic.! The core memory manufacturers were
not ignoring this point, however, as core prices dropped
by 30-50 percent during the 1969-1970 period.

Some of the first semiconductor memory devices
were quite small; 16 bits. The technology has developed
to the point where 1024-bit MOS devices and 256-bit
bipolar devices are now being delivered in quantity by
several manufacturers. As these devices contain the
decoding logic, the problem of an excessive number
of pins required for logic LSI has been circumvented.
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We must conclude that. these devices are true LSI as
originally defined by the Air Force in 1965. We can
expect that memory devices of greater capacity will
continue to be introduced over the coming years.

The introduction of the IBM 370/145 with an all-
semiconductor memory must establish that this
technology is mature with the only question left being
the upper limits on the number of bits on a chip. The
memory device used is a 128-bit chip with four of these
chips contained within a package giving a package of
512 bits.'®

LSI LOGIC REVISITED

I wish to return to the question of logic in LSI. The
concept of microprogramming advanced by Wilks® in
1951 is becoming a reality due to the availability of
LSI read-only memory devices which make micro-
programming an economic technique. The large num-
ber of mini-computers using microprogramming in
conjunction with an ever expanding family of MSI
logie devices is evidence of this success.

MSI logic devices are now being offered in excess of
100 device types by several manufacturers. These
devices have provided the computer designer with the
capability of designing very compact equipment using
high volume production devices with the resulting
low cost and high reliability. Many of size, cost, and
reliability goals of the original LSI concept have been
approached to a degree that seems to be acceptable
from an engineer’s point of view.

The quest for standard logic part types has made
possible a new produet that has swept the world in the
last two years. This product is the electronic desk
calculator. These calculators, in general, have one, two,
or three MOS chips which make up the complete logic
and memory function. It is difficult to trace this
development in the computer literature because this
product is not called a “computer.” But, when one
considers the complexity levels of the devices used in
these calculators, one must conclude that LSI has
scored another suceess. A typieal single-chip calculator
contains approximately 5000 MOS transistors on a bar
having an area of approximately 25,000 square mils.
This success has come about because there is a high
volume requirement for a small number of part types
having only a few pins. It is reported that 2,000,000
desk calculators of various types will have been pro-
duced in 1971. The fact that a device as complex as the
desk calculator can be purchased for a few hundred
dollars should revive the thinking on the distributed
computer concept, but I will leave future projections
to another author.

CONCLUSIONS

I can only conclude that LSI has been a success. When
the manufacturer and the user worked together on real
problems, then truly remarkable feats were accom-
plished. The one thousand bit memory device and the
desk calculator stand as conclusive evidence. The
search for applications of LSI in the logic section of the
computer goes on and will perhaps find a solution which
has economic justification.
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Toward more efficient computer organizations*

by MICHAEL J. FLYNN

The Johns Hopkins University
Baltimore, Maryland

Two significant trends have evolved which will
substantially effect the nature of computer organiza-
tions over the next ten years:

1. The almost universal use of higher level pro-
gramming languages and corresponding decrease
in the use of machine level programming.

2. The continued improvement in cost and per-
formance of both logic and memory technologies.

These trends portend many changes. Most of them
gradual, but certainly effecting the nature and perspec-
tive that we currently hold of computer organizations
and their future evolution.

The machine language programmer of today does not
program in assembly code for convenience. He codes
almost exclusively for reasons of efficiency require-
ments, that is, the control of the physical resources in an
optimal way. Ease of use is not as important a con-
sideration in the development of a machine language
as efficiency. This coupled with technological improve-
ments, especially in the area of memory, portend the
first significant change in computer organizations: the
increase in use of parallel “or concurrent’”’ operation
of the resources of the systems. Since the hardware is
inexpensive, units are made autonomous in the hope
that their concurrent operation will produce more
efficient program performances. ‘“Efficient’’ in this
sense is the respect to the user program and its perfor-
mance, not with respect to the busyness of some internal
subcomponent of the system.

There are several forms of parallelism: First, one
may have concurrency of operation within a (internal)
Single Instruction stream-Single Data stream (con-
ventional type) program. In fact, this concurrency may
or may not be transparent to the programmer. The

* This work was supported, in part, by the U. S. Atomic Energy
Commission under contract AT(11-1)-3288.
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second form of parallelism involves the use of multiple
streams in programs.

IMPLICIT VS EXPLICIT PARALLELISM

Implicit concurrency or parallelism may be grossly
characterized as that degree of concurrency, achieved
internal to the processors, which is not visible to its
programmer. Thus explicit parallelism is that con-
currency of functional execution which is visible to the
programmer’and demands his attention and exploita-
tion. To date most attempts to take advantage of the
two earlier mentioned trends have used a form of
implicit parallelism. The machine designers attempted
to achieve a certain concurrency of execution which is
transparent to the problem program (machine
language) by “wiring in”’ the concurrency control and
preserving the use of older machine languages; thus
the existence of the cache type' memory, as well as
heavily overlapped computer organizations.?

Cache memory involves the use of high speed buffer
memory to contain recently used blocks of main mem-
ory storage in an attempt to predict the subsequent
memory usage requirements—thus saving the slow
access time to storage.

The overlap organization involves the multiple
issuing of instructions concurrently. When more than
one instruction is in process at a given time, care must
be taken that the source and sink data are properly
interlocked.

Notice that much of the implicit parallelism is a
direct result of the present nature of the machine
language instruction. Rather than change the definition
of the present machine language instruction to make it
more complex, the manufacturers essentially standardize
on it and use it as a universal intermediate programming
language. Thus it has the aspect of transportability
not usually found in other languages. Notice the ma-
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Figure 1—Conventional instruction

chine language instruction is not an ideal vehicle to
allow one to control the physical resources of the sys-
tem since the concurrent control is achieved automat-
ically, without the possibility of any global optimization.

EXPLICIT PARALLELISM*

How can the control of the resources of the system
be made visible to the programmer? First let us review
the evolution of the machine language as we know it
and compare it with microprogrammed systems.

An essential feature of a microprogram system 1is the
availability of a fast storage medium. “Fast’”’ in this
sense is used with respect to ordinary logical combina-
tional operations. That is, the access time of the storage
device is of the same order as the primitive combina-
tional operations that the system can perform—the
cycle time of the processor. Another important attri-
bute of modern microprogrammed systems is that this
“fast’’ storage is also writable, establishing the concept
of ““dynamic microprogramming.” It is the latter that
distinguishes the current interest in microprogrammed
systems from earlier attempts using READ-ONLY
memory.*=* Consider the timing chart for a conventional
(nonmicroprogram) machine instruction (Figure 1).
Due to slow access of instruction and data, a substantial
amount of instruction execution time is spent in these
overhead operations. Contrast this with the situation
shown in Figure 2, illustrating the microprogram’s
instruction. In Figure 2 there is an implicit assumption
of homogeneity of memory, that is, that data and
operands are all located in the same fast storage as the
instructions. The latter assumption is valid when the
storage is writable.

The preceding implies another significant difference
in conventional machines and microprogrammed ma-
chines—the power of the operation to be performed by

*The remarks on microprogramming are abstracted from
Reference 15.

the instruction. In the conventional machine, given
the substantial accessing overhead, it is very important
to orient the operation so that it will be as significant
as possible in computing a result. To do otherwise
would necessarily involve a number of accessing over-
heads; thus we have the evolution of the rich and
powerful instruction sets of the second and third
generation machines. With dynamically micropro-
grammed systems (Figure 2), the powerful operation
will do no more than a sequence of steps. Indeed, the
rich instruction operation may (if its richness is done
at the expense of flexibility) cause an overall degrada-
tion in system performance.

EXPLICIT INTERNAL PARALLELISM
(see Figure 3)

In the traditional system, since the overhead penalties
are so significant, there is little real advantage in keep-
ing the combinational resources of the system simul-
taneously busy or active. This would mean that perhaps
17 or 18 cycles would be required to perform an in-
struction rather than 20—hardly worth the effort. A
much different situation arises with the advent of
dynamic microprogramming.® Consider a system parti-
tioned into resources, e.g., adder, storage resources,
addressing resources, etc. If the microinstruction can
be designed in such a fashion that during a single
execution one can control the flow of data internal to
each one of these resources, as well as communicate
between them, significant performance advantages can
be derived. Of course these advantages come at the
expense of a wider microinstruction. The term hori-
zontal microinstruction has been coined to describe
the control for this type of logical arrangement.

RESIDUAL-CONTROL IN DYNAMIC
MICROPROGRAMMING

The preceding scheme sacrificed storage efficiency in
order to achieve performance. Schemes which attempt

OO
—— -
OJORS)

-
! I
0 5

Control Access

E xecute

Figure 2—Microprogrammed execution
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to achieve efficiencies both in storage and performance
can be conceived, based upon an information theoretic
view of control and storage. Much information specified
in the microinstruction is static, i.e., it represents
environmental information. The status remains un-
changed during the execution of a number of micro-
instructions. Many of the gating paths and adder
configurations remain static for long periods of time
during the emulation of a single virtual machine. If this
static information and specification is filtered out of the
microinstruction and placed in “setup’ registers, the
combination of a particular field of a microinstruction
with its corresponding setup register, would completely
define the control for resource (Figure 4). This sacrifices
nothing in flexibility—it allows for a more efficient use of
storage.

EXTERNAL PARALLELISM—SIMD

Explicit parallelism may be internal as in the earlier
discussion or external, that is, where the programmer
directly controls a number of different items of data
(Data Streams) or has a number of programs
executed simultaneously (Instruction Streams). We
refer to the first type of organization as a single instruc-
tion stream, multiple data stream (SIMD).? There are
three kinds of SIMD machine organizations currently
under development: (1) the array processor,” (2) the
pipeline processor,® (3) the associative processor.?

]
. < Resource
' P no. |
Micro- s -
Instruction 7 T
Register /
/ L
] /
_
u ~
—H N
S Ciorirol I Resource
\\ Lines *\ no. 2
N
o S\
\

\ Data Paths

-
-«———Resource
no. 3

Figure 3—Simultaneous resource management

Residual
Micro-Instruction

Resource
@ no. |
———

\

Resource
no. 2

\
—— @

Set-Up
Register

Figure 4—Residual control in microprogramming

While these systems differ basically in their organiza-
tion of resources and their communication structures,
their gross programming characterizations are quite
similar. One instruction is issued for essential concurrent
execution on a number of operand data pairs. Figure
5 illustrates each of the three organizations. In the array
processor the execution resources are replicated n
times. Since each set of resources is capable of ex-
ecuting an operand pair, in a sense each resource set
is an independent slave processor. It may indeed (and
usually does) have its own private memory for holding
operand pairs. Since each processing element is physi-
cally separate, communications between the elements
can be a problem. At least it represents an overhead
consideration.

The pipelined processor is in many ways similar to the
array processor, except that the execution resources are
pipelined. That is, they are staged in such a way that
the individual staging time for a pair of operands is
1/n of the control unit processing time. Thus n pairs of
operands are processed in one control unit time. This
has the same gross structure (from a programming
point of view) as an array processor. But since the pairs
of operands reside in a common storage (since the
execution units are common) the communications
overhead occur in a different sense. It is due to required
rearranging of data vectors in proper order so that they
may be scanned out at a rate compatible to the pipelined
rate of the execution resources.

Both array processors and pipelined processors work
over directly addressed data pairs. Thus, the location of
each pair of operands is known in advance before
being processed.

The associative processor is similar in many ways
to the array processor except that the execution of a
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Figure 5—Some idealized SIMD processor (a, b, & ¢)

control unit instruction is conditional upon the slave
unit matching an inquiry pattern that is presented to
all units. Matching here should be interpreted in a
general sense, that is, satisfying some specified condition
with respect to an inquiry pattern. Each slave unit
contains at least one pattern register which is compared
to the inquiry prior to conditional execution.

Each of these processor types performs well within a
certain class of problem. The dilemma has been to
extend this class by restructing algorithms. It has been
suggested (by M. Minsky,” B. Arden, et al.) that
instead of an ideal of n fold performance (on data
streams) improvement over a sequential processor, the
SIMD processor is more likely to realize

Perf—log, n

A possible rational for this is discussed elsewhere.1¢

EXTERNAL PARALLELISM—MIMD

The multiple instruction-stream multiple data-stream
programs are merely statements of independency of
tasks—for use on “multiprocessors.”” I believe that

exciting new developments are occurring in the multi-
processor organization through the use of shared
resources.

Two traditional dilemmas for a multiprocessor
(MIMD) computer organization are: (1) that of im-
proving performance at a rate greater than linear with
respect to the increasing number of independent
processors involved, and (2) providing a method of
dynamic reconfiguration and assignment of the in-
struction handling resources to match changing pro-
gram environments. Shared Resource Organizational
arrangements may allow solution of these problems.

SHARED EXECUTION RESOURCES

The execution resources of a computer (adders,
multiplier, etc.—most of the system exclusive of
registers and minimal control) are rarely efficiently
used. This is especially true in modern large systems
such as CDC7600 and IBM Model 195. Each execution
facility is capable of essentially processing, at the
maximum rate, an entire program consisting of in-
structions which use that resource. The reason for this
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design is that, given that instruction I, required a
floating point add type resource, it is probably that I;
will also—rather than, say a Boolean resource. Indeed
the “‘execution bandwidth” available may exceed the
actual instruction rate by a factor of 10.

Another factor aggravating the above imbalance is
the development of arithmetic pipelining internal to the
resources. In these arrangements, the execution func-
tion itself is pipelined, as per the pipeline processor.
This provides a more efficient mechanism than replica-
tion for attaining a high execution rate.

SKELETON INSTRUCTION UNITS

In order to effectively use this execution potential,
we postulate the use of multiple skeleton processors
sharing the execution resources. A ‘“‘skeleton’ processor
consists of only the basic registers of a system and a
minimum of control (enough to execute a load or store
type instruction). From a program point of view,
however, the ‘“skeleton’ processor is a complete and
independent logical computer.

These processors may share the resources in space,
or time.11: 2. 13 If we completely rely on space sharing,
we have a “cross-bar’’ type switch of processors—each
trying to access one of n resources. This is usually un-
satisfactory since the ‘““cross-bar’”’ switching time over-
head can be formidable. On the other hand, time phased
sharing (or time multiplexing) of the resources can be
attractive, in that no switching overhead is involved
and control is quite simple if the number of multiplexed
processors are suitably related to each of the pipelining
factors. The limitation here is that again only one of
the m available resources is used at any one moment.

We suggest that the optimum arrangement is a
combination of space-time switching (Figure 6). The

Data ' — Instruction Counter

Buffer ————-— Instruction Register

accumulator
L 4

Jd
I T 1

Index Registers

Instruction

Buffer or
Cache

Figure 6a—Skeleton processor
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Shared
Memory
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4
[T | Pipelined
[ | .
Execution
R
9 |III ! Units

factor

Rings

Figure 6b—Time-multiplexed multiprocessing

time factor is the number of ‘‘skeleton’ processors
multiplexed on a time phase ring while the space factor
is the number of multiplexed processor ‘rings,” K,
which simultaneously request resources. Note that K
processors will contend for the resources and, up to
K-1, may be denied serivce at that moment. Thus
rotating priority among the rings is suggested to guar-
antee a minimum performance. The partitioning of the
resources will be determined by the expected request
statistics.

SUB-COMMUTATION

When the amount of “parallelism’ (or number of
identifiable tasks) is less than the available processors,
we are faced with the problem of speeding up these
tasks. This can be accomplished by designing certain
of the processors in each ring with additional staging
and interlock!* (the ability to issue multiple instructions
simultaneously) facilities. The processor could issue
multiple instruction execution requests in a single
ring revolution. For example, in a ring of N=16

—8 processors could issue two request/revolutions or

—4 processors could issue four request/revolutions or

—2 processors could issue eight request/revolutions
or

—1 processor could issue sixteen request/revolutions.

This partition is illustrated in Figure 7.
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IMPLEMENTATION AND SIMULATION

A proposed implementation of this shared resource
multiprocessor is described elsewhere, together with a
detailed instruction by instruction simulation.!?

The system consisted of eight skeleton processors
per ring and four rings per system. The execution re-
sources were generally pipelined by eight stages. The
proposed system had a maximum capability of over
about 500 million instructions per second and was
capable of operating at over eighty percent efficiency
(i.e., performance was degraded by no more than 20
percent from the maximum).

THE TECHNOLOGY OF OPERATING SYSTEMS

Yet another type of parallelism involves the con-
current management of the gross (I/0, ete.) resources
of the system by the operating system. _

The evolution of very sophisticated operating systems
and their continued existence is predicated on one
essential technological parameter: the latency of access
of data from an electro-mechanical medium. Few other
single parameters in computing systems have so altered
the entire face and approach of computing systems.
Over the period of time, 1955 to 1971, access time to a
rotating medium has remained essentially constant
between 20 to 100 m seconds. Processing speeds, on the
other hand, have increased by almost a factor of 10,000.
Thus, originally we had a very simple system of schedul-
ing. Data sets and partitions of programs were processed

by simply waiting in turn as each request was processed.
Today’s situation requires scheduling essentially 1,000
times more sophisticated. In other words, if more than
one instruction in 1,000 requires a machine to go to an
idle state, we would have the same system performance,
as we had in 1955. Thus the nature of the dilemma. If a
technological solution, on the other hand, could be
achieved with low latency for accessing large data sets,
the whole need for sophisticated operating systems to
sustain job queues and I/0 requests would be dimin-
ished if not eliminated altogether. A great deal of time
and money has been spent in analysis and synthesis of
complex resource scheduling, resource control operating
systems. I surmise that if a small fraction of these
resources had been directly addressed to the physical
problem of latency, physical solutions would have been
found which would have resulted in much more efficient
systems.

This remains one of the great open challenges of the
next five years.

CONCLUSIONS

With the adoption of higher level languages for user
convenience and the evolution of machine language for
efficient control of resources, a departure in user
oriented machine level instructions is seen. This coupled
with the increasing performance of memory portends a
major shift in the structure of the conventional machine
instruction. A new structure will allow the program
explicit control over the resources of the system.

With the increasing improvement in logic technology
cost-performance, more specialized and parallel organi-
zations will appear. For specialized applications
SIMD type organization in several variations will
appear for dedicated applications. The more general
organization MIMD (particularly of shared resource
type) appeared even more interesting for general
purpose applications.

The major technological problems for the next five
years remain in the memory hierarchy. The operating
systems problems over the past years are merely a
reflection of this. A genuine technological breakthrough
is needed for improved latency to mass storage devices.
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