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Figure 7—How much redundancy? Module p; of 0.025

class of reconfigurable multi-processors which con- modules might be plugged in but would not be pow-
tain several different module types. ered up, primarily to extend their lifetime, and
secondarily, to conserve power. For this case either
an identical module model or an asymmetrical config-

The foregoing material has been derived under the uration model would be appropriate, depending upon
basic assumption that the redundant modules of the the design of the system in question. The second
system started out “on line”; i.e., plugged in, powered application would appear to be a conventional, single
up, and possibly doing some useful computations computer which may be dependent upon a field main-
while waiting to be automatically switched into the tenance facility with board replacement but not board
role of a failed, system-essential module. repair capability, and with a limited number of spare

If the system’s redundant modules are assumed to boards. The number of different board types would
be “off-line”” (not powered up, and perhaps not even correspond to the number of different module types in
plugged in), the model is seen to be directly applicable the asymmetric model of Section D. For the sake of
to two specific kinds of situations and the nature of specificity, it may be desirous to assume in the single
the model undergoes some change. computer application that the field maintenance-

The first application of the model would appear to facility has no elaborate check-out equipment, so that
be to a spaceborne multi-processor where the spare when a failed module has been replaced by a spare, the

E. Application to single computer with spares
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probability of detecting a previously-occurred mal-
function in the newly placed module is simply equal to
the probability of detecting a malfunction which
occurs in one of the on-line modules while in use.
Consider now the basic departure in the “off-line
spares” model covering the above two applications
from the on-line models presented in Sections B and
D. It will be recalled that the system failure criteria
pursued for the model of Section B included the un-
detected failure of any module, whether it was per-
forming system-essential calculations or not. This
criterion must now be replaced with its alternate, as
defined in Section B: only undetected failures in
system-essential modules contribute to system failure
probability. Obviously, if a spare module not in use
has an undetectable failure, it can hardly cause the
system to fail until it may be erroneously used to
replace a failed, on-line module whose failure was
detected. This alternate failure criterion forces two
changes in the model for the off-line spares system:
1. Each distinct module type must be broken into
two groups. One group consists of the m modules
required to be on-line for system survival. With
each of the modules in this group there is asso-
ciated a p; characteristic of this module type
when it is powered up. The other group starts
out with the (n — m) modules which are off-line
spares. Its modules have another p;, determined
from an MTBF characteristic of this module
type when it is not powered up and from a
“mission” duration equal to the aggregate
MTBF of the m on-line modules of that type.
2. Whereas the basic equation giving system failure
probability, p;, in Sections B and D did not con-
cern itself with the order in which successive
failures occurred and could thus be a simple
combinatorial equation, the equation for system
failure in the new model must concern itself with
the order of successive failures. This can be
illustrated by an example in which it is assumed

that two modules of a particular type fail during
a mission. One is from the on-line group, and it
fails detectably. The other module is from the
off-line group, and it fails undetectably. If the
on-line module fails first, a good spare module
will be transferred from the off-line group to the
on-line group, with no resulting chance of sys-
tem failure. This is followed by an off-line
module failing undetectably, but since no further
transfer of off-line modules to the on-line group
will occur, there is no possibility of the off-line
module’s undetected failure contributing to
system failure probability. On the other hand, if
it is the off-line module which (undetectably)
fails first, then when the on-line module fails
there is a possibility that the failed off-line
module will be chosen to replace it. This would
cause system failure, and so this ordering of the
two events must have a contribution to system
failure probability.

The result of the need to consider the time-
ordering of these events is that the formula for
Pr becomes more complex, and results in a step-
by-step calculation of the contribution to Py of
each separate permutation of module failures.
The results of this computation are not yet com-
plete in the current study, but since the formulae
are all straightforward, it was believed worth-
while to present here the basic approach, leaving
the rest to the reader and, hopefully, to his
computer. He will need one.
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INTRODUCTION

This paper presents a conceptual design of a dis-
tributed processing system aimed at providing general
purpose computing and very high tolerances of
failures while taking advantage of future large scale
integration techniques. In addition it was desirable
for the system to be easily expandable or contractable
so that it could be flexibly applied to a variety of
applications. The system was designed for a space-
borne application; however the structure should have
general applicability to a variety of systems. A method
of analyzing the parallelism inherent in the computa-
tions to be carried out on the system is also presented.
The distributed processor can thus be efficiently or-
ganized for the composition of general purpose (or
special purpose) computations for a given application.
Thought has also been directed toward the design of a
system executive program and failure detection and
reconfiguration methods; however, these features are
still in development and only a brief discussion of the
system executive is given in this paper.

Continuing development of high density metal
oxide semiconductor (MOS) circuits and bipolar
arrays for use in near term and future computation
systems will make the logic, or processor, sections of
computers increasingly simple in comparison to the
memories. This development is clarified by the fact
that semiconductor memories are beginning to be in-
vestigated for the main memory in future computation
systems. These memories would use many semicon-
ductor chips, whereas a processor would only use one
or two such chips. As the processing of semiconduc-
tor chips matures, the reliability of the one- or two-
chip processors will also be significantly greater than
that of the magnetic or semiconductor memory, except
for the problems of connections and checking out the
processors. It is thus clear that there is a need for
new computer organizations which take advantage of

large scale integration (LSI) technology in order to
offer enhanced computation system features. One
such organization is the distributed processor dis-
cussed here. This structure can simply be considered
to be a semiconductor memory that has a small
amount of each wafer (less than 1/10) devoted to
processing. The system therefore consists of an array
of cells where each cell integrates processing and
memory onto one wafer. Such a structure then uses a
small hardware increase over a conventional uni-
processor in order to offer increased reliability,
flexibility, and execution speed for certain types
of computations. The higher reliability is achieved for
a subset of the system’s tasks through graceful deg-
radation, i.e., as cells fail, a smaller number of
computations including a basic subset are carried out.
The increased flexibility comes about due to the ability
of the system to expand and contract in small incre-
ments to meet the requirements. The increased execu-
tion speeds can be achieved for certain sets of the
computations that are amenable to parallel processing.
These points will become clearer as the system is
discussed in the following sections.

Natural and applied parallelism

A discussion of parallelism is given before pre-
senting the system structure. By defining natural
and applied parallelism, and by investigating the im-
plementation of both types of parallelism in a dis-
tributed logic structure, a perspective on the use of
local and global control may be gained. Local control
simply implies control of a cell by its own control
unit; global control implies common control of a num-
ber of cells by a central control unit.

Natural and applied parallelism may be defined as
follows:

1. Natural parallelism: A property of a set of com-

putations that enables a number of groups of

757
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operations within the set to be processed
simultaneously and independently on distinct
data bases or on the same data base.

2. Applied parallelism: A property of a set of com-
putations that enables a number of groups of
identical operations within the set to be pro-
cessed simultaneously on distinct data bases
or on the same data base.

It may be noted from these definitions that applied
parallelism is actually a special case of natural
parallelism, since the naturally parallel operations
could be groups of identical operations. However, the
distinction is made since it has important implica-
tions with regard to computer organization, as will be
pointed out later in this section. The following simple
example will serve to illustrate these definitions.

Consider the calculation of Z from the equation,
a/x + b/x + cy = Z. This could be calculated on a
single processing center, as follows:

—O—0——O -

However, taking advantage of applied parallelism in
an appropriate processing system would give the

following calculation:

If natural parallelism could also be taken advantage

of in a processing system, the computation could be
executed as follows:

G)—-=

It should be noted that although this example demon-
strates the application of applied and natural parallel-
ism to a computation, larger groups (larger than simple
parallel divide or multiply operations) of operations
such as a number of parallel calculations on separate
data of a matrix multiply routine (applied parallelism)

are generally considered. It should also be noted that
the natural parallelism to be considered here is not
only within a particular task but also between separate
tasks, such as between two users of a ground system
or between the navigation programs and the status
monitoring programs in a space system.

From the foregoing it may be seen that computa-
tions containing applied parallelism may be efficiently
implemented on a distributed processing system such
as the Solomon machine (see Reference 1), which
uses a central control unit and a number of cells to
carry out the instructions from the control unit. This
type of global control (central control unit) can
efficiently handle applied parallelism since the central
control unit provides common instruction storage as
well as some common data storage. The common con-
trol unit also saves some control hardware; however if
future systems are constructed from LSI technology,
this savings will not be as great, since logic will be
inexpensive and since a centralized control unit re-
quires more connections and decoding hardware than
local control. The significant disadvantage of a global
control structure for general purpose computations is
that it cannot efficiently execute naturally parallel
computations. Such computations must be executed
in a sequential manner, with the central control unit
using only one cell at a time. As a result, even though
a global control structure saves storage over a local
control structure when applied parallelism is available,
the hardware utilization of a global control structure
is relatively low on most sets of general purpose com-
putations.* Computations containing natural parallel-
ism may be efficiently executed on a distributed pro-
cessing system, such as the Holland machine (Refer-
ence 2), which has a number of cells, each with some
measure of local control. The independent parts of a
computation may then be executed in separate groups
of cells. Theoretically, a local control structure could
achieve high hardware utilization if many naturally
parallel computations were available. However, in a
large system with spacially oriented communications
(neighbor to neighbor communications rather than
common bus) like the Holland machine, the programs
typically must be optimally placed in order to limit
communications. This placement of programs makes
programming very difficult. It is significant that a
local control structure could certainly carry out both
applied parallel and naturally parallel computations;

*One method of improving this situation presently is being imple-
mented in ILLIAC 1V, which uses a number of groups of cells,
each with its own central control unit; however the hardware
utilization within each group would still be relatively low on
naturally parallel computations.
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but execution of the former requires repetitive in-
struction and data storage, along with repetitive con-
trol generation. Thus, execution of applied parallel
computations on a local control structure results in
inefficient use of the storage available to each cell
(or in each cell).

Local control structures are most efficient when
executing naturally parallel computations, whereas
global control structures are most efficient when
executing applied parallel computations. Conse-
quently, if both control features could be efficiently
combined into one structure, a very powerful distrib-
uted processing structure could result. Such a struc-
ture is described in the next section.

Distributed processor structure

A conceptual description of a new distributed pro-
cessing structure capable of carrying out general
purpose computations and taking advantage of both
natural and applied parallelism is presented. The
machine is composed of cells capable of operating
under local or global control. This control should
enable the structure to obtain efficient hardware
utilization while reducing instruction and data storage.
Significantly, -this structure was not designed, as
distributed logic structures have been in the past, to
solve a particular type of computational problem. In-
stead, it was designed as a general purpose computer
to take advantage of the new LSI (including MOS/
Silicon-On-Sapphire) technologies and to provide the
other features mentioned in the introduction.

The following description of the distributed pro-
cessor gives a comprehensive conceptual description
of the machine. Further developments of the explicit
features of the machine are presently being studied
and will depend upon trial programming effort and
software development. As a result of the uniqueness
of this design and of the lack of programming experi-
ence with distributed logic structures in general,
features such as the length of the instruction word or
a listing of the instructions cannot be given at this
point.

General organization

The distributed processor structure uses a number
of fixed size cell groups, each carrying out a particular
task or tasks, to handle the system computation load
(see Figure 1). The bulk memory (also shown) is
used only for loading programs and data since the
cells themselves provide all the main system memory.
The conditioners and sensors are shown to represent
the peripheral equipment and controllers connected
to the computation system. Each cell is planned to be
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INTER-CELL BUSS
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Figure 1 — Distributed processor system

a single MOS (or MOS/SOS) wafer although initial
prototype and near-term systems would be con-
structed using more than one chip to make up a cell.
(The one-wafer-per-cell design would offer the highest
reliability and the advantages of only one chip
type, but it will probably not be practical until the
middle to late 1970’s.) MOS technology has been
selected since it will offer very high circuit den-
sities in the near future, along with low power require-
ments. (These attributes are especially desirable in
space and avionics applications.) The cell will con-
tain 512 eighteen-bit registers for memory and control
storage, while the remainder of the cell will be used
for a processor and line drivers. The processors will
be capable of operating with at least a few-mega-
hertz clock. The cell operation will typically be com-
munication limited, so that the actual operation of
the cell will be slower than this. Slower operation
will then loosen the constraints on the memory section
of the chip and lower power dissipation. The cell
structure will be described later in this section.

A group of cells may carry out a complete task, a
number of small tasks, to even part of a large function
or program. One of the primary considerations used
in dividing programs among the groups is to limit the
intercommunication between groups as much as
possible. In this way the inter-group buss can be used
primarily for communication of I/O variables and for
communication to and from the groups operating as
the executive. (Note that the executive program will
simply be loaded into any group. There will be no
need for special features.)

A second consideration in dividing programs among
groups is to enable as much global control to be used
as possible in order to take advantage of applied
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parallelism, and thus save storage. Within a group,
any cell will operate as a controller and provide
commands for the others. The other cells can either
accept these commands or execute commands from
their own memories. In this way, both local and global
control may be carried out simultaneously within a
group. At the same time, any number of groups may
operate in parallel. This type of operation enables
both the natural and applied parallelism inherent in
a system’s tasks to be efficiently carried out.

The size and number of groups necessary for a
given application are dependent on the parallelism
associated with the requirements. As a result this
topic is discussed in the next section. However an
example can be given here of a system roughly op-
timized for a central general purpose computer in a
spaceborne Mars Lander Mission: it requires four
groups of twenty cells per group and provides ap-
proximately 40,000 words of instruction, control, and
data storage at any point in time during a mission.
(The bulk storage unit loads in new information for
each mission phase.)

Some additional features of the distributed proces-
sor not shown in Figure 1 are necessary if the system
is to remain capable of continuous operation after a
number of failures. A second inter-group buss, con-
nected by a separate group switch to each group,
should be included. This, of course, allows for con-
tinued computation after a buss failure. Spare cells
may also be maintained on-line within each group in
the system, thus increasing system availability. This
type of sparing philosophy is practical here since
adding extra cells. simply involves extra connections
to the inter-cell busses.

System intercommunication is depicted in Figure 1.
Each cell may communicate with its four neigh-
bors serially and in a byte parallel manner over the
inter-cell buss to the other cells in its group. The
communication rate and the number of bits in a byte
on the inter-cell buss must be specified for the re-
quired system; however, one- to two-megacycle com-
munication rates should be practical.

Storage in the distributed processing system is
volatile semiconductor memory. No problems should
occur as long as power is continuously applied. The
primary power supply would be backed up and could
be fed into the distributed processor on separate,
isolated lines. These lines could then be connected
to the computation system through separate voltage
regulators with diode isolation. If one of the supplies
were to go out of tolerance the other would simply
take over. In this manner, the power supply could be
made more reliable than the computation system
hardware. Another simple possibility would be to use

presently available small nickle-cadmium batteries
to provide backup power for the computation system.
This would be practical since a system such as the
one mentioned above (four groups of twenty cells
per group) could be constructed from MOS/SOS
chips and would dissipate only a few watts of power.

Advantages and problems

Before presenting additional features of the dis-
tributed processor, some discussion of the advan-
tages and problems of the structure is in order. The
primary advantages have been pointed out to be high
reliability, applicability with good hardware utiliza-
tion to general purpose computing, good use of future
LSI technology, and easy expandability or contracti-
bility. The principal problem associated with the
structure is making it easy to program. These points
are clarified below.

The ability of the system to offer high reliability
can be interpreted as the ability to continue executing
a critical or high priority subset of the computations
in spite of hardware failures. In other words the com-
putations will be ‘“gracefully degraded.” This is
possible since the system is divided into a number of
independent modules (cells) that can fail without
bringing down other parts of the computing system. In
fact a few spares will be kept on line in each group so
that a few cells can fail and simply be replaced by the
spares without affecting computation. However, after
these first initial failures, the computation power of a
group would simply degrade in small increments with
each additional cell failure. It should be noted that
to properly take advantage of this graceful degrada-
tion ability a high probability of failure detection must
be achieved for each cell, and the number of single
system failure points must be minimized or eliminated.

Another way to look at the graceful degradation
ability of the system is to say that it is designed to
be tolerant of cell failures. It is tolerant in.the sense
that not only can a number of cells fail and simply be
replaced by spares connected into a group, but also
cell failures beyond the number of spares available
only cause small degradations of the system. A little
reflection will show that this type of operation is
significant since actual on-line failures caused by
overstresses, for example, can be tolerated along with
a reasonable number of on-line failures caused by use
of originally defective parts. This failure distinction
is a fine point, but it is important because it has been
observed that a great many failures in complex IC’s
are actually caused by manufacturing defects that
were not detected prior to placing the system on-line.
In fact, many of these failures only occur under a
very specific set of circumstances and so may not
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cause on-line failures for thousands of hours. These
failure modes can generally be removed by feeding
back information to the production line, but it is a
long and expensive process to obtain very reliable
components. Of even more importance is the fact that
as circuitry reaches greater and greater complexity
on a single chip, the practicality of giving a chip a
100 percent test on the ground before inclusion in a
system decreases immensely. As a result, in the future
the ability of the computation system to tolerate a
number of latent manufacturing defects will gain more
significance. It should also be noted that this ability
to tolerate cell failures does not exist to the same ex-
tent in a global structure such as the Solomon ma-
chine, where a single failure in the main control unit
or memory could bring the whole system down.

The distributed processor is capable of efficiently
executing general purpose computations by taking
advantage of both local and global control as described
below. In addition, each cell has a reasonably large
instruction set and memory. Because this large capac-
ity significantly eases programming and communica-
tion problems typically encountered with distributed
processing organizations, relatively large subtasks
can be executed by a cell.

The use of local control enables each cell to execute
computations simultaneously with other cells as long
as the computations in execution at one time can be
carried out independently of each other. This is simply
the obvious restriction that separate cells cannot
operate simultaneously on sequential sections of a
single task or related tasks if the computations in
one part depend on the results of another part. For
tasks that are sequential in nature, this restriction
means that only one cell can be used to execute the
computations at any given time. As a result of the
sequential restriction during certain periods the dis-
tributed processor may operate in a relatively ineffi-
cient manner due to the fact that some of the hardware
will not be utilized. However the availability of sepa-
rate independent tasks, such as the navigation and
guidance task and the status monitoring task in a
spacecraft, should minimize the occurrences of in-
efficient hardware utilization periods. In contrast to
the above, this same local (and global) control enables
the system to use its parallelism to achieve high com-
puting speeds if the computations are somewhat
specialized so that they contain a large amount of
parallelism. In particular, the best use of the cells
for speed is achieved when the computations contain
a good amount of applied parallelism and/or small
high rate programs that are naturally parallel.

The processors in the system will be fairly powerful
so that at times they will require the use of more

memory than the 512 words that are available within
their cell memories. This can be accomplished in
three ways. One method allows one cell to use another
cell’s memory via the communication busses. This
enables the cells with small high-rate programs to
share their memories with other cells that are memory
restricted. A second method of alleviating memory
limitations is providing the system with the ability
to use global control where it is applicable. (As men-
tioned ‘earlier, global control is characterized by the
use of a single instruction stream on multiple data
streams and is therefore useful in problems that re-
quire the same set of operations on different pieces
of data, e.g., matrix manipulations, etc.) The dis-
tributed processor takes advantage of global control
by using one cell to hold the instruction stream and
send the stream over the communication buss to the
other cells in a group executing the same problem.
In this manner, redundant storage or sequential re-
dundant access of the same program is avoided. The
use of global control as discussed here enables a
number of processors to be used to execute certain
computations with only a minimal amount of memory.
A third method of decreasing the amount of storage
required per cell is to provide less buffering in the
memories for I/O data. This would increase the re-
quired I/O rates, but that is acceptable since extra
processing is available. In addition, one of the groups
operating as the central executive will provide a
storage area for common variables and constants if
appropriate.

The distributed processor takes good advantage
of future LSI technology in a number of ways. The
cell has a fairly regular structure so that it can be
fabricated with extensive use of discretionary wiring
or similar techniques that enable the bypassing of bad
elements to increase yields. For example a number of
extra memory cells can be fabricated on the 9/10’s
of the wafer (or wafers in near term systems) devoted
to memory so that discretionary wiring can be used
to connect up enough good cells for 512 eighteen-bit
words. Correspondingly, more than one processor
can be fabricated on its section of the wafer so that
processor yields can also be increased by discretion-
ary wiring. The cells are also functionally complete
on a single wafer so that each wafer requires only a
relatively small number of external connections. (This
will of course not be true in near term systems.)
Another useful feature is that the cells are used in
a fixed connection pattern that can easily be placed on
a board or other appropriate package.

Expandability is easily and flexibly provided since
system size can be varied in small or large incre-
ments by simply adding or taking away the required
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number of cells. This expandability may find even
more importance in providing the system the ability
to turn cells on and off as required during a long space
mission or during various periods of computation in
a ground-based system. This mode of operation will
substantially decrease the power dissipation of the
system and may also increase the reliability (assuming
off-line or dormant equipment is more reliable than
on-line or operating equipment).

The main anticipated difficulty with the distributed
processor is in making it relatively easy to program.
The tasks must be split into subtasks that, when
programmed, will fit into a single cell. This splitting
should also give as much freedom as possible in sched-
uling the tasks on cells; that is, constraints on exe-
cuting certain computations in a sequential fashion
should exist, if possible, only within the subtasks to
be executed on an individual cell. The allotted sub-
tasks must then be assigned to the minimum number
of cells. In addition to the assignment, the subtasks
must be scheduled so that all of them can be accom-
plished in the required period of time. This requires
consideration of allocation of separate (non-overlap-
ping) periods to the global control programs and to
avoiding conflicts on the intercommunication busses.
Clearly, the scheduling operation could also feedback
on the assignment of subtasks to cells such that a
new assignment is necessary. These problems are
discussed in more depth later.

From the foregoing discussions it can be seen that
actually programming a subtask for a cell would not
be much more difficult than programming the same
subtask for a single computer system; however, if the
programmer is required to subdivide tasks, assign
them to cells, and set up the scheduling, the program-
ming job will be relatively difficult. Therefore, one
area to be investigated in the future involves the
development of software packages to automatically
subdivide programs into tasks that can be executed
by a single cell, to hand'e the automatic assignment
of subtasks to cells, and to schedule automatically
the global control programs and intercommunication
on the busses. These same software packages will
be useful for reconfiguring the system after failures.

Explicit features

The explicit features and operation of the system
are still under development and will be influenced
by future programming and analyses. However, the
features mentioned earlier, plus the following de-
scription, will certainly be representative of the final
system.

The cell structure is shown in Figure 2. Each cell
operates as the controller of a group or part of a

MACRO FROM Np
INTER-GROUP BUSS L
[cetn 1
CONTROL CELL
m DESIGNATOR BIT
- LOCAL -
L/C I GLOBAL |
BIT |
CONTROL

DECODER

REGISTERS l
[

TO ]
N, n
OPERATION REGISTER L NEIGHBORS

|
I
|
|
|
3 I
l I
I COMMUNICA- —an
TION LOGIC

| ™
| I
I I

|

|

I

[

Lp{ NEIGHBOR I
MICROPROGRAM l
STORAGE Ng
L

ARITHMETIC AND‘_‘
LOGIC UNIT

STORAGE WORDS)
REGISTERS

4—'
|
I
I
I (512
|
L

NB (NEIGHBOR BOTTOM)

Figure 2 — Distributed processor cell

group, an operating cell, or a storage cell. The con-
troller cell specified by the designator bit being set
to 1, can provide global control for a task by placing
macro instructions on the inter-cell buss and by con-
trolling the use of this buss by each cell. The macro
instructions would be commands such as vector dot
product, check sum, sine, add, etc. The operating
cells receive their macros from the controller cell,
if they are used in global control, or, if they are
under local control, from their own storage registers.
The macros are then decoded and used to read out a
sequence of operations from the micro program
storage contained in a cell (see Figure 2). The se-
quence of instructions from the micro program storage
causes storage registers and control registers to be
added, exchanged, transferred to neighbors, etc.; thus
the control registers allow a macro from the inter-cell
buss to load the operation register (global control-
L/G = 1) or a macro from a cell storage register to
load the operation register (local control-L/G = 0).
The next operation is obtained by sequencing to the
next instruction in a cell’s internal storage or in the
controller cell’s storage.

For some computations, a cell may need more
storage than is available within itself. It can then
use one of its neighbors or any other available cell
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in its group as a storage cell. The inclusion of the
neighbor communication logic and connections will
depend on future investigation. The neighbor com-
munications will only be included if a definite need
is determined since they give the system a spacial
dependence. This dependence increases the difficulty
in assigning programs and of reconfiguring the system
after fajlures. If included, the neighbor communication
logic is used to obtain, from a cell’s neighbor, infor-
mation necessary to the computation being carried
out. This information could, of course, be either addi-
tional commands or data. Note that certain commands
on the inter-cell buss will unconditionally set L/G
to 1 so that the central executive (located in one group)
can take over the operation of any cell. Cells can then
be reassigned to new tasks by loading from the bulk
storage unit.

All storage within a cell is directly addressable and
is divided into control registers and storage registers.
The storage registers hold the programs and data to be
used by this cell and possibly other cells. The control
registers are the general processor registers used in
the execution of instructions. The controller cell
controls the group switch shown in Figure 1. The
group switch contains a small amount of decoding
logic and a flip-flop register. If the inter-group buss
contains a command for this group, it will be recog-
nized, accepted, and let on the buss to be received by
the controller cell. This group will then remain con-
nected to the inter-group buss until the transmission
is completed. If the command is not for this group,
the group will not be connected to the inter-group
buss. (The command from the executive group con-
tains a task name that can be recognized to belong to
a certain group.)

The executive can be located in any one or more of
the groups. It is responsible for the following tasks:
(1) controlling the inter-group buss, (2) handling
I/0, (3) handling communication with the bulk storage
unit, (4) holding global data so that any group may use
it, (5) handling data communication from group to
group, (6) sending out macros to load the system, and
(7) allocating I/O time on the inter-group buss. The
operation of the executive is briefly described later
in this paper.

Information sent over the inter-group buss is byte
parallel. The number of bits in a byte is determined
from the number of groups present, the speed of the
cell logic, and the required system computation speed.
However, for any particular system, making the buss
less parallel means that less drive is required of the
cell, resulting in lower power. Higher reliability is
also obtained due to fewer connections and drivers.
The groups can use the intergroup buss only when

sampled and allocated time by the executive groups.
Information on this buss is tagged with control bits,
names of tasks, data addresses, and data itself.

The foregoing description in this section specified
the distributed processor structure, its useful features,
and its problems. The next section discusses the meth-
ods of analyzing parallelism in computations so that
the structure can be put to good use.

Evaluation and application of parallelism

In order to take maximum advantage of the dis-
tributed logic structure the computations for a given
system must be investigated for both natural and
applied parallelism. These investigations are neces-
sary under the following two circumstances. If the
computer is to be constructed for a particular appli-
cation, parallelism investigations will have a large
influence on choosing the following parameters:
cell speed, amount of storage per cell, number of
cells in a group, and number of groups. This investi-
gation is discussed in the majority of this section. Once
a structure is selected, or, if the computations are to
be carried out on an existing distributed processor,
parallelism investigations would be used to aid in
distributing tasks throughout the computer, as dis-
cussed in the last paragraph of this section. In order
to carry out the parallelism investigation, flow charts
are plotted for the various functions of the set of
required system computations and these are analyzed
for parallelism. The flow charts are then updated as
the parallelism is exploited so that the branches within
a function that can be carried out in parallel are shown.
These diagrams will also take into account the
separate functions that can be carried out in parallel
(natural parallelism). Examples of representative
flow charts are shown in Figures 3 to 5.

0.25% 4% 0. 5% 8% 0. 25%

1 2 3 4 5 S=13%

0, 5% 8% 0,25%

3 l—bl 4J—>| 5 l—.
S/A = 13/10

Figure 4 — Flow diagram utilizing applied parallelism
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Figure 5 — Flow diagram utilizing applied and natural parallelism

General considerations and flow charting

The theoretical approach to the parallelism inves-
tigations necessary to give a precise organization
involves constructing a number of curves from the
flow charts and then using these curves to obtain
relatively optimal values for the organization param-
eters. Unfortunately, this approach, if carried out in
detail, is very complex and involves a considerable
amount of feedback to update the curves. It is much
too complex to be practical. Simplifying assumptions
can be made so that a less complex approach can be
carried out to obtain approximate values for the
parameters. Such an approach is described below; a
detailed discussion of the complete investigation is
given in Reference 4.

An important consideration in the analysis of
parallelism is the degree of parallelism utilized and
the reduction in computation time or the effectiveness
of the parallelism. In order to obtain a quantitative
evaluation for the decrease in execution time from
exploitation of parallelism, two ratios are calculated
from the flow charts of the computations. The first
ratio, S/A, represents the time to execute a function
on the distributed processor utilizing applied parallel-
ism divided into the time to execute the same function
in a sequential manner. The second ratio, S/T, repre-
sents the time to execute a function on the distributed
processor utilizing both types of parallelism divided
into the time to execute the same function in a se-
quential manner. These ratios are termed the com-
putation reduction ratios. The ratio S/T can be cor-
related to the speed of a cell by realizing that for a
given task a reduction ratio of X means that a cell
would only have to operate at 1/X the speed of a
single processor capable of executing the same task.

Since system requirements are typically specified in'

terms of required operations per second on a uni-
processor, the T/S reduction ratio for all the system
tasks, with any specified degree of parallelism, can
be directly and simply converted to required cell
speed. All that is necessary is to multiply S/T times
the total requirement.

When exploiting parallelism within system flow
charts, the aim is to use the minimum degree of
parallelism necessary to obtain large enough com-
putation time reduction ratios to be able to execute
all tasks in the required periods of time. The above
point is made clear by considering that implementation
of parallelism in the distributed processor system
required at least one separate cell for each degree of
parallelism (for each subfunction to be executed in
parallel with other subfunctions). (More than one cell
could be required, depending on the amount of storage
necessary to implement a given subfunction.) For
example, it would not be worthwhile to execute all
possible computations in a naturally parallel manner
if the results of these computations could not be used
until another longer computation was completed. Only
enough computations should use natural parallelism
so that all the calculations end at approximately the
same time. The remaining calculations simply time-
share the number of cells necessary to execute them
sequentially. In this way, the maximum speed increase
is obtained, while using the minimum number of cells.
The above discussion, then, suggests that the best
way to schedule computations is to start the longest
ones first on as many cells as are available. Whenever
a cell becomes free, the longest computation left is
started.

In addition to the above mentioned uses of parallel-
ism it should be clear that as much applied parallelsim
as practical should be first exploited when setting up
execution of a set of tasks. This is the case, since use
of applied parallelism saves control and constant
storage over a naturally parallel execution of the
same tasks. In fact, in order to enable the applied
parallelism to be adequately exploited the distrib-
uted processing system was divided into groups.
If the system was not grouped all the applied tasks
would have to be executed sequentially since each
must use the central buss and controller cell to com-
municate to cells in the global mode. This restriction
would certainly hamper the scheduling of programs
and the use of parallelism. As a result the grouping
of cells in the machine enables a number of applied
tasks to be simultaneously executed, if desired, with-
out considering extensive sequencing.

Following is an example which should clarify the
above points. A hypothetical computation shown in
Figure 3 depicts a sequential execution of the various
calculations, Block 1 first, etc. The percentage over
the blocks gives approximate percentiles of com-
putation time used to execute a given block (purely
sequential execution within all blocks also). As
discussed earlier, the first step in exploiting the
parallelism in the computation is to search for all
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places where applied parallelism can be used. This
could give a flow diagram as shown in Figure 4. In
this diagram 2a, 2b, 2c, 2d, could by any calculations
on separate pieces of data that can use a single in-
struction stream. Simple examples are trigonometric
functions or matrix multiples. Whatever the function,
each block of 2 carries out exactly the same operation.
The applied ratio S to A is 13/10. The ratio is obtained
with a maximum degree of parallelism of four (four
subfunctions executed in an applied parallel manner).
The degree of parallelism is not directly convertible
to number of cells since a subfunction may require a
number of cells to store all the information necessary
for computation. However, four cells (corresponding
to the degree of parallelism) would be the minimum
number of cells that could be used to take advantage
of applied parallelism of degree four. Figure 5 shows
the same flow diagram, now adjusted to take advan-
tage of all parallelism. The total ratio S to T is 13/5.5.
This ratio is obtained with a maximum degree of paral-
lelism of five (two and three in parallel). Notice that
the use of natural parallelism has enabled Computa-
tion 3 to be done in parallel with 2. This, of course,
saves only 0.5 percent computation time since the
calculations cannot go on to 4 until 2 is completed
(1 percent computation time). The subdivision of
computation 4 into four naturally parallel tasks
demonstrates a statement mentioned earlier: use the
minimum degree of natural parallelism that will give
the maximum speed increase. All subtasks of 4 must
be completed before 5 can begin execution, as a
result using separate cells to compute 4a, 4b, 4c,
and 4d in parallel is unnecessary since 4a takes longer
than all the other tasks. 4b, 4c, and 4d would be com-
puted sequentially (shown in dotted lines) on as few
cells as possible since the execution time would
then be 4 percent which is of course, the same execu-
tion time that would result if all subtasks were pro-
cessed in parallel.

It should also be noted that Computation 2 could be
done in naturally parallel fashion, but it is shown in
the figures as an applied calculation since this pro-
vides more operating efficiency. The figures could
also have shown nesting of parallelism within parallel
blocks; however, this generally occurs on a larger
scale. For example, other separate functions could
be executed in parallel with Computations 1 to 5. This
would give a flow diagram for the whole system that
had a number of branches like that shown in Figure 5
being executed in parallel. These branches would
vary in length (or execution time), but they would
be organized so that they all end at approximately
the same time as the longest branch, thus making the
best use of the cells available.

Parallelism curve construction for system
specification

Methods of analyzing computations to determine
a minimum value for the reduction ratio S/T have
been presented. Limiting the degree of parallelism
available and determining the maximum reduction
ratio with each of a number of degrees is the next
consideration in determining the system organization.
The procedure for obtaining the maximum computa-
tion reduction ratios is the same as that above except
that the lower degrees of parallelism force more tasks
or subtasks to be executed sequentially (i.e., the
branches like that shown in Figure 5 are lengthened
somewhat). If the degree of parallelism is varied from
one to some maximum usable value and if the system
flow diagram (with branches as shown in Figure 5)
is permuted in order to obtain the maximum reduction
ratio (S/T) for each degree chosen, a curve as shown
in Figure 6 can be obtained. (This curve is developed
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Figure 6 — Degree of parallelism vs computation reduction ratio

if all the cells are in one group and if as much storage
is available as needed.) In order to choose a degree of
parallelism for the system that is relatively efficient,
this curve should be compared to the 1 to 1 curve.
(The 1 to 1 curve has a constant slope indicating that
an additional incremental increase in the degree of
parallelism will give a constant incremental increase
in the computation reduction ratio.) In other words,
a range of parallelism should be specified on the curve
at a location that is not too widely divergent from the
1 to 1 curve, i.e., the knee of the curve. The knee has
a rapidly changing slope, indicating that an additional
increment in degree of parallelism provides a smaller
increase in computation time reduction ratio.

In order to choose an approximate explicit degree
of parallelism for the system the necessary speed of
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the cell must also be considered. This cell speed is
specified, as mentioned earlier, by simply dividing a
chosen reduction ratio on the horizontal axis into the
total required operations per second for the system.
Although the possible operating speeds of the cells
can vary over a fairly wide range up to a few mega-
hertz logic clock, it is desirable to limit the cell speed
somewhat so that the memory electronics and cpera-
tion can be simple. As a result, the desirable range
of cell speeds may somewhat limit the range of degrees
of parallelism obtained above from Figure 6. Before a
particular degree can be chosen and converted to the
number of cells required, however, consideration
also must be given to the storage required per cell
or per degree of parallelism. (It has been assumed that
as much storage was available as required.) In order
to actually determine the required storage, a curve
relating degree of parallelism to storage, as shown
in Figure 7, must be constructed from a programming
consideration of the system flow diagrams developed
earlier. In the actual development of this curve the
system flow diagrams need to be rearranged so that
cell storage requirements are as nearly equal as
possible. Due to a new set of flow diagrams, the con-
struction of this curve would feed back to update
Curve 6.

DEGREE OF PARALLELISM

STORAGE REQUIRED PER CELL

Figure 7 —Degree of parallelism vs. storage required per cell

Figure 7 is very difficult to construct accurately
due to the large amount of rearrangement necessary
with the flow diagrams for each degree of parallelism
investigated. Because of this, the actual curve con-
structed would only be an approximation to the true
curve. An even greater complication is introduced by
the fact that the true curve will vary with the num-
ber of groups used in the system. Figure 7 is con-

structed assuming one group, but, as mentioned
earlier, more than one group would be used so that all
applied parallelism could be executed without con-
flicts on the buss. As the number of groups are in-
creased the amount of storage required per cell would
actually decrease due to increased use of applied
parallelism. However, for an approximate or practical
solution this effect will be disregarded, and once
Figure 7 is obtained, assuming a single group, the
range of degrees of parallelism developed from Figure
6 could be investigated for storage requirements.
If the storage axis is assumed to represent the storage
per cell, the degree of parallelism range from Figure 6
can be further restricted to a value with a desirable
storage requirement. This degree of parallelism can
then be considered to represent the number of cells
required in the system.

The investigation to this point has resulted in an
approximation of the speed of a cell, the storage in
a cell, and the number of cells in the system. With
these parameters roughly specified, the updated flow
diagrams of the system can be investigated to deter-
mine roughly the number of groups required to enable
the applied parallelism to be efficiently utilized.
(For spaceborne applications, this number was gen-
erally small, such as 4 to 10.)

Given the choice of the number of groups, the sys-
tem structure can be completely specified for the given
application; but it should be realized that the ap-
proach specified above is not unique in that it could
just as easily have begun with consideration of stor-
age (Figure 7) rather than of computation reduction
ratio. An answer similar to the approximate procedure
would be obtained. In fact, the same answer would
be obtained if an exact procedure is used (including
reconstruction of Curves 6 and 7 as information on
storage, the number of groups, etc., is determined and
used to reconstruct the system flow diagrams).

Parallelism investigations must also be carried out
in order to program a given application on an existing
distributed processor or on one that has been speci-
fied for an application such as the one discussed
above. This involves, essentially, assignment of pro-
grams to cells or groups and the scheduling of these
programs within a group. These investigations entail
laying out the system flow diagram in the manner de-
scribed for Figure 6, with the degree of parallelism
specified. The only differences are that the size of
the groups, speed of the cells, storage in the cells,
and number of groups are known. The system flow
diagram is then simply permitted to obtain relatively
optimal usage of the hardware for the given organiza-
tional constraints. The flow diagram is then used
directly for code generation.
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Software and failure considerations

Software and programming techniques for the dis-
tributed processor have not yet been studied in depth.
As a result only a short synopsis of these features
will be presented.

The basic programming difficulty in a distributed
processing machine lies in trying to achieve optimal
coding, i.e., maximum machine utilization and no
usage or communication conflicts. (This is simply the
assignment and scheduling of tasks on cells that was
described in the last section.) These difficulties may
be compounded when it is necessary to reconfigure
programs after failures. One of the main programming
advantages of the distributed logic structure discussed
above is the fact that it is modularized into relatively
small groups. This approach permits programming
of the system functions into locally optimum, group-
size task modules. Optimizing programs on groups
of about twenty cells is much simpler than trying to
optimize and reconfigure programs within a system
of a hundred or more cells.

The system software packages will have to carry
out such tasks as controlling communication on the
inter-group buss, reconfiguring after failures, monitor-
ing requests, supervising input/output, and carrying
out self-tests. Most of these tasks are necessary in
standard computation systems. The central executive
sequencing of programs or tasks is minimal (it is
carried out locally within a group), but a new function
—inter-group communication control—is necessary
to control data transfers on the inter-group buss.
These transfers are due to the following:

1. Global data—those parameters of interest to
more than one independent function—must be
passed from the task/module which computes
it to those that use it. This is not done directly,
but through a global data area in the central
executive.

2. Some mission functions are too large to be pro-
grammed in only one task module. When multiple
task modules are used, the interface data neces-
sary to connect the parts of the function must be
passed.

3. The I/O system will use this buss to pass some
data to and from task modules.

4. Executive macro instructions are issued on the
inter-group buss for such tasks as loading a group
from bulk storage or sending I/O data to a group.

5. Messages to the executive must be passed from
the task modules.

In order to avoid conflicts on the inter-group buss
the buss monitor program aliots weighted usage on a
time-shared basis. Each task module, including execu-
tive groups, is simply allocated a certain number of

accesses per cycle. The monitor program, then, just
selects, at a fixed rate, particular task modules.

The self-test programs to be carried out by the soft-
ware also present some unique and interesting prob-
lems. The approaches investigated so far have con-
sidered both testing using operational data and redun-
dant cells, and testing using self-test programs and
floating cells or floating groups. These approaches are
still under investigation and so will not be presented
here. It is of interest that the self-test hardware and
software will have to be very complete in order for the
system to truly take advantage of graceful degradation,
1.e., the Py (probability of failure detection) must be
very close to 100 percent so that an undetected failure
will be unlikely to occur and cause system failure.

SUMMARY AND CONCLUSION

This paper has presented the conceptual design of a
distributed processor for general purpose computing
and a method of analyzing parallelism in computa-
tions. Parallelism investigations have been shown to
aid both the distribution of computations throughout
a system and the actual structuring of a system. One of
the motivations for developing the distributed proces-
sor was to take advantage of future SLI. In this re-
gard, it was noted that future LSI development would
make semiconductor memories competitive with
magnetic structures, and, as a result, integration of a
substantial amount of processing and memory on one
wafer to form a cell would be practical. Arrays of
cells using both local and global control were de-
scribed and shown to offer high tolerance to failures,
expandability, and the ability to efficiently execute
general purpose computations.

When fully developed, the distributed processor
should offer a powerful and versatile computing struc-
ture for special- and general-purpose computations.
Its features should make it useful for a variety of
applications from ground-based computation systems
to avionics and space systems.
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JOSS: 20,000 hours at a console—a statistical

summary

by G. E. BRYAN
The RAND Corporation
Santa Monica, California

INTRODUCTION

JOSS* is a special-purpose computing system designed
to provide users with a substantial and highly interactive
computational capability.' The first JOSS system, devel-
oped for the JOHNNIAC computer machine by J. C.
Shaw was operational in early 1963. Work on an ex-
panded system utilizing a modern PDP-6 computer be-
gan in 1964, and the system became operational in
February 1966. Although there are many systems today
that provide time-shared access to a computer, little is
known of precisely how such machines are used. This
was especially apparent at the beginning of JOSS devel-
opment. Substantial effort was therefore made to pro-
vide a measuring or instrumenting capability within the
system not only to record use of the system as a whole
but also to record characteristics of use for individual
users of the system. This paper presents the first re-
sults of these metering efforts.

To properly interpret these results, it is necessary to
be familiar with the operation of the system, the fea-
tures povided to users, and the hardware on which the
system is implemented.

Figure 1 shows the essential hardware of the PDP-6
computer on which JOSS is implemented. The central
processor is of modern design, typically executing in-
structions in Susec. A seven-level priority interrupt
system is used for the control of input/output actions.
Two independent 16,000-word core memories operate
at 1.75usec cycle time. A one-million-word drum is
used for secondary storage of user programs. It has
independent access to user core memory, can transfer
4000 words to memory in 17 milliseconds (4usec each
word), and rotates in 35 milliseconds. The organiza-
tion is such that 60 milliseconds elapsed time is re-

*Joss is the trademark and service mark of The RAND
Corporation for its computer program and services using that
program.
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quired to perform a complete user interchange between
drum and core.

16K CORE
(USERS )

16K CORE
(SYSTEM)

PDP-6
| CONTROL 6-MILLION -
PROCESSOR WORD
DISC FILE

35 TYPEWRITER CONSOLES

Figure 1—PDP-6 central processor

The transfer of information between drum and core
is accomplished without interference in the use of core
by drum and central processor references. No inter-
ference occurs because all software instructions are con-
tained in a separate memory and thus have a maximum
reference rate of once per instruction (about 4-5usec)
to the user memory. The maximum reference rates of
drum and central processor to the user memory box,
therefore, are easily accommodated by its 1.75usec
cycle time.

The disc file is a tertiary store for users’ programs
and data. Although it is possible for users to chain
their programs by means of the disc, it is used almost
exclusively for long-term storage, that is, at a low rate
compared to its capability.

. A line scanner that contains a one-character buffer
in each direction, for each user’s typewriter, connects
each console to the computer. Interrupts from the scan-
ner signal the complete transmission or reception of
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each character. Currently, thirty-one specially designed
typewriter consoles and six teletype consoles are con-
nected to the system, although several times this num-
ber could be accommodated. Nine of the consoles are
in remote locations operating over either private or
dataphone lines, while the remainder are local to the
computer with hard wire connections.

The system software, which consists of an interpreter
for the JOSS language (the single offering of the sys-
tem), is permanently resident in the system memory,
together with software for I/O control and system
supervision. Input/output for the users’ consoles is
buffered line by line through core areas in the system
memory so that the user data need not be present in
core during I/0 delays caused by the consoles.

It is significant to note that no high-speed I/O de-
vices such as tapes are available to users. Although the
disc may be used for high-speed I/0, all data on the
disc must have originated at typewriter consoles or have
been generated by user programs.

System characteristics

Total usage of the JOSS system has increased rapidly
since the PDP-6 version replaced the JOHNNIAC for
regular JOSS service in February 1966, although the
system has had its troubled times. Trends of total com-
pute (central processor) time for users and the num-
ber of different users by month for the first year of
PDP-6 operation are plotted in Figure 2 and point up
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Figure 2—JOSS usage trends

several specific events. First, the activation of the disc
and durm systems in July 1966 allowed a fivefold in-
crease in the size of user programs and long-term stor-
age of programs on the disc. Also, in the July-September
period the number of consoles was almost doubled, from
18 to 30. Second, there were two sieges of machine
trouble: The most serious lasted from late September
through early November- and a less serious one oc-
curred in early February 1967.

It is clear that in a multiuser environment reliability
is of critical importance. Every system failure directly
inconveniences each user, and often, particularly in
the case of remote consoles, users have very little idea of
what has happened or when recovery is to be expected.
This is in contrast with the batch mode of ‘computer
operation, where there is always the possibility of re-
trying the job and continuing without the users’ knowl-
edge. To provide information to users during times of
breakdown, as well as to provide scheduling and other
general information, the JOSS system includes as an
adjunct a recorded telephone answering service.

Speed of operation is of particular interest in JOSS
because it is an interpretive system. Figure 3 presents a
distribution of the average rate of statement execution
as measured each minute, The mean rate is about 10
milliseconds per statement, with the average statement
including about five arithmetic or function operations.
Both statement scanning and the arithmetic itself are
interpretive, the operation time being divided ap-
proximately evenly between these two functions. The
estimates from instruction counts within the inter-
preter, as well as measurements on specific problems,
indicate that the interpretation process is slower than
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Figure 3—Statement interpretation rate
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the equivalent compiled program by a factor of between
20 and 50.

Interpretation of a “typical” JOSS statement breaks
down approximately as follows:

Interprogram step sequencing ......... 1.0 ms
Execution of the action specified

bytheverb ... ... ... ... ... ... ... 1.75 ms
Five arithmetic or function

operations (1.2 ms each) .......... 6.0 ms
Interpretation time for typical

statement . ...................... 8.75 ms

In JOSS, statements may take far longer to execute
than the times given above: for example, if they con-
tain summations or nested functions of considerable
complexity. However, compilation time: which in many
batch shops accounts for 25 percent of machine time,
is eliminated. The elementary functions (e.g., sin, log,
exp., etc.) and I/O conversion run at speeds compa-
rable to compiled code.

Program storage in JOSS is half that required for
compiled-out code, while data storage requires twice
the space. Individual programs can vary these ratios by
large amounts. JOSS code is carried in character form.
For example, the string a = b - ¢ occupies one word,
while a compiled-out version would require three words
in most computers.

Data, on the other hand, require two words—in-
cluding the floating decimal representation and a link
to associated numbers. Because JOSS stores only array
elements that have a defined value rather than assign-
ing block storage to arrays and because the system has
the ability to operate meaningfully on sparse arrays, cer-
tain programs may require less total storage for data
in JOSS than an equivalent FORTRAN program.

Average character I/O rates are shown in Figures 4,
5, and 6. The rates are typical for an aggregate of users
during a prime shift, The overall ratio of output to in-
put on a line basis is 2.85.

The maximum I/O rate is 15 characters per second
per user, which is determined by the typewriter charac-
teristics, At any given time, an individual typewriter
can only be used in one direction (though the console
does signal for certain synchronizing purposes in both
directions simultaneously). Thus, in engineering the
real-time console interrupt facilities, the maximum total
rate per console is 15 characters per second per user.
The real-time problem is actually less severe, because
delays on character output can only result in slower
typing and not in lost characters. Input characters can
be lost, but for the average rates shown the probability
is exceedingly small until several hundred consoles are
attached.
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The amount of core used, weighted by session time,
is shown in Figure 7. The mean size is near 2000
words, and the shape of the distribution is similar to
that measured in scientific FORTRAN batch-shop en-
vironments, although the median size in such environ-
ments is higher, namely, 4000 words.*

Program size is only a good measure of system load
when weighted by execution time—large programs with
only minor execution time do not provide substantial
system load. In JOSS, when program size is weighted
by execution time, the mean shifts upward from 2000
to 3000 words. The phenomenon of large programs
tending to have longer running times has also been
observed in tatch FORTRAN environments. For ex-
ample, an upward median shift from 4000 to 10,500
words was observed in one 1964 study® when the dis-
tribution of program size was weighted by program
execution time. It is interesting to note that this same
study observed no shift if only program instructions
were considered. Thus, a more precise statement is
that progranis with a large amount of data tend to run
a long time.
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Overhead

Loss of computation power due to overhead func-
tions is of concern on any computer and has been
particularly critical in time-sharing systems. Modern
equipment has eased the problem considerably by al-
lowing simultaneous computing while performing swaps
between high-speed memory and secondary storage. In
JOSS, the limitation on user program size guarantees
space for at least four user programs concurrently in

core, Since variable-size blocks of from one- to four-
thousand-word units are assigned to users, the maximum
in core is sixteen. From eight to ten is a typical figure.
JOSS suffers essentially zero loss of compute power
due to memory interference from, or waiting for, swaps.
JOSS supervisory overhead for user scheduling, re-
source allocation, performance metering, and account-
ing functions requires ¥4 to 14 percent of real time.
Moving users’ data and programs within core memory
to provide contiguous blocks of space for other users’
programs being transferred from the drum, and check-
sum calculations for these transfers, are the major
overhead items in the JOSS system. This is the price
paid for variable-size user blocks in a machine with-
out a paged memory. During periods of typical activity,
overhead due to these functions uses about 5 percent
of time, although brief periods (1 to 10 minutes) of
very heavy activity may push the figure to between 30
and 40 percent.

Disc file usage

JOSS users maintain programs and data in the disc
file on a long-term basis. Each user who so desires is
assigned a file of up to 25 items, consisting, in aggregate,
of at most 100 records of 128 words each. A user may
have as many files assigned to him as he wishes. In
March 1967, there were 330 files assigned to approxi-
mately 230 individuals and groups. Some large-user
groups, particularly those outside RAND, operate with
a pool of files assigned to them collectively: for ex-
ample, the 100 students at the Air Academy.

In a typical session, users access the files about 5
times thrice to recall items, once to discard an item,
and once to save an item. Thus, the total of 1000
actions each day, with perhaps 1000 words being trans-
mitted in each action, gives an average rate of 40 words
per second——a very modest load on the files.

The files have been in use since July 1966 and in
March 1967 contained 9000 user records, which repre-
sents about 20 percent of the file capacity. In the first
three months of 1967 the growth rate was steady at
1500 recotrds per month, which if it continues, will fill
the file in two years. Three factors may be responsible
for this remarkably slow growth rate, which is at vari-
ance with experience in other time-shared installations.
First, only one form of information is stored in the files
—symbolic programs and data. In general-purpose sys-
tems, it is common for users to store absolute, relocat-
able, symbolic, and listing forms of the same program.
Second, the limited size of the files and programs, to-
gether with the requirement to fill out a form (noncom-
puter) to get an additional file, tends to cause users to
keep their files free of obsolete or no longer needed
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items. Third, all input must come through users type-
writers.

Characteristics of usage

Because JOSS is an interpretive system (in the ma-
chine a single program executes machine instructions
that simulate the execution of JOSS language “pro-
grams”), there is a unique opportunity to measure the
characteristics of both the JOSS users and the programs
they generate. We can take advantage of this fact to
record in detail many events—counting and timing
statements' arithmetic operations, and user interactions.
Even in the most expensive cases, counting actions re-
quire less than 1 percent of time.

A user session on JOSS spans the time from con-
sole turn-on to console turn-off. It corresponds to the
log-on/log-off interval in most remote terminal systems.
Figure 8 displays the distribution of session times for
227 sessions that occurred during one 24-hour period.
The general form of the distribution remains quite
constant over time with a mean in the range 45 to 50
minutes and median at 20 minutes. The length of the
session may typify either the average computational
needs of engineers and scientists or the amount of time
it takes to solve problems that they are now willing
to commit to JOSS.
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Program size, shown in Figure 9, is recorded at log-
off time. Typical of the distribution is the peak at very
small program sizes—10 cells will store only two or
three program steps. The usage in this range repre-
sents the “desk calculator” usage of JOSS.

The mean amount of compute time used during each
session is just under 4 minutes—in the same range
as average compute times in scientific FORTRAN
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batch-processor shops. Figure 10 shows a typical
distribution of compute time per user session. As in
many computing environments, the mean compute time
is misleading. For this sample, the mean is 6.6 minutes,
while the median is 7 seconds, and 85 percent of all
sessions use less than 50 seconds of computing. The
general form of the distribution is typical: a high peak
near the origin decaying rapidly at first and then very
slowly leaving a long tail that contributes heavily to the
average.
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Figure 10—User compute time

The ability of a time-sharing system to respond
rapidly to user requests depends heavily on the shape
of this load curve. In the general-purpose, time-sharing
systems,** typical load curves have far fewer jobs with
small compute requirements and far more jobs with
large compute requirements. This results in long queues



774  Fall Joint Computer Conference, 1967

for compute resources and, in turn, in long delays in
response. On the other hand, typical JOSS loads are
such that the length of the compute queue seldom ex-
ceeds a length of three or four even during the heaviest
usage hours.

For purposes of measurement, we divide.a user ses-
sion into subtasks, each initiated by the release of a
typed command to the system. The requested tasks can
be quite simple, such as Type 2 - 2., or more complex,
such as those that initiate a computation of several
hours’ duration, During a typical session, the user hits
carrier return 82 units, creating 82 tasks each involving,
on the average,

1. Execution of 112 JOSS statements,

2. 500 arithmetic or function computations,
3. 2 seconds of compute time, and

4. 3 output lines.

As usual the averages are deceiving, as can be seen in
Figure-11, which shows the distribution of compute
time per task. The shape of the distribution is typical
with a high initial peak and a very long tail. While the
mean is 2 seconds, the median is 1/100th of that at
22 milliseconds.
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Figure 11—Compute time per task

The scheduling algorithm used in JOSS® gives highest
priority to carrier-return interrupts, that is, to the pro-
cessing of commands directed from the user to the
system. Up to one time quanta (200 milliseconds) is
allowed for the command processing before the task
is considered compute-bound and relegated to round-
robin processing in the compute queue. As can be seen
from he compute request distribution in Figure 11,
well over 90 percent of the requests are completed on
a high-priority basis within the first quanta.

Task turnaround time is measured from the time a
task is initiated until the last of any requested output
is produced at the console—in JOSS the time from
carrier return until console control is returned to the
user. Figure 12 presents a typical distribution of task
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Figure 12—Task turnaround time

turnaround. Again, we have a mixture of a few rather
long tasks with many short tasks, The mean turnaround
time is 10 seconds including 7 seconds of typing and
2 seconds of computing. Some of the compute time is
overlapped with the typing and some delayed because
the computer is shared with other users. The median
turnaround is 1.7 seconds; 90 percent of the tasks are
completed in less than 10 seconds, the mean of the
distribution. Usually, a user receives his answer with
no noticeable delay between the time the request is
made with carrier return and the beginning of the typed
answer.

The distribution of time for the total user interaction
cycle (the time between the initiation of successive
tasks) is shown in Figure 13. The mean interaction
time is 34 seconds and the median 11 seconds.
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As lines of input and output information flow back
and forth between JOSS and the user, the length of
these lines, in characters, is recorded. Typical distribu-
tions are shown in Figures 14 and 15.

Peaks always appear in the output line-length dis-
tribution. The first one, between 0 and 5 characters, is
caused by brief, commonly occurring error messages;
the peak between 5 and 20 characters is the result of the
output for Demand statements (request for input from
the user); and other peaks, such as the one in the 30
to 35 range, are caused by specific programs producing
a large amount of output during the measurement
period, or by JOSS unformatted output.

We can now put together an interaction cycle that
represents the “average” case. Since the median or
“typical” case is so different in character, we also
show that breakdown. In fact, in the real system we
rarely see the average case because of the form of the
distributions, while we often see the typical cases.
Average and typical user interactions are shown in
Figure 16. It is clear that a well-designed time-sharing
system should be able to provide instant response for
the typical user interaction even in the face of large
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amounts of compute time required for other users and
any necessary swaps required to bring the user into
high-speed memory. The average user, on the other
hand, must take a delay of 1 second to receive his 2
seconds of computing.

CONCLUSION

The characteristics of a typical JOSS user session are
as follows:

¢ Time at the console: 46 minutes.

¢ Compute time: 2.6 minutes.

* The user inputs 82 lines, creating a subtask for
each line.

* For each task, 2.9 output lines are produced, the
mean compute time is 1.85 seconds, but the median
compute time is 22 milliseconds, and 90 percent
complete in less than 154 milliseconds.

* Mean elapsed time between input lines is 32 sec-
onds, distributed exponentially, and the output
for the task is complete (task turned around) in
9 seconds. The median task turnaround time is
1.9 seconds.

* During the session, 15,000 JOSS statements are
executed, and 68,000 arithmetic operations are
performed.

* The user recalls 3 items from the files, discards
1 item, and saves 1 item.

* Mean program size is 650 words, but 50 percent
are less than 200 words' and 10 percent are larger
than 2000 words.

The requests that users make of the JOSS system
are substantially different from those made on general-
purpose, on-line, time-shared systems. In JOSS, there
are a relatively large number of requests for short
amounts of computing and a relatively small number of
requests for a large amount of computing—although
the amount of computing is by no means trivial, as can
be seen from the number of statements and arithmetic
operations performed.

By providing a single easy-to-use language applicable
to a wide class of problems and by strict limitations on
program size and I/0 speed (typewriter only, no tapes),
JOSS has created a user environment in which very
fast response can be given to typical user requests with
simple I/O-based priority scheduling coupled to a
simple round-robin scheduling of compute-bound users.

There are several distinctly different types of usage
of this system:

Desk calculator.

Interactive problem solving.
Production computing.
Output-limited computing.
Multiconsole interactive games.

Lk v e

In the future, it may be desirable to report usage
statistics by these types.
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How to write software specifications

by PHILIP H. HARTMAN and DAVID H. OWENS

Scientific Data Systems
Santa Monica, California

INTRODUCTION

In general, computer software is getting more compli-
cated at an increasing rate. Unfortunately, the people
who have to develop this software have been at it for
only a relatively short time. The result is predictable:
ever-larger software troubles. This, in turn, leads many
people to feel insecure about software development, to
think of it as a modern “black art” for which even the
most atle practitioners lose the recipe every few
months.

We think many of these troubles are self-inflicted,
the result of a natural desire to get on the computer
(after all, isn’t that what programming is all about?)
instead of “wasting” time in planning and other “paper
shuffling”.

To illustrate this point, we particularly discuss the
specifying of a FORTRAN compiler, selected because:

® FORTRAN is a well-defined language;

e it is well-understood because people have been
using it for years;

e realistic comparisons can be made, based on ac-
tual compilers; and

e the sample of compilers is large enough to be
meaningful.

Despite these factors, many people still have trouble
turning out a good FORTRAN compiler within speci-
fication and time limits.

This paper is not a “cookbook” on how to write a
compiler (that problem is too broad for a brief discus-
sion), nor even what kind of compiler to write. Instead,
it is an introduction to a way of thinking about and
defining the product to be developed.

The user

Before you can write your specification, you must
first define as clearly as possible the jobs your software

must handle. To do this, consider every potential user
or customer.

Eight separate types of users have been identified
so far. The taxonomy is continuing, and other species
may tecome apparent in time. Each user type has his
own particular habitat and concerns. To write a speci-
fication that universally satisfies all their needs is al-
most impossible. However, it is important to identify
the dominant types concerned with your system, and
stress the particular features important to them.

The first user type is the man of many decks. He is
easily identified by the state of his office, which
abounds in printouts, paper tape festoons, and piles of
punched cards that have run on some other computer
system. Compatibility is his main concern. He wants a
compiler to accommodate every program he has ever
worked on and to solve every problem in every pos-
sible format.

The speed demon, on the other hand, is primarily
concerned with execution speed. He wants a high-effi-
ciency compiler that gives him fast-running opject
code. The new hardware with an instructions-per-sec-
ond speedometer is particularly pleasing to him.

The language purist worries over syntax matters and
language features such as floating-point DO loops or
expressions in output lists. He wants to sit down and
study all the nuances of the language, which can be a
great advantage or a terrible hardship, depending on
how elegant your language happens to be.

Most of us are familiar with the klutz species. Some
computers must deal with many klutzes at once. (This
is called “University Time-Sharing”, or UTS for short).
Engineers, as well as students, often fall into this cate-
gory. When you know that your system must accom-
modate these unseasoned or “non-user” users, you have
to pay more attention to diagnostics, making sure they
give clear warning and error messages. The primary

779
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concern here is the ability to get new programs writ-
ten and debugged quickly. Syntax relaxations are im-
portant, so the software can minimize the “arbitrary”
Lugs that often occur with sensiole but not-quite-proper
usages. An automatic debug feature that allows debug-
ging in the source language is valuable for a’klutz-
oriented system.

The bit-chaser is at the other end of the spectrum.
He wants to study the object code listing and attempt
new feats with the language. If you specify a system
that lets him use in-line machine code, making the
compiler tehave like an assembler, he can kludge
around in machine language to his heart’s content.

The real-time cat wants to run programs in real
time, and tie them to interrupts. Therefore, object code
reentrancy is important to him. He also values lan-
guage features for dealing with interrupts.

The pioneer is one of the nicest users to work with.
He is primarily interested in solving his problem,
and responds with knowledgeable enthusiasm to new
features. He reads specifications carefully and makes
positive suggestions. He is patient with bugs and delays,
kind to programmers and his mother, and, unfortu-
nately, a rather rare species.

The true time-sharer is a new breed, but proliferating
rapidly. For him, you should consider a desk-calcu-
lator mode that lets him evaluate expressions. The
automatic debug feature (which allows debugging in
source language) is important to him; he also appre-
ciates text-editing features so he can correct his source
program easily. But (unlike the klutz) he knows what
to do with modern machines, and makes strenuous de-
mands for software that is as flexible and up-to-date
as his hardware.

Every FORTRAN system serves one or more of
these user types. To specify software that can satisfy
their often-conflicting needs, you must identify your
users, then pin down their needs (both stated and
unstated).

The software

A surprising number of things need to be specified
in defining a piece of software. The following section
discusses some of the more important ones.

Syntax

Syntax is usually defined by the manufacturer to a
greater extent than any other software feature. A syn-
tax specification defines legal and illegal usages and
explains the meaning of legal usages. Syntax is usually
specified in a reference manual, often published in ad-
vance of the delivery of the software. We contend that
a syntax definition (such as the USASI* standard) is
only the beginning of a software spec.

*United States of America Standards Institute, formerly ASA.

Diagnostics

Three facets of the diagnostic problem should be
considered: compilation diagnostics (produced by the
compiler), execution diagnostics (produced by the li-
brary or run-time package), and somewhat separate
from the diagnostic messages themselves, the recovery
taken by the system; that is, once the system has
informed the user of his indiscretion, what happens?

Compilation diagnostics. Should the messages flag
the exact character at which the error occurred? (Many
compilers do, but this is seldom specified.) Should the
error messages be interspersed with the listing of the
source program, or simply summarized at the end
(sometimes difficult to correlate with the source pro-
gram)? Certain errors (such as undefined labels) proba-
bly have to be given in a summary rather than inter-
leaved with the source listing. Which errors will be
summarized and which interleaved?

How detailed will the summary be? For example, will
doutly defined latels be distinguished from undefined
ones, or will they all be lumped together under “LA-
BELING ERRORS”? Will the summary also list the
line numbers on which offending labels were used?

Can you suppress the source listing but still get the
diagnostics? This is particularly important to users
without line printers. They can’t afford the time for a
complete listing, yet they can’t ignore the diagnostics.

How detailed will error messages be? This has two
aspects: what errors will be detected, and which will
be distinguished from one another. Consider, for exam-
ple, a compiler that detects every conceivable thing
that can go wrong with a source program, but has only
one error message—something illuminating like “ER-
ROR”. At the other extreme would be a compiler that
detects only two errors, diagnosing them superbly with
messages such as “MISSING COMMA IN COM-
PUTED GO TO STATEMENT” and “SUPER-
FLUOUS COMMA IN DO STATEMENT”, mean-
while ignoring every other possible error.

Every FORTRAN source program has a vast po-
tential for possible errors. Detecting and reporting
these can range from trivial to horrendous. Keep in
mind the level of diagnostic detail you’ll need for the
compiler, and help your implementation group by spec-
ifying at least a few guidelines in this area.

Execution diagnostics. Quite apart from error detec-
tion in the compiler are execution-time diagnostics.
For example, what happens when you try to take the
square root of a negative number? Is the message you
get (if any) related in a reasonable way to the source
listing of the program, so you can figure out where the
problem is? What about bad characters in input rec-
ords or errors in FORMAT statements? Are execution
diagnostics coordinated with a debugging package?
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Execution diagnostics are more adamantly ignored by
designers than compilation diagnostics, and there is
much room for improvement here.

Error recovery. When the compiler detects and re-
ports an error, what happens? Is the entire compila-
tion aborted? Perhaps the compilation continues and
the offending statement is deleted. Small compilers
often throw out a statement once they have found
a single error. Larger compilers often try to find
more errors in the same statement; in such a com-
piler the error messages should indicate whether or not
a statement has been deleted, since some errors cause
deletion and others do not.

What happens to a statement with an error? Some
compilers generate partial code that won’t work. Some
delete the offending statement and proceed as if it had
not appeared. Others replace a deleted statement with
a call to a library routine that aborts the job.

To what extent can errors in one statement intro-
duce errors in other statements? When a conflict in the
attributes of a name is detected (such as an attempt to
declare a variable both fixed-point and floating-point),
some compilers flag and delete all statements that use
that name in any way. This might confuse and frus-
trate the user, who may prefer simply throwing out
the later declaration that caused the conflict.

At execution time, does taking the square root of a
negative number cause the job to abort? Or is some
fairly reasonable answer given so that the job may
continue? Can the user control how many times this
particular error is to be detected before it does abort
the job? (Ten thousand SQRT messages can produce a
lot of paper.)

Debugging features

What features are you going to provide so the user
can debug his own programs? A popular item these
days is a set of tools for debugging a FORTRAN
program in source language.

For example, it is nice to be able to trace the execu-
tion of a program at the statement level, finding out
which statements were executed and in what order,
and (in some cases) what values were computed by
the various statements. There are often trace pro-
grams that trace the machine instructions generated
for a FORTRAN program. However, since many in-

structions are typically generated for each source state-.

ment, such programs are not convenient for the FOR-
TRAN user—especially one who does not understand
machine language.

Trapping is also useful; it is nice to be able to say
“Execute my program without printing a trace, but
when you reach line 23 of subroutine GRUNCH, stop,

and I'll figure out what to do then”. This facility is
analogous to the Address Stop switches on some com-
puters. Or, you may want to trap every time the varia-
ble XYZ is changed, an ability comparable to Effec-
tive Address Stop switches. Or, you may wish to detect
subscript values that are out of range.

These capabilities are generally handled by options
whereby the compiler inserts extra code into the object
program; this code consists primarily of calls upon
special library subroutines that perform the tracing and
trapping. This appeals particularly to users in the
“klutz” and “pioneer” categories. A debug package
specification should define the compiler options and
illustrate the code generated by the options. It should
define the output produced by the library routines and
describe the operating procedure for using the package
at execution time. The specification should also explain
how the debug package is to be coordinated with execu-
tion diagnostics.

Sticky wickets

A sticky wicket is an obscure usage that can cause
the system to do strange things. Under what circum-
stances can input to the compiler, however unintelligi-
ble, cause the compiler to halt, hang up for indefinite
periods, or otherwise fail to give a reasonable diagnos-
tic and proceed? For example, a statement like
“X = 1.E8000000” (which could result from a key-
punching error) has been seen to hang up a compiler
for hours.

What happens at run time if a FORMAT statement
that contains no format codes capable of transmitting
data (i.e., no E, F, I, A, etc.) is used with an I/O
statement that transfers data? Since the processor nor-
mally re-scans a FORMAT statement when data re-
mains to be transmitted, what is to prevent it from
looping indefinitely?

Sticky wickets are hard to anticipate. Yours will
probably be different from ours.

Object code listing

The format of object listings is often overlooked
when compiler specs are written. As a result, many
listings are hardly readable. To begin with, should
there be one? In a small compiler, you may not want
it, particularly if the generated object code isn’t very
impressive. If there is one, do you expect it to be read-
able? If so you should consider such points as:

e Are the source lines interspersed in the object

code?

e Are the user’s statement labels shown? If neither

this nor the above is done, then it is hard to
relate the object code to the source statements.
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* Are the instructions listed mnemonically, with the
same mnemonics used by the assembler?

e Are variables, subprograms, dummy arguments,
etc. referenced by name, or is it acceptable to
merely use their locations?

* Are constants (integer, complex, logical, etc.) re-
ferred to meaningfully by value? Many compilers
list them in octal, or list only their locations.

Compilation summary and load map

The compilation summary, usually printed out at
the end of compilation, gives the programmer infor-
mation about his program, e.g.:

¢ What names he has used in his source program,

what the compiler thought they were (variables,
arrays, subprograms, etc.), and their sizes, types,
and storage allocations.

¢ Size and composition of the various sections of

the program, such as generated code, constants,
temporary storage, local variables, COMMON,
etc.

¢ Number and severity of errors.

A compilation summary is particularly useful as a
debugging and documentation aid. No two compilers
do the summary in quite the same way. Some are brief
and vague; some are long-winded and vague; and some
are well-designed and useful. The latter type takes
some work on the part of the implementer, so to
achieve the desired result you must specify it.

The load map is a printout showing where program
segments are loaded. In debugging, for example, this
information is often necessary. The map generally in-
cludes all the user’s subroutines as well as the library
routines he needs. Should it include the user’s main
program (which may be his only program, and is cer-
tainly the most important part to him)? Should the
table include labeled COMMON blocks? Should it de-
fine the limits of blank COMMON? Should it include
the size of each subroutine and data block? Should the
total used memory be printed?

Should the load map entries be in some sensible or-
der? Usually they are shown in the order they were
loaded. Thus, for example, the size of a program can
be determined by subtracting its origin from that of
the next entry. Some loaders, however, order the en-
tries in other, seemingly random, ways. Unless the sizes
are printed, they are then quite hard to determine. It
is also hard to answer the question “In what subrou-
tine does this location lie?”—a query that arises often
in debugging.

If the program overflows memory, should the loader
continue to simulate loading and thus be able to print
out how much too big the program is? This feature,

which can also be considered under recovery from er-
rors, is useful.

And finally, should there be a load map at all? Per-
haps, in small configurations, it is preferable to save
space in the loader.

Monitor interfaces

There is a natural tendency to put off consideration
of monitor interfaces until shortly before the system is
delivered. By then it is rather late to correct the things
that have gone wrong.

The specification should discuss features such as the
following:

® Binary object language—how does it handle such
FORTRAN features as NAMELIST, blank COM-
MON, labeled COMMON, the DATA statement,
the distinction between subprograms and main
programs, and the size of programs? (Is size
given on the first or last record of the program?)
This last item can drastically affect loader design
and efficiency. It’s also important to know what
the assembler does in this regard.

e Qverlay or chaining

® J/O device assignments—what are the conven-
tions at compilation and execution time? How do
ASSIGN cards work? How does the user assign
logical unit 108? What happens if he does not
assign it?

e Vertical format conventions on printed output—
are these implemented in the monitor or in the
FORTRAN library? (Many factors favor the
monitor.)

o Typewriter inputfoutput—can the typewriter be
assigned like any other I/O device, or are there
strange restrictions connected with it? Must the
FORTRAN library worry about the typewriter as
a special case?

e The PAUSE statement

Error interface—how does the compiler report to
the monitor that it has detected errors? Can it re-
port the severity of the errors? Can an error de-
tected in compilation prevent execution in a com-
pile-and-go job? Can the user over-ride this if he
wishes?

Maintainability

The compiler specification should consider features
to assure the maintainability of the software, and also
improvement after it is in use.

Assembly language. What language is the compiler
written in? Can it be assembled on the machine on
which it runs? Some compiler-writers use their own as-
sembler during implementation (especially if the assem-
bler for the target machine is being developed concur-
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rently). Must the compiler be maintained that way or
can it be converted to the new assembly language later?
Whose responsibility is the conversion?

Can the compiler be assembled on the same size
machine it can run in? Small, well-parameterized com-
pilers tend to use a lot of symbols, which may make
them impractical to assemble on small configurations.
You may want to specify that the compiler be modular,
with each assembly segment relatively small. Then
again, this may simply postpone the problem until load
time.

Compiler debugging package. What aids are to be
provided for the debugging of the compiler itself? You
may say “What difference does that make, as long as
it’s debugged when I receive it?” But you have to
maintain it. There will be bugs that show up later, and
you may want to add improvements, which will have
to be checked out. A large compiler is a complicated
program, and debugging it without a high-level debug
package can be unpleasant.

Naming of system routines. In addition to the li-
brary routines with standard names (such as ABS and
SIN), a FORTRAN system contains many subroutines
used to process the language, such as:

9REWIND (rewind statement)

9RTOI (real-to-integer conversion)
What are these routines to be named? Should they be
descriptive, or is it acceptable to name them anything
at all, such as:

BF:ST (rewind statement)
L:23R (real-to-integer conversion)

For compilers that produce an object code listing, it
may be desirable to print names the user can figure
out, for much the same reason you list the double-
precision divide instruction as something like DPD,
rather than ADD (Arithmetic Double Divide).

Documentation

Will a narrative description of the compiler’s work-
ings be provided? An adequate one might run to 500
pages. Will flow charts be provided, and if so, to what
level of detail? What notational conventions will insure
the readability of the flow charts? Will the comments
on the compiler listing be adequate? Who will decide
whether they are, and how?

Aesthetics

Many important facets of a compiler have no par-
ticular organizational place to be specified, yet they
still affect its over-all usefulness. The category of aes-
thetics is particularly hard to defend because it con-
sists of ‘“‘non-essentials.” The lack of most features
we've already discussed will make something impossi-

ble. (For example, the lack of a debug package makes
it impossible to debug in source language.) The lack
of an aesthetic, on the other hand, doesn’t usually make
anything impossible—merely unpleasant.

Attractiveness of listing and summary. When the
compiler produces a source program listing, is it pleas-
ant and easy to read? Is it always possible to distin-
guish source lines from remarks printed by the com-
piler? Are the source lines numbered? Is the listing
single or double-spaced? (Many users object to the
bulkiness of a double-spaced listing.) Does it have a
clean, uncluttered appearance?

Is it possible to misconstrue the compilation sum-
mary as part of the source listing? Do unnecessary page
ejects between categories in the summary produce
many pages with very little on them? Are categories
within the summary arranged in a logical order?

Ease of use. Is the combination of FORTRAN and
the monitor easy to use? Are the required control cards
few in number and easy to understand? (One well-
known Operating System has earned the reputation of
being very difficult to use, requiring an expert even to
load the monitor. Such a reputation does not help a
product’s marketability.) Is the error recovery well-de-
signed, or does the system have a small tantrum every
time something goes wrong?

Consistency with previous systems. Is the operating
procedure similar to that of other systems with which
the user may be familiar, or must he learn a whole new
procedure? If it is different, is there a good reason
(such as extended capability), or is it simply the result
of bad coordination? Are the control cards similar to
those the user knows, or do they have deceptive differ-
ences (such as one system in which the LO option
means List Object code, and another in which it means
List the sOurce program)?

Aesthetic features are, for the most part, non-essen-
tial. But they“are not unimportant. Users can become
very emotional about them.

Compilation speed

This is sometimes mentioned in specifications. For
example, a compiler specified by one manufacturer
was to compile 4,000 statements per minute. Ignoring
the fact that such figures are usually plucked out of the
air, what does this “4,000 statements” mean? Does it
mean 4,000 comment cards? Assuming it means full-
fledged statements, are they statements like

v X=Y
or statements more like

WRITE (108,667) ((TDEL(, J), AGRZ(1-1,

2 J-1), AGRZ(2*1+7, J-1), RHO(, 1), I=

5 OLPPTR(J), AVGFLO(J), J=1, NVALS),
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4 YMAX(@J), ZMAX(), J, NEWPTR(J),

5 OLPPTR({J), AVGFLO(J), J=1, NVALS),

6 NVALS, PTOTAL, (TEMP(K), K=1,NTEMPS),

7 NTEMPS, LAST, ESTVAL
The latter is seven cards long, but is a single statement
according to the USASI FORTRAN definition, which
allows statements of up to 20 lines. Thus, 4,000 state-
ments a minute could mean 80,000 lines a minute,
each as involved as those above.

To give this specification meaning, you should de-
velop some standard test programs of ‘“normal com-
plexity (whatever that may mean to you.) These pro-
grams should be part of the specification, with remarks
like “This program should compile in 15 seconds.”

Effect of peripherals on speed

Before defining speed criteria such as above, con-
sider carefully what compile options and I/O devices
will be used during the tests. If you time a benchmark
compilation while getting a complete object code list-
ing on the line printer, you are simply measuring the
speed of the printer, not the compiler. Instead, you
need to measure compilation speed under conditions
that minimize I/O time, e.g., with no listings and
input from tape. Measurements with other devices can
also be included.

Note also that if your system offers no input device
faster than 1,000 lines per minute, you are wasting
your money to develop a compiler that goes 4,000 (as-
suming no time-sharing).

Job overhead

To some users, job overhead may be more signifi-
cant than compilation speed. A specification might
require that once the compiler is in the computer and
chugging away, it could compile 1,000 lines in 15
seconds. But what if those 1,000 lines are broken up
into 20 subroutines, each requiring a separate compila-
tion?

In many current systems, such a change increases
the compilation time by an order of magnitude because
the fast compilation is swamped by monitor overhead.
A good many FORTRAN jobs are quite short: under
50 source cards and under a minute of execution. For
such jobs, system overhead can be more important than
compilation speed.

Object code efficiency

There are two aspets to object code efficiency:
speed and space. Up to a point, the two go hand in
hand—the shortest object program is the fastest. As
you tend toward more efficient object programs, the
trend reverses—small space works against high speed,

and vice versa. The most widespread concern recently
has been for speed, not space.

A compiler can perform two kinds of optimization:
local and global. Local optimization considers only one
statement at a time, without regard to neighboring
staternents. Some examples are:

* optimizing negation within an arithmetic expres-

sion;
o evaluating X**2 (X squared) with multiplication
instead of calling a general routine that can raise
X to any power;

¢ taking advantage of special instructions, like using
a Memory Increment instruction for the statement
“J=J+4-1"; and

o generating clever code for logical expressions.

Global optimization considers several statements,
or perhaps a whole program, at a time. A globally op-
timizing compiler looks at a DO loop and all the
statements within it to find those subscript expressions
that depend on the value of the induction variable. It
then tries to use index registers to handle subscripting
efficiently throughout the loop. It may observe that the
expression X+Y/Z is used in two different statements
and that X, Y, and Z do not change in between. It
then evaluates X+-Y/Z only once, and simply keeps
the result around for the second use.

Object code speed is difficult to quantify. It is sel-
dom possible to say “This compiler produces code that
runs twice as fast as that compiler.” It is much more
likely that Compiler A produces faster object code for
one test program, Compiler B for another.

Thus, a compiler specification needs a narrative
description of the local and global optimization it is
intended to perform. This narrative should be liberally
sprinkled with examples of source statements and the
object code produced for them. The number of exam-
ples needed depends on how elaborate the optimiza-
tion is. For example, if the compiler generates code for
all DO loops the same way, only one example of DO
loop code .need be shown. If the compiler distinguishes
five flavors of DO loops, then the differences should
be explained and code examples shown for all five.

Such a description can be judged adequate if, after
reading it, a reasonably competent person (such as
yourself) can figure out with pretty good accuracy
what the object code for any given statement will be.
Though the number of possible source statements is
practically infinite, the object code description needn’t
be terribly long—perhaps 10 to 30 pages for most com-
pilers.

For comparing object code speed, you should de-
velop several FORTRAN benchmark programs that
test the speed of various kinds of object code. One pro-
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gram selected at random is seldom very comprehensive.
We received one recently that tests DO loops and sub-
scripting quite well, but completely ignores the speed
of the math library (it doesn’t use any functions), com-
mon subexpression elimination (there aren’t any com-
mon subexpressions), logical expressions, etc. Perfor-
mance of future compilers can be related to a set of such
benchmarks.

It will not be hard to determine execution time of
these test programs, even before the compiler is written,
given the object code description and the instruction
timing of the machine. It is often possible to ignore
whole sections of the source program because they
don’t contribute much to execution time. For example,
the benchmark above is some 30 statements long, but
95% of the execution time is spent in just two state-
ments. This program may be an extreme example, but
it is quite usual that the bulk of the execution time is
spent in a small part—the “inner loop”.

Some things that should be discussed in the object
code description are listed below.

Subscripting

How does the compiler handle:

constant subscripts

single-variable subscripts

multi-variable subscripts

subscripts on dummy arrays

subscripts in calling sequences

subscripts in DO loops

subscripts not in DO loops

partial-word addressing (e.g., halfword, byte)
multiple-word addressing (doubleword, triple-
word)

Subroutine calling

Describe:

o calling sequences

e receiving sequences

° argument passing

e timing considerations of system subroutines in-
volved with calling, receiving, and argument
passing

¢ subscripted arguments

e arguments which are themselves dummies

e register-saving conventions—which registers may
a subroutine destroy with impunity, and which
must it preserve? (This information is needed by
the machine-language programmer and it also
sheds some light on object code timing.)

e system subroutines — assuming that the points
above relate to subroutines that can be coded in
FORTRAN, what about the supporting library,
which must be coded in machine language (e.g.,

I/0, PAUSE, X**Y, complex arithmetic)? De-
scribe calling sequences, timing, register-saving
as it relates to these.

Arithmetic expression evaluation

e how are 4, —, *, /, and ** handled?

* what about INTEGER, REAL, DOUBLE PRE-
CISION, COMPLEX?

¢ mixed mode (if allowed)

¢ function arguments—are they evaluated before or
during expression evaluation?

e subscripts—are they evaluated before or during
expression evaluation?

® sign optimization—under what circumstances is
negation performed in arithmetic expressions, and
what steps are taken to avoid it?

® constant subexpressions (e.g., 13.7--4.8/17) —
are they evaluated at compilation or execution
time? '

Arithmetic IF statements

special-casing when certain labels are equal
jumps leading to the following statement
INTEGER, REAL, DOUBLE PRECISION types
is subtraction always used to evaluate X—Y for
comparison with zero, or is X sometimes com-
pared with Y?

Logical expressions

What does the compiler do about:

logical IF statements

logical assignment statements

logical IF statements controlling GO TO state-
ments

o relational operators

.AND. and .OR. (and .EOR. if allowed)

* .NOT.

DO loops

by themselves

considering the subscript expressions within them
jumps into and out of loops

materialization of the induction variable
constants and variables as initial, terminal, and
increment values for the loop

e special cases

o e ¢ o0 o

Common subexpression elimination

within statements

across several statements

across program flow

moving expressions out of loops (both DO loops
and loops implied by the flow of the program)
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¢ ABNORMAL functions

e ABNORMAL variables

e multiple register optimization

¢ effects of COMMON, EQUIVALENCE, dummy
arguments, and the like

e thoroughness in discovering common subexpres-
sions (e.g., is A4B the same as B4A?)

® sign optimization (e.g., is —A—B shared with
A--B?)

Intrinsic functions

which are recognized by the compiler?

which generate special in-line code?

what in-line code do they generate?

which call special subroutines (like 9SIN on the

SDS 9300)?

® sign optimization (e.g., does the compiler know
that SIN(—X) = —SIN(X)?)

* common subexpression elimination (e.g., does the
compiler know that MAX(J,K)=MAX(,J)?)

® special cases

System capacity

This characteristic can be summed up in the ques-
tion “How big a program will it compile, load, and
execute?” Naturally, the answer depends on how much
memory the machine has, but it is necessary to have
standards of performance for the smallest configura-
tion, plus some indication of how performance will
improve as the configuration expands.

Compilation. Compilation capacity is often mea-
sured in terms of how many source statements the
compiler can handle before it runs out of memory.
This is misleading, because the limiting factor is not
usually the number of statements (most compilers can
compile unlabeled CONTINUE statements forever—
or at least until PL/I is implemented) but the number
of names and statement labels used. The compiler
must keep these tables from the first encounter until
the end of compilation; hence they consume memory.
The space required for individual statements is gen-
erally released at the end of the statement.

Long programs typically do have more names and
labels than short programs, but there is no simple rule
for saying how many more. We have heard it said that
a given compiler could handle a “typical 400-statement
program”, but no definition is ever given for such a
program. To define this “typical” program may re-
quire three or four 400-statement benchmark pro-
grams, each covering a different area. One could be
heavy on statement labels, another on array declara-
tions, another on COMMON and EQUIVALENCE,
etc.

Execution. Some FORTRAN systems have been
developed in which the compiler performs admirably
in a small configuration, but no object program will
fit at run time. The space at execution time is sliced
up more ways than at compilation time: some is taken
by the resident monitor, some by the FORTRAN
run-time and/or library package, some by the object
code produced by the compiler, some by the data stor-
age, and some, possibly, by the loader.

The space for data storage is generally dictated by
the hardware (e.g., one word for integers, two for cer-
tain floating-point variables, etc.). The space required
by the object code depends on the efficiency of the
compiler and on the hardware. In few cases does a
small change to the compiler have a large effect on
the size of the object code, assuming that the compiler
is reasonably well written. The run-time and library
package, the resident monitor, and the loader are most
amenable to control by the system designer.

Aside from writing short code, the main considera-
tion in designing a library is: must the user load a lot
of routines he doesn’t need? To avoid this, a library
is generally segmented into many different load mod-
ules (separate assemblies), and only the ones needed
are loaded. Placing several subroutines in the same
assembly may simplify things for the library pro-
grammer, but it hurts the FORTRAN user. The com-
plier specification needs a remark discouraging this
kind of clumping together of library routines: It isn’t
practical to have a benchmark deck simply to check
whether this has been done or not, but you can check
for it by inspecting library listings.

Benchmarks are useful to help determine how much
space is required to support certain “typical” pro-
grams. For this purpose, it is useful to develop a set
of small (20 lines or less) programs, some using I/O
statements, thereby calling the library I/O package
(which is usually large and is required by virtually all
FORTRAN programs), some using floating-point
(especially on systems with programmed floating-
point), some with mathematical functions, etc. For
each test deck, the specification says “The object code
for this program should not exceed X words, and the
library required to support the program should not
exceed Y words.” Be sure to take into account the
kind of system you’re designing for, since the object
code figures can vary widely according to whether
basic operations are done with subroutine calls or
machine instructions.

Finally, since execution is often more of a bottle-
neck than compilation, execution capacity ought to be
fixed first, then a compiler specified that can compile
programs of that size in the same configuration. This
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approach might halt the tendency to cram compilers
into needlessly small spaces.

Loading. 1t is a natural assumption that if a program
will execute in 8K, it can also be loaded in 8K.
The amusing situation sometimes develops, however,
that the program would run if it could be loaded, but
it won’t load. This is partly because a loader must
keep tables of external symbols to be linked together
during loading; these tables are not needed during
execution. Some loaders avoid this problem by put-
ting tables in the area that will become blank COM-
MON at execution time (admittedly, this solution is
no help in programs that don’t use COMMON).

Sometimes the problem is that the loader itself
takes up space that is not recoverable at execution
time. Some systems get around this by having a run-
time package. This package is the portion of the
library that is needed by almost every FORTRAN
program. It typically includes the I/O package and
the floating-point arithmetic package (for machines
without hardware floating-point). It is assembled in
absolute form, and takes only a small bootstrap pro-
gram to load. The run-time package is designed to be
the same size as the FORTRAN loader, and the load-
er’s last act is to commit suicide by invoking the boot-
strap and loading the run-time package on top of itself.

Other problems may result from not knowing size
at the beginning of a load module. This can force the
loader to slide the program around in memory or make
multiple passes. If such manipulations are necessary,
this should be pointed out in the specification.

Mechanics of using the system

Suppose the user has learned the language and
written a program, and now wants to step up to a
machine and try to run and check out his program.
How does he load the compiler, specify options, load
his compiled program, and load the library? In a
monitored system there may be monitor specifications
for this, but not in a free-standing system. This be-
comes particularly important in paper tape systems,
which are basically cumbersome to begin with.

A properly designed and documented system can
minimize the number of runs required to get a user’s
program to work. These topics are normally covered
in a FORTRAN operations manual rather than a
language reference manual. This kind of documenta-
tion has typically not been written until the system
was finished, if at all.

Consecutive compilations. It has been standard,
though unspecified, in many compilers that several
subroutines can be compiled without any control cards
or other separators between decks. To produce such

a system, it is usually necessary to have the com-
piler not read beyond the END card until it is pre-
pared to process the next program. Note that in a
monitored system, this is one of the interface con-
siderations. '

Program restarting. Some compilers have a standard
restart procedure. Is this desirable? Perhaps in cer-
tain real-time situations it isn’t practical. In free-stand-
ing systems, on the other hand, the ability to restart
is quite useful. Having to reload your program and
all of the library and run-time package from, say,

~ paper tape-or cards can be frustrating and/or infuriat-

ing, depending on the time of day.

Character set. In what character set (or sets) does
the system function? BCD or EBCDIC? (Or. some-
thing else?) In the case of a system that is supposed
to handle more than one character set, how does it
determine which one? Does it handle reading and
punching correctly, both at compilation and execu-
tion times? What about magnetic tapes? These factors
should be considered when you are writing the spec-
ification, not when you are getting ready to accept
the completed software.

Unit record processing. What constitutes a record on
the typewriter and on paper tape, in BCD and in
binary? What is the effect, if any, of such characters
as delete, carriage return, or backspace? What about
gap (i.e., blank tape) on paper tape?

During BCD output, does the FORMAT state-
ment control the physical length of records on magnet-
ic tape? Between what limits? (Some magnetic tape
units balk at one-character records.) What is the
maximum size of a BCD record? What happens if
you try to read or write more than this number?
These questions are sometimes answered in the refer-
ence manual, but they may require specifying in the
monitor as well as in the FORTRAN system. Other-
wise a system can result that does not correctly punch
fewer than 80 columns on a card, for example.

What is the format of a binary magnetic tape rec-
ord, as produced by a binary WRITE statement? An
improperly chosen format can triple backspacing time
(and break tape units) and fail to handle a tape that
contains both BCD and binary records. Also, should
this form of I/O be usable on other media such as
cards? If not, what happens if you try it?

Statement of intent

The kind of compiler specification we are consider-
ing will probably be a long document, and it is easy
for the writer, as well as the reader, to get bogged
down in details. Therefore, a helpful thing you can
do, for yourself as well as your implementation
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group, is to write a brief statement (say half a page
to a page) telling what the compiler system is and
is not intended to do. )

For example, one could say of the SDS 9300
FORTRAN 1V system that it is a three-pass compiler
intended to operate on a 16K machine with at least
three magnetic tapes. It is intended to run under the
9300 Monitor, with which it can co-exist in 16K. The
compiler emphasizes richness of source language, lucid
and elaborate diagnostics, and local optimization of
object code. It does not do global optimization. The
source language emphasizes compatibility with other
FORTRAN languages, particularly FORTRAN II.
This does not mean that every FORTRAN II pro-
gram will run directly with no modification, but a
good percentage of them will. The compiler is written
interpretively, but the object code runs directly on
the hardware.

A statement of intent not only makes the specifica-
tion easier to understand, but also, during implementa-
tion, it clarifies what changes would or would not
te in harmony with the intent of the spec.

The implementation

When software is produced by a group within your
company, organizational problems can arise, but you
are able to communicate with the implementation
group as the software is developed. On the other hand,
when a specification is to be implemented by an out-
side consultant, some special considerations apply.

Help for the vendor

A vendor producing software for you is in some
ways like a customer. He is writing a program that
must work on your equipment. Often his programs
must be assembled on your assemblers, checked out
with your utility programs and debugging aids, and
interfaced with your monitor. One of your customers
writing such a program has access to a hierarchy of
sales support personnel to help him — to show him
how to use the hardware and software, and to track
down and get action on equipment that is down or
bugs in the software. But seldom is such service ex-
tended to vendors. Without it, the vendor either wastes
time trying to make do for himself, or (more com-
monly) he requests help from anyone he can find.
The person he finds probably isn’t expected (nor
does he have time) to work on such things. It should
not be the duty of the project leader of your monitor,
for example, to show the vendor how to load his
program, or to write a magnetic tape dump for him.

Acceptance tests
To begin with, the existence of a specification such

as we have described will simplify the writing of ac-
ceptance tests. It's hard to write acceptance tests
when you don’t know what the system is supposed to
do. Also, obtaining improvements is a laborious task
when the vendor can see no obligation to provide
them.

Even with adequate specifications, acceptance tests
should not be static. There is a tendency to assume
that acceptance tests can all be written in advance
of the system delivery, and never improved or added
to thereafter. This just isn’t true. An acceptance test
is like any other program; it has to be debugged.
You set out to write a program that uses certain fea-
tures in certain ways, but until you actually try the
program, you don’t know if it does what you intended.
In a fairly standard language like FORTRAN, many
features can be checked out on some other system
(if you have access to one that works), but new fea-
tures in the language, different precisions in the ma-
chine, and similar factors usually make complete
checkout impossible.

Furthermore, it isn’t reasonable to expect that
complete acceptance tests can be constructed for any
system entirely before its appearance. In theory, of
course, you could construct a set of decks that tested
every possible situation, but this would probably re-
quire a roomful of cards and more man-years than
the system it’s meant to test. In practice, you write
as many tests as you can, based on the specifica-
tions, and you find the rest of the problems by ob-
serving the product. This means not only watching
it function, but also (if possible) reading the listings.
The latter is not always practical, but it serves several
purposes. It may uncover weak points in the code and
it helps determine by actual test the quality of the
comments and flowcharts. After discovering an ap-
parent error in the coding, you can construct a test
program that demonstrates the error. Even if you
don’t read the listings, you can gain much insight by
watching the system behave. Often a system’s reaction
to one situation leads you to suspect that it may not
handle some other.

The arrangements for acceptance tests should be
worked out in a way that acknowledges their non-
static nature. Laying aside a specific period of, say,
a month for running the acceptance tests is not a
good idea. One bug can exist at the beginning of that
period that makes it impossible to run 80% of the
acceptance tests, and it may take more than a month
to fix the bug. Defining a precise acceptance procedure
is rather complicated, and differs for each system, but
it should take into account the following:

* Testing may take quite a while; if so, it should
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not be cut off arbitrarily.

* You should not have to provide all the accept-

ance tests in advance.

* The tests should be subject to change as they are

debugged and improved.

This may sound harsh on the vendor, but it really
shouldn’t be. For one thing, if there’s an adequate spec-
ification, he has little excuse for not meeting it. For
another thing, why should software vendors get off
so easily? The hardware vendor doesn’t fare so well
with his customers. They don’t pay for machines that
aren’t working, and sometimes they go on not paying
until they are satisfied that the system is acceptable.
And they are judging the software too, of course. You
ought to have the same right.

Check-points in the schedule

Meaningful project check-points are a particularly
desirable feature in software implementation. Mere
delivery of either software or documentation is not suf-
ficient; there must be some verification of what is
delivered. We have observed, for example, a check-
point that was met by delivering an off-the-shelf
manual that described, in glowing detail, an old system
for some other machine.

CONCLUSION

It should be obvious from the preceding discussion
that complete specifications for a software system are
not trivial to produce. They require time and man-
power. They may, nonetheless, be cheaper than dealing
with the problems that arise when you don’t have
them.

However, it is not necessarily the case that you
have to produce such a specification when the work
is to be done by an outside consultant. If you know
what to call for, you might expect the vendor to
produce this document, subject to your approval. Or
you might have one vendor write the specification,
and another implement it.

One problem with receiving such a specification is
that someone has to approve it, and this is far from
easy. It is, unfortunately, not very hard to produce
a specification that is both unreadable and incom-
plete, and the presence of the former trait greatly en-
hances the already monumental task of detecting the
latter. This may mean that you ought to produce as
much of the specification yourself as possible. It also
means that before being accepted, the specification
should receive the widest possible distribution (one
person is liable to catch what someone else has missed);
instead, just the opposite tendency is often observed.

Remember, no specification is absolutely airtight.
A consultant who does not have your best interests

at heart can probably come up with something un-
acceptable, yet still meeting the specification, if he
tries hard enough. This can happen in-house too, of
course, so it’s hard to know whom you can trust. The
combination of a proper specification and a person
closely monitoring the work should help alleviate these
problems.

One final pitfall has to be avoided: if you produce
a specification as detailed as the one we’ve described,
and then refuse to accept any changes to it, probably
no one will bid on it. For example, you might specify
a certain kind of diagnostics, while the vendor has
written 47 compilers using a different (but equally
good) technique. Since your intent is to come up with
the most effective and appropriate system, listen to
and study what the vendor has to say, and then come
up with a specification that is acceptable to both
parties. There is little to be gained in the long run
by luring vendors into contracts whose magnitude they
don’t fully appreciate.

Furthermore, you should make provision to update
the specification from time to time. You know this
is going to happen. Hardware configurations change;
customer requirements change; vendors are unable
to complete certain items; etc. There should be some-
one whose job it is to keep the specification up to
date, so that questions of the form ‘“How is such-and-
such currently defined?” can be answered without dig-
ging through random memos and letters. This is a
rather clerical task and should not be given to a senior
technical person, particularly since it can become a
full-time job on a major software project. Also, when
changes need to be made, the procedure should be
as simple as possible for the technical people con-
cerned. Often changes are not made, or are made
but not documented, simply because there is too much
red tape involved.

One facet of this paper needs to be re-emphasized.
When we raise a question such as “Should the com-
piler produce an object listing?”’, we are not necessarily
implying that it should. We are saying that you should
know in advance whether it will or not, and specify
accordingly. There may even be cases where you
don’t care one way or another about some feature
(or it’s not worth the time required to specify it).
In that case, you should clearly specify that you don’t
care, so that neither you nor the vendor can get stung
when you see what he has done. Unpleasant alterca-
tions can be avoided if you can say “That is not what
we specified.” or the vendor can say “You said you
didn’t care about this.”

The important thing is to know what you’re buy-
ing. You wouldn’t dream of buying a piece of hard-
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ware without knowing something about its com-
ponents, size, temperature stability, response time,
power consumption, external interfaces, ease of
use, etc. But it is common practice to buy software
without having the slightest idea what you’ll be
getting.
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Observations on high—performance machines

by D. N. SENZIG
IBM Corporation
San Jose, California

INTRODUCTION .

The high speed computer area seems to be dominated
by a continued reduction in the price of computer
switching circuits and the approach of these circuits to
speeds at which the velocity of light becomes an im-
portant factor. Barring some unforeseen dramatic change
in technology, the outlook for increased computational
speed in the classical sequential machine organization
becomes increasingly grim. Simultaneity, or parallelism,
therefore, becomes more and more essential if computer
performance is to continue to increase.

This paper discusses some limitations to the continued
extension of the conventional look-ahead design. Two
possible modifications of the conventional organization
are introduced in a general way and discussed together
with areas of application.

From an alternate point of view, this paper is a pro-
grammer/mathematician’s proposal for an array pro-
cessing machine. The ideas presented here are based on
taking advantage of the inherent parallelism of the
mathematics and/or program topology in addition to

the local dependencies in the instruction mix exploitable -

by look-ahead. An effort is made to analyze the pro-
posals in terms of cost and effectiveness. The discus-
sion is limited to CPU organization, though it is re-

cognized that this is but one of the potential bottle-

necks in system performance.

Limitations to single processor performance

Representative high performance single processor
machines are the IBM 7030 (STRETCH),* the Ferranti
Atlas,’ the CDC 6600,* and the IBM System/360 Model
91.4 In these machines the control unit is responsible for
executing certain operations or sequences of operations
simultaneously. A machine of this type is designed to
appear to the casual programmer as an ordinary sequen-
tial machine with the control unit having the responsi-
bility for sorting out all possible dependencies in the in-

struction stream. This characteristic makes it necessary
to restrict the design to detecting simultaneity on a
relatively small local scale,

A programmer concerned with interrupt handling in a
highly parallel look-ahead machine might find himself
very much concerned with the fashion in which instruc-
tions are actually executed, as opposed to the sequence
in which they are written. Division and memory protec-
tion errors illustrate the point. A division operation, even
in a fast machine, can take many cycles. (When the
unqualified term “cycle” is used, the reference is to the
smallest time division in the control unit.) After the
division operation has started a sophisticated look-
ahead control unit can initiate independent instruc-
tions in the code following the divide. In the event
an exception condition, such as exponent overflow,
occurs, elaborate and costly recovery procedures
are necessary to provide the system with sufficient
information to effect recovery or precise information
as to where the interrupt occurred. This example can be
argued as unimportant, since exponent overflow is nor-
mally a catastrophic program failure and corrective
action sheuld be taken before the program is run again.
The same sort of situation can conceivably occur in a
paging operation where the pseudo address is generated
from a series of computations possibly involving division
and hence not be detected until a number of succeeding
instructions have been executed. Here the interrupt is
not due to a program bug but to a peculiarity of the
instantaneous job mix. It is possible, of course, to legis-
late these problems away, but at the cost of a severe
limitation on processor performance.

Another limit to processor performance that arises is
due to circuit restrictions, even in the case where circuit
cost is not a factor. With a given circuit fan in, for exam-
ple, a lower bound on the time required to perform addi-
tion can be obtained.* An obvious way to obtain higher
effective speed is by replicating functional units (adders,
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multipliers, memories, etc.). But the same circuit restric-
tions also seem to put a limit on the number of instruc-
tions that can be decoded and initiated per unit time,
and hence on the number of functional units that can be
kept busy. A measure of the resulting circuit complexity
can be had by noting that if U autonomous units are
available and the instruction unit can initiate I in-
structions, then U' combinations have to be detected
by the instruction unit.

Array processing

The above considerations lead to the possibility of
implementing more powerful instructions as a means of
avoiding the instruction decoding problem. Instructions
to take advantage of the inherent parallelism in the basic
operations of linear algebra turn out to be a particularly
useful place to start since these are the basis for most
scientific calculation. Fox® states that “linear algebra is
involved, wholly or in part, in 80% of all scientific cal-
culations.” The operations and techniques used here can,
in all probability, be used equally well in such “non-
scientific” calculations as payroll and inventory control.
The scientific area is easier to discuss since the same
well-known algorithms are used in a variety of applica-
tions.

The array operations are developed by generalizing
the conventional fixed point, floating point and Boolean
instructions to apply to an array of data (a vector)
rather than a single operand (a scalar). An instruction
contains three parameters which specify a vector: the
address of a reference element in storage (the base
address), the spacing between the elements in storage
and the number of elements to be processed. Since the
number of elements in the vector (order of the vector)
is specified by the programmer, the normal register-
oriented CPU design with a fixed number of registers
is not attractive or feasible, Hence, all vector instructions
(those that specify an array of operands) functionally
operate memory to memory. The CPU would undoubt-
edly include high-speed registers, but the allocation
would be done by the hardware. Techniques similar to
those used in one-level-store machines"” to automatically
match a large capacity, slow memory to a smaller, faster
memory (here an array of registers) are attractive and
feasible.

A typical instruction would add the n numbers
stored at locations a, a-S, a4-2S, ..., a}(n—1)S;
to the n numbers stored in the consecutive locations,
b, b+1, b+2, . .., b4n—1. The n sums would then
be returned to locations b, b-+1, b+4-2, ..., b4-n—1.
The instruction specifies the base addresses a and b, the
spacing S, and the order n in addition to the operation,
add. The two address format is chosen for illustration
partly based on Amdahl’s contention® that it is slightly

more efficient than three address. Since at least one of
the imput operands to an instruction is normally the
output of an intermediate calculation, forcing that input
operand and the output to occupy sequential locations
is not a serious restriction in practice. Further, the two
address format simplifies the design of the control unit
and simulation indicated it tended to encourage efficient
use of the one-level store.

As stated above, the vector instructions include the
conventional Boolean, fixed point, and floating point
instructions systematically extended to apply to each
element of the array and a number of special selection
operations. These latter operations are discussed below.
In addition to the vector instructions, the conventional
index register instructions which one would find in a
conventional computer are also defined.

We have said nothing about how the instructions are
executed. It should be obvious, however, that given
sufficient hardware the n operations specified in the
instructions could be executed simultaneously; indeed,
from the programmer’s point of view they are.

In a sense, array processing machines such as IL-
LIAC IV® have proposed this approach previously but
require the user to match the array sizes, etc., of his

problem to the physical configuration of the arithmetic
units,

Array processing storage requirements

While the vector instructions can potentially reduce
the instruction decode problem they require simultane-
ous access to n(n > >)1 words in storage to avoid intro-
ducing a new bottleneck.

In ILLIAC IV, simultaneous access is achieved by
each arithmetic unit having its own storage unit. While
this is perhaps the fastest and cheapest implementation
and is suitable in many applications, it is awkward to
rotate or shift arrays or to permute the elements of
arrays that extend across multiple storage units. Simula-
tion has indicated that to process general linear algebra
codes, it is essential to be able to fetch matrix rows and
columns with a minimum of interference or time-con-
suming operations to avoid interference. The technique
proposed here was suggested in the paper “Computer
Organization for Array Processing.”*

If the standard interleaved memory of 2! autonomous
storage units is considered, it is obvious that 2! sequen-
tial words can be accessed simultaneously. Recalling
that the vector instructions specify the spacing, S, be-
tween words, and that the number of storage units is a
power of 2, any odd value of S will result in 2! words
being in different units from which they can be fetched
or stored simultaneously. (That all 2’ storage units will
be accessed before a second request is made to a unit
can be seen by noting that S odd is relatively prime to
2!.) If a multidimensional array such as matrix is speci-
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fied as containing an even number of elements in some
coordinate, then a dummy component can be added to
achieve an odd number. The control unit must be de-
signed to accept an even value of S but in general some
loss of performance is to be expected when S even is
specified. Vector instructions with one operand a scalar
(S=0) ‘and the other a vector is a sufficiently common
situation so that it should be detected and only one stor-
age access performed. Thus, the conventional interleav-
ing of autonomous storage units on the least significant
bits of the address can be used to access arbitrary cross
section of: arrays. ]

By interpreting the n elements fetched as a new set
of addresses rather than data, indirect addressing is pos-
sible. The n words fetched in the first access are sent
back to the storage address register to bring out n new
words. This addressing technique will, in general, lead
to multiple requests from the same storage unit. This
will result in less than maximum speed, but will be faster
statistically than executing n separate instructions, one
for each word to be read or written. The indirect access
can be extremely useful in permutation operations such
as table look-up, interpolation, curve fitting, or in selec-
tion where the given operation is performed on a subset
of the elements in the array.

Restructuring operations

As a result of writing test codes, particularly from the
area of numerical weather forecasting, it is clear that the
effective use of array instructions depend on the ability
to restructure a data array by extracting and reinserting
certain elements or groups of elements. This is the basis
for the handling of exceptional conditions in the array.
This restructuring depends on selection of elements,
which is a binary operation, that is, select or do not
select. Rather than make this selection on the basis of
geometric select registers or mode bits, it is proposed
that the compress and expand operations defined by
Iverson' be implemented.

The compress instruction is defined as follows: Given
the output vector C, the order and components of C are
obtained by suppressing from an input vector A each
component for which the corresponding bit of the con-
trol vector B is zero. If B=(1,0,0,0,1,1) and A=
(2,3,4,5,6,7), the operation results in the vector C=
(2,6,7). The number of ones in B is equal to the order
of the result. This latter value is returned in an index
register.

The expand instruction is, in a sense, the inverse of
compress. The expand operation is equivalent to choos-
ing the successive components of the output vector A
from the initial components of the input vector C or
from a pseudo vector all of whose components are zero
according to whether the successive components of B

are 1 or 0. For example, if B=(1,0,0,0,1,1) and C=
(2,6,7) then the result is A=(2,0,0,0,6,7). The order
of the array specified in the instruction refers to the
vector B. Denoting the sum of the ones in B by i, the i
elements originally in C will be preserved and n—i
components of the result are necessarily zero. In the
case where a two address format is preferred the vectors
A and B could occupy the same memory locations.
The restructuring operations are typically used in
situations where data dependent branches occur. One
can make a pass over a primary array, separating it into
multiple sub-arrays by use of compress together with
indirect addressing. One then does the necessary calcu-
lations on each sub-array separately with suppressed
elements not participating in any sense. The expand
operation then allows the sub-arrays to be reassembled
into a new primary array for use in the next procedure.

Multiple control units

At the risk of some over-generalizations, the proposals
above find considerable use in linear algebra based
codes. In addition to a test world weather prediction
(general circulation) code, a number of library rou-
tines, such as matrix multiply and inversion, linear pro-
gramming, numerical quadrature, various over-relaxa-
tion schemes for partial differential equations, among
others, were coded, These routines for the most part
merely take advantage of the inherent parallelism of the
algorithms. Performance would tend to be limited only
by the bandwidth of the functional units employed or
by the order of the arrays involved.

However, ordinary differential equations, the finding
of polynomial roots, and Monte Carlo problems, do not
exhibit this type of parallelism. Parallelism is inherent
in the algorithms but the code applied to each data item
or equation is different. The usefulness of the vector
instructions also declines rapidly if one attempts to use
them in calculations involving a great deal of branching
conditional on intermediate results generated during a
computation. Further, instruction execution statistics'
imply that the functional units are going to be free an
appreciable fraction of the time.

The above considerations lead one to consider the
time sharing of the functional units among multiple con-
trol units. In particular, the current thinking is toward
a system whose physically independent CPU’s consist
of a collection of instruction counters and instruction
registers. These registers, the index registers, and possi-
bly some additional programmable registers, appear to
the user as physically independent and complete CPU’s. |
Each CPU has access to, but time shares such units as
memory (subject to protection restrictions), multiply/
dividers, floating adder/subtracters, and instruction de-
coders. This mode of operation permits considerable
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hardware reduction with little loss of performance. If one
is concerned about precise interrupts, then the ability
to rapidly switch tasks when an interrupt may be ambi-
guous permits the system to proceed. Thus, the func-
tionally . independent CPU’s need physically consist
of only the visible programmable registers (control
unit). From a pragmatic point of view, the control
units also do locally such relatively simple opera-
tions as index add, and Boolean operations, i.e., those
operations that it would be faster to do locally than test
the status of a shared unit. A block diagram of a
possible system is shown in Figure 1. (The number
of units of a given type is not intended to imply an
optimum.)

Backing
o 1 2 PLI (Main)
Store

Memory Busses

Fancione] Instruction Sequencing
it Decoding and High Speed

Control One -Level~Store Registers

“Visible” Registers
(Instr. Counter, Index Regs., etc.)
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Figure 1—Block diagram of a possible system
Task synchronizing instructions

A number of papers have appeared proposing instruc-
tions that would be implemented to synchronize multiple
instruction streams. Conway’s™ is perhaps the best
known. Rather than add a new set of names to the list
emphasizing another set of prejudices, we will use oper-
ations based on those defined in Operating System 360
(0S/360).* In OS/360 the operations are implemented
as macro instructions but could be wired-in or micro-
programmed if noticeable performance gains could be
shown to exist.

The fundamental operation needed to control multi-
ple CPU’s is one that permits a storage location to be
updated with no possibility of other processors, including
I/0 channels, accessing the subject location and obtain-
ing out of date information. A programming solution
to the problem has been proposed by Dykstra."® An in-
struction, Test and Set, is provided in the IBM System/
360 and Univac 1108 machines for the same purpose.
Given Test and Set, the other instructions described here
could be constructed by the programmer. But again it
appears reasonable to let the hardware assume a rea-
sonable share of the burden.

In what follows, the term TASK is used for the work
done by the execution of a section of code. This defini-
tion is necessary to permit the same section of code to
be used by a number of tasks, perhaps from different
jobs, perhaps simultaneously.

To effectively employ multiple CPU’s a job must be
able to create additional, potentially simultaneous tasks.
This is done by ATTACH. The ATTACH instruction
specifies a name for the Task, the location of the first
instruction to execute, and a parameter list. Assuming
a CPU (Control Unit) is available the supervisor as-
signs it to the Task initiated by the ATTACH instruc-
tion. If no CPU is available to begin execution the Task
is queued. The Task queue is to be available to all
CPU’s. Hence the user need be concerned only with the
Tasks he initiates, not with the processor which executes
the Task.

A DETACH instruction causes the named Task (nec-
essarily from the same job) to be removed from the
system.

Where two or more Tasks may wish to use a facility,
such as a section of code that is not re-entrable or an
I/0 device, a means of queuing the Task request is
necessary. The ENQUEUE instruction causes the Task
to be placed on a queue for the facility if the facility is
busy. If the facility is not busy when the ENQUEUE is
executed an indicator is set to indicate busy to succeed-
ing requests and the Task proceeds. When finished with
the facility the Task releases it by means of a DE-
QUEUE instruction.

A change priority instruction, CHAP, is provided
which permits the Tasks of a given job to change their
priorities relative to each other.

A Task may enter a waiting state implicitly by, for
example, executing the ENQUEUE instruction. It may
also enter the waiting state by executing the WAIT in-
struction. WAIT specifies that the Task should continue
only when one or more events, such as an I/O operation
or the completion of a procedure, have cccurred.

The POST instruction is used by one Task to signal
another that an event required to satisfy a WAIT in-
struction has occurred.

In addition to requiring dynamic storage allocation
tecause of re-entrant coding, the amount of temporary
or working storage required when the vector instructions
are used is generally not known until array sizes are
specified during execution. GETMAIN requests the allo-
cation of additional main storage to the task. The
FREEMAIN instruction releases main storage.

These proposals would permit fully simultaneous exe-
cution of general instruction sequences as specified by
the user. The multiple control unit machine is here pro-
posed mainly for the fast solution of a single problem.
Time sharing, graceful degradation, and multi-program-
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ming activities, which are important potential byprod-
ucts, are here considered to be of secondary importance.
But it should be noted that there is much in common
between the single job oriented multiple task organiza-
tion described above and a supervisor whose “tasks”
are multiple independent jobs. That is, to the supervisor
the programmer specified jobs can be considered tasks
that interact through their requests for common facilities.
In either case the necessary protection features must be
provided.

With the multiple control synchronizing operations a
number of hand coded subroutines have been written
and analyzed which merely take advantage of the inher-
ent parallelism of routines such as non-linear ordinary
differential equations, the Monte Carlo solution of
diffusion equations, etc. Though it is a matter of opinion
these routines turned out to be only very slightly more
difficult to write than routines for serial computers of
7090-type organization, and considerably simpler than
trying to optimize the codes for a look-ahead machine
of STRETCH or 6600 type. In general, quite straight-
forward coding procedures here and in the linear algebra
codes give excellent results in cases which represent
large fractions of computer time.

The complete instruction set would then consist of the
normal bookkeeping instructions, the vector instructions
described above, plus the special instructions for syn-
chronizing the asynchronous instruction streams.

Logically, the multiple instruction streams obviate the
need for the vector instructions. However, where appli-
cable the vector instructions permit the processing
power of the system to be placed under control of a
single control unit while the control of multiple in-
struction streams must be done through a supervisor
which means appreciable overhead. The overhead
seems to be especially bad in the linear algebra codes
where the main computational loops tend to be
short requiring frequent synchronization.

In simulation studies a vector instruction based or-
ganization also tended to be faster than a look-ahead or
multiple control unit organization with the same arith-
metic and instruction unit bandwidth. This occurred be-
cause the vector instructions naturally used the memory
bandwidth to the maximum in accessing arrays while
with the other organizations the tendency was to access
elements from different arrays. This led to essentially
random requests to the storage units and, hence, inter-
ference. Of course, the careful coding of the look-ahead
and multiple control unit machines, in particular un-
winding loops to contain two or more iterations, can
reduce the interference to equal levels.

It should be emphasized that the multiple control unit
synchronizing instructions and the vector instructions
are to explicitly inform the system that possibilities for

simultaneous execution exist. Whether these possibilities
are taken advantage of would depend on the mix of
tasks and hardware availability at run time.

Functional unit design considerations

If a machine is to process n(n>>>1) data points si-
multaneously as implied by the vector instructions and
multiple control units, it is convenient to provide a phys-
ical arithmetic unit for each instruction counter. In addi-
tion to programming difficulties in fitting a problem
whose array sizes vary from run to run (or dynamically
during a run) to a fixed size arithmetic network, other
problems can arise.

(1) To keep control to a minimum during the execu-
tion of the array instructions, all arithmetic oper-
ations should run in step and the time required
should be data independent. Floating-point add,
in particular, gives trouble because of its data-
dependent shifts.

(2) Considering the memory organization, ability to
simultaneously transfer 2’ words to n arithmetic
units requires a full cross bar switch or restric-
tions on how much memory is available to a
given processor.

(3) If the program cannot be put in array form, the
system runs at the speed of the slow (presum-
ably) arithmetic units.

(4) How the arithmetic unit network is to be seg-
mented when multiple control units are simul-
taneously working on independent jobs is not
clear. Providing the physical connections to par-
tition the arithmetic units among the control
units is not a problem. Rather, the problem oc-
curs when attempting to code subroutines, etc.,
that will run reasonably well with a network that
can be partitioned in a number of ways.

(5) The formation of the inner product of two vec-
tors (Z:a,b,) is a fundamental operation of linear
algebra. The formation of the sum requires an
elaborate switching network within the proces-
SOrS.

Rather than work with a network of arithmetic units,

a much smaller number of high speed pipelined units can
be used. The pipeline operation can probably best be
illustrated by the floating-point add operation. We as-
sume two vectors A and B are to be added to produce a
sum vector C. Assuming that the memory fetch part of
the operation has been completed and the vectors are in
registers in the CPU, the pipeline could work as follows.
On cycle 1, the first pair of operands is transferred from
the A and B registers to the floating point add unit and
the radix points are aligned by shifting the number with
the smaller exponent. On the second cycle the fraction
portions of the numbers are added. Simultaneously, the
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second pair of operands, A: and B, are transferred to
the add unit and aligned. On the third cycle, three pairs
of operands are involved, the sum of the first pair is
normalized and transferred to the destination register,
etc. The process continues as illustrated in Figure 2 until
all operant pairs have been added and the sum placed
in C. Multiply and divide are executed in a similar
fashion. A snapshot of a pipelined operation would re-
veal many operands being processed simultaneously, but
each at a different point in execution.

Xfer to Adder Normalize
Unit and Shift and
Cycle No. Align Shift Fraction Add Return Sum

| ' A, B,

2 A,, B, A, B,

3 Ay, By A,, B, C

4 As' By A;,Bj3 I Cy

5 Ag, By A4.B4 Cs

6 .

Figure 2—Pipeline adder flow C«— A + B

Pipelining seems to solve the problems mentioned
above quite well. Data dependent execution times are
eliminated by making the functional units essentially
multi-level combinatorial circuits. The memory busses
need only be sufficiently wide to supply words at the
rate required by the arithmetic units, rather than pro-
viding for simultaneous transfer. Non-vector problems
will see high performance arithmetic unit time. While
there may be conflicts over the use of the execution
units, the programmer will not have to worry about seg-
menting a network. The add portion of the inner prod-
uct can be done by gating the output of the added back
to the input. Searching for the largest or smallest element
in an array can be done by noting the sign of the output
and saving one or the other of the two inputs.

It is convenient to envision the pipeline units as dedi-
cated multiply/divide units, add/subtract, and restruc-
turing units. Preliminary study indicates that when the
units are specialized to perform a given function, speed
and design simplicity result. Multiplier/divider and
floating point adder/subtracter circuits that possess
these characteristics are discussed by Wallace'® and An-
derson'” respectively. ‘

As was mentioner earlier, there is a limit to the per-
formance a given functional unit can deliver. When
higher performance is required, units can be replicated
without increasing the instruction decode problem since
the programmer has provided explicit information as to
which operands can be processed simultaneously. The

hardware is to have the responsibility as to which oper-
and is to be processed by which functional unit. Also,
if adjacent instructions use different sets of functional
units the overlapped processing of operands from sepa-
rate instructions is possible.

Programming systems

A compiler which would accept standard FORTRAN
or PL/1 coding and analyze it for implicit simultaneity
has been considered only briefly. Though many of the
techniques currently used in compiler optimization are
applicable, the coding of such a compiler presents many
problems. Because of the easy with which many signifi-
cant problems can be adapted to the multiple control
unit machine it is this writer’s belief that the design and
coding of such a compiler presents a more useful study
than studies that show the applicability of this or that
algorithm to a machine with multiple control units,
arithmetic units, etc. This is not to say that the extension
of existing problem-oriented languages to include the
explicit specification of array operations and potentially
simaltaneoussections of code should not be done. The
skilled coder should certainly be provided with facilities
to enable him to take advantage of special knowledge
and work with maximum efficiency. The PL/1* lan-
guage permits the specification and control of multiple
tasks based on the multiple control unit synchronizing
instructions described above.

Iverson has proposed a language'® based on his nota-
tion where the array operations defined are consistent
with mathematical logic. The richness of the symbol set
proposed by Iverson probably precludes its direct im-
plementation in production facilities where constraints
on the character sets of keypunches and printers exist.
FORTRAN IV got around the character set problem
by enclosing letters with periods to form new operator
symbols, e.g., .NE. for 4. Using the compress and
expand operations described above as an example, these
would look like

C = B CPS A(,S5)

or A(GS) =B XPD C

where B and C are vectors (defined as such in a declara-
tion statement such as the FORTRAN dimension state-
ment) and A(,5) represents all elements of the Sth
column of the matrix A. Following Iverson’s proposal,
simultaneous displacement is meant when an array ap-
pears on both sides of the equal sign in an assignment
statement. The standard arithmetic and logical opera-
tions are extended systematically to apply to each ele-
ment of an array, and some special operations such as
Compress, Expand, and Sum (3,x,) are required. From
these operations the basic operations of linear algebra
such as matrix inversion and eigensystem evaluation are
to be programmed.
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There are two reasons for defining array operations in
this fashion rather than defining the operations to be the
basic linear algebra operations, First, the algorithm one
uses, especially in matrix inversion and eigensystem
analysis is highly dependent on array properties such as
condition number or sparseness. Second, representation
of unrelated elements as arrays, especially as arrays of
dimension greater than two, is very convenient, particu-
larly for I/O to temporary backing store. In this case,
the operators one would define are unclear.

Complexity and performance

Without specific performance goals and hardware
costs and specifications the absolute costs of these pro-
posals cannot be obtained. But some general observa-
tions on the relative complexity (which is presumably
related to costs) of look-ahead machines and the pro-
posals presented here are possible. If the two systems
have the same maximum performance then they have the
same I/O requirement, the same memory capacity and
bandwidth, and the same arithmetic bandwidth. Thus,
for roughly equal performance, the two systems differ
only in control hardware. If, as stated above, the hard-
ware complexity for the look-ahead machine control can

be measured as UIl where U is the number of autono-
mous units and I, is the number of instructions
per cycle then, since in an R control unit system the
individual control units must decode instructions re-
lating to R-I additional control units, the complexity
of the individual control units is given by

(U + R—I)I"‘ where I, is the number of instructions
decoded per cycle by an individual control unit. Since
R control units were assumed, the total control com-

plexity is measured by R(U + R—I)I"‘. The maxi-
mum performance of the R control unit system is given
by RI.. This analysis ignores a number of things, not
the least of which is the interference and interdepend-
ence of instructions.

In Figure 3 three designs are assumed with U=4.
The system is assumed to consist of a memory, an
adder/subtracter, and a mutiply/divider in addition to
varying numbers of control units. Figure 3 indicates that
for a system performance of up to one instruction per
cycle the single control unit machine is the least com-
plex way of obtaining a given performance. From the
view of this approximate analysis this is reassuring since
despite all the papers on parallel machines they are nota-
ble for their less than enthusiastic acceptance in the
market. Further, the most complex machines currently
being produced are the single instruction counter CDC
6600 and IBM Model 91. Logically, both these ma-
chines have a peak performance of one instruction per
cycle. Figure 3 indicates that above a one instruction

Relative Control Unit Complexity

500+

200+

1001
Look - Ahead Only —»,

Two Control

(4]
o
Y
T

1 2 3 a4
Instructions Decoded per Cycle

Figure 3—Control unit complexity for equal decode rate

per cycle rate the multiple control unit machines
become competitive. The only machine discussed in the
literature of greater logical performance than the CDC
6600 and IBM Model 91 is the multiple control unit,
multiple arithmetic unit ILLIAC IV.

The curves in Figure 3 are of little interest above four
instructions per cycle since we have but four autono-
mous units. In Figure 4 the number of autonomous units
is chosen to be a function of system performance
(U=2R I.). This analysis again indicates that below
one instruction per cycle the single control unit machine
is the least complex way of obtaining a given perform-
ance. Above initiation rates of one instruction per cycle
the programmer assistance required in multiple control
units can reduce the complexity.

The above argument does not account for control
units being idle because program logic dictates that exe-
cution must be sequential. It should be obvious that
both the single control unit look-ahead dependent or-
ganization or the extensions discussed in this paper are
going to present a highly problem-dependent perform-
ance, A “percent parallelism” curve due to Amdahl*
can be drawn to illustrate this. If a machine with A
functional units and sufficient instruction decoding runs
at maximum rate, it could execute A instructions per
cycle. Running at its slowest rate we assume it executes
I instructions per cycle. If it executed 50% of the
instructions serially at an average rate of I instructions
per cycle and ran the remaining 50% at the maximum
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Figure 5—Problem dependent performance of parallel machines

rate machine performance would .approach 2I instruc-
tions per cycle at best. If it ran 75% of the time at the
maximum rate the performance would approach 41 in-
structions per cycle. The curve is plotted in Figure 5.
The curve applies to any parallel system without regard
for whether the multiple functional units are kept busy
by look-ahead, multiple control units, vector instruc-
tions, or some combination. A given code will, of course,
exhibit different amounts of parallelism to various or-
ganizations.

Figure 6 illustrates curves drawn for a number of
different organizations. It is assumed in Figure 6 that
the same maximum performance is feasible in all cases.
We-then see how performance can degrade when one
relies on paralleling multiple units to achieve high per-
formance.
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Figure 6—Problem dependent parallel machine performance

SUMMARY

The proposals presented here for extending the perform-
ance of machines differ from extensions of the look-~
ahead machine in that the look-ahead based organiza-
tion hardware anticipates at every execution almost
every action of the programmer to achieve local simul-
taneity. The proposals for vector instructions and mul-
tiple instruction counters rely on the programmer or
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compiler to explicitly specify global simultaneity on the
basis of an analysis done prior to execute time. For
look-ahead to go much beyond the CDC 6600 and
IBM Model 91, sympathetic programming of an increas-
ingly gauche character will surely be required. The
same care in specifying simultaneity based on mathmati-
cal and program logic rather than hardware gives indi-
cations of working for simplicity in both programming
and hardware systems, However, in requiring extreme
parallelism to achieve performance we can expect prob-
lems where the lack of parallelism is going to present
effective performance far below that claimed in the
sales brochures.
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INTRODUCTION

Since mid-November 1966 a chess program has been
under development at the Artificial Intelligence
Laboratory of Project MAC at M.L.T. This paper de-
scribes the state of the program as of August 1967
and gives some of the details of the heuristics and
algorithms employed.

Development of the program

The first step we took was to produce a simulated
chess set, whereby the computer would display the cur-
rent board and accept moves in standard chess notation
through a teletype. Routines to evaluate the board,
generate legal moves, and perform a minimax search
of a game tree were quickly added, and with further
development the program played in its first tourna-
ment in February of 1967. It played in local tourna-
ments again in March, April and May. The improve-
ment it has shown is due to additional programming
and debugging, not learning.

Table 1 summarizes the program’s performance in
tournaments. For comparison, the mean of all U. S.
tournament players is about 1800, while the mean
of all chess players is in the 800 to 1000 range. The
program wins about 80% of its games against non-
tournament players.

*The program was written primarily by the first author who

was assisted by the second author. Work reported herein
was supported in part by Project MAC, and M.LT. re-
search program sponsored by the Advanced Research Pro-
ject Agency, Department of Defense, under Office of Naval
Research Contract Number Nonr-4102(01). Reproduction
in whole or in part is permitted for any purpose of the
United States Government.
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Table 1
Performance
Won Lost Drew Rating Rating
Feb 0 4 1 1243 1243
Mar 1 4 0 1330 1360
Apr 2 0 2 1450 1640
May 0 4 0 1400 (weakest

opponent was 1680)

The program is an honorary member of the United
States Chess Federation and the Massachusetts Chess
Association, under the name Mac Hack Six. In the
April amateur (non master) tournament the program
won the class D trophy.

A short history of chess playing programs

The first important paper dealing with methods
for programming chess playing programs was written
by Shannon in 1949 (1). In his paper the concept
of minimax tree search is used. In 1950, Turing
described a hand simulation of a chess program (2).
In Turing’s paper the concept of a dead position is
introduced. A dead position is one in which neither
side can immediately gain by making a capture. These
papers and two programs known as the Los Alamos
program and the Bernstein program (8) are de-
scribed in a paper by Newell, Shaw and Simon (3).
Their paper describes a chess program which deviates
from the analysis done in the previous programs in that
it employs explicit plans and goals in making its moves.
A more recent program in the Newell, Shaw and
Simon tradition is the MATER program of Simon and
Baylor (4). This program, however, deals only with
mating combinations of a few moves. The program
which is most similar to our program is described
in a Bachelor’s thesis by Alan Kotok (5). A variant
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of Kotok’s program was used by John Mccarthy
in a chess match with a Russian program (6). It is
fair to say that our program is stronger than any of
these programs in across the board play.

Approach and environment

The approach we have taken in writing the chess
program has been quite pragmatic. We did not pretend
to be writing a general problem solving system, but
addressed ourselves directly to the problems of chess.
The goal of being able to play complete games under
tournament conditions has meant that most of the
effort so far has gone into building an efficient and
effective tactical base. Therefore, consideration of
learning mechanisms, strategic planning mechanisms
and special case treatment of opening and end play
were forestalled. Book openings were recently added,
although it turned out that the computer played much
better in the openings without them than was expected.

The environment in which this program has been
developed is, we feel, more advantageous than for any
previous chess program. The machine used is the
Digital Equipment Corporation PDP-6 in the Artificial
Intelligence Laboratory of Project MAC. This machine
is equipped with a 256K Fabritek memory, a DEC 340
graphic display, a model 35 teletype, a line printer,
and four Dectape drives.

The machine was originally used on-line by one
person at a time and the teletype and graphic display
provided a high degree of interaction between the user
and the program.

The software provides for the editing, assembling
and debugging of programs and makes full use of the
interactive facilities. The mass memory and a time
sharing system were added after most of the initial
work on the program was done.

The mass memory has proved very useful in later
versions of the program, but it should be noted that
at the time of the first two tournaments the machine
had only a 16K memory.

The program was written entirely in MIDAS, a
PDP-6 macro assembly language (7). MIDAS was
chosen for this program because of the ease of con-
structing and debugging in it the complex data and
control manipulations involved in writing a high per-
formance chess program. Large economies of "time
and memory are also effected by writing in assembly
language. The order code of the PDP-6 computer is
exceptionally well suited to assembly language coding.

The program has been edited and reassembled over
200 times and has played several hundred complete
games; consequently, those portions of the code which
have been in use for a while are extremely reliable

and the program’s performance has yielded many ideas
for improvement.

Debugging aids

The chess program contains several powerful inter-

action debugging aids. These are briefly listed below:

1) scope display of the board and game history

2) acceptance of standard chess notation input (e.g.,
P-K4)

3) scope display of evaluation at any selected node
in the game tree

4) tracing of specific move in plausible move genera-
tor, displaying all factors that went into plausi-
bility and a comment about each. (e.g., 10
points for unblocking the white queen bishop so
that it now attacks QN5)

5) printed record of plausibility of all moves at
top level and main variation from each top level
move investigated

6) statistics on how long the computation took,
how many plausible move generations, feed-
overs and static evaluations occurred, etc. (These
terms are desicribed below.)

An outline of the program

We begin this section with a definition of some of
the important chess terms and then describe the major
components and the flow of control.

Chess terms

Ply—one play by one side. Two plies equal one com-
plete move.

Pinned—a piece is pinned if moving it exposes (dis-
covers) an attack on another piece, rendering that
piece en prise (see below). If an attack on the king
is thereby discovered, the original move is illegal.

Safe move—a legal move for a piece that does not
render it immediately en prise.

Trapped—a piece is trapped if it has no safe moves.

Isolated, backward, doubled, tripled—various pawn
structure defects. (See section on static board evaluator
for further discussion.)

Development value—refers to a piece’s range over
the board (number of squares and importance of
those squares) in a particular position,

Principal variation—the sequence of moves the com-
puter thinks most likely in a position.

Game tree—the set of all positions considered by the
program in a search, visualized in the form of a tree.
This tree is diagrammed with the ancestor positions
near the top of the page.

Game tree node—a node in the game tree represents
a position. The line leading to the node represents
the move which lead to that position. The lines down
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from the node represent moves leading to successor
positions.

En prise

A piece is en prise when it is under attack and is
inadequately defended. An example is a knight under
attack by a pawn and defended by a pawn (or any
other picce). Clearly it is in the opponent’s interest
to take the knight even though he would lose the
pawn. A more complex case is where a knight is
under attack by a bishop and rook and defended by
a pawn. In this case, it is the existence of a second at-
tacker (the rook) which makes the knight en prise. The
situation is further complicated when some of the at-
tackers or defenders are pinned. Often a complete
check for whether a piece is en prise can be quite com-
plex, so in the program only partial checks are made
at various stages. A typical determination is made by
considering the value of the piece attacked, the num-
ber of attackers, the number of defenders and the
valucs of the least valuable attacker and defender.
En prise checks are made to determine whether or
not the board is stable (in a dead state) and are also
made at several places in the plausible move generator.

Description of a simplified minimax search

The program is organized around a minimax search
of a game tree. The branches of the tree correspond to
alternative moves and the nodes correspond to posi-
tions. Beginning with the actual position in which it is
the machine’s turn to move, a routine known as the
plausible move generator lists each legal move and
assigns a plausibility value to each move. The moves
are then ordered according to their plausibility score
and a subset of the moves is selected for further con-
sideration. The first move of this subset is then postu-
lated and the resulting position calculated. This process
is repeated recursively until a certain depth is reached,
at which point the position is evaluated using another
routine known as the position evaluator. The position
evaluator makes use of a function called the static board
evaluator to compute a numerical value for the position.
This numerical value has the significance that a positive
value represents an advantage for white (the larger
the number, the greater the advantage), a negative
number represents an advantage for black, and zero
represents an even game.

After a position is evaluated, the value is returned
to the level above and it becomes the “best value so
far” for that position. Each other move of the subset
selected by the plausible move generator is treated in
the same manner, and when a value is obtained for
the move, the value is compared to the best value found
so far. If the value associated with the move just con-

sidered is better for the side to move than the best
value so far, the new move is remembered and its
value becomes the new best value so far. “Better”
is synonomous with “algebraically greater” if white is
the side to move and “algebraically less” if black is the
side to move, If two moves lead to the same value,
it is presumed that the first is slightly better because
it received a higher plausibility score. After all of the
selected moves at a position have been considered, the
best value so far and the move associated with that
value are returned to the level above. The process is
continued until a value for the actual current position
is determined. The sequence of moves which are the
best moves is called the principal variation.

Since it not feasible to consider either all moves at
any level or an indefinite number of levels, some severe
constraints are placed on the search. The basic
search (just described) starts from the current game
position and proceeds a fixed number of plies.
A position evaluator is applied to each of the end
positions of the basic search tree. This routine tests
a condition known as the feedover condition (see
below) of the position. If this condition is true, then
the plausible move generator is reapplied (up to cer-
tain limits) and the position evaluator called at the
resulting nodes. If the feedover condition is false, a
value for the position is developed by calling the static
board evaluator and by exploring all plausible cap-
tures. Plausible captures are generated in a manner
similar to regular plausible moves, but they must ap-
pear to lead to relative gain of material, either through
an actual capture or a pawn promotion. Positions re-
sulting from plausible captures are turned over to the
position evaluator. The program will explore sequences
of favorable captures or pawn promotions without a
depth or width limit. This is necessary because other-
wise pieces might be left en prise and this would result
in blunders of the first magnitude.

Should the program at any depth reach a check-
mate, stalemate, or draw by repetition of the position,
it will immediately return to the previous level with
an appropriate mate or draw value. Also the alpha-
beta algorithm may provide an exit at any level in
the tree except the topmost level.

The details of the static board evaluator, the plausi-
ble move generator, the feedover conditions and the
determination of the width of the search are all given
In the next section. The alpha-beta algorithm is de-
scribed in a later section.

The plausible move generator has three basic goals.

The plausible move generation
1) To select a subset of legal moves for inclusion
in the move tree.
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2) To order these moves so as to optimize the ad-
vantage the program receives from the alpha-beta
tree-pruning algorithm.

3) To calculate the positional and developmental
values that will decide the program’s move if
several moves lead to the same static value.

The “analysis done in the plausible move generator
is done on a per move basis rather than a per position
basis—that is, for example, “this move is bad because
it blocks my bishop” rather than “the position result-
ing after this move is bad because the bishop is
blocked.” To determine the latter fact starting just with
the board position would require considerably more
processing and analysis of irrelevent details.

Numerous heuristics are available for the plausible
move generator. As is frequently the case with heuris-
tics, they may not be valid in particular situations,
therefore a program organization is required which al-
lows for the interaction of the heuristics to determine
which of them most nearly applies in the current
situation.

Very generally speaking, two types of heurstic inter-
action are used in the chess program. One type
of interaction involves enumeration of all com-
binations of facts. Such an enumeraion leads to
the familiar tree structure with the nodes of the tree
corresponding to subdecisions. Each node is dependent
upon only one fact. The size of this tree grows ex-
ponentially with the number of facts involved, severely
limiting the usefulness of this technique.

The second type of interaction uses weighted sums.
A value is assigned to each fact proportional to its
average importance, and each move is scored as the
sum of the weights of the attributes which apply to
the move. In the simplest case, the move with the high-
est score is chosen. The complexity of this process
grows linearly with the number of facts; not exponential-
ly. Also there is opportunity for a large number of
small factors to add up and sway the final decision in
a way hard to achieve with the enumerative process.
While it is true that any linear weighting .process can
be simulated by an appropriate enumerative process,
for large numbers of facts the size of the enumerative
process becomes absolutely unmanageable. So for prac-
tical purposes the techniques are distinct, Linear weight-
ing' methods have been used before in game playing
programs; nevertheless they have a weakness in that
they basically fail to take into account the relation-
ships that may exist between the facts. To put it an-
other way, the importance of a fact may vary depend-
ing on the position. Non-linear techniques have been
proposed to solve this problem, but chess is a game
where the relationships are so complicated and nu-

merous that it is unlikely much additional headway
could be made by making the weighting nonlinear.

The solution incorporated in the current chess pro-
gram is a nested combination of the two methods.
The top level decision process is enumerative; that
is a game tree is searched. However, selection of moves
for the game tree is controlled by a weighted decision
process, the plausible move generator. Many of the
“facts” going into the plausible move score are them-
selves enumeratively determined using such criteria as
whether the move is a capture or not, whether various
pieces are en prise or not, etc. These predicates (or in
some cases weights) are themselves decisions which
are made by enumerative or weighted sum decision pro-
cesses and so forth. The net result is that the program
is frequently able to grasp the effect of particular fea-
tures of the position that make some otherwise insignif:
icant factor more important. '

Details of the major components

The major reason for the quality of the program’s
play is that considerable chess knowledge has been
programmed in. In this section much of the detail is
presented. To some extent, these details are volatile,
so what follows is more representative than definitive.

The plausible move generator

About 50 identifiable heuristics are used in comput-
ing the plausibility. Many, though, apply only in special
cases such as captures, moves with certain pieces, or
certain stages of the game.

Each square is assigned a importance during each
plausible move computation, corresponding roughly to
the estimated worth of having an additional piece bear-
ing on the square or the cost of taking away a piece
presently bearing on the square. The principal criteria
used for assigning these values include the closeness
of the square to the center of the board, its proximity
to the opponent’s king, and its occupation by one of
our pieces which is en prise. Small values are given for
occupation of the square by one of our pieces and for
its closeness to opponent’s side of the board.

The current developmental value of a piece is the
sum of the values of all the squares it aftacks (can
move to in one move) plus values accumulated for
actual attacks on enemy pieces. The new developmental
value is similarily computed assuming the piece is in
its proposed new location. The difference between these
is used as a factor in the plausibility, encouraging de-
veloping moves and discouraging apositional moves.
Gains or losses in development resulting from block-
ing or unblocking the opponent’s or our pieces are
also considered in the developmental value. Of course,
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putting opponent’s pieces en prise is plausible. Further-
more, factors are added to encourage certain types of
attacks on probable weak spots (weak pawns, pinned
pieces, pieces defending other pieces, etc.). When a
capture is made, the capturing move receives the de-
velopmental value of the piece captured. Some very spe-
cialized heuristics also are employed, such as, “it is
bad to move pieces in front of center pawns on their
original squares, thereby tending to block your own
center.” ’

Several weaknesses were noticed in the early play
of the program and measures were taken to eliminate
them. For example, sometimes an apositional move
would receive a high value because it was an attacking
move. If this leads to gain, all is well and good; but
if the opponent can simply move away then the move
is a pointless waste of time. So, moves are scored
separately on their positionality and if this is bad these
moves are rejected if there is some other move which
leads to an equal terminal score.

Evaluation of the board

The value of the board is given by
S=B+ R+ P+ K+ C, where
B is a material balance term,
R is a piece ratio change term,
P is a pawn structure term,
K is a king safety term, and
C is a center control term.
The material balance term makes use of the evalua-
tion shown in table 2.

Table 2

Piece Value  Value Relative to Pawn
Pawn 128 1.

Knight 416 3.25

Bishop 448 3.50

Rook 640 5

Queen 1248 9.75

King 1536 12

The value of B is the sum of the values of the white
pieces on the board minus the sum of the values of the
black pieces on the board.

The piece ratio change term is aimed at promoting
even or near even trades when ahead and avoiding
them when behind. The ratio of white pieces to black
pieces at the current node is compared to that ratio
at the top of the tree. If the side to move is three pawns
ahead, for example, a trade of a bishop for a knight
will receive a positive piece ratio term.

R = {N/(T-1)}*¥*M, where
N is the ratio of white material to black material at
the node being evaluated,

T is the ratio of white material to black material at
the top node of the tree, and

M is the material for one side at the beginning of
the game.

The ratios are evaluated using the table above,
except that the king is valued at 1 instead of 1536.

It has been pointed out that the piece ratio change
is slightly asymmetric with respect to color, but this
is of little consequence since this term only has effect
when one side is very significantly ahead.

The pawn structure term depends upon four sub-
terms, which score positively for each of the follow-
ing: tripling up of opponent’s pawns (doubling only
if isolated), the isolation of opponent’s pawns, our
own passed pawns, and the opponent’s backward pawns.
Backward pawns are considered weaker if they occur
on an open file or if the opponent has rooks or queens
on the board.

A pawn is isolated if there are no friendly pawns
on an adjacent file.

A pawn is passed if there are no enemy pawns in
front of it in the same file or an adjacent file.

A pawn is backward according to the following cri-
teria: '

If it is defended by a pawn, it is not backward.

If it can be defended by a pawn in one move, (as-
suming moves through friendly pieces are permitted),
it is not backward unless it is on the second rank and
the only pawn move which would defend it is a double.
advance which would then subject it to en passant
capture.

If there is a defending pawn move blocked by an
enemy piece, if the pawn is blocked, the pawn is
backward. If an adjacent pawn is blocked, the pawn
is not backward.

Otherwise, if there are friendly pawns in adjacent files
such that the pawn would become defended if ad-
vanced far enough, the pawn is backward. Otherwise,
the pawn is not backward (i.e., it’s probably isolated).

The king safety term applies only if queens are
on the board. The king safety term (K) is eight times
the rank of the black king minus eight times the rank
of the white king.

The center control term (C) is 41 if there is at least
one white pawn in the center four squares and no
black pawn, —1 if there is at least one black pawn
in the center four squares and no white pawn, and
zero otherwise.

Feedover conditions

The feedover condition is true if:

1) the side to move has a piece en prise and one
of the following:
A) the side to move is in check.
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B) the en prise piece is trapped or pinned.
2) The side to move has two or more pieces en prise.
3) Both sides have exactly one piece en prise and
the piece of the side not to move is trapped or
pinned, while the piece of the side to move is
not.

The reasoning behind the first two of these condi-
tions is that while the side to move could undoubtedly
save a piece that was simply en prise he might not be
able to save two pieces, both en prise, or one if it
is trapped or pinned or if the side to move is also
constrained to escape a check. Thus the side to move
is forced to try his plausible moves and give the op-
ponent an opportunity to try to capture the en prise.
material.

The reasoning behind the third condition is that the
side to move may be able to save his piece instead
of capturing the opponent’s piece. Then the opponent
will try to save his piece, which he may not be able
to do since it is trapped or pinned.

The width of the search

Like the depth, the number of moves considered at
each level is a constant tempered by some heuristics.
The constants (a different one for each level) are
usually all 6 for normal play, and are increased to

15, 15, 9, 9, 7 for tournament play, which means
that the basic width at the top two levels is 15, while
the basic width at levels three and four is 9, and the
width is 7 for all succeeding levels.

The heuristics involved all have the effect of extend-
ing the width beyond the basic setting, so the only way
that the program can fail to consider the indicated
number of moves is either that the requisite. number
of moves simply do not exist or the tree-pruning algo-
rithm provides an exit from the current level.

The heuristics are:
1) All safe checks are investigated.

2) At the first or second level, all captures are
investigated.

3) An attempt is made to investigate moves of a
certain minimum number of distinct pieces. This
minimum is either half the basic width or the
number of pieces with safe moves, whichever is
less. This heuristic covers the case where all the
moves of a single piece are highly plausible (say
the queen, because it’s en prise) and the rest of
the board is not looked at.

4) Moves which lead to mate against the side to
move are ignored and not tallied against the
basic width. This guarantees that when a princi-
pal variation shows a mate, that mate is forced.

Additional features

Two algorithms for speeding up the search and three
heuristic components for improving the reliability of
the search comprise this section. The algorithms do
not affect the quality of the program’s play.

The alpha-beta tree-pruning algorithm

The alpha-beta algorithm (sometimes misnomered
heuristic) has been a standard component of every
modern game playing program. It was apparently first
used by Newell, Simon, and Shaw (3).

In the search as described above, a move is dis-
carded if it leads to a value which is worse for the
side to move than some already considered move. If
we look, however, at two levels of the tree, say moves
by white, followed by replies by black, we notice the
following: As moves by black are being explored, the
value which is going to be returned back up to the
white level (black’s best value so far) cannot be get-
ting any better for white and may be getting worse
and worse. If a white move has already been evaluated,
it is possible to check a black move not only to see
if it is worse for black than some alternative, but also
to see if it is so good for black that white would never
make the move leading to that choice for black, or in
other words, whether the move is “too good” for
black. If the move is “too good,” it is useless to consider
any more moves for black from that position and the
white move leading to that position may be discarded
immediately. Thus, only one refutation is required
to a proposed move and once it is found further search
may be discontinued. The probability of alpha-beta cut-
offs is increased by the fact that moves are investigated
in order of decreasing plausibility, and a move is
refued if it is equally good as the best so far at
the previous level.

Such a consideration leads to a tremendous speed-
up of the search, especially if what turns out to be
the best move at each position is considered first. One
of the attributes of the plausible move generator is that
it usually assigns the highest plausibility score to the
best move, so almost maximal advantages is gained.
(Rough calculation shows that the workload of the
search is reduced by a factor of about one hundred.)

The name “alpha-beta” is derived from the fact
that in the classic implementation of the algorithm, two
recursive variables are kept: alpha, the best value so
far for white, and beta, the best value so far for black.

Hash coding

One obvious way to speed up the searching process
is to avoid considering the same position twice (as
could happen through a transposition of moves). To
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this end, the program incorporates a hash table into
which an entry is made for each position considered.
The entry records not only the results of the search but
also a measure of how deep the search was which yielded
the value. If the position is reached again, and the
search in progress will not penetrate any deeper than
the stored entry, then the results are immediately ob-
taind from the hash table. Due to the tree pruning
algorithm, it is not always known exactly what the
value of a node is, but only that it is greater or less
than a certain value. Provision is made for storing this
information in the hash table. On retrieval, the value
is compared with alpha or beta (the tree prune vari-
ables) and a determination is made if further investiga-
tion is .needed. Presently, the program uses a hash
table of 32,000 entries with two machine registers per
entry. An additional bonus of the hash table feature
is that it enables the program to detect draws by repeti-
tion conveniently.

Modifications to the value returned by the search

If two moves are found by the search to lead to the
same static value, the move which has the higher
plausibility score is preferred. However, in some situa-
tions, this move is not the most desirable one to make.
In order to take such cases into account, two types
of small modifications may be made to the value re-
turned from lower levels in the process of move tree
searching.

The first modification subtracts a few points if the
current move being investigated was marked as being
developmentally poor by the plausible move generator.

The second type of modification occurs only if the
principal variation that is returned is two or more plies
long. If so, and it is found that the same piece was
moved two plies down as is being moved in the cur-
rent move, various small amounts are subtracted, de-
pending on whether the piece is moved back to the
square it came from.or took two moves to accomplish
a translation possible in one legal move or the position
occurs during the first eight moves of the game (moves
which are almost always devoted to rapid development).
This second type of modification was introduced to
give the program some sense of tempo and to counter
its early tendency to make senseless attacking moves
that were easily forced back.

Secondary search

A feature called secondary search was recently in-
troduced. This was done in an attempt to obtain im-
proved search depth at low cost. By increasing the

depth of the search one can prevent the program from

walking into traps which would not be recognized
with a search conducted up to the normal depth.

Moreover, one can discourage the tendency of the
program to make delaying moves which force inevita-
ble losses to occur beyond its normal lookahead. A
secondary search is employed when the normal search
results in a new candidate for the best move at the
top level. What is done is to move down the principal
variation for that move as far as this variation was
computed by the plausible move generator, and then
to conduct an additional search. The depth of this
search is usually limited to two plies, although cap-
ture and feedover conditions can increase this number.
The value produced by the secondary search is then
used in place of the value first found for the principal
variation if it is worse for the side to move.

This feature seems to improve the program’s evalua-
tion of many moves even though it is somewhat prob-
abilistic in nature, since it looks at only a small subset
of the positions that may be reached if the particular
top level move is made. It seems to cause greatest
improvement at tournament width settings when the
principal variation is more reliable.

Book openings

The program incorporates a table of opening posi-
tions and selected replies. This ‘“book” was compiled
by two M.LT. students, Larry Kaufman, a chess master
and the top rated U. S. Junior player, and Alan
Baisley, a chess expert.

The lines in the book have been selected to suit the
computer’s “style.” The book contains over 5000
moves; however, actual games rarely follow book for
more than approximately 10 plies. The book aids most
the computer in avoiding “book traps” when playing
against experienced players.

SUMMARY
Tournament play

The computer enters the tournament under the same
rules as a human contestant. Moves are transmitted
from the tournament site directly into the PDP-6 by
teletype. A human operator is at the tournament who
observes the opponent’s move, types it in using standard
chess notation, receives the machine’s reply, plays it
on the board and operates the clock. Of the two hours
allotted to the machine for making the first fifty moves,
about 7 minutes are normally lost in these operations.

The machine never offers a draw, but if the opponent
offers one, the operator types in “draw?”. The machine
replies either “accept” or “decline.” If the machine be-
comes hopelessly lost, human operators resign for it.

Results

The program is estimated to have played in excess
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of 300 games in over the board competition with hu-
man players. It has played 18 tournament games. We
will quote several tournament games. These games
were played under rules calling for a minimum of 50
moves in two hours or an average of 2.4 minutes per
move. Actually, the program played most of its recent
games at about twice that rate. A single plausible move
generation takes about 80 milliseconds for a typical
position. In the early tournaments the computer did
not keep track of the time used for each move, although
this information is included with the game from a later
tournament. The time quoted is actual computer time
and does not include the operator overhead. This
later tournament also saw the introduction of the book
opening feature, which is not present in any of the other
games quoted. (To convert the times given to ma-
chine operations, multiply by the PDP-6’s approximate
speed of 200,000 operations per second.)

Computer Tournament Chess Games

Tournament 1 the Winter Amateur Tournament of
the Massachusetts State Chess Association Jan 21-22
1967

First Tournament Game Played By a Computer
White—rating 2190 Black Mac Hack VI

29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55

R-Q3
R-Q2
QXR
R-Q1
B-Q5
P-QN4
Q-QB2
B-K6
RXN
QXPch
QKN4
QXB
Q-R4ch
B-KB5
QXRPch
Q-QR8ch
Q-QR8
Q-Q5
K-N2
P-KR4
P-N4
P-R5
P-R6
P-R7
KXQ
P-R8=Q
Q-K6 MATE

R-K7
RXR
N-K4
Q-OB2
K-KN3
B-QN3
N-QB3
N-Q5
BXR
K-KN2
K-KR3
Q-K2
K-KN3
K-KN2
K-KB1
K-KB2
Q-QB2
K-N2
QK2
K-R3
K-N2
Q-K7
K-KB1
QXKBP
K-K2
P-QR3

1 P-KN3 P-K4

2 N-KB3 P-K5

3 N-Q4 B-QB4
4 N-ON3 B-QN3
5 B-KN2 N-KB3
6 P-QB4 P-Q3

7 N-QB3 B-K3

8 P-Q3 PXP

9 BXP N-Q2
10 PXP R-QNI1
11 B-KN2 0-0
12 0-0 B-KN5
13 Q-QB2 R-K1
14 P-Q4 P-QB4
15 B-K3 PXP
16 NXP N-K4
17 P-KR3 ‘B-Q2
18 P-QN3 B-QB4
19 QR-Q1 Q-QB1
20 K-KR2 N-KN3
21 B-KN5 R-K4
22 BXN PXB
23 N-K4 - P-KB4
24 N-KB6ch K-KN2
25 NXB QXN
26 N-QB6 QR-K1
27 NXR RXN
28 Q-QB3 P-KB3

First Non-Loss By Computer in Tournament Play
Game 3 Tournament 1
White—1410 Black—Mac Hack VI

1 P-K4 P-K4

2 N-KB3 N-QB3
3 B-B4 N-KB3
4 N-N5 P-Q4

5 PXP N-QR4
6 B-N5ch P-B3

7 PXP PXP

8 Q-B3 Q-Q4

9 QXQ NXQ
10 B-K2 B-KB4
11 P-Q3 B-QN5ch
12 B-Q2 BXB
13 NXB 0-0

14 P-QR3 P-KB3
15 KN-B3 QR-QN1
16 P-QN4 N-QN2
17 0-0 N-QB6
18 KR-K1 NXB
19 RXN N-Q3
20 N-K4 NXN
21 PXN B-K3
22 R-Q1 B-QB5

23 R/K2-Q2 R-QN2
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24 R-Q8

25 RXRch
26 N-R4

27 N-B5

28 P-N4

29 R-Q6

30 R-Q8

31 R-KN8ch
32 N-N7ch
33 N-B5ch

RXR
K-B2
N-KN4
R-QB2
K-KN3
B-K7
BXP
K-KR4
K-KR3
K-KR4

etc. and drawn by repetition

First Game Won by Computer in Tournament Com-
petition, Game 3 Tournament 2, Massachusetts State

Championship 1967

White Mac Hack VI Black—1510

1 P-K4

2 P-Q4

3 QxPp

4 Q-Q3

5 N-QB3

6 N-KB3

7 B-KB4

8 B-KN3

9 0-0-0
10 P-QR4
11 K-QN1
12 QXP/Q6
13 B-KR4
14 N-Q5

15 N-QB7ch
16 QXxaQ

17 Q-Q6

18 Q-Q5

19 NXKP
20 QXN!

21 R-Q8 MATE

P-QB4
PXP
N-QB3
N-B3
P-KN3
P-Q3
P-K4
P-QR3
P-ON4

B-R3ch

P-N5
B-Q2
B-N2
NXKP
QXN
N-B4
B-KB1
R-B1
B-K3
RXQ

A More Recent Game With Times For Computer
Moves, Game 2, Tournament 3 Massachusetts Spring

Amateur

White Mac Hac VI Computer Time in sec

Black Unrated
P-K4
N-KB3
B-QN5
BXN
0-0
P-Q4
PXP
QXB
P-QB3

10 P-KN3

11 R-K1

12 P-KR4

13 B-KNS5

VOV A WN =

BOOK
BOOK
BOOK
BOOK
BOOK
BOOK
BOOK
BOOK
BOOK
18.3
44.9
111.7
78.5

P-K4
N-QB3
P-QR3
QPXB
B-Q3
B-KN5
BXN
BXP
Q-R5
QK2
P-KR 4
0-0-0
P-B3

14 B-KB4 74.5 P-KN4
15 BXB 45.3 QXB
16 PXP 41.5 PXP

17 Q-KB5ch 60.5 QXQ
18 PXQ 29.1 N-B3
19 P-QB4 33.8 P-RS
20 N-QB3 71.6 R-Q7
21 P-QN3 88.0 P-R6
22 N-K4 56.0 NXN
23 RXN 43.3 K-Q2
24 P-KB6 19.0 R-Q3
25 P-KB7 19.0 R-B3
26 R-Qlch 25.8 . R-Q3
27 RXRch 22.8 PXR

28 K-KR2 68.25 R-KB1
29 KXP 76.6 RXP

30 R-K2 22.6 P-N4

31 K-N4 30.5 R-N2
32 R-K4 28.3 P-Q4
33 PXQP 19.4 PXP

34 R-K5 232 K-Q3
35 RXNP 14.0 RXR
36 KXR 4.5 K-K4
37 P-KB4ch 6.0 K-K5
38 P-KB5 8.5 P-Q5
39 P-B6 4.9 P-Q6
40 P-KB7 5.1 P-Q7

41 P-B8=Q 12.1 P-Q8=Q
42 Q-QB5ch 27.7 K-K6
43 Q-K6 29.2 K-B7
44 QXRP 42.8 Q-Q4ch
45 K-B4 20.45  Q-Q5ch
46 K-B5 14.9 Q-Q4ch
47 K-KN4 21.6 Q-KBé6ch
48 K-KR4 16.3 QXKNPch
49 K-KR5 4.7 Q-K4
50 K-R6 20.8 Q-R1
etc. finally drawn by repetition
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