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them simply as bits in the PRED table and a table of
all tagged instructions, the STAG table. Part 2 merely
reorganizes those tables; part 3 adds a slight further
treatment to basic blocks which are terminated by an
assigned GO TO; and finally part 4 compiles the finished
program under the direction of the bits in the PRED and
STAG tables. Since part 1 does the real work involved
in handling the index registers, attention will be con-
fined to this part in the sequel.
The basic flow of part 1 of section 5 is,

Yes
I Any PRED entries not yet considered? }——l Form new region—l

\
|Part2|

Consider a moment partway through the execution
of part 1, when a new region has just been treated. The
less frequent basic blocks have not yet been encoun-
tered; each basic block that has been treated is a mem-
ber of some region. The existing regions are of two
types: transparent, in which there is at least one real
index register which has not been used in any of the
member basic blocks, and opaque. Bits have been en-
tered in the STAG table, calling where necessary for
an LXD (load index register from index cell) instruc-
tion preceding, or an SXD (store index register in index
cell) instruction following, the tagged instructions of the
basic blocks that have been treated. For each basic
block that has been treated is recorded the required
contents of each of the three real index registers for
entrance into the block, and the contents upon exit.
In the PRED table, entries that have been considered
may contain bits calling for interblock LXD’s and
SXD'’s, when the exit and entrance conditions across the
link do not match. ’

Now the PRED table is scanned for the highest-
frequency link not yet considered. The new region is
formed by working both forward over successors and
backward over predecessors from this point, always
choosing the most frequent remaining path of control.
The marking out of a new region is terminated by en-
countering 1) a basic block which belongs to an opaque
region, 2) a basic block which has no remaining links
into it (when working backward) or from it (when
working forward), or which belongs to a transparent
region with no such links remaining, or 3) a basic block
which closes a loop. Thus the new region generally
includes both basic blocks not hitherto encountered, and
entire regions of basic blocks which have already been
treated.

The treatment of hitherto untreated basic blocks in
the new region is carried out by simulating the action
of the program. Three cells are set aside to represent the
object machine index registers. As each new tagged in-

No Treat new region

struction is encountered these cells are examined to see.
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if one of them contains the required tag; if not, the
program is searched ahead to determine which of the
three index registers is the least undesirable to replace,
and a bit is entered in the STAG table calling for an
LXD instruction to that index register. When the
simulation of a new basic block is finished, the en-
trance and exit conditions are recorded, and the next
item in the new region is considered. If it is a new basic
block, the simulation continues; if it is a region, the
index register assignment throughout the region is
examined to see if a permutation of the index registers
would not make it match better, and any remaining mis-
match is taken care of by entries in PRED calling for
interblock LXD'’s.

A final concept is that of index register activity.
When a symbolic index register is initialized, or when
its contents are altered by an indexing instruction, the
value of the corresponding index cell falls out of date,
and a subsequent LXD will be incorrect without an
intervening SXD. This problem is handled by activity
bits, which indicate when the index cell is out of date;
when an LXD is required the activity bit is interrogated,
and if it is on an SXD is called for immediately after the
initializing or indexing instruction responsible for the
activity, or in the interblock link from the region con-
taining that instruction, depending upon whether the
basic block containing that instruction was a new basic
block or one in a region already treated.

When the new region has been treated, all of the
old regions which belonged to it simply lose their iden-
tity; their basic blocks and the hitherto untreated basic
blocks become the basic blocks of the new region. Thus
at the end of part 1 there is but one single region, and
it is the entire program. The high-frequency parts of the
program were treated early; the entrance and exit con-
ditions and indeed the whole handling of the index
registers reflect primarily the efficiency needs of these
high-frequency paths. The loading and unloading of the
index registers is therefore as much as possible placed
in the low-frequency paths, and the object program
time consumed in these operations is thus brought near
to a minimum.

CONCLUSION

The preceding sections of this paper have described
the language and the translator program of the FOR-
TRAN system. Following are some comments on the
system and its application.

Scope of Applicability

The language of the system is intended to be capable
of expressing virtually any numerical procedure. Some
problems programmed in FORTRAN language to date
include: reactor shielding, matrix inversion, numerical
integration, tray-to-tray distillation, microwave propa-
gation, radome design, numerical weather prediction,
plotting and root location of a quartic, a procedure for
playing the game “nim,” helicopter design, and a number
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of others. The sizes of these first programs range from
about 10 FORTRAN statements to well over 1000, or
in terms of machine instructions, from about 100 to
7500.

Conciseness and Convenience

The statement of a program in FORTRAN lan-
guage rather than in machine language or assembly
program language is intended to result in a considerable
reduction in the amount of thinking, bookkeeping,
writing, and time required. In the problems mentioned
in the preceding paragraph, the ratio of the number of
output machine instructions to the number of input
FORTRAN statements for each problem varied be-
tween about 4 and 20. (The number of machine instruc-
tions does not include any library subroutines and thus
represents approximately the number which would need
to be hand coded, since FORTRAN does not normally
produce programs appreciably longer than correspond-
ing hand-coded ones.) The ratio tends to be high, of
course, for problems with many long arithmetic expres-
sions or with complex loop structure and subscript ma-
nipulation. The ratio is a rough measure of the concise-
ness of the language.

The convenience of using FORTRAN language is
necessarily more difficult to measure than its concise-
ness. However the ratio of coding times, assembly pro-
gram language vs FORTRAN language, gives some in-
dication of the reduction in thinking and bookkeeping
as well as in writing. This time reduction ratio appears
to range also from about 4 to 20 although it is difficult
to estimate accurately. The largest ratios are usually
obtained by those problems with complex loops and
subscript manipulation as a result of the planning of
indexing and bookkeeping procedures by the translator
rather than by the programmer.

Education

It is considerably easier to teach people untrained in
the use of computers how to write programs in
FORTRAN language than it is to teach them machine
language. A FORTRAN manual specifically designed
as a teaching tool will be available soon. Despite the
unavailability of this manual, a number of successful
courses for nonprogrammers, ranging from one to three
days, have been completed using only the present ref-
erence manual.

Debugging

The structure of FORTRAN statements is such that
the translator can detect and indicate many errors
which may occur in a FORTRAN-language program.
Furthermore, the nature of the language makes it possi-
ble to write programs with far fewer errors than are to
be expected in machine-language programs.

Of course, it is only necessary to obtain a correct
FORTRAN-language program for a problem, therefore
all debugging efforts are directed toward this end. Any
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errors in the translator program or any machine mal-
function during the process of translation will be de-
tected and corrected by procedures distinct from the
process of debugging a particular FORTRAN program.

In order to produce a program with built-in debugging
facilities, it is a simple matter for the programmer to
write various PRINT statements, which cause “snap-
shots” of pertinent information to be taken at appropri-
ate points in his procedure, and insert these in the deck
of cards comprising his original FORTRAN program.
After compiling this program, running the resulting
machine program, and comparing the resulting snap-
shots with hand-calculated or known values, the pro-
grammer can localize the specific area in his FORTRAN
program which is causing the difficulty. After making
the appropriate corrections in the FORTRAN program
he may remove the snapshot cards and recompile the
final program or leave them in and recompile if the pro-
gram is not yet fully checked.

Experience in debugging FORTRAN programs to
date has been somewhat clouded by the simultaneous
process of debugging the translator program. However,
it becomes clear that most errors in FORTRAN pro-
grams are detected in the process of translation. So far,
those programs having errors undetected by the trans-
lator have been corrected with ease by examining the
FORTRAN program and the data output of the ma-
chine program.

Method of Translation

In general the translation of a FORTRAN program
to a machine-language program is characterized by the
fact that each piece of the output program has been
constructed, instruction by instruction, so as not only
to produce an efficient piece locally but also to fit effi-
ciently into its context as a result of many considerations
of the structure of its neighboring pieces and of the
entire program. With the exception of subroutines (cor-
responding to various functions and input-output
statements appearing in the FORTRAN program), the
output program does not contain long precoded instruc-
tion sequences with parameters inserted during trans-
lation. Such instruction sequences must be designed to
do a variety of related tasks and are often not efficient
in particular cases to which they are applied.
FORTRAN-written programs seldom contain sequences
of even three instructions whose operation parts alone
could be considered a precoded “skeleton.”

There are a number of interesting observations con-
cerning FORTRAN-written programs which may throw
some light on the nature of the translation process.
Many object programs, for example, contain a large
number of instructions which are not attributable to
any particular statement in the original FORTRAN
program. Even transfers of control will appear which
do not correspond to any control statement (e.g., DO,
IF, GO TO) in the original program. The instructions
arising from an arithmetic expression are optimally
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arranged, often in a surprisingly different sequence than
the expression would lead one to expect. Depending
on its context, the same DO statement may give rise to
no instructions or to several complicated groups of in-
structions located at different points in the program.

While it is felt that the ability of the system to trans-
late algebraic expressions provides an important and
necessary convenience, its ability to treat subscripted
variables, DO statements, and the various input-output
and FORMAT statements often provides even more
significant conveniences.

In any case, the major part of the translator program
is devoted to handling these last mentioned facilities
rather than to translating arithmetic expressions. (The
near-optimal treatment of arithmetic expressions is sim-
ply not as complex a task as a similar treatment of
“housekeeping” operations.) A list of the approximate
number of instructions in each of the six sections of the
translator will give a crude picture of the effort expend-
ed in each area. (Recall that Section 1 completely treats
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arithmetic statements in addition to performing a num-
ber of other tasks.)

Section Number Number of Instructions

5500
6000
2500
3000
5000
2000

QUnEWN -

The generality and complexity of some of the tech-
niques employed to achieve efficient output programs
may often be superfluous in many common applications.
However the use of such techniques should enable the
FORTRAN system to produce efficient programs for
important problems which involve complex and unusual
procedures. In any case the intellectual satisfaction of
having formulated and solved some difficult problems
of translation and the knowledge and experience ac-
quired in the process are themselves almost a sufficient
reward for the long effort expended on the FORTRAN
project.

The Interpretation and Attainment of Reliability
in Industrial Data Systems
BRUCE K. SMITH?

PURPOSE OF AN INDUSTRIAL DATA SYSTEM

HE FIRST self-sequenced digital computer was

a relay device conceived for the purpose of reliev-

ing man of the tedium of involved computation.
It was a docile slave, content (for the most part) to work
a 24-hour day doing arithmetic faster, cheaper, and
with fewer errors, than had theretofore been possible.
Even before the incorporation of electronics, these capa-
bilities were being utilized on problems which were en-
tirely unreasonable for manual solution. The modern
digital computer represents a considerably faster, more
versatile, and more reliable instrument than its prede-
cessor, but the advances in capability have been hard
pressed to keep pace with the advances in application.
It may truly be said at this writing that there is no
foreseeable limit to either the speed or the reliability
which can be profitably utilized.

Industrial data-handling systems have been con-
ceived for the purpose of relieving man of the tedium of
data gathering, data interpretation, and the use of in-
terpreted data in factory control. We want, in essence,
another docile slave who knows nothing of time clocks,

1 Beckman Instruments, Inc. Fullerton, Calif.

and who will do our present tasks with greater accuracy,
speed, economy, and reliability than presently possible
through manual methods. We must expect that the in-
troduction of such devices will permit manufacturing
techniques heretofore considered unreasonable because
of human limitations. We must, therefore, expect that
considerably greater demands will be made of the
equipment than originally intended. There is no such
thing as enough reliability, or enough capability in a
data-handling system which is to be modern both on
the drawing board and on the day of installation. This
does not imply any futility to construction with the
means presently available, but rather the realization
that these means can never be sufficient.

THE SysTEM AS A DiciTAL COMPUTER

Automatic process control requires the continuing
development of suitable end instruments for measure-
ment of physical and chemical process variables. The in-
strumentation must, in many cases, be extremely accu-
rate, and must in all cases produce outputs which may
be scanned and monitored at a centralized facility. Com-
plete processing of this information for a closed-loop
control system necessarily implies some computing
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ability. Many of the simpler control tasks are being
handled entirely by analog techniques. But the optimum
process-control system preferably includes a digital
computer, and employs the end instruments as special-
ized input-output equipments on the computer. It is
much more profitable to consider present requirements
as simplifications of that end, than to direct future
growth from the somewhat hazy needs of the present.

The analogy of data-handling systems and computers
is useful not only to the determination of future system
requirements, but also as a means for improving present
system reliability. Reliability is fundamentally more
readily attainable in the digital domain, because of
tolerance permission on components, and because of a
higher degree of standardization in the use of those
components.

Failure of a component is very often a matter of defi-
nition. We are apt to say that a unit has failed when
what is meant is that it has drifted out of the tolerance
range permissible in its application. When presence of
energy, rather than value of energy, constitutes infor-
mation, it is very much easier to design with adequate
allowances for long-term variations. Early signal quanti-
zation, i.e., analog-to-digital conversion, is an important
step toward reliability, inasmuch as it extends tolerance
permission to the majority of the system. Digital end
instruments are the logical extension of this aim, but at
this writing do not exist with accuracies sufficient for
most system requirements.

FunDAMENTAL COMPONENT RELIABILITY

The over-all reliability of a system is controlled by
the weakest system element. Intelligent design implies
not only the proper choice of every component, but a use
balance which will result in all parts of the system hav-
ing equivalent life expectancy. No component is unre-
liable except as made so by the way that it is used or
by the environment in which it is employed. The most
meaningful basis for comparison of components, there-
fore, is their worth to a proposed system when operated
in the manner necessary to achieve reliability. The
“manner necessary” may be one in which the device has
no value whatsoever, or it may simply be one involving
a maximum skin temperature or other environment-
influenced factor. A number of unusual environments
may be impractical to supply in a single system, but it
is very often reasonable to incorporate one special en-
vironment when it can be shown to benefit most circuit
elements.

The life of an electromechanical device is usually
given in terms of the number of cycles of operation.
Life, measured in time, is thus a direct function of use
frequency. The life of an electronic component is usually
given in thousands of hours. Provided dissipation is held
constant, there is usually no correlation between life and
the use frequency. A system employing electromechani-
cal components may actually be more reliable (in terms
of time) than one employing electronics in their stead,
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if the use frequency is low and if the electronic com-
ponents available for substitution have a relatively
short life expectancy.

LoGicAL BALANCE

But straight forward comparison of electromechanical
and electronic means within a given system logic is
seldom an accurate basis for comparison. A properly
optimized logic is one which takes recognition of com-
ponent capabilities and attempts to minimize numbers
of components through maximum use of these capabili-
ties. Early digital computers comprised combinations
of special-purpose logical elements, such as “multipli-
ers,” “square rooters,” and various different number and
command storage devices. A major step in computer
reliability was taken through the use of a single arith-
metic organ to perform all arithmetic functions, and the
assignment of similar multiple-use tasks to other parts
of the system. This required an increase in information
rate to maintain a given computational speed, but it has
already been noted that the speed of an electronic com-
ponent need have no bearing on its life expectancy.
Logical multiplexing, when the components being multi-
plexed are electronic, can significantly improve system
reliability by virtue of reduction in the number of com-
ponents required. Maximum potential reliability exists
in that system which makes the greatest possible use
of each of its electronic components, and the least pos-
sible use of each of its electromechanical devices.

Potential system reliability is a function both of over-
all logical balance and of the detailed breakdown of that
logic. A finite number of engineering man hours exists for
the creation of each new system design. To a very large
extent the reliability of the end product is determined
by how those hours must be spread over the different
design problems in the product. If the logic of a system
can be implemented through combinations of a few
simple common denominators, correspondingly more
time is available for each denominator’s development.

MoDULAR DESIGN

Modular design is the development and use of such
basic common denominators. Because the modules are
simple, and have small variety, there are also a rela-
tively small number of different component types. This
has important implications in the practicability of ex-
haustive component analysis, to the end of determining
how they must be used to make them most reliable. It
also implies that there is a greater probability of finding
one optimum environment for the entire system.

Reliable module design requires not only the knowl-
edge of how each component must be operated to assure
reliability, but the prediction and control of all possible
component interactions over the life of the equipment.
The most reliable of basic designs may be rapidly con-
verted into an unreliable assemblage of hardware as a
result of unusual voltages or temperatures existing dur-
ing breakdown of one part of the system. Prediction of
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all such interactions is not within human capabilities in
a system which has been designed over a “practical”
period of time and which is comprised of many non-
standard circuit forms. Modular design is far more than
a design convenience. It is a design necessity if all factors
influencing long-term life expectancy are to be consid-
ered.

PACKAGING

The physical manifestation of modular design is
packaging, wherein each package has a logical value
determined by the common denominator it contains.
Modular design increases the reliability potential of a
given system design. Use of a few package types to im-
plement the logic of many different systems, varying
both in speed and complexity, further increases that
potential. It makes very good sense, therefore, to fix the
speed and use parameters of the packages with the most
ambitious system in mind. The economics of standardi-
zation are such that fast but standard packages in all
applications are often cheaper than a variety of package
types tailored to individual system requirements.

Packaging, and in particular packaging via printed
circuit panels, provides a means for rigidly controlling
the physical juxtaposition of components during manu-
facture. Intelligence in package design is no less im-
portant to reliability than intelligence in component
selection, and is very often the deciding factor in that
selection. Too often the layout of the circuit elements is
delegated to a draftsman who has no comprehension of
the physical or the electronic problems associated with
the use of those elements. Modular design, with a few
package types, makes it possible for the circuit designer
to control every single factor which will influence the
long-term performance of his circuit. The fact that the
transformer prevented proper air flow to the resistor,
so that it in turn radiated too much heat to the diode,
is nobody’s fault but his own. There are no design jobs
in the development of a reliable package which should
not receive careful engineering attention.

TaE SockET Is A COMPONENT

The contacts of the packages and their sockets are
in the general category of components with other elec-
tromechanical devices. Like such devices, they may be
used in such a way that they are extremely reliable or
they may be the determining factor in machine sta-
bility. Rhodium plating has assumed the same password
to reliability position in contacts as ¥50 per cent derat-
ing” in electronic components. Nelther password will
open the door to reliability unless applied as the result
of a complete physical analysis of the use conditions of
the component. The limiting factor in socket contact
life is more often improper spring pressure than poor
contact surface. For example, uniform insertion, guaran-
teed by close tolerance package guides, is one method of
insuring constancy of design spring pressure.
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Contacts, as components, should be minimized for
maximum life expectancy. However, the optimum num-
per of contacts may very well be determined by the
machine service requirements and be much more than
the logical minimum. Inasmuch as service is one very
important aspect of reliability, minimum number con-
sistent with serviceability is a better statement of design
objective.

THE REAL MEANING OF RELIABILITY
AND BREAKDOWN

Reliability to a missile designer is his guarantee that
nothing will fail during the first (and only) useful
moments of the equipment’s life. Reliability, to the
general purpose computer designer, is the ratio of useful
computing time to scheduled computing time. Reli-
ability, as applied to an industrial data-control system,
is much more concerned with duration of time between
breakdowns. It is not sufficient to have a high proba-
bility of successful operation for some designated num-
ber of continuous hours, if the failure rate thereafter
will make the equipment unusable.

Failure of a centralized process-control facility is
tantamount to a complete walk out of personnel em-
ployed in manual control applications. In the analogous
situation, however, it is very often possible to divert
other employees to the control function. With an auto-
matic control it is probable that the manual control
facilities will be nonexistent—particularly if the auto-
matic control capabilities have been utilized in manu-
facturing processes not possible with manual tech-
niques. Insofar as most processes have sufficient inertia
to go on for short times without control, breakdown is
serious mainly if it is of longer duration than system
inertia will carry, or if it produces a drastic change in a
controlled device at the instant of breakdown.

Breakdown, then, may have two meanings. If the
janitor accidentally shuts down system power, but im-
mediately restores it, and if no information vital to
control is lost during the momentary shutdown, the
breakdown may be completely inconsequential to the
controlled process. A system designed so that failures
may be instantly remedied by a passing janitor is, per-
haps, an unrealizable goal. The degree of realization,
however, is one measure of effective system reliability.

FiNDING THE TROUBLE

Localization of a faulty package is very much easier
than location of a faulty component in an unpackaged
design. If relatively few package types are involved, a
small number of spares may be economically considered
as a part of the system, to be used as replacements for
those causing breakdown. Subsequent location of the
specific component causing failure may be done on in-
dependent package checkers, involving no system down
time whatever. This aspect of servicing, however, is
properly the province of the original manufacturer.
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Continued package reliability may be guaranteed only
by assuring that component replacement is made to
original circuit specification. This applies both to the
choice of component and to the way that it is mounted.
A package design which requires that components must
be unsoldered for testing imposes unnecessarily severe
conditions on those parts and the package might better
be discarded than “salvaged” as a future source of
difficulty.

SeELF Di1aGNoOsIS

Even with packaging and with elaborate test indi-
cators, fault localization in a large system demands in-
telligence and time from a serviceman, and assumes his
availability at the time of breakdown. The expansion of
a basic scanning and monitoring facility to one provid-
ing complete factory control would appear to increase
this problem in direct proportion to system elaboration.
Fortunately, the inclusion of a digital computer as the
heart of the data-handling facility builds in the means
for intelligent and rapid failure diagnosis. The concept
of self diagnosis, applied to packaged digital computers,
has only recently been investigated by the manufactur-
ers of such equipments. It has been demonstrated that
it is possible for a computer to completely analyze the
vast majority of its own breakdowns as well as those in
tertiary equipments, and to print out the results of the
analysis, as the bad package number, on a directly con-
nected typewriter. Complete introspective ability may
require that the equipment involved in typeout be in-
dependent of the main control line. But extra hardware
of this nature is a small price to pay for fast return to
service.

These concepts are being applied to the design of
business computers under development today. They
constitute computing routines, rather than hardware,
and as such represent an actual manufacturing saving
over the conventional servicing provisions. So far, the
application of such methods has been extended only to
service of unchecked machines. In a business applica-
tion where initial machine cost is an important factor,
and where breakdown constitutes inconvenience rather
than catastrophe, such an approach is a tremendous but
sufficient advance over older servicing methods. As ap-
plied to factory control, however, it must be recognized
that the cost of breakdown may exceed the worth of the
control system, and that elaboration which materially
improves reliability is cheap insurance.

ERROR DETECTION

It is profitable, therefore, to consider the logical ex-
tension of this automatic servicing procedure. The
techniques for self-checking are well known to the art,
having been applied in computers for over a decade and
a half. Breakdown of the end instruments themselves
is detectable by comparison with alarm limits, and also
by rates of change in excess of those possible with the

201

inertia of the process being measured. The incorporation
of self-checking logic is justifiable as insurance against
nonobvious error, as an aid to self diagnosis, and as the
means for automatically initiating the full diagnostic
test routine.

Rapid service, as made possible by automatic detec-
tion of error, alarm, and automatic indication of error
source, can make the difference between momentary
{ailure and consequential breakdown. When that service
can be accomplished by personnel completely unversed
in machine logic or circuitry, machine reliability ac-
quires an entirely new definition.

PREVENTIVE MAINTENANCE

No breakdown, however, is completely without con-
sequence, even if the consequence is no more than in-
convenience to our hypothetical janitor. Detection and
correction of incipient failure is always more desirable
than correction after failure, no matter how efficiently
the means for the latter may be implemented.

Preventive maintenance may eliminate a large per-
centage of breakdowns, but must be applied with in-
telligence so that the procedure, in itself, does not set up
conditions for other failures. A well-intentioned testing
routine, involving periodic removal of packages for
analysis, may actually decrease reliability by too fre-
quent stressing of socket contacts. The socket, like every
other component, must be given a proper environment
for guaranteed longevity. Like the vacuum tube, the
socket must not be used if it is to last for the economic
life of the equipment. But “not being used,” or at least
being “used” seldomly, is an economically useful en-
vironment for the socket.

MARGINAL CHECKING

Marginal checking, as a means for system test under
extreme tolerance conditions, may be employed on a
data-handling system with considerable advantage and
without danger of establishing unfavorable component
environments. Built in facilities for varying all system
voltages may be used in conjunction with self-diagnostic
test routines for rapid location of potential trouble spots.
These routines are generally manually applied on a
once-a-day or once-a-month basis in normal digital com-
puting systems but can be applied automatically at any
desired interval. Applied in this fashion they may
eliminate the need for self-checking circuitry. The sys-
tem is assured, after each test, that it is working prop-
erly and has very high probability of remaining so until
the next test.

Marginal checking is frequently difficult if not im-
possible to apply to electromechanical devices, and if a
given system requires their use, every effort should be
made to obtain a sound basis for life prediction. This
requires that a sufficiently large number of the devices
must be tested to end of life under conditions which
realistically approximate those in the system. It also
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requires that the components must be manufactured
under rigidly controlled factory conditions, so that the
statistic may have reasonable accuracy on every such
unit in the system. Knowing that a device can be ex-
pected to operate without trouble for a given number of
years, it is then possible to arrange for replacement at
or before that time.

CONCLUSION

Through proper balance of the logical system, through
the use of an intelligently derived modular design phi-
losophy, and through exhaustive analysis of each of the
component parts and environments in the system, it is
possible to achieve a high degree of potential reliability
in an industrial data facility. Present designs should be
considered as simplifications of the closed loop system,
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and make maximum use of digital information handling
techniques. With the digital computer, effective system
reliability may be substantially improved by built in
programs for location of failures in potential trouble
areas. ‘

The house of cards has fictitious economic attractive-
ness over one built of more substantial materials. An
industrial data system is very much a part of the factory
in which it is used, and as such has an economic value
determined over a large number of years. Reliability
may justify whatever price is needed for its attainment,
but fortuitously it can be shown that the majority of the
means are those which actually lead to production econ-
omy. In the final analysis, the only sure technique for
attaining reliability is a conscientious desire for
improvement.

Discussion

D. A. Weir (STL England): Did the
speaker say that it was not possible to make
marginal checks on electromechanical equip-
ment? Is it common to apply such checks in
automatic telephone switching?

Mr. Smith: I believe that the exact
words that I used on that subject were, “It
is difficult, if not impossible, to apply margi-
nal checking on such apparatus.” It is cer-
tainly possible to do marginal checking on

more elaborate mechanical devices. On sim-
pler devices, such as the socket in which a
card is plugged, being a very simple mechan-
ical device, it is rather difficult to do this
without shutting the machine down. I think
the point here is that we are talking about a
completely different order of reliability than
heretofore has been considered in the com-
puter equipment. Have any of you, for
example, approached the manufacturer and
asked for a blower, a simple blower, which he
would probably guarantee to operate with-

out any maintenance whatsoever through-
out a year? The point is that the way to
make an electromechanical component reli-
able is to use it as little as you possibly can.
Marginal checking necessarily implies using
it over and above the amount of use that
component would receive in the normal
operational function of the system. It is to
the end of attaining more life out of a com-
ponent, which has a finite life; and I say
that we should not apply marginal checking
to electromechanical components.

Accuracy Control in the RCA Bizmac System
I. COHENY, J. G. SMITHY, axp A. M. SPIELBERG}

INTRODUCTION
VERY EARLY in the development of the RCA

Bizmac system it was recognized that large-scale

data-handling applications presented particular
requirements which could not be met by the multiplica-
tion of data-processing devices alone. The size and com-
plexity of such applications were such that several de-
partures from the organization of earlier data-processing
systems were indicated. Centralized and immediate con-
trol of the entire system conferred all the advantages on
system operation that the programmed computer had
on the interim organization of data for computation.
All processing machines and data-transfer media not

1 Radio Corp. of America, Camden, N. J.

T General Electric Co., Phoenix Ariz.; formerly with Radio Corp.
of America, Camden, N. J.

only contain necessary internal monitoring devices, but
also the ability to monitor their own system operation.

LARGE-SCALE SYSTEM REQUIREMENTS

The scope of a large data-processing application may
be seen from Fig. 1. This represents a daily cycle of
operations at the Ordnance Tank and Automotive
Command (OTAC) in Detroit, where RCA Bizmac
product-line equipment is installed. The data processing
encompasses all the bookkeeping functions of OTAC
involving stock and supply control, catalog changes, and
cross-reference filing, among others, for some two hun-
dred and fifty thousand catalog items. The daily load
involves some eighty thousand transactions. At the side
of the figure are represented the types of operations that
are shown interconnected to form the daily cycle.
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The necessity for rigorous data-handling procedures
is quite apparent. The variety and sequence of different
operations call for the closest attention in verifying the
data each machine is handling, the accurate identifica-
tion of data-storage locations, and the instruction of
machines in their tasks. Procedures for organizing the
daily routines may be found wanting due to a number
of factors. Communication between operators is subject
to human {railties. Operator monitoring of operations is
not so acute as should be and there are tendencies for
watchfulness to decrease with periods of error-free
operation. The status and operation of machines would
not be known except by constant supervision at their
locations. Variations in the schedule due to greater or
lesser amounts of daily input or machine down-time
would take extended time for modification.

CeENTRALIZED SYSTEM CONTROL

The RCA Bizmac System Central was designed to
guide the operation of the entire data-processing system.
System Central controls extend to the introduction and
output of all information to and from the system. It also
provides for the semiautomatic set-up, or instruction of
all machines, the location of data on magnetic tape and
the supervision of all operator’s work. Fig. 2 shows the
operation of the System Central.

The schedulers provide the sequence of operations for
which the system operator selects machines. The system
operator then releases the machine instructions, or set-
up, to one of the two available operator-verifier teams.
The operator and verifier selected then proceed inde-
pendently of each other (at separate consoles) to in-
struct the machine and connect it to the assigned tape-
files. All Tapefile switching and machine set-up are
actuated via the operation control unit. This unit re-
turns a record of all setups and tape connections to the
monitor console. It also will guard the system against
improper operating routines and operator mistakes by
equipment checks and lockouts. Agreements must be
reached between the operator and verifier consoles be-
fore the schedule can proceed.

The monitor operator reviews all operations prior to
their initiation by the system operator and after the
operator and verifier have completed a set-up. The
monitor console also provides information on the pres-
ent state of the system. Fig. 3 (opposite) is a photograph
of the monitor console. Its upper panel presents the sta-
tus of all Tapefiles in the system. The lower panel pre-
sents the interconnection of Tape Stations and machines.
The information gives the particular Tapefiles connect-
ed to each of the information trunks of the Computer
and Sorters. The schedule number of the particular ma-
chine run is shown and, where more than one tape per
trunk is necessary, the subrun numbers are also given.

The design of the System Central consoles and the
communication procedures used by its operators were
“human engineered” by a group of specialists and sys-
tem engineers. All operational information appears in
the form of the actual console controls. The cards bear-
ing the information are color coded for ease in handling.
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Fig. 2—System Central diagram.

Scheduled operations may also be actuated automati-
cally from paper tape loops containing all setup and
tape-connection data for the operation. Every action at
the operator verifier consoles is monitored and printed
out by a Schedule Recorder for record keeping purposes.
An interim scheduler is available to modify the se-
quence of operations should the need arise. No machine
operators can change any data that is being processed
by the system.

DATA-TRANSFER CONTROLS

To meet the requirements of rapid availability of fre-
quently used Tapefiles, the RCA Bizmac system adopted
the philosophy of Tapes-at-stations. This afforded the
system a further advantage in that human intervention
was avoided in data-transfer between machines. The
System Central classifies Tapefiles into available and
non-available for various types of operations so that in-
put and output tapes are not intermixed with the result-
ing loss of valuable data. When a Tape Station is selected,
it identifies itself to the System Central. This identifica-
tion is in the form of numbers registered beside the Com-
puter or Sorter information trunk to which it is to be
connected. Other machines have the same displays at
their own console or indication area.

Each Tapefile provides a series of status indicators
which may be utilized by the data processing machines
connected to it. These are shown in Fig. 4. These status
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Fig. 3—Monitor console.
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USER EQUIPMENT TAPEFILE

Fig. 4—Control lines for RCA Bizmac Tapefile.

indicators form closed-loop systems which permit Tape
Station control completely and automatically by the
user machines. All user machine commands are verified.
In addition “end-of-tape” warnings and “tape operable”
are supplied. The user machines automatically discon-
nect tapes when they are exhausted and the tapes re-
wind. To forestall another connection of that rewinding
tape for another purpose, a “tape-busy” signal is pro-
vided. Upon completion of rewind, a “tape-rewound”
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signal occurs signifying the tape’s availability. Every
Tapefile permits checking the current in the writing
heads to verify proper transcription. This is termed an
echo check.

All machines in the system that work with magnetic
tape use Tapefile status indicators. Transcription is
monitored by echo checking. Parity checks are made on
all data transfer whether to or from magnetic tape or
paper tape. Special checks are used in transcribing ma-
chines, the Computer and Sorter, to avoid the loss of
characters or whole messages. These data-organization
checks monitor the sequence of Bizmac editing symbols.

SystEM EQuipMENT CHECKING

In the system all error-checking devices and proce-
dures are called accuracy controls. The accuracy con-
trols in each area of the system are adapted to the needs
of that area. In machines such as the input and output
devices, which are generally monitored visually, the
functions of the accuracy controls are to call operator
attention to errors or difficulties. In machines such as
the Computer or Sorters, automatic reruns & the oper-
ation are possible so that the machine itself can dis-
criminate between errors due to component failure or
incorrect information, and those due to failures of a
transient naturesuch asextremeexcursionsinline voltage.

The accuracy controls of the system were reviewed
during their design to fulfill the requirements of error
detection and correction. Error indicators were required
to indicate their own failures at the machine console or
control area. Error detectors were frequently added to
make error location easier and simplify the task of cor-
rection. Special detection techniques were used to pre-
vent a machine failure without indication. Comparison
devices for duplicated equipments or operations were
built into the machines.

The Computer will attempt to rerun an operation in
which an error is detected if the error involved is of the
nature of incorrect parity, lack of verification, arith-
metic overflow or lack of comparison of arithmetic re-
sults. All arithmetic operations are performed twice, the
second time with complemented operands. However, in
cases of hardware failures such as counters or Tapefiles,
immediate shutdown results. When the Computer at-
tempts an operation again, the number of retrials is
limited by programmed counters. The Computer’s pro-
gramming abilities permit a variety of programmed
checks which can only be treated adequately in a sepa-
rate series of papers.

The Sorter possesses the ability to discriminate be-
tween errors causing immediate shutdown and those it
can again attempt. As its function is the reorganization
of data on magnetic tape it monitors its own use of the
Tapefiles.

In addition to the regular tapefile-status indicators
which it uses, extra detection devices insure that the
proper tapes, and only those, are in motion and read-
ing or writing at any time. Parity checks are provided
for all information registers. Message criteria are ex-
amined for proper size. To maintain the data rate on
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tapes special equipment will reconstitute data-pulse
densities on tape if it is found to vary considerably from
the Tapefile 10-kc rate. Intermessage gaps on tape are
also reconstituted if they vary too much from system
norms.

Input to the system is by means of paper tape or
punched card. Paper tapes are prepared on Tapewriters.
They are verified by the Tapewriter-Verifier equipment.
The original tape is inserted into the Tapewriter-Verifier
and a new tape is prepared by another operator using
the original document. Both tapes are compared char-
acter for character and their parity checked.

The Card Transcriber transcribes from cards to mag-
netic tape. Each card is sensed at two separate sensing
stations and the data compared. If a lack of comparison
exists, all cards in motion are ejected into a hopper for
operator inspection. Mechanical checks monitor the
card transport and assure the transmission of only one
card at a time. In case of error an alarm summons the
operator. The Card Transcriber will automatically back
up the tape, erase the last message and restore starting
conditions.

All input and output devices monitor the condition of
the magnetic or paper tapes and cards where they are
used. Indications of breaks, jams, low tape supply, or
exhaustion are brought to the operator’s attention by
appropriate alarms. Transcription devices such as the
Card Transcriber, Magnetic Tape Transcriber, and
Paper Tape Transcriber cannot complete their opera-
tion until the operator inserts proper terminal editing
symbols. When errors occur in data transmission they
all possess the ability to erase improperly transcribed
data and restore starting conditions.

The Electro-Mechanical Printer can, on detection of
parity errors in data transmission, back up and reread
the magnetic tape connected to it before transferring
control to its operator. It guards against printed lines of
more than one hundred twenty characters. Lack of
paper or rips in the paper are detected. The operator can
inhibit the parity checkers in the machine to cause the
line of data in question to be printed out.

For those machines in the system which do not have
the facility to print out the contents of their Tapefiles
the RCA Bizmac Interrogation Unit can be quickly
connected for printout. It can be made to print out data
despite parity errors or improper organization. The
Document Printer can be used to page print the con-
tents of any paper tape.

EQUIPMENT RELIABILITY

Conservative design techniques are used throughout
the system. Circuits will perform their functions if
cathode emission drops to one half rated value. Rated
dissipations were also cut by one half. The system is
fused to retain independence of various areas of the
machines and aid in location of faulty components. All
component connections are readily available and plug-
in, or modular, construction assists rapid repair. Margi-
nal checking equipment is integral to the Computer and
Sorter.
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Each Tape Station has facilities for marginal checking
of magnetic tape and head deterioration. Elapsed-time
meters are built into all Tape Stations to record length
of tape service. Magnetic heads are constructed to
record a character (seven bits) into 14 separate tracks.
The arrangement of recording heads are such that bad
areas on tape that may develop with time will not inter-
fere with normal data handling. A maximum poor spot
of one-eighth inch by five-sixteenths of an inch can be
tolerated. This is shown in Fig. 5. All magnetic tape is
completely written and checked at twice normal pulse
densities before acceptance for system use.

A sampling of the system accuracy controls available
are presented here. More detailed treatment of internal
and system accuracy controls for each machine can be
found in the attached bibliography.
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Fig. 5—Seven-bit dual-channel configuration.

CoNCLUSION

The philosophy of system reliability of the RCA
Bizmac system is embodied in the concept of centralized
control of large scale data processing. Where necessary,
the human-machine transfer loop has been strengthened
by the development of more potent monitoring devices.
A great degree of system flexibility has been achieved.
The over-all reliability and efficiency of the entire data
handling process has been improved.
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Continuous Computer

ROBERT D.

INTRODUCTION

N THE near future the homes, families, and lives of
I[ every individual in the United States will be pro-

tected against an aggressor attack by gigantic inte-
grated radar defense networks. The heart of these
networks will be large computer systems. With the
probable use of ICBM (intercontinental ballistic mis-
siles) and long-range strategic bombers as aggressive
weapons, a criterion for defense against surprise attacks
is an early-warning capability which must operate 24
hours a day, seven days a week. The consideration of
methods to give maximum reliability in the operation of
a computer system that must function continuously is
of national importance.

ILLUSTRATIVE COMPUTER SYSTEM

For illustrative purposes, practical discussion will be
limited to the typical large computer system described
in this paragraph. Extension of consideration to com-
puter systems of different structures or variants would
be relatively simple. The computer will be divided into
the basic components of synchronizer (clock), memory,
logical systems (including program and arithmetic units),
and input-output circuits. All operations and data flow
will be serial in nature with internal, fixed programming.
For ease of maintenance the computer circuits will be
modularly constructed in the form of pluggable units.
This type of construction will include a ferrite core
memory.

Input information for the computer will come from
multiple communication sources or data transmission
links. Punched cards, punched tape, magnetic drum, or
magnetic tape can be used if necessary for intermediate
storage. The output data will be both permanently re-
corded and presented instantaneously on some alerting
device for recognition and monitoring purposes. The
computer will also have the capability of determining
the proper courses of action concerning input and output
data flow.

RELIABILITY

No matter what operational characteristics and sys-
tem organizations are attributed to the illustrative com-
puter, the only important assumption is that the com-
puter system will be so large or complex that a signifi-
cant number of basic components fail daily. Actually
the important fact is not the number of failures but that
there is a significant probability of component mal-
function.

For the case of a computer system which will con-
tinuously operate, the term reliability must be carefully
examined. This term was not included in the “IRE

t Army Security Agency, Arlington 12, Va.
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Operational Reliability

BRISKMANT

Standards.” Reliability might be defined in terms of
“component failure” which is related to function cessa-
tion rather than in terms of “accuracy” which is more
related to degree of error. Reliability as concerned in
this paper can be defined in relation to the probability
of component failure. The degree of success in keeping
the computer system continuously operating will bé a
function of the ability to predict this probability of com-
ponent failure.

By the addition of a “prediction” function the varia-
ble of time is introduced. Prediction can be defined in
time for this particular case by four periods.

1) The duration (dr) of the prediction interval.

2) The difference (d¢) between the time of performing
the prediction and the time that the prediction
interval occurs.

The duration (dl) necessary for performing the
prediction test.

The period (dz) elapsed between each probability
test. For example, the probability of component
failure during a one-hour (dr) period occurring
five hours (df) from performing a prediction test
can be determined in a two-second (dl) interval
which will be repeated every 20 minutes (dz).

3)

4)

An improvement in the prediction of reliability may
be established by use of a longer df period. However dt is
determined practically from probability failure curves of
various electronic components. These curves are ob-
tained from life testing of the more sensitive electronic
devices used in computers such as vacuum tubes, tran-
sistors, diodes, ferrite-core drivers, relays, etc.? There-
fore dt will be limited in maximum length to the mean
probability of operating life of the components being
considered. Likewise, dr is limited by similar practical
considerations. In general an improvement in the pre-
diction of reliability may also be established by use of
a longer dr period.

Prediction of operational reliability can be signifi-
cantly improved by using a higher number of times that
probability is sampled per unit time (1/dz) or a shorter
dz period. The restrictions on increasing this probability
sampling rate are imposed by the computer system and
not by the characteristics of the individual circuit com-
ponents. Basically, one restriction stems from the fact
that any time used for probability sampling in a con-
tinuously operating system must be considered com-
puter down time. High down time in a computer system
creates a poor duty cycle and a low operational effi-
ciency. Also, a normal requirement is that the computer

1 “IRE standards on electronic com};uters: definitions of ferms,
1956,” Proc. IRE, vol. 44, pp. 1166~1173; September, 1956.

2 For further discussion of this topic see IRE TRANS., vol. EC-5,
no. 4; December, 1956.
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output devices will need a certain information flow per
unit time to properly function. Therefore the probabil-
ity sampling rate is secondly restricted to low enough
values that the information output flow necessary for
continuity will be sufficient. The time required for per-
forming each probability test (dl) should be as short as
possible to allow either a higher number of probability
samples or a decreased amount of down time with a
corresponding increase in the output information rate.
Actually dl is equal to the down time per operational
period and usually is inversely proportional to the prob-
ability sampling rate.

From the above, one justified approach to maximum
reliability in a continuously operating computer system
is to attempt recurrent prediction of values for the pre-
cise probability of component failure during a specified
period of time in the future.

PrEDICTION TESTING

Prediction testing on computers is a commonplace
practice today. However, almost no computer systems
must face the stringent requirements of continuous op-
eration and prohibition of long-term outages.

The most common prediction test for computers is
some type of diagnostic programming or programmed
checks. A diagnostic program is designed to test as many
circuit components as possible throughout the computer
system in a rigorous manner to obtain early indications
of malfunctioning parts. These tests are often performed
with increased or reduced operating voltages. The varia-
tions in operating voltages are designed to place sensi-
tive circuit components nearer a marginal region of per-
formance. This causes the malfunction of components
with the higher probabilities of failure. By replacing
these components the over-all computer’s df and dr
periods are increased for the subsequent operating
period. For a certain large business computer which
operates eight hours daily, one diagnostic program a day
insures a 90 per cent reliability during the operating
period. The whole diagnostic program takes 40 minutes
including test runs with variations of plus and minus
12 per cent in all dc operating voltages.

Several disadvantages are apparent when diagnostic
programming of this type is applied to a continuously
operating computer system. The major disadvantage is
that the operating section of the computer must usually
be halted to perform the diagnostic program. As a
thorough diagnostic test will probably take considerable
time, it is necessary to switch to an auxiliary operating
section of the computer. Switching of computer sections
is always necessary if variations in operating voltages
are used as part of the diagnostic testing.

The actual switching {rom one operational section of a
computer to an auxiliary section will normally involve
significant down time when the memory blocks are con-
sidered. If the data in the operational memory is unique,
this information must be transferred to the auxiliary
menory section with accompanying loss of time. If the

1957 WESTERN COMPUTER PROCEEDINGS

data is accumulative from experience or computation,
either the transfer can be effected or new data can be
regenerated. Both alternatives may result in significant
computer down time and may possibly cause a short
term output data flow rate below requirements.

To illustrate the above, a transfer of information
from the operational memory to an auxiliary memory
by use of the computer’s logical system would involve
a minimum instructional program of SELECT, LOAD,
SHIFT, SELECT, STORE, TRANSFER plus neces-
sary check cycles. The actual time needed for a transfer
can easily be computed from knowledge of storage
capacity of the memory, time required for operational
cycles, number of operational cycles necessary per trans-
fer, and amount of information that can be transferred
per operation cycle (usually limited by the accumulator
length). With coincidence-driven ferrite-core memories
in the order of 10° bits of storage, the time lost using the
computer logic system for a memory transfer operation
will be appreciable. On the other hand, if the auxiliary
memory must be regenerated, even greater time can be
lost when pertinent data is obtained through extensive
recomputation (e.g., a memory containing one thousand
targets all stored in vectorially computed positions).

CoMPUTER SYSTEM ORGANIZATIONS

It has been noted that a continuously operating com-
puter system may consist of one or more integral com-
puters. Obviously when failure during operation occurs
or when normal maintenance is necessary, at least one
stand-by computer unit would be required to insure
continuity of operation. More elaboration on some pos-
sible configurations of computer systems is pertinent.

An obvious configuration is a system composed of
three separate computers. One is in continuous opera-
tion, the second in stand-by, and the third in mainte-
nance or semistand-by. When the computer in use makes
a certain number of mistakes uncorrectable by the pro-
grammed error correction routines or exhibits opera-
tional errors through other failure detection devices,
operations are switched to the stand-by computer. The
stand-by computer has been previously prediction
tested so extremely reliable operation will be main-
tained while the operational computer is in repair.
After maintenance, the operational computer can be
prediction tested and then become the stand-by com-
puter. If the stand-by computer does fail during the
time the operational computer is under maintenance, a
third computer is still available.

Advantages of using the three-computer configuration
are that individual computer down time is relatively
unimportant and that no limitations are placed on the

Jlong term continuity of data output. However, com-

puter system down time and short-term discontinuities
in output data flow will be determined by the time re-
quired to transfer or regenerate memory information.
Although this configuration for a continuous operating
computer system obtains an exceptionally high reliabil-
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ity by a brute force method, there are the previously
mentioned advantages in such a solution. These were
accrued by effectively reducing the problem to one com-
puter operating on an eight-hour shift, substantially
lowering the over-all efficiency of such a system. No
further consideration will be given to a three-computer
system due to the prohibitive construction cost.

A second configuration is a system composed of two
computers. Although the cost of such a computer system
is extremely high, it is the minimum construction with
which any type of continuity of operation can be
maintained.

One variation of the two-computer system configura-
tion involves the use of an operational and a stand-by
unit. The method of employment would be exactly simi-
lar to the three-computer system arrangement previ-
ously described, with the computers automatically
switching upon failure of a significant component. The
obvious objection to this system is the possibility of
failure in the second computer while the first is being
maintained, resulting in complete cessation of data out-
put. However a computer simple enough for rapid main-
tenance and with an extremely low probability figure of
component failure could efficiently operate in such a
configuration. All the advantages and disadvantages of
a two-computer system will be similar to the three-
computer system with the above noted exception. To
obtain maximum reliability with this two-computer sys-
tem, the stand-by computer can be subjected to various
prediction tests. The prediction tests should establish an
insignificant probability of component malfunction over
the time interval determined necessary to service the
operational computer (normal or failure type of mainte-
nance).

A second variation of the two-computer system con-
figuration involves prediction of a predetermined high
reliability figure for each of the computers over a speci-
fied time interval of practical length. At the end of this
period the computers are automatically switched. For
example, assume computer one is given stringent diag-
nostic programs until a prediction of 98 per cent reliable
operation can be obtained for a certain minimum period
(e.g., three hours). Operations are started with computer
one. Meanwhile computer two is subjected to the same
diagnostic tests until it can be predicted that this com-
puter can operate with 98 per cent reliability for the es-
tablished minimum period. If computer one does not fail
during the predicted three-hour reliability period, the
computers will be switched at the end of that time. Fail-
ure of computer one during the predicted reliability pe-
riod will cause immediate switching of operations to
computer two. Computer one will then be resubjected to
the prediction tests and become stand-by until com-
puter two either fails or completes its predicted reliabil-
ity period. The two computers are then alternated based
on the above criteria to obtain continuity of operation.

Three of the major advantages of this computer con-
figuration are listed below.
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1) The over-all operational reliability of the above
computer system can theoretically be made ex-
tremely high.

2) The computer system down time and short-term
discontinuity in output data flow is determined
solely by the switching time necessary to transfer
stored information.

3) The majority of the switching operations normally
occur when the operating computer is in perfect
working order. In all previous cases this informa-
tion transfer must be attempted with a malfunc-
tioning component in the computer which may
nullify the applicability of the transferred data.

One of the major disadvantages of this system is that
a large number of switching operations will be necessary.
This high switching rate will be required to maintain a
prediction of low probability of component failure (i.e.,
a high reliability). A high probability of component
failure is inherent due to the large number of sensitive
components used in present day computer circuitry. The
ability to predict high reliability figures for practical
periods depends directly on the mean life of the more
sensitive circuit components. These mean life spans are
relatively short for an application in this computer con-
figuration. Another disadvantage is that this configura-
tion is subject to complete stoppage if both computers
fail consecutively or during a short interval.

If this system is to be practical, the time between
each switching must be long. Also, the time required for
performing the prediction test must be much shorter
than the nominal predicted reliability period. Using the
above computer configuration, transfer of information
in memory cannot be done through the logical circuitry
as too much time will be lost. A direct method of data
transfer between memories must be used despite addi-
tional costs.

CoNTINUOUS INTERNAL PREDICTION

Of all the configurations previously described for a
continuously operating computer system, the second
variation of the two-computer system seems to utilize
best the benefits of prediction and toindicate a direction
towards solution.

One of the disadvantages of all the previously-
mentioned computer systems is that prediction testing
of the operational computer can only be accomplished
before or after operation. Therefore no prediction testing
can be done until either computer failure has occurred
or a specified time interval of relatively long duration
has elapsed.

A configuration is proposed as a possible solution
whereby prediction testing is accomplished as an inde-
pendent part of each operation cycle or multiple thereof.
The use of prediction testing of the type previously de-
scribed must be discarded as the time for the prediction
test must be extremely small compared to the com-
puter’s operating cycle. This is necessary to preserve a
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workable duty ratio. If a recurrent prediction test sub-
stantially increases the computer duty ratio, the prob-
ability of component failure will significantly increase
with a corresponding decrease in reliability of operation.
With present day computers, a 10-microsecond period
for a prediction test (including circuit recovery time)
repeated every 50 operational cycles may be a high
figure. Variation of operating voltages as an aid to pre-
diction testing for these short periods would also be im-
possible. Therefore a totally new method of prediction
testing must be established.

The first consideration in developing a prediction test
would be to establish new standards for component
failure probability. This prediction test will be based on
the application of an internally generated waveform to
the computer circuitry. Each modular unit will be
broken down into the various component circuits such
as triggers, inverters, gates, amplifiers, delays, couplers,
etc. These circuits are designed for normal operation
with certain minimum-pulse type inputs. Therefore,
life testing of these component circuits with various de-
generative varieties of input test pulses will be per-
formed in order to establish a favorable prediction test.
A favorable prediction test would be defined by that
test waveform input which causes the greatest number
of malfunctions in those circuit components with the
high probabilities of failure.

The parameters of a pulsed test input waveform that
can be easily varied are the amplitude, shape, width,
and recurrence frequency. The single test input which
will provide the most favorable prediction for all the
computer circuits will be a composite of pulse parame-
ters. For example, an amplifier might respond primarily
to variations in pulse amplitude, diode gates to pulse
shapes, filters to pulse width, and multivibrators to
pulse recurrence periods (especially transistorized trig-
gers). A possible test input which might give favorable
prediction would be a double pulsed waveform. This
waveform would consist of two test pulses, each being
one-quarter to three-quarters the width of the narrowest
pulse used in normal operation. The two test pulses
would be separated by a definite time period less than
the shortest operating pulse spacing and have an ampli-
tude of one-half to nine-tenths of the minimum voltage
levels used in design. Various rise and fall times of either
or both test pulses would also be employed to obtain the
best prediction test. The entire duration of the test input
waveform normally should occupy a period less than
2.0 per cent of an operation cycle. This would include
circuit recovery time.

A computer configuration using a prediction testing
system similar to that proposed above would not be very
costly. The diagnostic circuitry would consist of the test
waveform generator, an elementary timer (to syn-
chronize the prediction test with the operation cycle),
line drivers, and failure detection circuits. Each plugga-
ble unit or modular circuit will also require a test wave-
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form input and an error detection output. The com-
puter system may employ separate busses for conveying
the test input waveforms to the various sections of the
computer.

The failure detection circuits can be built into each
computer block , each operating section, each pluggable
unit, or each modular circuit. Some advantages of plac-
ing failure detection devices into as small an operating
entity as possible are listed below.

1) Failure location is tremendously simplified.

2) The actual detection devices are extremely simple.

3) The probability of error in the failure detection
circuits themselves is reduced.

The above advantages may be nullified if it is neces-
sary to use such a large number of simple detection de-
vices that computer size and costs are substantially
increased.

It is obvious that a computer system employing con-
tinuous prediction testing as an integral part of the
operational cycle must be designed around the predic-
tion-testing technique. This proposed type of testing
cannot be easily added to existing computer systems.
The computer system should also be designed with
circuitry to allow complete transfer of information con-
tained in memory to an auxiliary memory without the
use of the logical circuitry. The construction needed for
such a parallel-type transfer may be quite expensive
although simple in design and extremely rapid in opera-
tion. In practice it may be advantageous costwise to
sectionalize the memory and provide spare memory
sections in case of failure in operating sections. Although
this avoids fabrication of two complete memory blocks
in parallel, sectionalization will involve considerable ad-
ditional circuitry for addressing, reading, writing,
parallel switching to auxiliary sections, and failure detec-
tion in each separate memory division.

CoONCLUSION

Reliability for a continuous operating computer sys-
tem can be considered by many approaches. In general,
these computer systems are composed of multiple dupli-
cated units which are interchanged to maintain con-
tinuity of operation. Of the approaches considered, a
computer system which incorporates continuous pre-
diction testing as part of the operational cycle seems a
promising solution. Using this approach for design of
the computer configuration and component circuits,
continuous operation of a computer system may be ob-
tained with high reliability by establishment of a favor-
able prediction-testing method. Computer design will
also include the necessary circuitry for direct memory
transfer upon failure detection.

The computer system using the proposed prediction
testing technique would have the advantages of insig-
nificant long and short term discontinuities in the infor-



Scully and Colangelo: Automatic Fault-Locating Means

mation output, a low data error level, negligible system
down time, a high efficiency, and relatively low costs.
The proposed prediction testing method is also advan-
tageous as each memory transfer would be accomplished
under normal operating environment, while the com-
ponent failure had occurred during the more stringent
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Discussion

Chairman Parsons: The speaker was very
careful to develop a theoretical computing
machine for his description of the continu-
ous computer operational reliability; I won-
der if we can comment on it concerning the
applicability of this particular marginal
technique to such existing systems as the
SAGE?

Mr. Briskman: I stated, I believe, in

the close of my speech that this cannot be
added to the existing systems. My familiar-
ity with the SAGE system is very slight;
however, from the size there it might have
been a very interesting experiment to try the
prediction system of techniques, such as
was proposed, rather than the standard
formula technique which is employed. In
other words, reducing various dc operating
voltages, and running diagnostic programs.
Actually the SAGE system is probably a
little small to benefit on a cost basis, on

changing to this alternative method of pre-
diction testing.

J. G. Tryon (Bell Telephone Labs.): I
question whether continuous internal pre-
diction testing via special test signals can
be realized with moderate equipment cost.
Restoration of wave shapes is so extensive
in a good computer that very many test
signals and associated verification circuits
would be required. I estimate that the size of
the computer would be doubled.

Field Performance of a New Automatic Fault-

Locating Means

J. F. SCULLY} axp L. P. COLANGELO}

work of scores of people. Viewed as a labor-

saving device, it is comparable to an automatic
telephone exchange. There is, however, a great organiza-
tional difference between these two automatic systems.
A digital calculator, for example, is essentially a single
unit of great complexity, whereas the telephone ex-
change is composed of a multiplicity of units, each
capable of working independently. The telephone ex-
change can be operated successfully by disconnecting
its malfunctioning circuits, but the entire digital calcu-
lator is rendered useless if one component fails. It is as
though all the automatic clerks have staged a walk-out
until the single troublesome source is located.

The net result of the ever-increasing complexity of
electronic equipment has been that the shortage of ade-
quately trained personnel in the Air Force has been ac-
centuated. Not only has research and development
work been hampered, but the reliability of operational
field equipment and the establishment of sound main-

3 MODERN Air Force electronic system does the

t Monroe Calculating Machine Co., Morris Plains, N. J.
1 Rome Air Dev. Center, Rome, N. Y.

tenance programs for such equipment, have been ad-
versely affected. It has therefore become incumbent
upon designers, engineers, and manufacturers to strive
for greater simplicity of electronic equipment and to
produce equipment easier to maintain.

At the outset, we must clarify what we mean when
referring to “reliability” in connection with a large
ground electronic equipment. Since such equipment is
repaired, and so made operational again after each fail-
ure, it is a different problem from, say, a missile or sys-
tem in which one failure renders the device useless for
all time. So, while the mean time between failures is of
great importance, and the probability of successful oper-
ation for a given time interval is also important, an
additional factor, the “down time” of the system, is of
equal importance. We shall define the reliability of our
system in terms of its operational efficiency as follows.
The efficiency of a system is the ratio of the time during
which the machine is capable of correct operation to the
time during which correct operation is desired. Thus,
if correct operation is experienced whenever we want it,
the system has an efficiency of 1;if it never works when
we want it to, an efficiency of 0. This definition makes
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it easy to examine the characteristics of a machine of
given efficiency in terms of ease of maintenance for that
machine. Table I presents the mean trouble duration
per trouble which would cause the observed efficiency if
the number of troubles encountered during an opera-
tional week of 168 hours were experienced.

TABLE I
Down TIME vs EFFICIENCY

Efficiency
Troubles
per Week 0.75 | o8 | 095
Trouble Duration (Hours: Minutes)
1 42:00 25:00 8:00
2 21:00 12:00 4:00
4 10:00 6:00 2:00
8 5:00 3:00 1:00
12 3:30 2:00 0:40
25 1:40 1:00 0:20
33 1:15 0:45 0:15
50 0:50 0:30 0:10
100 0:25 0:15 0:05

This table suggests that electronic machines are beset
by serious problems. For any fixed efficiency, if there
are very few troubles, then each must be very difficult
to locate. Let us suppose that every endeavor has been
made by a manufacturer to reduce the occurrence of
faults to the lowest possible number with all the tech-
niques at his command. When all advantage possible
has been taken in this direction, the system will exhibit
an efficiency which is now a direct function of the time
which it takes the maintenance personnel to remove the
troubles which occur.

An automatic fault-locating means has been devised,
reduced to practice, and subsequently utilized in a large-
scale digital data-processing equipment built for the
Rome Air Development Center by the Monroe Calcu-
lating Machine Company. The machine solves a classi-
fied Air Force problem and contains several thousand
logical elements (vacuum tubes and diodes). The
Monrobot Automatic Internal Diagnosis (MAID) moni-
tors the machine at all times to make sure that there are
no circuit failures which might cause errors in the solu-
tion of the problem. Upon occurrence of a failure, the
diagnosis unit quickly and automatically localizes the
circuit at fault.

The genesis of this automatic fault-location system
lay in the answer to the question: since electronic calcu-
lators have been designed to perform automatically
operations otherwise handled by humans, why do we not
design maintenance machines to replace servicemen?
MAID is a pioneer answer to this question.

Selfrepair implies that maintenance operations are
completely mechanized. Five steps are required where
maintenance is to be done on electronic calculating or
switching circuits: error detection, fault location, com-
ponent replacement, error clearing, and restarting. With
the exception of component replacement, each step is
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easily susceptible of mechanization. The system here
considered mechanizes these steps and so greatly re-
duces the time required to repair a fault when it occurs.
It does so by scanning points of possible error in the
machine. If one point exhibits defective behavior earlier
than another, it is regarded as a “better” cause of the
error than the other; if, on the other hand, two points
exhibit the error simultaneously, that point which is
functionally independent of the other is taken as the
“better” cause. When all points of the machine have
been scanned, one point stands out as the cause of all
of the errors which were observed during the scanning
process. Phrased alternatively, we may say that of all
points of possible error, some subset of points will ex-
hibit the error at the earliest time; of this subset, that
point which is functionally least dependent on the others
locates the cause. A decimal number assigned to this
point appears in lights on the control console; replace-
ment of the plug-in unit associated with this number by
a spare completes the repair and permits correct opera-
tion to continue.

The digital data processor built for the Air Force was
selected for the prototype application of MAID shortly
after a demonstration unit, which proved out the basic
feasibility of the particular approach used, had been
completed and operated successfully in the laboratory.
Consultation with Rome Air Development Center repre-
sentatives revealed that such a system was greatly de-
sired. Design of the automatic fault locator proceeded
in parallel with design of the data processor itself.

Because of certain technical uncertainties at the time
construction of the machine was begun, it was decided
to apply the MAID to the logical section only of the
machine. It was realized at the time that the exclusion
of other sections from the diagnosis would, of course,
make those sections of the equipment more difficult to
troubje-shoot than would otherwise be the case. On the
other hand, since the machine in question was an experi-
mental model, it was decided that the advantages of full
application could more efficiently be made in later
machines after the technical difficulties had been re-
moved. (As of this writing, several machines, using the
MAID throughout, have been delivered to customers
and successfully operated in the field.)

The data processor was delivered to the Electronic
Warfare Laboratory of Rome Air Development Center
on September 1, 1955. Installation was completed, and
power applied on September 2. The equipment was cor-
rectly processing test data the same day. There followed
a two-week period of acceptance testing by Rome Air
Development Center Engineers. In the period that fol-
lowed the conclusion of these tests, a detailed opera-
tional log was kept to provide a complete picture of the
efficiency and maintainability of the machine. During
this period, 360 hours of operation were scheduled, the
equivalent of nine 40-hour work weeks. Of this time, 13
down-time hours occuirred, so that the operating effi-
ciency of the machine was 0.96 over-all.



Scully and Colangelo: Automatic Fauli-Locating Means

The 13 hours of down time were brought about by 20
separate faults. Of these, 8 were in the sections of the
machine with which MAID was integrated and ac-
counted for three hours total down time, an average of
22 minutes for each fault. The remaining 12 occurred in
sections to which automatic diagnosis was not applied,
and account for 10 hours, an average of 50 minutes each.
Thus it is apparent that MAID effected a marked de-
crease in the down time per trouble as encountered in
actual field experience, since the same maintenance
personnel serviced the machine over the entire period.
In actuality, the results of using MAID were even more
favorable than these figures indicate, since it was de-
cided at the outset of the operational logging period to
maintain the log in 15 minute quanta only, thereby
making it impossible for any trouble to appear in the log
as requiring less than 15 minutes. Six of the eight
troubles diagnosed by MAID are logged at this mini-
mum interval; hence, they actually required less than
15 minutes each. Only two of the 12 troubles not in the
section diagnosed by MAID occupied this short a time.

Since the MAID was applied in this pioneer equip-
ment to about half of the data processor, conclusions
can be formed as to its effect on the efficiency of that
part of the equipment as compared to the part not
having this advantage. One may suppose that, on the
average, about an equal number of troubles would occur
in both parts. (The actual poorer experience with re-
spect to number of troubles in the nondiagnosed section
was in all likelihood due to chance.) Thus, had the en-
tire unit been diagnosed by MAID, the expected effi-
ciency may be computed by assuming that 20 troubles
would have occurred each requiring 22 minutes or less to
repair; this machine would have at least 0.98 efficiency.
Its counterpart, the data processor with no automatic
fault location, would have had 20 faults requiring, on
the average, 50 minutes each; this corresponds to 0.95
efficiency.

The automatic diagnosis means employed has addi-
tional advantages not reflected directly in the efficiency
figures. One of the most important of these is the reduc-
tion in the level of training required to maintain the
equipment. Since the difficult task of locating troubles is
now mechanized, most troubles can be serviced by per-
sonnel with very little technical skill who could not,
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without this aid, service the equipment at all. Secondly,
as a production trouble-shooting means, impressive re-
ductions in delivery schedules can be made with no in-
crease in technical staff, a matter of great importance
in these times of critical shortage: Thirdly, training of
personnel to a high degree of efficiency is made much
easier, as the machine itself does much of the teaching!
Also of great importance is the security inherent in the
certain knowledge that an equipment is performing cor-
rectly at a given time.

The application of automatic diagnosis discussed here
is the first in the art. We believe that it has fully lived
up to expectations, but recognize at the same time that
improvement is certainly possible. In the first place,
the desirability of extension of the principle to include
complete systems, rather than portions only, was clear
from the outset. The practical limitations which weighed
against doing this in the prototype have since been re-
moved and succeeding calculators have been built with
the completely automatic system. The advantages of
doing this have been realized in practice. Also, it has
been recognized that MAID application should be con-
sidered as a vital part of the design of equipment if its
full potentialities are to be achieved. Experience has
shown that applique construction is often possible, but
not as efficient. Again, since the past experience of the
people concerned has been largely in the field of digital
techniques, it was natural to devote the major applica-
tion effort in this field ; however, it must be stressed that
the means are applicable to many nondigital electronic
systems. Work is progressing to improve .the actual
means employed so that both simpler circuitry and even
more rapid fault analysis can be made. Consideration
has also been given to more direct correlation of trouble
indication with defective component to still further sim-
plify the duties of maintenance personnel.

The future of large electronic systems depends to a
large degree on the ability of those of us in the services
and industry to break through the barriers of maintain-
ability and reliability which still lie ahead. Components
people are working ceaselessly to provide better pieces
for equipment people to use; surely systems designers
can do no less. It is perhaps, then, not inconceivable that
the day will come of which we all dream from time to
time—the advent of the perfect electronic system!

Discussion

N. J. Dean (Ramo-Wooldridge): How
much do the dual elements add to cost?
How much does MAID add to cost? Would
you dualize storage units?

Mr. Scully: If you are using the system
for production line debugging, the dual
units cost two or three per cent more for
connections to the existing device. If you
are going to do your testing by one equip-

ment with another unit alongside, plugging
the two together trouble-shooting does not
cost anything (SIC). If there are dual equip-
ments anyway, as in SAGE, because of
military necessity, there is no additional
cost either.

If, on the other hand, it is a system where
you can afford to have the down time, as
might be the case in some applications, the
cost will be 100 per cent of the extra equip-

ment, and the expenditure probably would
not be justified.

The MAID unitistelf, once we suppose the
means for determining whether a given point
is performing properly or not, as exemplified
by dual equipments, it is probably only a
matter of some five to ten per cent of the
cost of the unit.

Yes, we dualize storage units. That does
not necessarily mean in the drum system;
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for example, one must provide two drums.
One might have one drum which has dupli-
cate heads, and duplicate tracks, without
two separate rotating mechanisms.

J. G. Tryon (Bell Telephone Labs.): How
does diagnostic equipment step from point
to point when trouble is observed? How
much equipment is required for the MAID
scheme?

Mr. Scully: The presence of an error is
detected by a comparator unit which initial-
ly scans a critical point, or points, of the
dual equipment. The occurrence of an error
results in the setting of a flip-flop, and that
flip-flop holds the error in condition until the
necessary control logic has caused the scan-
ning mechanism to take one step. Actually
it is wired into cables which terminate at

the side of the cabinet and the equipment.
The MAID unit is plugged into these, so
that each point has one wire which carries
it over to the central MAID circuitry. So
that in the models which are now in the field,
the scanning process is accomplished by step
switches. This is not necessarily the only
means, but it seems about the cheapest at
the present state of the art.

D. A, Weir (STL England): Has the
connection of the testing equipment any
deleterious effect upon the equipment under
test due to its great capacity, or circuit
loading? To what digital rate equipment
has the MAID ever applied?

M. Scully: The connection to the equip-
ment is one of the problems where you have
to face the extra capacitances that are intro-
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duced. It so happens that the circuits to
which the unit has been applied in our own
production are such that the capacitances
introduced are negligible.

The maximum rate to which it has been
applied to date in existing equipment has
been 120 kc; however, that is the clock rate
on the equipment on which it is operated.
The time which it takes the MAID unit to
take one step in the diagnostic process is
essentially a function of the scanning mecha-
nism, which being step switches, are con-
fined to about 50 steps a second, maximum.
The electronic portion, which does the error
detection, and makes the decision earliest
in time, of course, can be made to operate
on equipments essentially as fast as one

pleases, taking into account cabling problems.

The Variable Word and Record Length and the
Combined Record Approach on Electronic
Data-Processing Systems

NEAL J.

N THE literature concerning electronic data-
1_[ processing systems there has been much discussion

of the advantages of the variable word-length fea-
ture as opposed to the fixed word-length restriction. It
might be well at the outset to specify what is meant by
a “word.” A word is defined by the IRE Committee as
“an ordered set of symbols which is the normal unit in
which information may be stored, transmitted, or oper-
ated upon within the computer.” It is characterized by
the fact that it is usually a single unit of information
about the record, such as the “balance on hand” in an
inventory application or the employee’s current weekly
salary in payroll. In some cases it should be pointed out
that this restriction does not strictly apply, because
there can be a combination of several independent items
of information in a single word. This might be referred to
as a hybrid word and is frequently resorted to in order
to increase the efficiency of storage, when the individual
items are short—such as a yes-no condition. However,
this is an exception and in general the comments made
will apply even when this hybrid technique is used.

THE WoRrD-LENGTH PROBLEM

If a machine utilizes a fixed word length, it means
that all of the items of information within a record and
from record to record must be of the same size. This is

+ Ramo-Wooldridge Corp., Los Angeles, Calif.
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a rather stringent restriction and one which, in general,
results in wasted storage space. Consider, for example,
the restriction applied to a payroll application where in
a given employee's records is stored several items of in-
formation including his annual salary and his hourly
rate. In a typical case, the annual salary may require six
or seven decimal digits (including the cents digits) and
the hourly rate would be typically three decimal digits.
If the same size word had to be used for both of these
items of information, this word length would have to
be at least seven decimal digits long. If it were seven
decimal digits, the hourly salary would be using less
than one-half of the assigned space. Hence, we see a
relatively inefficient storage situation resulting from the
fixed word length.

We might also consider the variation of word length
for the same word from record to record. Of course, if
all of the words within a machine were a fixed word
length there would be the same space penalty, not only
within the record, but also from record to record. How-
ever, there is a degree of variability which has been
built into some commercial machines which consists of
the following: the individual words within a record can
be of different size but must be preset by the pro-
grammer for a given application. Then they must be
of the same size from record to record. For example, if
the annual salary for an individual were word number
one and it were assigned seven decimal digits in Record
1 (for a certain employee), it would have to be seven
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decimal digits for every record (every employee). This
would not result in as severe a loss in storage efficiency,
however, since the degree of variability for a given word
from individual to individual is not as great (probably
only the variation from seven to six decimal digits for
annual salary). Similarly the hourly rate word might be
assigned three decimal digits which would probably ac-
commodate the entire range involved in the payroll.

THE RECORD-LENGTH PROBLEM

Now let us turn our attention to the variability in a
record size. A record might be defined as all of the in-
dividual items of information (or words) about a given
file unit (for example, the employee in a payroll applica-
tion, the part number in an inventory application, the
depositor’s account information in a commercial check-
handling application for a bank, etc.).! It is obvious the
degree of variability in a record can be greater than that
in a word since it can vary not only in the length of the
individual words but also in the number of words that
make up the record. Thelatter variability can be a much
more serious one even than the variability of the word
length, in cases where individual transaction detail is
to be stored on an account.

For example, in a commercial deposit-accounting ap-
plication in a bank, the number of checks drawn on a
given account in a given month, may vary from tens of
thousands for a large corporate payroll account to even
zero for some individuals’ accounts or inactive business
accounts (where the business restricts the use of the
account to rare entries). In fact, there are quite a few
“dormant” accounts in the typical system, which have
no activity month after month.

Obviously if a record of fixed size were to be assigned
in the electronic data-processing system to accommo-
date all of the depositor’s accounts for the commercial
bank, it would either be much too large for the inactive
accounts resulting in a ridiculous waste in storage space
or the more active accounts would exceed the capacity
assigned and would overflow. One might now consider
assigning different length records to the different ac-
counts based upon past experience or predicted activi-
ties. This would certainly result in increased efficiency;
but there is also the degree of variability from month to
month for a given account. Therefore, even if this tech-
nique of assigning a fixed space dependent upon past
experience with an account is used, either a much larger
capacity than the account needs on the average would
have to be assigned or the frequency of overflow would
be large. In addition, the procedure involved in assign-
ing a specified space to each individual account in a
commercial bank may prove quite unwieldy. This is
particularly so, since the bank in general is not aware of
how active an account will be when it opens, indeed,

1 A record is defined by the IRE Committee as “a unit of corre-
lated information relating toa single person or article.” However, in
many machines a record refers to the largest block of information
which can be directly transferred as a unit.
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the individual depositors may not accurately know—
particularly where there are several special purpose ac-
counts for a business. The controller’s office for that
business frequently shifts the significance of these ac-
counts and the activity on the individual accounts
changes radically.

VARIABLE VS ADJUSTABLE

Thus, we can see from the above discussion that there
is a tremendous advantage in at least being able to set
a word length and a record length in advance to different
sizes depending upon the application. Preferably, this
should not be referred to as a technique of “variable”
word and record length, but of “adjustable” word and
record length. The word and record lengths are set in
advance, not necessarily all the same, of course, but of
a length which must persist throughout the application.
In the case of word lengths, they must be the same for
the same word from record to record. In the case of the
records, the individual record lengths have been preset
and must maintain this length during the operating
period.-

However, even this restricted degree of variability
which we have referred to as “adjustability” is of great
value in improving the efficiency of storage as we can
easily see considering the above two examples of the
variable word length (between the annual salary and
the hourly rate) and the variable record length (between
active corporate accounts and inactive individual ac-
counts). In fact the casual observer might feel that the
combination of the features of adjustable record and the
adjustable word lengths goes so far toward optimizing
record storage efficiency that it would be adequate.

However, let us consider in a little more detail the
commercial banking application. The specific dollar
amount on individual checks might conceivably vary
from even one or two digits to a maximum (in regular
checking accounts for commercial banks) of about 10
decimal digits. A study made by the author in a large
commercial bank indicated that the average was about
4.5 decimal digits. Hence, if the word length—even if
adjustable—assigned to each individual item was 10
decimal digits, the efficiency of storage for this informa-
tion would be less than 50 per cent. Since the program-
mer or system designer will not know in advance how
long the individual transactions charged against the ac-
count will be, the adjustable feature is of no assistance
in reducing this waste storage space. If, however, the
system were able to accommodate a truly “variable”
wotd length in which the individual items would be only
as long as required to store the information in the item
and would be placed densely in the storage space, then
a truly efficient storage system would result.?

2 This has some important implications for an addressing scheme
which is beyond the scope of this paper to discuss, but those readers
who are familiar with the problem will recognize it as requiring a
technique of word addressing rather than character addressing for
locating information in storage.
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“EXPANDABLE” RECORD LENGTHS

If the data-processing system, then, accommodates a
truly variable word length, the loss in efficiency that
would result from requiring that each item have the
same word length would be eliminated. However, the
wasted space due to the fact that the record length can-
not be predicted in advance would still remain. If the
record length were adjustable and set on the basis of
experience, the wasted space would only be that result-
ing from fluctuating activity from month to month, but
that can be quite large. There is a technique which can
eliminate even the wasted space due to the variation in
record length from month to month. This technique
might be referred to as an “expandable” record length
in which there is no fixed space assigned to the record
but the entire file of records is constantly rewritten
whenever the file is updated. This might be likened to
an expandable file drawer whereby the space assigned
to any particular account is truly expandable and simply
pushes back the rear end of the drawer when necessary.

This system is actually afforded in most magnetic-
tape file systems; where the record length is not fixed
and where the entire tape file is updated; the entire file
is rewritten on an output tape and the new items to be
entered are merely inserted into the individual account
storage and written together with the previously ac-
cumulated file for each account on the output tape.
Thus, we have an expanding tape file as new activity is
introduced. In the case of the deposit accounting appli-
cation for a bank, the tape-file length would be a mini-
mum at the beginning of the month and expand to a
maximum at the end of the month. Presumably at that
time the conventional printed statements would be pre-
pared, and the magnetic-tape file for that account wiped
clean with the new balance being that obtaining at the
end of the just concluded month.

CoMBINED-RECORD TECHNIQUE

Certain types of storage media do not lend themselves
to this technique of expanding record length. They have,
however, other operational advantages which some-
times make it desirable to incorporate these media in a
data-processing system. For example, a magnetic-drum
file would normally not be rewritten during each proc-
essing, since one of the advantages is that of random
access and only the accounts which have been active
need to be posted. This reduces the time for updating
the file and makes it more feasible to post activity in an
“on-line” fashion, in random, and more promptly. In a
magnetic-tape file, of the type we described, all of the
accounts would have to be rewritten on the output tape
regardless of the activity ratio.

On a magnetic drum which is not constantly rewrit-
ten,® a certain space must be assigned to each record
when the application has been established. Of course,

8 Incidentally, the same conclusions would apply to a magnetic-
tape file in which the entire file was not rewritten but the new infor-
mation inserted in the account-records storage on the tape.
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on the basis of experience it might be changed from
month to month, but we would still have this difficulty
of the variation in the actual activity from the pre-
dicted activity either resulting in a low-storage effi-
ciency or a high probability of overflow. In order to re-
duce this in a commercial checking-account application,
the author investigated the possibility of a “combined
record” technique.

If one were to investigate the degree of variability on
an individual checking account over a long period of
time, one would find that this variation was considerably
greater than the variation in the combined activity for
a large number of similar checking accounts over the
same period of time. This is very familiar to statisticians,
and others who have considered the implication of an
averaging process.*

We might think of this averaging effect which reduces
the variability of a group of accounts as follows: if 10
similar accounts were combined in a single record stor-
age it would be expected that the variation in the space
required for this kind of combined record would be less
than the variation required for the 10 accounts if they
were all kept separately, for the same degree of over-
flow. This result might be anticipated since the proba-
bility of member A of this group of ten being active at
precisely the same time as member B is not very great
except for such common activity increases as seasonal
peaks. A given individual's activity for such personal
transactions as buying a house, moving, purchasing an
automobile, etc., would not be correlated with other
individuals’ activities of the same type. (We are not
attempting the thesis that there is no correlation, but
simply that correlation is considerably less than one.)

Specifically, if we wish to reduce the probability of
overflow to some specified value, the amount of storage
space required for the 10 combined accounts detail
lumped into one storage area (7.e., a record) would be
considerably less than the amount of storage space re-
quired for the total of 10 individual accounts for the
same probability of overflow. The author became quite
interested in the possibilities of this technique and in-
vestigated in detail the special checking-account appli-
cation at a large commercial bank.

Since it was considered too difficult to acquire a large
amount of data over a long period on individual ac-
counts, the approach was tried on a slightly different
problem under the assumption that the same general
conclusions would obtain in the case of the temporal
variations as for the variations from account to account
for a given time period. Hence, a significant sample of
special checking accounts was examined for a given
month. The distribution of the number of accounts vs
the amount of activity in the account was obtained and
is shown in Fig. 1.

¢ It can be proved that, regardless of what the individual dis-
tribution of activity might be over a period of time, if a sufficiently
large number of them were to be combined, the distribution is Gaus-
sian. The variance of the normal distribution would be less than
that of the individual distributions.
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It is seen that, although the average activity for the
special checking account was about 10 items, in order
to reduce the probability of overflow to two per cent
(have two per cent of the accounts overflowing), about
26 or 27 transactions would have to be accommodated.
The same results are shown in a cumulative distribution
in Fig. 2. If, however, 16 (in this case 16 was selected
because it is a power of two which made the calculations
somewhat simpler) accounts were combined, the cumu-
lative distribution shown in Fig. 3 results. Here, for a
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two per cent overflow, the number of transactions to be
stored could be reduced to 12. This resulted in a better
than 2 to 1 reduction in storage space required.

The results are even more dramatic if one considers
probabilities of overflow to be allowed to be considerably
less. For example, if it were 0.1 per cent the number of
transactions which must be provided for per account if
the accounts are not grouped was 47. If 16 accounts were
grouped, this number could be reduced to 14 per account
thus resulting in a better than three to one reduction in
storage requirements.
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Fig. 3—Sixteen accounts grouped. Special checking.

If one were to plot the entire graph indicating the
storage space required as a function of the number of
accounts grouped for various probabilities of overflow,
the results in Fig. 4 (next page) would be obtained.

Of course, it is obvious that there is a disadvantage
to this system as opposed to having each individual ac-
count stored separately; <.e., the fact that all of the
transactions on the combined ten accounts have been
lumped together. However, in at least one commercial
data-processing system this disadvantage did not prove
operationally serious owing to the ability to sort rapidly
individual transactions from a group of transactions.
The technique is based upon a single digit added to each
item to indicate which one of the 10 accounts the item
referred to (in the case where 10 transactions were
grouped together).
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Looking at Fig. 4 we can see the significance of group-
ing 10 accounts if a one per cent overflow figure were
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to be tolerated. If the transactions had not been com-
bined, a storage space of 31 transactions per account
would have been required; but, with a combined-record
approach, a storage space sufficient to accommodate a
little over 13 items is adequate. Thus the storage space
required is reduced by about 60 per cent. The technique
for selecting which of the 10 accounts a given item be-
longs to on the basis of this single digit is beyond the
scope of this paper and would depend upon the specific
data processor utilized.

The author feels that this technique of combining
similar accounts in a single record storage where the
data processor can accommodate the sorting required
is a very powerful one, indeed, in reducing the storage
space required, particularly where storage space is at a
premium as it is in magnetic-drum or core storage. As
pointed out above, in many applications the advantages
of this more expensive storage in the terms of more im-
mediate random access are essential.

\

Empirical Explorations of the Logic Theory Machine:
A Case Study 1n Heuristic

A. NEWELLY, J. C. SHAWY, axp H. A, SIMON}

HIS PAPER is a case study in problem solving,

representing part of a program of research on

complex information-processing systems. We have
specified a system for finding proofs of theorems in ele-
mentary symbolic logic, and by programming a com-
puter to these specifications, have obtained empirical
data on the problem-solving process in elementary logic.
The program is called the Logic Theory Machine (LT);
it was devised to learn how it is possible to solve dif-
ficult problems such as proving mathematical theorems,
discovering scientific laws from data, playing chess, or
understanding the meaning of English prose.

The research reported here is aimed at understanding
the complex processes (heuristics) that are effective in
problem solving. Hence, we are not interested in meth-
ods that guarantee solutions, but which require vast
amounts of computation. Rather, we wish to under-
stand how a mathematician, for example, is able to
prove a theorem even though he does not know when
he starts how, or if, he is going to succeed.

This paper focusses on the pure theory of problem
solving. In a previous paper! we specified in detail a pro-
gram for the Logic Theory Machine; and we shall re-

1 The RAND Corp., Santa Monica, Calif.

I Carnegie Institute of Technology, Pittsburgh, Pa.

1 A. Newell and H. A. Simon, “The logic theory machine: a com-
plex information processing system,” IRE TraNs., vol. IT-2, pp. 61—
79; September, 1956.

peat here only as much of that specification as is needed
so that the reader can understand our data. In a com-
panion paper? we consider how computers can be pro-
grammed to execute processes of the kinds called for by
LT, a problem that is interesting in its own right. Simi-
larly, we postpone to later papers a discussion of the im-
plications of our work for the psychological theory of
human thinking and problem solving. Other areas of
application will readily occur to the reader, but here we
will limit our attention to the nature of the problem-
solving process itself.

Our research strategy in studying complex systems is
to specify them in detail, program them for digital com-
puters, and study their behavior empirically by run-
ning them with a number of variations and under a
variety of conditions. This appears at present the only
adequate means to obtain a thorough understanding of
their behavior. Although the problem area with which
the present system, LT, deals is fairly elementary, it
provides a good example of a difficult problem—Iogic is
a subject taught in college courses, and is difficult enough
for most humans.

Our data come from a series of programs run on the
JOHNNIAC, one of RAND's high-speed digital com-
puters. We will describe the results of these runs, and

2 A. Newell and J. C. Shaw, “Programming the logic theory ma-

chine,” this issue, p. 230.
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analyze and interpret their implications for the prob-
lem-solving process. ~

TeE Locic THEORY MACHINE IN OPERATION

We shall first give a concrete picture of the Logic
Theory Machine in operation. LT, of course, is a pro-
gram, written for the JOHNNIAC, represented by
marks on paper or holes in cards. However, we can
think of LT as an actual physical machine and the
operation of the program as the behavior of the ma-
chine. One can identify LT with JOHNNIAC after the
latter has been loaded with the basic program, but be-
fore the input of data.

LT’s task is to prove theorems in elementary sym-
bolic logic, or more precisely, in the sentential calculus.
The sentential calculus is a formalized system of mathe-
matics, consisting of expressions built from combina-
tions of basic symbols. Five of these expressions are
taken as axioms, and there are rules of inference for
generating new theorems from the axioms and from
other theorems. In flavor and form elementary symbolic
logic is much like abstract algebra. Normally the vari-
ables of the system are interpreted as sentences, and
the axioms and rules of inference as formalizations of
logical operations, e.g., deduction. However, LT deals
with the system as a purely formal mathematics, and
we will have no further need of the interpretation. We
need to introduce a smattering of the sentential calcu-
lus to understand LT’s task.

There is postulated a set of wvariables p, g, 7, « - -,
A, B, C, - - -, with which the sentential calculus deals.
These variables can be combined into expressions by
means of connectives. Given any variable p, we can form
the expression “not-p.” Given any two variables p and
g, we can form the expression “p or ¢,” or the expression
“p implies ¢,” where “or” and “implies” are the con-
nectives. There are other connectives, for example
“and,” but we will not need them in this paper. Once
we have formed expressions, these can be further com-
bined into more complicated expressions. For example,
we can form:?

(2.01)

There is also given a set of expressions that are axi-
oms. These are taken to be the universally true ex-
pressions from which theorems are to be derived by
means of various rules of inference. For the sake of
definiteness in our work with LT, we have employed
the system of axioms, definitions, and rules that is
used in the “Principia Mathematica,” which lists five
axioms:

“(p implies not-p) implies not-p.”

(p or p) implies p (1.2)
p implies (g or p) (1.3)
(p or q) implies (g or p) (1.4)
[p or (g or 7)] implies [ or (p or 7)] (1.5)

(p implies ¢g) implies [(# or p) implies (r or ¢)]. (1.6)

3 For easy reference we have numbered axioms and theorems to
correspond to their numbers in “Principia Mathematica,” by A. N.
W{liteheads and B. Russell, Cambridge University Press, 2nd ed.,
vol. 1; 1935,
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Given some true theorems one can derive new theo-
rems by means of three rules of inference: substitution,
replacement, and detachment.

1) By the rule of substitution, any expression may be
substituted for any variable in any theorem, provided
the substitution is made throughout the theorem where-
ever that variable appears. For example, by substitu-
tion of “p or ¢” for “p,” in the second axiom we get the
new theorem:

(p or q) implies [q or (p or g)].

2) By the rule of replacement, a connective can be
replaced by its definition, and vice versa, in any of its
occurrences. By definition “p implies ¢” means the same
as “not-p or ¢.” Hence the former expression can always
be replaced by the latter and vice versa. For example
from axiom (1.3), by replacing “implies” with “or,”
we get the new theorem:

not-p or (g or p).

3) By the rule of detachment, if “4” and “4 implies
B” are theorems, then “B” is a theorem. For example,
from:

(p or p) implies p,

and
[(p or p) implies p] implies (p implies p),
we get the new theorem:
p implies p.

Given an expression to prove, one starts from the
set of axioms and theorems already proved, and ap-
plies the various rules successively until the desired ex-
pression is produced. The proof is the sequence of ex-
pressions, each one validly derived from the previous
ones, that leads from the axioms and known theorems to
the desired expression.

This is all the background in symbolic logic needed
to observe LT in operation. LT “understands” expres-
sions in symbolic logic—that is, there is a simple code
for punching expressions on cards so they can be fed
into the machine. We give LT the five axioms, instruct-
ing it that these are theorems it can assume to be true.
LT already knows the rules of inference and the defini-
tions—how to substitute, replace, and detach. Next we
give LT a single expression, say, expression (2.01), and
ask LT to find a proof for it. LT works for about 10
seconds and then prints out the following proof:

(p implies not-p) implies not-p

1) (4 or A) implies 4

(theorem 2.01, to be proved)
(axiom 1.2)

2) (not-4 or not-4) implies not-4 (subs. of not-4 for 4)

(repl. of “or” with “implies”)

(subs. of p for 4; QED).

3) (A implies not 4) implies not-4
4) (p implies not-p) implies not-p

Next we ask LT to prove a fairly advanced theorem,*
theorem 2.45; allowing it to use all 38 theorems proved
prior to 2.45. After about 12 minutes, LT produces the
following proof:

§ Ibid., ch. 2.
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not (p or g) implies not-p
1) A implies (4 or B)
2) p implies (p or q)

3) (4 implies B) implies (not-B im-
plies not-4)

4)[5)

5) not (p or ¢) implies not-p

(theorem 2.45, to be proved)
(theorem 2.2)
(subs. p for 4, g for Bin 1)

(theorem 2.16)

implies (p or ¢)] implies [not

[subs. p for 4, (p or q) for B
or ¢) implies not-p} in 3]

mn

(detach right side of 4, using
i QED)

Finally, all the theorems prior to (2.31) are given to
LT (a total of 28); and then LT is asked to prove:

[p or (g or r)] implies [(p or ¢) or r].  (2.31)

LT works for about 23 minutes and then reports that it
cannot prove (2.31), that it has exhausted its re-
sources. ,

Now, what is there in this behavior of LT that needs
to be explained? The specific examples given are difficult
problems for most humans, and most humans do not
know what processes they use to find proofs, if they
find them. There is no known simple procedure that
will produce such proofs. Various methods exist for
verifying whether any given expression is true or false;
the best known procedure is the method of truth tables.
But these procedures do not produce a proof in the
meaning of Whitehead and Russell. One can invent
“automatic” procedures for producing proofs. We will
look at one briefly later, but these turn out to require
computing times of the orders of thousands of years for
the proof of (2.45).

We must clarify why such problems are difficult in
the first place, and then show what features of LT ac-
count for its successes and failures. These questions
will occupy the rest of the paper.

PROBLEMS, ALGORITHMS, AND HEURISTICS

In describing LT, its environment, and its behavior
we will make repeated use of three concepts. The first of
these is the concept of problem. Abstractly, a person is
given a problem if he is given a set of possible solutions,
and a test for verifying whether a given element of this
set is in fact a solution to his problem.

The reason why problems are problems is that the
original set of possible solutions given to the problem
solver can be very large, the actual solutions can be
dispersed very widely and rarely throughout it, and the
cost of obtaining each new element and of testing it can
be very expensive. Thus the problem solver is not really
“given” the set of possible solutions; instead he is given
some process for generating the elements of that set in
some order. This generator has properties of its own,
not usually specified in stating the problem; e.g., there
is associated with it a certain cost per element produced,
it may be possible to change the order in which it
produces the elements, and so on. Likewise the verifica-
tion test has costs and times associated with it. The
problem can be solved if these costs are not too large
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in relation to the time and computing power available
for solution.

One very special and valuable property that a gener-
ator of solutions sometimes has is a guarantee that if
the problem has a solution, the generator will, sooner
or later, produce it. We will call a process that has this
property for some problem an algorithm for that prob-
lem. The guarantee provided by an algorithm is not
an unmixed blessing, of course, since nothing has been
specified about the cost or time required to produce
the solutions. For example, a simple algorithm for
opening a combination safe is to try all cominations,
testing each one to see if it opens the safe. This algorithm
is a typical problem-solving process: there is a generator
that produces new combinations in some order, and
there is a verifier that determines whether each new
combination is in fact a solution to the problem. This
search process is an algorithm because it is known that
some combination will open the safe, and because the
generator will exhaust all combinations in a finite inter-
val of time. The algorithm is sufficiently expensive,
however, that a combination safe can be used to pro-
tect valuables even from people ‘who know the al-
gorithm.

A process that may solve a given problem, but offers
no guarantees of doing so, is called a heuristic® for that
problem. This lack of a guarantee is not an unmixed
evil. The cost inflicted by the lack of guarantee de-
pends on what the process costs and what algorithms
are available as alternatives. For most run-of-the-mill
problems we have only heuristics, but occasionally we
have both algorithms and heuristics as alternatives for
solving the same problem. Sometimes, as in the problem
of finding maxima for simple differentiable functions,
everyone uses the algorithm of setting the first deriva-
tive equal to zero; no one sets out to examine all the
points on the line one by one even if it were possible.
Sometimes, as in chess, everyone plays by heuristic,
since no one is able to carry out the algorithm of exam-
ining all continuations of the game to termination.

TuaE PROBLEM OF PROVING THEOREMS IN LoGIC

Finding a proof for a theorem in symbolic logic can
be described as selecting an element from a generated
set, as shown by Fig. 1. Consider the set of all possible
sequences of logic expressions—call it E. Certain of these
sequences, a very small minority, will be proofs. A
proof sequence satisfies the following test:

Each expression in the sequence is either

1) One of the accepted theorems or axioms, or

2) Obtainable from one or two previous expressions
in the sequence by application of one of the three
rules of inference.

5 As a noun, “heuristic” is rare and generally means the art of dis-
covery. The adjective “heuristic” is defined by Webster as: serving
to discover or find out. It is in this sense that it is used in the phrase
“heuristic process” or “heuristic method.” For conciseness, we will
use “heuristic” in this paper as a noun synonymous with “heuristic
process.” No other English word appears to have this meaning.
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E. all sequences of logic
expressions

P. proof sequences Tx:sequences

ending in X

Proofs of X

Fig. 1—Relationships between E, P, and Tx.

Call the set of sequences that are proofs P. Certain of the
sequences in E have the expression to be proved—call it
X, as their final expression. Call this set of sequences
Tx. Then, to find a proof of a given theorem X means
to select an element of E that belongs to the intersec-
tion of P and T'x. The set E is given implicitly by rules
for generating new sequences of logic expressions.

The difficulty of proving theorems depends on the
scarcity of elements in the intersection of P and T,
relative to the number of elements in E. Hence, it de-
pends on the cost and speed of the available generators
that produce elements of E, and on the cost and speed
of making tests that determine whether an element be-
longs to T'x or P. The difficulty also depends on whether
generators can be found that guarantee that any ele-
ment they produce automatically satisfies some of the
conditions. Finally, as we shall see, the difficulty de-
pends heavily on what heuristics can be found to guide
the selection.

A little reflection, and experience in trying to prove
theorems, make it clear that proof sequences for speci-
fied theorems are rare indeed. To reveal more precisely
why proving theorems is difficult, we will construct an
algorithm for doing this. The algorithm will be based
only on the tests and definitions given above, and not on
any “deep” inferred properties of symbolic logic. Thus
it will reflect the basic nature of theorem proving; that
is, its nature prior to building up sophisticated proof
techniques. We will call this algorithm the British-
Museum algorithm, in recognition of the supposed
originators of procedures of this type.

The British- Museum Algorithm

The algorithm constructs all possible proofs in a
systematic manner, checking each time 1) to eliminate
duplicates, and 2) to see if the final theorem in the proof
coincides with the expression to be proved. With this
algorithm the set of one-step proofs is identical with
the set of axioms (i.e., each axiom is a one-step proof
of itself). The set of n-step proofs is obtained from the
set of (n—1)-step proofs by making all the permissible
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Fig. 2—Number of proofs generated by first few steps of
British Museum algorithm.

substitutions and replacements in the expressions of the
(n—1)-step proofs, and by making all the permissible
detachments of pairs of expressions as permitted by the
recursive definition of proof.$

Fig. 2 shows how the set of n-step proofs increases
with # at the very start of the proof-generating process.
This enumeration only extends to replacements of “or”
with “implies,” “implies” with “or,” and negation of
variables (e.g., “not-p” for “p”). No detachments and
no complex substitutions (e.g., “q or #” for “p”) are in-
cluded. No specializations have been made (e.g., sub-
sitution of p for ¢ in “p or ¢”). If we include the special-
izations, which take three more steps, the algorithm
will generate an (estimated) additional 600 theorems,
thus providing a set of proofs of 11 steps or less con-
taining almost 1000 theorems, none of them duplicates.

In order tosee how this algorithm would provide proofs
of specified theorems, we can consider its performance
on the sixty-odd theorems of Chapter 2 of “Principia.”
One theorem (2.01) is obtained in step (4) of the genera-
tion, hence is among the first 42 theorems proved. Three
more (2.02, 2.03, and 2.04) are obtained in step (6), hence
among the first 115. One more (2.05) is obtained in step
(8), hence in the first 246. Only one more is included in
the first 1000, theorem 2.07. The proofs of all the re-
mainder require complex substitutions or detachment.

We have no way at present to estimate how many
proofs must be generated to include proofs of all theo-
rems of Chapter 2 of “‘Principia.” Our best guessis that it

6 A number of fussy but not fundamental points must be taken
care of in constructing the algorithm. The phrase “all permissible
substitutions” needs to be qualified, for there is an infinity of these.
Care must be taken not to duplicate expressions that differ only in
the names of their variables. We will not go into details here, but
simply state that these difficulties can be removed. The essential fea-
ture in constructing the algorithm is to allow only one thing to hap-
pen in generating each new expression, 7.e., one replacement, substi-
tution of “not-p” for “p,” etc.
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might be a hundred million. Moreover, apart from the
six theorems listed, there is no reason to suppose that
the proofs of these theorems would occur early in the
list.

Our information is too poor to estimate more than
very roughly the times required to produce such proofs
by the algorithm; but we can estimate times of about
16 minutes to do the first 250 theorems of Fig. 2 [i.e.,
through step (8)] assuming processing times compa-
rable with those in LT. The first part of the algorithm
has an additional special property, which holds only to
the point where detachment is first used; that no check
for duplication is necessary. Thus the time of computing
the first few thousand proofs only increases linearly
with the number of theorems generated. For the theo-
rems requiring detachments, duplication checks must be
made, and the total computing time increases as the
square of the number of expressions generated. At this
rate it would take hundreds of thousands of years of
computation to generate proofs for the theorems in
Chapter 2.

The nature of the problem of proving theorems is
now reasonably clear. When sequences of expressions are
produced by a simple and cheap (per element produced)
generator, the chance that any particular sequence is
the desired proof is exceedingly small. This is true even
if the generator produces sequences that always satisfy
the most complicated and restrictive of the solution
conditions: that each is a proof of something. The set of
sequences is so large, and the desired proof so rare, that
no practical amount of computation suffices to find
proofs by means of such an algorithm.

THE LoGic THEORY MACHINE

If LT is to prove any theorems at all it must employ
some devices that alter radically the order in which
possible proofs are generated, and the way in which they
are tested. To accomplish this, LT gives up almost all
the guarantees enjoyed by the British-Museum al-
gorithm. Its procedures guarantee neither that its
proposed sequences are proofs of something, nor that
LT will ever find the proof, no matter how much effort
is spent. However, they often generate the desired proof
in a reasonable computing time.

Methods

The major type of heuristic that LT uses we call a
method. As yet we have no precise definition of a meth-
od that distinguishes it from all the other types of
routines in LT. Roughly, a method is a reasonably self-
contained operation that, if it works, makes a major and
permanent contribution toward finding a proof. It is
the largest unit of organization in LT, subordinated
only to the executive routines necessary to coordinate
and select the methods.

The Substitution Method: This method seeks a proof
for the problem expression by finding an axiom.or
previously proved theorem that can be transformed, by
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a series of substitutions for variables and replace-
ments of connectives, into the problem expression.

The Detachment Method: This method attempts, using
the rule of detachment, to substitute for the problem
expression a new subproblem which, if solved, will
provide a proof for the problem expression. Thus, if
the problem expression is B, the method of detachment
searches for an axiom or theorem of the form “4 im-
plies B.” If one is found, 4 is set up as a new subprob-
lem. If A can be proved, then, since “4 implies B” is a
theorem, B will also be proved.

The Chaining Methods: These methods use the transi-
tivity of the relation of implication to create a new sub-
problem which, if solved, will provide a proof for the
problem expression. Thus, if the problem expression is
“a implies ¢,” the method of forward chaining searches
for an axiom or theorem of the form “a implies 5.” If
one is found, “b implies ¢” is set up as a new subprob-
lem. Chaining backward works analogously: it seeks a
theorem of the form “b implies ¢,” and if one is found,
“g implies b” is set up as a new subproblem.

Each of these methods is an independent unit. They:
are alternatives to one another, and can be used in
sequence, one working on the subproblems generated by
another. Each of them produces a major part of a proof.
Substitution actually proves theorems, and the other
three: generate subproblems, which can become the
intermediate expressions in a proof sequence.

These methods give no guarantee that they will
work. There is no guarantee that a theorem can be
found that can be used to carry out a proof by the sub-
stitution method, or a theorem that will produce a
subproblem by any of the other three methods. Even
if a subproblem is generated, there is no guarantee that
it is part of the desired proof sequence, or even that it
is part of any proof sequence (e.g., it can be false). On
the other hand, the generated methods do guarantee
that any subproblem generated is part of a sequence
of expressions that ends in the desired theorem (this is
one of the conditions that a sequence be a proof). The
methods also guarantee that each expression of the se-
quence is derived by the rules of inference from the pre-
ceding ones (a second condition of proof). What is not
guaranteed is that the beginning of the sequence can be
completed with axioms or previously proved theorems.

There is also no guarantee that the combination of the
four methods, used in any fashion whatsoever and with
unlimited computing effort, comprises a sufficient set of
methods to prove all theorems. In fact, we have dis-
covered a theorem [(2.13), “p or not-not-not-p” | which
the four methods of LT cannot prove. All the sub-
problems generated for (2.13) after a certain point are
false, and therefore cannot lead to a proof.

We have yet no general theory to explain why the
methods transform LT into an effective problem solver.
That they do, in conjunction with the other mechanisms
to be described shortly, will be demonstrated amply in
the remainder of the paper. Several factors may be in-



Newell, Shaw, and Simon

volved. First, the methodsorganize the sequences of indi-
vidual processing steps into larger units that can be
handled as such. Each processing step can be oriented
toward the special function it performs in the unit as a
whole, and the units can be manipulated and organized
as entities by the higher-level routines.

Apart from their “unitizing” effect, the methods
that generate subproblems work “backwards” from the
desired theorem to axioms or known theorems rather
than “forward” as did the British-Museum algorithm.
Since there is only one theorem to be proved, but a
number of known true theorems, the efficacy of working
backward may be analogous to the ease with which a
needle can find its way out of a haystack, compared
with the difficulty of someone finding the lone needle in
the haystack.

The Executive Routine

In LT the four methods are organized by an execu-
tive routine, whose flow diagram is shown in Fig. 3.

(Start)

Select problem -———(no more methods) -———

Try method «=————— (no more theorems) <-———

L— Select theorem

Try it (fail) -~
(get new problem)
ley substitution (f?\ZOr:":r’;\es)

Select theorem -——

Try it (fagil) ——

(proof)

through
Fig. 3—General flow diagram of LT,

1) When a new problem is presented to LT, the sub-
stitution method is tried first, using all the axioms and
theorems that LT has been told to assume, and that are
now stored in a theorem list. .

2) If substitution fails, the detachment method is
tried, and as each new subproblem is created by a suc-
cessful detachment, an attempt is made to prove the
new subproblem by the substitution method. If sub-
stitution fails again, the subproblem is added to a sub-
problem list.
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3) If detachment fails for all the theorems in the
theorem list, the same cycle is repeated with forward
chaining, and then with backward chaining: try to
create a subproblem; try to prove it by the substitution
method; if unsuccessful, put the new subproblem on the
list. By the nature of the methods, if the substitution
method ever succeeds with a single subproblem, the
original theorem is proved. , )

4) If all the methods have been tried on the original
problem and no proof has been produced, the executive
routine selects the next untried subproblem from the
subproblem list, and makes the same sequence of at-
tempts with it. This process continues until 1) a proof
is found, 2) the time allotted for finding a proof is used
up, 3) there is no more available memory space in the
machine, or 4) no untried problems remain on the sub-
problem list.

In the three examples cited earlier, the proof of (2.01)
[(p implies not-p) implies not-p| was obtained by the
substitution method directly, hence did not involve
use of the subproblem list.

The proof of (2.45) [not (p or ¢) implies not-p]
was achieved by an application of the detachment meth-
od followed by a substitution. This proof required LT
to create a subproblem, and to use the substitution meth-
od on it. It did not require LT ever to select any sub-
problem from the subproblem list, since the substitution
was successful. Fig. 4 shows the free of subproblems

not (p or q) implies not-p

~
9
\
\
\
1
\
\
\
\
\
b

Fig. 4—Subproblem tree of proof by LT of 2.45 (all
previous theorems available).

corresponding to the proof of (2.45). The subproblems
are given in the form of a downward branching tree.
Each node is a subproblem, the original problem being
the single node at the top. The lines radiating down
from a node lead to the new subproblems generated
from the subproblem corresponding to the node. The
proof sequence is given by the dashed line; the top link
was constructed by the detachment method, and the
bottom link by the substitution method. The other
links extending down from the original problem lead
to other subproblems generated by the detachment
method (but not provable by direct substitution) prior
to the time LT tried the theorem that leads to the final
proof.
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LT did not prove theorem 2.31, also mentioned earlier,
and gave as its reason that it could think of nothing
more to do. This means that LT had considered all sub-
problems on the subproblem list (there were six in this
case) and had no new subproblems to work on. In none
of the examples mentioned did LT terminate because of
time or space limitations; however, this is the most com-
mon result in the cases where LT does not find a proof.
Only rarely does LT run out of things to do.

This section has described the organization of LT in
terms of methods. We have still to examine in detail
why it is that this organization, in connection with the
additional mechanisms to be described below, allows
LT to prove theorems with a reasonable amount of
computing effort.

The Matching Process

The times required to generate proofs for even the
simplest theorems by the British-Museum algorithm
are larger than the times required by LT by factors
ranging from five (for one particular theorem) to a
hundred and upwards. Let us consider an example from
the earliest part of the generation, where we have de-
tailed information about the algorithm. The 79th theo-
rem generated by the algorithm (see Fig. 2) is theorem
2.02 of “Principia,” one of the theorems we asked LT to
prove. This theorem, “p implies (¢ implies p),” is gener-
ated by the algorithm in about 158 seconds with a se-
quence of substitutions and replacements; it is proved
by LT in about 10 seconds with the method of substitu-
tion. The reason for the difference becomes apparent if
we focus attention on axiom 1.3, “p implies (¢ or p),”
from which the theorem is derived in either scheme.

Fig. 5 shows the tree of proofs of the first twelve
theorems obtained from (1.3) by the algorithm. The
theorem 2.02 is node (9) on the tree and is obtained by
substitution of “not-¢” for “¢” in axiom 1.3 to reach
node (5); and then by replacing the “(not-¢ or p)” by
“(g implies p)” in (5) to get (9). The 9th theorem gener-
ated from axiom 1.3 is the 79th generated from the five
axioms considered together.

This proof is obtained directly by LT using the
following matching procedure. We compare the axiom
with (9), the expression to be proved:

p implies (¢ or p)
p implies (g implies p).

(1.3)
)

First, by a direct comparison, LT determines that
the main connectives are identical. Second, LT deter-
mines that the variables to the left of the main con-
nectives are identical. Third, LT determines that
the connectives within parentheses on the right-hand
sides are different. It is necessary to replace the “or” with
“implies,” but in order to do this (in accordance with
the definition of implies) there must be a negation sign
before the variable that precedes the “or.” Hence, LT
first replaces the “¢” on the right-hand side with “not-¢”
to get the required negation sign, obtaining (5). Now
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p implies(q or p)

Fig. 5—Proof tree of proof of 2.02 by British Museum
algorithm (using axiom 1.3).

LT can change the “or” to “implies,” and determines
that the resulting expression is identical with (9).

The matching process allowed LT to proceed directly
down the branch from (1) through (5) to (9) without
even exploring the other branches. Quantitatively, it
looked at only two expressions instead of eight, thus
reducing the work of comparison by a factor of four.
Actually, the saving is even greater, since the matching
procedure does not deal with whole expressions, but with
a single pair of elements at a time.

An important source of efficiency in the matching
process is that it proceeds component-wise, obtaining
at each step a feedback of the results of a substitution
or replacement that can be used to guide the next step.
This feedback keeps the search on the right branch of
the tree of possible expressions. It is not important for
an efficient search that the goal be known from the
beginning; it is crucial that hints of “warmer” or “cold-
er” occur as the search proceeds.” Closely related to this
feedback is the fact that where LT is called on to make
a substitution or replacement at any step, it can deter-
mine immediately what variable or connective to sub-
stitute or replace by direct comparison with the prob-
lem expression, and without search.

Thus far we have assumed that LT knows at the
beginning that (1.3) is the appropriate axiom to use.
Without this information, it would begin matching
with each axiom in turn, abandoning it for the next one
if the matching should prove impossible. For example,
if it tries to match the theorem against axiom 1.2, it
determines almost immediately (on the second test) that
“p or p” cannot be made into “p” by substitution. Thus,
the matching process permits LT to abandon unprofit-
able lines of search as well as guiding it to correct sub-
stitutions and replacements.

7 The following analogy may be instructive. Changing the sym-
bols in a logic expression until the “right” expression is obtained is
like turning the dials on a safe until the right combination is ob-
tained. Suppose two safes, each with ten dials and ten numbers on
a dial. The first safe gives a signal (a “click”) when any given dial is
turned to the correct number; the second safe clicks only when all
ten dials are correct. Trial-and-error search will open the first safe,
on the average, in 50 trials; the second safe, in five billion trials.
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Matching in the Substitution Method: The matching
process is an essential part of the substitution method.
Without it, the substitution method is just that part of
the British-Museum algorithm that uses only replace-
ments and substitutions. With it, LT is able, either
directly or in combination with the other methods, to
prove many theorems with reasonable effort.

To obtain data on its performance, LT was given the
task of proving in sequence the first 52 theorems of
“Principia.” In each case, LT was given the axioms plus
all the theorems previously proved in Chapter 2 as the
material from which to work (regardless of whether LT
had proved the theorems itself).?

Of the 52 theorems, proofs were found for a total 38
(73 per cent). These proofs were obtained by various
combinations of methods, but the substitution method
was an essential component of all of them. Seventeen
of these proofs, almost a half, were accomplished by
the substitution method alone. Subjectively evaluated,
the theorems that were proved by the substitution
method alone have the appearance of “corollaries” of the
theorems they are derived from; they occur fairly close
to them in the chapter, generally requiring three or
fewer attempts at matching per theorem proved (54
attempts for 17 theorems).

The performance of the substitution method on the
subproblems is somewhat different, due, we think, to
the kind of selectivity implicit in the order of theorems
in “Principia.” In 338 attempts at solving subproblems
by substitution, there were 21 successes (6.2 per cent).
Thus, there was about one chance in three of proving
an original problem directly by the substitution method,
but only about one chance in 16 of so proving a sub-
problem generated {rom the original problem.

Matching in Detachment and Chaining: So far the
matching process has been considered only as a part of
the substitution method, but it is also an essential com-
ponent of the other three methods. In detachment, for
example, a theorem of form “A implies B” is sought,
where B is identical with the expression to be proved.
The chances of finding such a theorem are negligible
unless we allow some modification of B to make it
match the theorem to be proved. Hence, once a theorem
is selected from the theorem list, its right-hand sub-
expression is matched against the expression to be
proved. An analogous procedure is used in the chaining
methods.

We can evaluate the performance of the detachment
and chaining methods with the same sample of prob-
lems used for evaluating the substitution method. How-
ever, a successful match with the former three methods
generates a subproblem and does not directly prove the

8 The version of LT used for seeking solutions of the 52 problems
included a similarity test (see next section). Since the matching proc-
ess is more important than the similarity test, we have presented the
facts about matching first, using adjusted statistics. A notion of the
sample sizes can be gained from Table I. The sample was limited to
the first 52 of the 67 theorems in Chapter 2 of “Principia” because of
memory limitations of JOHNNIAC.
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theorem. With the detachment method, an average of
three new subproblems were generated for each applica-
tion of the method; with forward chaining the average
was 2.7; and with backward chaining the average was
2.2. For all the methods, this represents about one sub-
problem per 75 theorems tested (the number of theorems
available varied slightly).

As in the case of substitution, when these three meth-
ods were applied to the original problem, the chances of
success were higher than when they were applied to
subproblems. When applied to the original problem, the
number of subproblems generated averaged eight to
nine; when applied to subproblems derived from the
original, the number of subproblems generated fell to
an average of two or three.

In handling the first 52 problems in Chapter 2 of
“Principia,” 17 theorems were proved in one step—that
is, in one application of substitution. Nineteen theorems
were proved in two steps, 12 by detachment followed
by substitution, and seven by chaining forward fol-
lowed by substitution. Two others were proved in
three steps. Hence, 38 theorems were proved in all.
There are no two step proofs by backward chaining,
since, for two step proofs only, if there is a proof by
backward chaining, there is also one by forward chain-
ing. In 14 cases LT failed to find a proof. Most of these
unsuccessful attempts were terminated by time or space
limitations. One of these 14 theorems we know LT can-
not prove, and one other we believe it cannot prove. Of
the remaining twelve, most of them can be proved by
LT if it has sufficient time and memory (see section on
subproblems, however).

Similarity Tests and Descriptions

Matching eliminates enough of the trial and error in
substitutions and replacements to make LT into a suc-
cessful problem solver. Matching permeates all of the
methods, and without it none of them would be useful
within practical amounts of computing effort. However,
a large amount of search is still used in finding the cor-
rect theorems with which matching works. Returning
to the performance of LT in Chapter 2, we find that the
over-all chances of a particular match being successful
are 0.3 per cent for substitution, 13.4 per cent for de-
tachment, 13.8 per cent for forward chaining, and
9.4 per cent for backward chaining.

The amount of search through the theorem list can be
reduced by interposing a screening process that will re-
ject any theorem for matching that has low likelihood
of success. LT has such a screening device, called the
similarity test. Two logic expressions are defined to be
similar if both their left-hand and right-hand sides are
equal, with respect to, 1) the maximum number of
levels from the main connective to any variable; 2) the
number of distinct variables; and 3) the number of
variable places. Speaking intuitively, two logic expres-
sions are “similar” if they look alike, and look alike if
they are similar. Consider for example:
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(p or g) implies (g or p) 1)
4 implies (q or p) (2)
7 implies (m implies 7). 3)

By the definition of similarity, (2) and (3) are similar,
but (1) is not similar to either (2) or (3).

In all of the methods LT applies the similarity tests
to all expressions to be matched, and only applies the
jmatching routine if the expressions are similar; other-
wise it passes on to the next theorem in the theorem list.
The similarity test reduces substantially the number of
matchings attempted, as the numbers in Table I show,
and correspondingly raises the probability of a match if
the matching is attempted. The effect is particularly
strong in substitution, where the similarity test reduces
the matchings attempted by a factor of ten, and in-
creases the probability of a successful match by a factor
of ten. For the other methods attempted matchings
were reduced by a factor of four or five, and the prob-
ability of a match increased by the same factor.

TABLE 1
STATISTICS OF SIMILARITY TESTS AND MATCHING

Per Cent

. Per Cent

’11;1:;2' ’1;(1;:1(;- Theo- Slr’?‘ﬁaeg_of Matched

Method Consid- | Simi- rems rems of Theo-
red lar Matched Consid- rems

€ oreq | Similar
Substitution 11,298 993 37 8.8 3.7
Detachment 1,591 406 210 25.5 51.7
Chain. Forward 869 200 120 23.0 60.0
Chain. Backward 673 146 63 21.7 43.2

These figures reveal a gross, but not necessarily a net,
gain in performance through the use of the similarity
test. There are two reasons why all the gross gain may
not be realized. First, the similarity test is only a
heuristic. It offers no guarantee that it will let through
only expressions that will subsequently match. The
similarity test also offers no guarantee that it will not
reject expressions that would match if attempted. The
similarity test does not often commit this type of error
(corresponding to a type II statistical error), as will be
shown later. However, even rare occurrences of such
errors can be costly. One example occurs in the proof of
theorem 2.07:

p implies (p or p). (2.07)

This theorem is proved simply by substituting ¢ for ¢
in axiom 1.3:

p implies (g or p). (1.3)

However, the similarity test, because it demands equal-
ity in the number of distinct variables on the right-hand
side, calls (2.07) and (1.3) dissimilar because (2.07) con-
tains only p while (1.3) contains p and ¢. LT discovers
the proof through chaining forward, where it checks for
a direct match before creating the new subproblem, but
the proof is about five times as expensive as when the
similarity test is omitted.

The second reason why the gross gain will not all be
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realized is that the similarity test is not costless, and in
fact for those theorems which pass the test the cost of
the similarity test must be paid in addition to the cost
of the matching. We will examine these costs in the next
section when we consider the effort LT expends.

Experiments have been carried out with a weaker
similarity test, which compares only the number of
variable places on both sides of the expression. This test
will not commit the particular type II error cited above,
and (2.07) is proved by substitution using it. Apart
from this, the modification had remarkably little effect
on performance. On a sample of ten problems it ad-
mitted only 10 per cent more similar theorems and about
10 per cent more subproblems. The reason why the two
tests do not differ more radically is that there is a high
correlation among the descriptive measures.

Effort in LT

So far we have focussed entirely on the performance
characteristics of the heuristics in LT, except to point
out the tremendous difference between the computing
effort required by LT and by the British-Museum
algorithm. However, it is clear that each additional
test, search, description, and the like, has its costs in
computing effort as well as its gains in performance.
The costs must always be balanced against the per-
formance gains, since there are always alternative
heuristics which could be added to the system in place
of those being used. In this section we will analyze the
computing effort used by LT. The memory space used
by the various processes also constitutes a cost, but one
that will not be discussed in this paper.

Measuring Effort: LT is written in an interpretive
language or pseudo code, which is described in the com-
panion paper to this one. LT is defined in terms of a set
of primitive operations, which, in turn, are defined by
subroutines in JOHNNIAC machine language. These
primitives provide a convenient unit of effort, and all
effort measurements will be given in terms of total
number of primitives executed. The relative frequen-
cies of the different primitives are reasonably constant,
and, therefore, the total number of primitives is an
adequate index of effort. The average time per primitive
is quite constant at about 30 milliseconds, although for
very low totals (less than 1000 primitives) a figure of
about 20 milliseconds seems better.

Computing Effort and Performance: On a priori
grounds we would expect the amount of computing
effort required to solve a logic problem to be roughly
proportional to the total number of theorems examined
(1.e., tested for similarity, if there is a similarity routine;
or tested for matching, if there is not) by the various
methods in the course of solving the problem. In fact,
this turns out to be a reasonably good predictor of effort;
but the fit to data is much improved if we assign greater
weight to theorems considered for detachment and
chaining than to theorems considered for substitution.

Actual and predicted efforts are compared below
(with the full similarity test included, and excluding
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theorems proved by substitution) on the assumption
that the number of primitives per theorem considered
is twice as great for chaining as for substitution, and
three times as great for detachment. About 435 primitives
are executed per theorem considered with the substitu-
tion method (hence 135 with detachment and 90 with
chaining). As Table II shows, the estimates are gener-
ally accurate within a few per cent, except for theorem
2.06, for which the estimate is too low.

TABLE II
EFFORT STATISTICS WITH “PRECOMPUTE DESCRIPTION” ROUTINE

“Total Primitives (in thousands)

: The Logic Theory Machine

Theorem Actual Estimate
2.06 3.2 0.8
2.07 4.3 4.4
2.08 3.5 3.3
2.11 2.2 2.2
2.13 24.5 24.6
2.14 3.3 3.2
2.15 15.8 13.6
2.18 341 35.8
2.25 11.1 11.5

There is an additional source of variation not shown
in the theorems selected for Table 1I. The descriptions
used in the similarity test must be computed from the
logic expressions. Since the descriptions of the theorems
are used over and over again, LT computes these at the
start of a problem and stores the values with the theo-
rems, so they do not have to be computed again. How-
ever, as the number of theorems increases, the space
devoted to storing the precomputed descriptions be-
comes prohibitive, and LT switches to recomputing
them each time it needs them. With recomputation, the
problem effort is still roughly proportional to the total
number of theorems considered, but now the number of
primitives per theorem is around 70 for the substitution
method, 210 for detachment, and 140 for chaining.

Our analysis of the effort statistics shows, then, that
in the first approximation the effort required to prove a
theorem is proportional to the number of theorems that
have to be considered before a proof is found; the num-
ber of theorems considered is an effort measure for
evaluating a heuristic. A good heuristic, by securing
the consideration of the “right” theorems early in the
proof, reduces the expected number of theorems to be
considered before a proof is found.

Evaluation of the Similarity Test: As we noted in the
previous section, to evaluate an improved heuristic, ac-
count must be taken of any additional computation that
the improvement introduces. The net advantage may
be less than the gross advantage, or the extra computing
effort may actually cancel out the gross gain in selec-
tivity. We are now in a position to evaluate the simi-
larity routines as preselectors of theorems for matching.

A number of theorems were run, first with the full
similarity routine, then with the modified similarity
routine (which tests only the number of wvariable
places), and finally with no similarity test at all. We
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also made some comparisons with both precomputed
and recomputed descriptions.

When descriptions are precomputed, the computing
effort is less with the full similarity test than without it;
the factor of saving ranged from 10 to 60 per cent (e.g.,
3534/5206 for theorem 2.08). However, if LT must re-
compute the descriptions every time, the full similarity
test is actually more expensive than no similarity test at
all (e.g., 26,739/22,914 for theorem 2.45).

The modified similarity test fares somewhat better.
For example, in proving (2.45) it requires only 18,035
primitives compared to the 22,914 for no similarity test
(see the paragraph above). These comparisons involve
recomputed descriptions; we have no figures for pre-
computed descriptions, but the additional saving ap-
pears small since there is much less to compute with the
abridged than with the full test.

Thus the similarity test is rather marginal, and does
not provide anything like the factors of improvement
achieved by the matching process, although we have
seen that the performance figures seem to indicate much
more substantial gains. The reason for the discrepancy
is not difficult to find. In a sense, the matching process
consists of two parts. One is a testing part that locates
the differences between elements and diagnoses the cor-
rective action to be taken. The other part comprises the
processes of substituting and replacing. The latter part
is the major expense in a matching that works, but most
of this effort is saved when the matching fails. Thus
matching turns out to be inexpensive for precisely those
expressions that the similarity test excludes.

SUBPROBLEMS

LT can prove a great many theorems in symbolic
logic. However, there are numerous theorems that LT
cannot prove, and we may describe LT as having
reached a plateau in its problem solving ability.

Fig. 6, (next page) shows the amount of effort re-
quired for the problems LT solved out of the sample of
52. Almost all the proofs that LT found took less than
30,000 primitives of effort. Among the numerous at-
tempts at proofs that went beyond this effort limit, only
a few succeeded, and these required a total effort that
was very much greater.

The predominance of short proofs is even more strik-
ing than the approximate upper limit of 30,000 primi-
tives suggests. The proofs by substitution—almost half
of the total—required about 1000 primitives or less
each. The effort required for the longest proof—89,000
primitives—is some 250 times the effort required for the
short proofs. We estimate that to prove the 12 addi-
tional theorems that we believe LT can prove requires
the effort limit to be extended to about a million primi-
tives.

From these data we infer that LT’s power as a prob-
lem solver is largely restricted to problems of a certain
class. While it is logically possible for LT to solve others
by large expenditures of effort, major adjustments are
needed in the program to extend LT's powers to essen-
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Fig. 6—Distribution of LT’s proofs by effort. Data include all proofs
from attempts on the first 52 theorems in Chapter 2 of “Prin-
cipia.”

tially new classes of problems. We believe that this situa-
tion is typical: good heuristics produce differences in
performance of large orders of magnitude, but invaria-
bly a “plateau” is reached that can be surpassed only
with quite different heuristics. These new heuristics will
again make differences of orders of magnitude. In this
section we shall analyze LT’s difficulties with those theo-
rems it cannot prove, with a view to indicating the gen-
eral type of heuristic that might extend its range of
effectiveness.

The Subproblem Tree

Let us examine the proof of theorem 2.17 when all the
preceding theorems are available. This is the proof that
cost LT 89,000 primitives. It is reproduced below, using
chaining as a rule of inference (each chaining could be
expanded into two detachments, to conform strictly to
the system of “Principia”). -

(not-g implies not-p) implies (p im-
plies q) (theorem 2.17, to be proved)

1) 4 implies not-not-4 (theorem 2.12)

2) p implies not-not-$ (subs. p for 4 in 1)
3) (A implies B) implies [(B implies

C) implies (4 implies C)] (theorem 2.06)
4) (p implies not-not-p) implies [(not-

not-p implies ¢) implies (p implies (subs. p for 4, not-not-p for

@l B, g for Cin 3)
5) (not-not-p implies ¢) implies (p im-
plies ¢) (det. 4 from 3)

6) (not-4 ir;lplies B) implies (not-B

implies 4 (theorem 2.15)

7) (not-g implies not-p) implies (not-

not-p implies q) (subs. g for 4, not-p for B)

8) (not-q implies not-p) implies (p im-

plies q) (chain 7 and 5; QED)

The proof is longer than either of the two given at the
beginning of the paper. In terms of LT’s methods it
takes three steps instead of two or one: a forward chain-
ing, a detachment, and a substitution. This leads to the
not-surprising notion, given human experience, that
length of proof is an important variable in determining
total effort: short proofs will be easy and long proofs
difficult, and difficulty will increase more than propor-
tionately with length of proof. Indeed, all the one-step
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proofs require 500 to 1500 primitives, while the number
of primitives for two-step proofs ranges from 3000 to
50,000. Further, LT has obtained only six proofs longer
than two steps, and these require from 10,000 to 90,000
primitives.

The significance of length of proof can be seen by
comparing Fig. 7, which gives the proof tree for (2.17),
with Fig. 4, which gives the proof tree for (2.45), a two-
step proof. In going one step deeper in the case of (2.17),
LT had to generate and examine many more subprob-
lems. A comparison of the various statistics of the proofs
confirms this statement: the problems are roughly simi-
lar in other respects (e.g., in effort per theorem con-
sidered), hence the difference in total effort can be at-
tributed largely to the difference in number of subprob-
lems generated.

(not-q imphes not-p) implies (p implies q)

N

®
\
i
\
\
1
\
\
\
k

N\ \

Fig. 7—Subproblem tree of proof by LT of 2.17 (all
previous theorems available).

Let us examine some more evidence for this conclu-
sion. Fig. 8 shows the subproblem tree for the proof of
(2.27) from the axioms, which is the only four-step
proof LT has achieved to date. The tree reveals immedi-
ately why LT was able to find the proof. Instead:/of
branching widely at each point, multiplying rapidly the
number of subproblems to be looked at, LT in this case
only generates a few subproblems at each point. It
thus manages to penetrate to a depth of four steps with
a reasonable amount of effort (38,367 primitives). If
this tree had branched as the other two did, LT would
have had to process about 250 subproblems before ar-
riving at a proof, and the total effort would have been
at least 250,000 primitives. The statistics quoted earlier
on the effectiveness of subproblem generation support
the general hypothesis that the number of subproblems
to be examined increases more or less exponentially with
the depth of the proof.

The difficulty is that LT uses an algorithmic pro-
cedure to govern its generation of subproblems. Apart
from a few subproblems excluded by the type II errors
of the similarity test, the procedure guarantees that all
subproblems that can be generated by detachment and
chaining will in fact be obtained (duplications are elimi-
nated). LT also uses an algorithm to determine the order
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p implies ((pimplies q)implies q)

Fig. 8—Subproblem tree of proof by LT of 2.27
(using the axioms).

.in which it will try to solve subproblems. The subprob-
lems are considered in order of generation, so that a
proof will not be missed through failure to consider a
subproblem that has been generated.

Because of these systematic principles incorporated in
the executive program, and because the methods, ap-
plied to a theorem list averaging 30 expressions in
length, generate a large number of subproblems, LT
must find a rare sequence that leads toa proof by search-
ing through a very large set of such sequences. For
proofs of one step, this is no problem at all; for proofs of
two steps, the set to be examined is still of reasonable
size in relation to the computing power available. For
proofs of three steps, the size of the search already
presses LT against its computing limits; and if one or
two additional steps are added the amount of search
required to find a proof exceeds any amount of comput-
ing power that could practically be made available.

The set of subproblems generated by .the Logic The-
ory Machine, however large it may seem, is exceedingly
selective and rich in proofs compared with the set
through which the British-Museum algorithm searches.
Hence, the latter algorithm could find proofs in a
reasonable time for only the simplest theorems, while
proofs for a much larger number are accessible with LT.
The line dividing the possible from the impossible for
any given problem-solving procedure is relatively sharp,
hence a further increase in problem-solving power, com-
parable to that obtained in passing from the British-
Museum algorithm to LT, will require a corresponding
enrichment of the heuristic.

Modification of the Logic Theory Machine

There are many possible ways to modify LT so that it
can find proofs of more than two steps in a way which
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has reason and insight, instead of by brute force. First,
the unit cost of processing subproblems can be substan-
tially reduced so that a given computing effort will
handle many more subproblems. (This does not, per-
haps, change the “brute force” character of the process,
but makes it feasible in terms of effort.) Second, LT can
be modified so that it will select for processing only
subproblems that have a high probability of leading to
a proof. One way to do this is to screen subproblems be-
fore they are put on the subproblem list, and eliminate
the unlikely ones altogether. Another way is to reduce
selectively the number of subproblems generated.

For example, to reduce the number of subproblems
generated, we may limit the lists of theorems available
for generating them. That this approach may be effec-
tive is suggested by the statistics we have already cited,
which show that the number of subproblems generated
by a method per theorem examined is relatively con-
stant (about one subproblem per seven theorems).

An impression of how the number of available theo-
rems affects the generation of subproblems may be
gained by comparing the proof trees of (2.17) (Fig. 7)
and (2.27) (Fig. 8). The broad tree for (2.17) was pro-
duced with a list of twenty theorems, while the deep
tree for (2.27) was produced with a list of only five
theorems. The smaller theorem list in the latter case
generated fewer subproblems at each application of one
of the methods.

Another example of the same point is provided by
two proofs of theorem 2.48 obtained with different lists
of available theorems. In the one case, (2.48) was proved
starting with all prior-theorems on the theorem list; in
the other case it was proved starting only with the
axioms and theorem 2.16. We had conjectured that the
proof would be more difficult to obtain under the latter
conditions, since a longer proof chain would have to be
constructed than under the former. In this we were
wrong: with the longer theorem list, LT proved theo-
rem 2.48 in two steps, employing 51,450 primitives of
effort. With the shorter list, LT proved the theorem in
three steps, but with only 18,558 primitives, one-third
as many as before. Examination of the first proof shows
that the many “irrelevant” theorems on the list took a
great deal of processing effort. The comparison provides
a dramatic demonstration of the fact that a problem
solver may be encumbered by too much information,
just as he may be handicapped by too little.

We have only touched on the possibilities for modify-
ing LT, and have seen some hints in LT’s current be-
havior about' their potential effectiveness. All of the
avenues mentioned earlier appear to offer worthwhile
modifications of the program. We hope to report on
these explorations at a later time.

CONCLUSION

In this paper we have provided data on the per-
formance of a complex information-processing system
that is capable of finding proofs for theorems in ele-
mentary symbolic logic. We have used these data to
analyze and illustrate the difference between systematic,
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algorithmic processes, on the one hand, and heuristic,
problem-solving processes, on the other. We have shown
how heuristics give the program power to solve prob-
lems in a reasonable computing time that could be
solved algorithmically only in large numbers of years.
Finally, we have assessed the limitations of the present
program of the Logic Theory Machine and have indi-
cated some of the directions that improvement would
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have to take to extend its powers to problems at new .
levels of difficulty.

Our explorations of the Logic Theory Machine repre-
sent a step in a program of research on complex in-
formation-processing systems that is aimed at develop-
ing a theory of such systems and applying that theory
to such fields as computer programming, and human
learning and problem solving.

Discussion

L. D. Yarbrough (No. American Avia-
tion): Have you made an attempt at finding
some set of theorems which might tend to
optimize the proof of the remaining theo-
rems?

Mr. Newell: No, we have not. One of
the interesting things in mathematics is once
an area has been studied very thoroughly
metamathematical theorems are developed.
One of these is called the Dix Theorem,
which is a theorem about the use of all the
theorems to prove new ones. It would be
excellent if the machine would discover such
a powerful theorem. A learning program
should be developed so that the machine
will learn to use those theorems which have
worked in the past. We have done some ex-
periments in this direction and we expect to

report on these results.

Lt. Col. Bryan Cowan (U. S. Army): Does
the LT machine select and operate on sub-
problems in a predetermined order, such as
taking first those characterized by high prob-
ability of giving a solution?

Mr. Newell: At the moment, the rou-
tine used takes the subproblems in order of
generation and this leads to the large trees.
So, in fact, the machine does a large amount
of searching. The logic theory machine is
being used to make a much better selection
but we have not gone very far in this direc-
tion. At the mement we think that this is
one of the major defects.

G. H. McClurg (Signal Corps): Can the
machine disprove theorems or recognize
when it has disproved a theorem which it is
trying to prove?

Mr. Newell: This is related to the notion
of familiar theorems, which the machine
does not recognize. We believe that we can
devise a rule which will really throw all the
false theorems out. We can use truth tables,
for instance, but these would prove to be
rather expensive so we are using instead a
fairly cheap kind of a test which is to say

‘that expression is most likely false. For ex-

ample, if there are no common variables, then
the “theorem” is probably false. I believe
that I ...

P. E. Tanner: Have you tried using the
contradictory method of solution, 7.e., as-
sume the negative of the proposition and
prove this false?

Mr. Newell: No, we have not used this
as a method for the reason that this is a
poor technique.

Programming the Logic Theory Machine”

A. NEWELLY anp J. C. SHAW{

INTRODUCTION

COMPANION paper' has discussed a system,
A called the Logic Theory Machine (LT), that dis-

covers proofs for theorems in symbolic logic in
much the same way as a human does. It manipulates
symbols, it tries different methods, and it modifies some
of its processes in the light of experience.

The primary tool currently available for studying
such systems is to program them for a digital computer
and to examine their behavior empirically under varying
conditions. The companion paper is a report of such a
study of LT. In this paper we shall discuss the pro-
gramming problems involved and describe the solutions
to these problems that we tried in programming LT.

The aims of this paper are several. First, it serves to
amplify and make more precise its companion paper.
Second, progress in research on complex information

* This paper is part of a research project being conducted jointly
by the authors and H. A. Simon of Carnegie Institute of Technology.
All of us have shared in the development of most of the ideas in
the language.

t The RAND Corp., Santa Monica, Calif.

1 Newell, Shaw, and Simon, this issue, p. 218.

processing demands a heavy investment in technique
It is not sufficient simply to specify a rough flow dia-
gram for each new system and to program it in machine
code on a one-shot basis. We hope this paper not only
shows the techniques and concepts we found useful, but
also emphasizes the role played by flexible and powerful
languages in making progress in this area.

Finally, LT is representative of a large class of prob-
lems which are just beginning to be considered amenable
to machine solution; problems that require what we
have called heuristic programs. A description of the
problems encountered in LT may give some first hints
about the requirements for writing heuristic programs.

NATURE OF THE PROGRAMMING PROBLEM

To avoid too much dependence on the companion
paper, we will repeat a few general statements about
LT in the context of programming. LT is a program to
try to find proofs for theorems in symbolic logic. In this
type of problem, a superabundance of information and
alternatives is provided, but with no known clean-cut
way of proceeding to a solution. These situations require
“problem-solving” activity, in the sense that one has no
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path to the solution at the start, except to apply vague
rules of thumb, like “consider the relevant features.”
Playing chess, finding proofs for mathematical theorems,
or discovering a pattern in some data are examples of
problems of this kind. Occasionally, as in chess, one can
specify simple ways to solve the problem “in principle”
—given virtually unlimited computational power—but,
in fact, limitations of computing speed and memory
make such exhaustive procedures inadmissible.

LT, as an example of a heuristic program, may be
expected to yield some clues about constructing this
type of program. Actually, LT is still very simple com-
pared to the complexity in learning, self-programming,
and memory structure that seem necessary for more
general problem solving. Thus, we think that LT under-
estimates the flexibility and programming power re-
quired in complex problem-solving situations.

Perhaps the most striking feature of LT when com-
pared with current computer programs is its truly non-
numerical character. Not only does LT work with other
symbols besides numbers, but many of its computations
either generate new symbolic entities (4.e., logic expres-
sions) that are used in subsequent stages of solution, or
change the structure of memory. In contrast, in most
current computer programs, the set of entities that are
going to be considered (the variables and constants) is
determined in advance, and the task of the program is
to compute the values of some of these variables in
terms of the others. Such forward planning is not possi-
ble with LT. Although there are fixed entities in LT—
which remain constant over the problem and provide a
framework within which the computation takes place—
these are complex affairs, rather than symbols. An
example of such an entity is a list of subproblems. The
elements on this list are variable: each problem is a logic
expression which is generated by LT itself and may
carry with it various amounts of descriptive informa-
tion. The number, kind, and order of these logic expres-
sions are completely variable.

The program of LT is also very large. There are large
numbers of different features under consideration and
large numbers of special cases. All of these features and
cases require special routines to deal with them, and,
by a kind of compounding rule, the existence of numer-
ous subroutines requires yet other subroutines to inte-
grate them. This is further compounded in LT, because
no one way of proceeding ensures solution of a given
logic problem, and hence, many alternative subroutines
exist. Their existence again implies routines to choose
among them. Some reduction in the total size of the pro-
gram is achieved through multiple use of routines, but
this increases the complexity of the subroutine structure
considerably. The hierarchies of routines become rather
large: 13 or 14 levels are common in LT.

Another characteristic of LT is its use of information
about the workings of the program—how much memory
is being used for particular purposes, and how much
effort is allocated to various subprocesses—to govern
the further course of the program. LT uses such in-
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formation in its “stop rules,” by which it passes from one
problem to another, and in its choice between recom-
puting and storing information. It is cheaper in terms
of total amount of computation to compute information
and then store it; LT does this as long as memory space
is available. When memory becomes scarce, LT shifts to
recomputing information each time it is needed.

LT also contains routines for recording the results of
its operation, so that we can study its behavior. It is
built to permit easy and rapid change of program, in
order to let us study radical program variations. These
additional features do not add anything qualitatively to
the features mentioned above, but they do add to the
total size and complexity of the program.

Requirements for the Programming Language

We can transform these statements about the general
nature of the program of LT into a set of requirements
for a programming language. By a programming lan-
guage we mean a set of symbols and conventions that
allows a programmer to specify to the computer what
processes he wants carried out.

Flexibility of Memory Assignment:

1) There should be no restriction on the number of
different lists of items of information to be stored. This
number should not have to be decided in advance; that
is, it should be possible to create new lists at will during
the course of computation.

2) There should be no restriction on the nature of the
items in a list. These might range from a single symbol
or number to an arbitrary list. Thus, it should be possible
to make lists, lists of lists, lists of lists of lists, etc.

3) It should be possible to add, delete, insert, and re-
arrange items of information in a list at any time and in
any way. Thus, for example, one should be able to add
to the front of a list as well as to the end.

4) It should be possible for the same item to appear
on any number of lists simultaneously.

Flexibility in the Specification of Processes:

1) It should be possible to give a name to any sub-
routine, and to use this name in building other sub-
routines. That is to say, there should be no limitation
on the size and complexity of hierarchies of definitions.

2) There should be no restriction on the number of
references in the instructions, or on what is referenced.
That is, it should be possible to refer in an instruction
to data, to lists of data, to processes, or what not.

3) It should be possible to define processes implicitly;
e.g., by recursion. More generally, the programmer
should be able to specify any process in whatever way
occurs naturally to him in the context of the problem.
If the programmer has to “translate” the specification
into a fixed and rigid format, he is doing a preliminary
processing of the specifications that could be avoided.

4) It should be unnecessary to have a single inte-
grated plan or set of conventions for the form of infor-
mation; that is, for symbols, tags, orderings, in lists, etc.
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On the other hand, it should be possible to introduce
conventions locally within parts of the problem when-
ever this will increase processing efficiency.

These requirements are neither precise nor exhaus-
tive. Except in a world where all things are costless,
they should not be taken as general programming re-
quirements for all types of problems. They characterize
the kinds of flexibility we think are needed for the sorts
of complex processes we have been discussing.

Solutions of the Program Language Requirements for LT

The requirements stated above for LT were met by
constructing a complete language, or pseudo code,
which has the power of expression implied by the re-
quirements, but which the computer can interpret. A
first version of the language was developed independ-
ently of any particular computer and was used only to
specify precisely a logic theory machine.? A second ver-
sion is an actual pseudo code prepared for use on the
RAND JOHNNIAC? and it is this version that we will
describe here. We have had about fifty hours of machine
computation using the language and hence, we can eval-
uate fairly well how it performs.

The present language has a number of shortcomings.
It is very costly both in memory space and in time, for
it seemed to us that these costs could be brought down
by later improvement, after we had learned how to ob-
tain the flexibility we required. Further, the language
does not meet the flexibility requirements completely.
We will comment on some of these deficiencies in the
final section of this paper.

The language is purely a research tool, developed for
use by a few experienced people who know it very well.
Thus a number of minor rough spots remain. Further,
we used available utility routines, fitting the format and
symbols of the language to a symbolic loading program
which already exists for JOHNNIAC. This loader ac-
cepts a series of subroutines coded in absolute, relative,
or symbolic addresses (symbolic within each routine
separately) and assigns memory space for them-

DESCRIPTION OF THE LANGUAGE

The description of the language, which we shall call
IPL, falls naturally into two parts. First, we shall de-
scribe the structure of the memory and the kinds of in-
formation that can be stored in it. Then we shall de-
scribe the language itself and how it refers to informa-
tion, processes, and so on.

The Memory Structure

LT is a program for doing problems in symbolic logic.
Basically, then, IPL must be able to refer to symbolic
logic expressions and their properties. It must also be

2 A, Newell and H. A. Simon, “The logic theory machine,” IRE
TraANs., vol. IT-2, pp. 61-79; September, 1956.

3 The JOHNNIAC is an automatic digital computer of the
Princeton type. It has a word length of 40 bits with two instructions
in each word. Its fast storage consists of 4096 words of magnetic
c-res and its secondary storage comnsists of 9216 words on magnetic
drums. Tts speed is about 15,000 operations per second.
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able to refer to descriptions of the expressions which are
properties only in an extended sense. For example, an
expression may have a name, or it may have been de-
rived in a given fashion, or by using a certain theorem,
and IPL must be able to express these facts. LT needs
to consider lists of expressions and lists of processes
used to solve logic problems, and there must be ways to
express these facts.

Elements: The basic unit of information in IPL is an
element. An element consists of a set of symbols, which
are the values of a set of variables or attributes. There
are different kinds of elements to handle the different
kinds of information referred to above. The two most
important elements are the logic element, which allows
the specification of a symbolic logic expression, and the
description, which is a general purpose element, used to
describe most other things, and which carries with it its
own identification.

Each element fits into a single JOHNNIAC word of
40 bits. The symbols are assigned to fixed bit positions
in the word, so that the element is handled as a unit
when it comes to moving information around, etc. Each
variable and symbol has a name which is used in IPL to
refer to it. The name of a symbol is the address of a
word that contains the appropriate set of bits. Since
JOHNNIAC has instructions corresponding to the logi-
cal “and” and complementation, the name of a variable
is the address of a word that holds the mask necessary
to extract the bit positions corresponding to the
variable.

Logic elements are the units from which logic expres-
sions are constructed. Fig. 1 shows what variables and

(bits) 3 3 12 5 9 3

dolc] A VAN| P o

Number of negation signs
Connective {or variable)
Location of logic expression
Name

Position number

O V2 >» OO

Level in expression

Fig. 1—Logic element.

symbols comprise a logic element. Expressions in sym-
bolic logic are much like algebraic expressions: each
element consists of an operation (called a “connective”
in logic) or a variable, together with the negation signs
(if any) that apply to it. We use a parenthesis-free nota-
tion, in which the position of each element in a logic
expression is designated by a number—this number,
therefore, being one of the symbols in the element. For
example, the logic expression p—(—¢q v p) would be
represented by five elements as shown in Fig. 2. Each
logic element consists of six variables (each taking on a
variety of values) all of which fit into a single word:
the number of negation signs, the connective, the loca-
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p—=(~qVp)

a
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Fig. 2—Logic expression.

tion of the list which holds the entire logic expression of
which this is an element, the name of the variable, the
position number, and the number of levels down from
the main connective.

Description elements consist of two symbols, as shown
in Fig. 3. There are many different types of descriptions

(bits) 6 12

DN \

DN Description name

V  Value of description

Fig. 3—Description element.

such as the name of a logic expression, the method used
to derive a logic expression, or the number of different
variables appearing in a given logic expression, and each
type has a name. The left-hand symbol in the element
gives the name of the type of description. The right-
hand symbol gives the value of this description for some
logic expression with which this description is associ-
ated. Thus, for example, in considering a certain logic
expression the description element 012-1.082 might be
found. The 012 indicates that this description element
gives the method used in deriving the expression, and
the L082 is the name of the actual method used, in this
case, the method of detachment.

Lists: Lists are the general units of information in the
memory. A list consists of an ordered set of items of in-
formation. Any item on a list may be either a list or an
element, and these are fundamentally different types of
units, as we shall see later (the difference arises mostly
from the fact that an element is contained in a single
JOHNNIAC word). Since a list is itself an ordered set
of items which may themselves be lists, we obtain most
of the flexibility we desire in the memory structure.
There is no limit to the complexity of the structures that
can be built up, provided that one knows how to use
them, except the total memory space available. Also,
there is no restriction to the number of lists on which
an item can appear. For example, if we have a list of
items, we can construct one or more indexes (lists) on
each of which an arbitrary subset of the items of the
original list appears.

With each item located in a given list we may associ-
ate descriptive information without disturbing the gen-
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eral structure of the lists. That is, each item can have a
list of description elements associated with it. As many
descriptions may be put on the list as desired, and, since
they are self-identifying (by means of the description
names they contain) they may be put on in any order.
Descriptions are associated with the item on a given list;
hence, if an item is on several lists, it can have several
distinct description lists.

Forming Lists: This memory structure has most of
the flexibility that we specified earlier as desirable.
There are information processes that can create new
lists at any time; or that can add items to a list at any
time, either in front, in back, or in some relation to other
locatable items in the list. Likewise, items can be de-
leted from lists at any time, or moved from one list to
another, or simply “adjoined” to a new list without
being deleted from the old one.

All this flexibility in the memory is achieved by the
single expedient of divorcing the ordering relations
among items of information from the ordering relations
built into the address structure of the computer mem-
ory. Let us sketch how this is done in JOHNNIAC for
IPL.

To form a list, we use a set of location words, each con-
taining two addresses. One address locates an item on
the list, the other address locates the next location word.
Fig. 4 shows how this is done for a list of three elements.

N TN
—={ Location [Locahon] LLoccﬂonI L -l j

Element Element Etement

Fig. 4—List of elemants. The left half of th= location word contains
the address of the next location word (single arrow); the right
half contains the address of the element (double arrow).

A location word holding a negative number serves to
terminate the list. Since the JOHNNIAC word holds
two instructions and hence, contains two addresses, it is
very convenient for this scheme. The left address is the
address of the next location word, the right address is
the address of the item on the list. In order to permit the
general list structure indicated earlier, each location
word contains a code telling whether the item it refers
to is an element (001), in which case it contains informa-
tion, or a list (000), in which case it is the beginning of
another list; z.e., of a series of location words. Fig. 5
shows a general list containing both elements and lists.
Each item on a list is uniquely determined by one of
the location words. To associate a description list with
this item, we insert a location word for the description
list right behind the location word of the item with
which it is to be associated. We use a code 002 to dis-
tinguish the location word of the description list from
the location word of the next item. Since a description
requires only half a word to hold its two attributes, we
put the location of the next description in the list in the
other half of the same JOHNNIAC word (Fig. 6).
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List A
00! 000
Element
v
st [ ool = ool }+{ 000 }—={ ool }—

Element Element

List C

Fig. 5—General list. List B is the second item on list A; list C is
the third item on list B.

Item A
Description list

Hooz —

t—J

y
l Element ] | DNiV] l Element

Y]

Fig. 6—Description list. The description list for item A is inserted
immediately behind item A, and distinguished from the next
item, B, by a 002 location word.

The address of the next item or location word in a list
need bear no particular relation to the address of a given
location word; they need not be adjacent, for instance.
Hence, an item is deleted from a list simply by deleting
its location word. Suppose, as in Fig. 7, we have three

Before

PR B B
e I B

Y Y

}.._>
| ] |
Lo ] L[] Le]

Deleted

After

Fig. 7—Deletion of an item from a list. Item B deleted by chang-
ing address in location word of A to refer to location word of C.

items, A, B, and C, on a list. To delete B, we simply
change the address in the location word of A to refer to
the location word of C. Because of this same freedom of
position of the words in a list, location words on differ-
ent lists may hold the address of the same item of in-
formation. Hence, a single item of information may be
on as many lists as we please.

.
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Perhaps the major problem in creating a flexible
memory is the housekeeping necessary to make avail-
able unused words after they have become scattered all
through the memory because of repeated use and reuse.
When a word is deleted from a list, we must be able to
“recapture” this word, in order that it may be used sub-
sequently for other purposes. The association memory
(the name we use for this type of memory) starts with
all “available space” on a single long list, called the
available-space list. Whenever space is required for build-
ing up a new list, this is obtained by using the words
from the front of the available-space list, and whenever
information is erased and the words that held it become
available for use elsewhere, these words are added to
the front of the available space list. In Fig. 7, the dele-
tion process would be completed by tying all of the de-
leted words into a list and attaching this at the front of
the available-space list. Thus, the fact that unused
space is scattered all through the memory creates no
difficulty in finding new space, for there is a single
known word (the head of the available-space list) that
always contains the address of the next available word.
Hence, the use of the memory is not complicated by any
natural ordering like the natural sequence of machine
addresses.

Since all lists obtain their new space from the same
list, the only restriction on amounts or degrees of com-
plexity of lists is the total size of memory. Thus, it is
clear why there are no separate limits to the number of

"lists, their maximum size, how “stacked” up they can

be, and so on. In this sense the language is easy to learn
and use.

Language Structure

The basic form of the language is the same as in all
current programming languages. The terms of the lan-
guage are instructions. Each instruction specifies a com-
plete information process; that is, it can be followed by
any other instruction. Thus, the syntax of the language
is basically identical with that of machine codes or flow
diagrams: sequences of instructions are carried out in
succession, with conditional transfers of control to per-
mit alternative subsequences to be carried out as a
function of the process. (IPL is slightly more general
than this, as will be seen subsequently.) Also, as is usual
in this general type of language, each instruction speci-
fies separately: 1) an operation and 2) the information
upon which it operates.

In IPL, a program—e.g., LT—is a system of sub-
routines. Each subroutine is a sequence of instructions.
Each IPL instruction is defined by a subroutine (more
precisely, each particular occurrence of an instruction
has its operation part carried out by some subroutine),
usually called the defining subroutine of the instruction.
Subroutines may be written either in JOHNNIAC ma-
chine language or in IPL (whenever “routine” is used in
this paper it always means IPL routine, unless stated
otherwise). Correspondingly, there are two kinds of
IPL instructions; primitives, whose defining subroutine
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is written in machine language, and higher instructions
whose defining subroutine is written in IPL.

The system of subroutines is organized in a roughly
hierarchical fashion. There is a “master routine,” each
instruction of which is defined by another routine; the
instructions in these subroutines, in turn, are defined by
yet other subroutines, and so on. Eventually, primitive
instructions are reached, and their defining subroutines,
which are in machine language, are executed.

Instructions: Fig. 8 shows a typical instruction for-

0 |
L0092 2 |

100

2 3
2037 | 0

Fig. 8—Typical IPL instruction. The small numbers over the half
words give the number of the reference place.

mat. An instruction is a vertical sequence of JOHN-
NIAC words; a routine is a vertical sequence of instruc-
tions. Each half-word in an instruction is a reference
place, the first being numbered 0, as shown in the
figure. There may be any number of reference places in
an instruction, and the number need not even be con-
stant from one use of the instruction to another, pro-
vided that the subroutine which carries out the opera-
tion understands how to use the references. Each refer-
ence states (by code): 1) the type of reference (the small
space on the left side of each reference) and 2) the
reference. All references are to elements; hence, to refer
to a list in an instruction, it is necessary to refer to an
element that refers to the list.

There are three types of references (coded 0, 1, 2).
Type 0 gives the location of an element in memory by
specifying either the absolute or relative address of the
word containing the element. Type-0 references are used
for the fixed names of things, like constants (Z037) or
subroutines (1.092). Within each routine, instructions
are located by symbolic addresses (such as * 32) which
are also of type 0. In this scheme there is no general way
to make reference in one routine to an arbitrary instruc-
tion in any other routine, although there are some im-
portant special ways of referring from one routine to
another which are considered below.

Each subroutine has its own working storage, consist-
ing of an indefinite number of elements. These are re-
ferred to by type-1 references: 1-0, 1-1, 1-2, - - - . When
a subroutine is completed, these working-storage ele-
ments are automatically erased and made available for
reuse.

As stated above, each subroutine carries out the oper-
ation for the instruction it defines, called the higher in-
struction of that subroutine. Since this higher instruc-
tion has variable references that differ with each occur-
rence of the instruction, some way must exist of referring
to these variable values within the defining subroutine.
This is done by the type-2 references. The symbols
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2-0, 2-1, 2-2, - - -, in a subroutine refer to the reference
places 0, 1, 2, - - - | of the higher instruction defined by
the subroutine. Thus, the type-2 references are indirect,
referring to an element by referring to a reference place,
that, in turn, refers to the element. The situation is
shown in Fig. 9, where a given routine, L081, uses an

LO8I Routine LO8I Defining
working memory using LO 55 subroutine
for LOS5
% I 0 1
2-3 refers to E vio
L 055 reference ploce 3
0] | -2 T [ o~
2 3 Logz | 2-3
1-2 refers to
2 _—E A working memory 2
which contains E 2 3
b ™

Fig. 9—IPL Type 2 reference.

instruction, L055, which is a higher instruction. Thus,
L055 is defined by a subroutine, part of which is shown
further to the right. In the working memory of L081,
shown at the far left, the element E is located in cell 2.
The instruction 1055 refers to E by using symbol 1-2 in
reference place 3. The instruction L092, which is in the
defining subroutine of L0535, refers to E by 2-3.

The first reference place (number 0) in an instruction
determines the operation; or, more precisely, refers to
the subroutine that will carry out the operation. All
other reference places may refer to anything needed by
the subroutine. Thus, an instruction is simply a format
for a general process that is a function of an arbitrary
number of variables.

Execution of Instructions: Access is gained to the sub-
routine that defines an operation by reference to an ele-
ment which contains the location of that subroutine.
These elements are normally collected in a directory
(the Lxxx region), but may be put on lists and processed
like other elements.

From the point of view of coding for JOHNNIAC,
the language is entirely interpretive. When the inter-
preter picks up an IPL instruction, it obtains the address
of the directory element from reference place 0. Besides
giving the location of the defining subroutine, the direc-
tory element tells whether the instruction is a primitive
or a higher instruction.*

In case an instruction is a primitive, the defining sub-
routine is in machine language, and the interpreter
transfers control to it. This subroutine then either moves
the referenced elements into fixed positions or adapts its
instructions to the addresses of the referenced elements,
and carries out the operation. Upon finishing it returns
control to the interpreter.

The directory element also gives other information which is de-
scribed in the section, “Other Details.”
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In the case of a higher-level instruction, the defining
subroutine is also written in IPL and requires further
interpretation. To interpret the subroutine, the interpre-
ter sets up several lists (obtaining space for these from
the available space list). The first list contains the
referenced elements in the instruction; it is the “2” list
from the point of view of the subroutine. The second list
is the “1” list, which will hold the working memory ele-
ments, as they are set up in the subroutine. Finally, be-
fore beginning to interpret the subroutine, the inter-
preter must add to the next-instruction list the location
of the instruction following the one it is currently
interpreting.

Within the subroutine the interpreter picks up the
first instruction and repeats the process described above.
Thus, no matter how many levels there are in the hier-
archy, the interpreter continues to set up the lists
described above for each successive subroutine until it
reaches a primitive instruction. After the primitive is
executed, the interpreter proceeds to the next instruc-
tion in the lowest subroutine. When this subroutine is
completed, the interpreter backs up to the next lowest
subroutine, and so on. In operation, the memory struc-
ture for interpretation looks like a gigantic yoyo: lists
of references are set up successively one “below” another
as the interpreter goes down in search of a primitive, and
then these lists are erased again in reverse order as the
routines they correspond to are finished.

Primitive Processes

So far we have described only the outline of a
language—the structure of memory and the format of
the instructions. The power of the language to express
complex processes depends on the set of primitive proc-
esses out of which all the others must be built.

The set of primitives in IPL is built to reflect the
principle that the programmer should need to know as
little as possible about the storage of information in
memory. One of the clear lessons from programming
experience is that small differences in what the program-
mer must know about the information in memory have
important consequences for ease of programming. Much
of the power of automatic computation derives from the
fact that in order to program it is sufficient to know only
the location of a number, and not the number itself.
Further, large gains in programming efficiency have
come from allowing the programmer to know this loca-
tion only as a symbol or a relative address, rather than
as an absolute address.

In IPL an attempt was made to carry this principle
one step.further. The concept of working memory, al-
ready encountered earlier, is used to divide the memory
into two parts, so that all the intricate processing is done
in working memory. The remaining memory, which we
shall call the list memory, is used for permanent storage
of information. This division of memory separates the
primitive operations into two groups. One group of
operations finds information in the list memory, makes
it available in the working memory, and stores it back
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in the list memory again. The other group of operations
processes information in working memory. There are
also primitive operations for input and output, which
will be discussed in the next section.

Working-Memory Operations: The primitives for
processing information in working memory are roughly
similar to typical machine instructions for a two-address
computer. An example will make this clear. Fig. 10

Fig. 10—IPL addition instruction.

shows a typical occurrence of LO015, the addition in-
struction. The instruction adds a value stored in work-
ing memory 1-0 to a value in working memory 1-1.
Since a working memory holds an entire element, which
is a collection of attribute values, it is necessary to
indicate which attribute is being added; the Z012 in
reference place 1 designates this. Z012 is the name of an
attribute: in this case the number of negation signs of
a logic element. Hence, this instruction reads, “add the
number of negations in the element 1-0 to the number of
negations in element 1—1, and place the result in 1-1.”
This type of instruction requires the programmer to
know what information is in the working mempry ele-
ments and defines some elementary process involving
two of them.

The set of primitives for processing information in
working memory includes addition and subtraction in-
structions; test instructions for equality and inequality
with a conditional transfer of control to some other part
of the subroutine; and instructions for copying informa-
tion from one working memory to another. All of these
instructions use a reference, like the Z012 in the exam-
ple, to designate which attributes in the element are
being considered.

Find and Store Operations: The find and store instruc-
tions, which pass information between list memory and
working memory, are quite different in nature from the
instructions discussed above. To avoid having the pro-
grammer know anything in detail about the location of
information in the list memory, all the find and store in-
structions take the form of searches through a list with
tests to identify the information desired.

An example will make this clear. Referring back to
Fig. 8, 1092 is a primitive find instruction that obtains
information about a logic expression. A logic expression
is stored as a list of elements (see Fig. 2) in the list
memory. The order of symbols in a logic expression is
specified by position numbers and is unrelated to the
ordering of the elements in the list. Given the position
number of a logic element it is easy to compute the posi-
tion number of the element that is in any given relative
position to it, say, its left subelement. 1.092, then, is an
instruction that finds an element in a logic expression
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which bears a specified relative position, (e.g., Z037) to
some element (e.g., in 2-1) already known, and that puts
it in a working memory (e.g., 1-0) where it can be proc-
essed further. Thus, the programmer only has to know
that the element he wants bears a given relation to some
known element, and he need know nothing about the
actual location of this element in the list or about the
rest of the logic expression. Each logic element carries
as one attribute the location of the list of the logic ex-
pression containing it, so this does not have to be found
separately. Typically, when an element is called for by
an instruction, it is not known whether the desired ele-
ment even exists; hence, 1.L092 provides a conditional
transfer of control if the desired element is not found.
This particular instruction is written as a primitive be-
cause the programming problem it solves—to find a
logic element bearing a given relation to a known logic
element—occurs repeatedly in LT.

The instructions for finding descriptions provide a
second example of how the instructions concerned with
the list memory use search and test processes. As stated
earlier, a list of description elements can be associated

with any item in a list. An instruction to find a descrip- -

tion requires the programmer to know the item to which
the description applies. The programmer must also
know the name of the description he wants. The opera-
tion then searches the list for the item, and when it finds
it, searches the description list associated with that item
for the description with the indicated name. Again there
is no guarantee that the item is on the list, that the de-
scription is on the description list, or even that a descrip-
tion list exists; and the failure to find the desired de-
scription is signaled with a conditional transfer of
control.

Like the find instructions, none of the store instruc-
tions depend on the precise location of an item in a list.
A typical store instruction is 1.023, which moves de-
scriptions from working memory to the description list
of a known item on a known list. L023 searches the list
until it identifies the item, then searches down the de-
scription list until it identifies the description name of
the description it is storing. If it finds it, it stores the
new value; if it does not find it, it stores the description
as a new item on the description list. L023 must also be
prepared to set up a description list in case it does not
find one at all. One of the important features of the de-
scriptions is that no space needs to be reserved for them
until they are actually created.

Other Processing Instructions: Besides find and store
instructions for the various types of lists, there are in-
structions for erasing lists, for creating lists, and for
moving items from one list to another directly. There is
no erasing problem in the working memory, since work-
ing memory elements are erased automatically when a
subroutine has been carried out. In erasing items from
lists, the instructions require only that the programmer
know what item is to be erased and on what list it oc-
curs, but not its location on the list. Likewise, the pro-
grammer does not have to know anything at all about
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the structure of a list to erase it, but only where it
starts. The erase operations are constructed to explore
all possible extensions of a list and erase them all.

Other Details

No attempt has been made with this language to
build a repertoire of service routines or to make input
and output exceptionally convenient. For output, the
JOHNNIAC has either punched cards or a high-speed
numeric printer, but we use the printer almost ex-
clusively. There is a “print list” primitive, which prints
any list however complicated and extensive. This single
primitive essentially suffices for our output needs, since,
if we have several lists we wish to print, we simply put
them on a new superordinate list in the right order, and
apply the “print list” instruction to this superordinate
list. The instruction then prints out the several lists in
the indicated order. We can suppress all the location
words, so that only the items of information print.

JOHNNIAC has punched-card input. We use a card
format for giving an arbitrary list to the computer, so
that a single “read list” primitive suffices for data input.
The program input is handled by the symbolic loading
routine mentioned earlier.

The use of the interpretive mode for the language al-
lows the computer easy access to its own process. As a
matter of course we trace the IPL instructions that are
being performed. The trace can be selective, each direc-
tory element indicating whether the trace of that in-
struction is to be printed or not. What is printed is the
name of the subroutine (7.e., the relative address of the
directory element) indented according to its level in the
hierarchy of routines. Since we wish to study the course
of the processing as well as end results, the trace is a
prime source of data.

Also as a matter of course, we keep tallies of the num-
ber of times each instruction is performed, both for our
use as data and for the program’s use in operating. The
directory element also tells the address of the tally. For
example, LT allocates its effort by using such tallies to
see how much effort it has devoted to a given problem.

The devices mentioned above provide us with some
debugging facilities. Since all the information connected
with the hierarchy of routines is on lists (see the section
on the language structure), we can print a single debug-
ging list which contains these plus a number of other
lists as items. The printing of this list (with all location
words being printed) gives us most of the information
we need. We also use the tracing with a selective sup-
pression of details to aid in debugging. This procedure
traces all instructions within the subroutines of interest,
and none of the instructions in those of no interest.

The JOHNNIAC's 4096 words of high-speed,
random-access core storage is not adequate for a pro-
gram and data lists of this size. LT in operation has
about 1600 words of interpretive code, about 1600
words of machine code, and about 400 words of directo-
ries, constants, etc.; hence, a total storage of about 3600
words for the program alone. We have been forced to
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utilize secondary storage, which for JOHNNIAC, is a
drum of 9216 words. Storage hierarchies are notorious
for presenting difficult problems of accessibility, and the
type of program we are working with, with its avoidance
of consecutive blocks of words, simply compounds the
the difficulties. So far, we have used the drum only for
the program, and not for data; we are keeping almost
all the higher routines on it.

When the interpreter goes to the directory element of
a given instruction, it discovers whether the defining
subroutine is in cores, or on the drum. If the subroutine
is on the drum, it is fetched into the next available
stretch in a large consecutive block in core storage. As
the interpreter works down the hierarchy, more and
more subroutines are brought in from the drum and
gradually fill up this large block. Each subroutine re-
mains intact until it is finished, but no attempt is made
to plan or schedule trips to the drum. As soon as a sub-
routine is completed it is “discarded” and the next rou-
tine from the drum is placed in the same stretch of the
core storage block.

EVALUATION OF THE LANGUAGE

The previous section has given a picture of the solu-
tions we tried in programming LT. We will now consider
more critically what this language accomplishes, and
what its shortcomings are.

Association Memory

We have made a great issue of the flexibility of
memory—the ability to create lists at will and to add
and delete items from existing lists. This has certainly
simplified a number of housekeeping tasks. For instance,
the entire structure involved in the hierarchy of subrou-
tines with their indefinite numbers of working memories
was easily handled by means of the association memory.
Similarly, in a primitive like “erase list,” which must
search out all items in a list of arbitrary structure, there
is a need to remember an indefinite number of junctions
in exploring the list. The flexible memory allows the
primitive to build up a list of these points of choice,
adding each new one to the front of the list.

We have made extensive use of the flexibility through-
out LT, the one major program we have written in IPL.
Our most complicated structure to date is a list of lists
of lists connected with a routine that modifies the list
of theorems used by LT as a function of experience.
This same structure also has theorems (a list of logic
elements) as items on multiple lists.

The association memory also has severe costs. The
most obvious cost is the extra memory space needed for
location words. Location words occupy about one half
of the list memory, since it takes one location word to
refer to each “item” word in a simple list. The propor-
tion of location words is not much greater than one half,
since the space devoted to simple lists greatly exceeds
the space devoted to the more complicated structures
that take additional location words. This cost factor is
rather difficult to estimate, however, since alternative
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schemes for achieving the same total program are not
known. Any component comparison is somewhat mis-
leading, since the virtues of the association memory
arise from the avoidance of planning, of reserving blocks
of storage, and so on.

Another cost, which may be the more serious one, is
the loss of ability to compute addresses. In a computa-
tion which can be well laid out in advance, it is often
possible to assign addresses to data in such a way that
the addresses can be computed in a simple fashion. For
example, instead of searching a table for a function
value corresponding to a given argument, the address
of the function value can be made a simple function of
the argument, say the argument plus a constant, and
the value obtained almost without effort. This is not
possible with the association memory, where the only
function the address can perform is to designate the
location of another word in a list.

The Language Structure

Some of the flexibilities of the language structure have
provided greatly increased power in the language where-
as others have not. We have not made much use of the
variable number of reference places if one measures use
in terms of variability of that number. Most of our in-
structions have about four references: the operation
and three pieces of information. Both examples de-
scribed in this paper are of this size. Whenever a routine
exceeds about six references—one of the executive rou-
tines has 15—the references are not used as “variables”
but to transmit data. In the case of the executive rou-
tine, for example, the 15 references provide a convenient
place to hold all the parameter values for a run of LT.
On the other hand, we have used the variable number
of references considerably as a flexible communication
device up and down the hierarchy of routines. Thus, in
making changes in the program it is often convenient to
transform what was a constant into a variable. This can
be done simply by adding a new reference place to the
higher instruction and replacing the constant by a
type-2 reference, say 2-6, if the original instruction pre-
viously had only references 0 through 5.

We have used extensively the hierarchical properties
of the language—the ability to define new subroutines
in terms of old ones. The number of levels in the main
part of LT is about 10, ignoring some of the recursions,
which sometimes add another four or five levels. It
would be interesting to compare the size of the LT pro-
gram written in IPL and the program written in ma-
chine code. This is very difficult to do, since when
writing in machine language one makes use of sub-
routines, and even of subroutines of subroutines. Hence
there is no standard machine language program for
comparison. However, the following figures give a rough
approximation. IPL consists of about 45 primitive
instructions, which take an average of about 70
JOHNNIAC instructions each. Instructions are packed
two to the JOHNNIAC word, so the number of words
used is roughly 35 per primitive. In addition the ma-
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chine-language subroutines all include some initial code
either to position the words used by the subroutine, or to
adapt its instructions to the addresses of the words.
This can be an appreciable fraction of some of the
simpler primitives like 1015, the addition instruction.
Further, these statistics do not reflect the fact that the
primitives themselves use a number of closed sub-
routines.

The LT program described in this and the companion
paper contains about 45 different higher instructions,
defined by 45 higher routines. A typical higher routine
contains about 16 primitives and two higher instruc-
tions. If we expand the entire hierarchy for LT, ignoring
recursions, we find that LT can be written as about 8000

-primitives. Since the average primitive instruction
takes about two JOHNNIAC words to write, it is clear
that some hierarchization of subroutines is needed to
compress a program like LT into manageable size.

The fact that the operation part of an instruction is
a reference place like all the others, and can be treated
as such, gives additional power to IPL. An operation is
normally referred to by its “name,” which is the relative
address of the directory element that leads to the de-
fining subroutine; e.g., L015, L092, etc. However, an
operation can also be referred to by a type-1 reference,
such as 1-3, if the correct element is in the working
storage. For instance, LT uses a set of routines, called
methods, which are, roughly speaking, alternatives to
one another, and are used in about the same way. There
is a list of methods, which is simply a list whose items
are the directory elements of the methods. The execu-
tive routine executes a method by searching the list
until it finds the desired one, bringing it into a working
memory (e.g., 1-3) and then performing an instruction
with 1-3 in the 0 reference place. If this method does not
work, the executive routine finds the next method and
repeats the process. Thus the executive routine is able
to perform a simple iteration over the set of methods.
We use this device also to compute sets of descriptions
of logic expressions.

We can also use a type-2 reference for an operation.
This essentially makes the operation a variable and de-
pendent on information in the higher routine. This de-
vice is used in several places in LT, but only to allow
fixed specification at a higher level. We have no exam-
ples where the operation is determined by a computation
in the higher routine, although this is possible.

An entirely different kind of power arises from the
flexibility of the hierarchy—the ability to do recursions.
An instruction may be used in its own defining sub-
routine, or in any of the subroutines connected with its
definition, in any way whatsoever provided that the
routine does not modify itself and that the entire process
terminates. The restriction on self-modification is clearly
needed if the same routine is to be available at more
than one level. All the information necessary to carry
out the routine must be stored in the working memory,
which is set up separately for each occurrence of the
routine, and not within the routine. In LT there are no

239

higher routines that modify themselves. The impetus for
self-modification of routines usually arises from the use
of iterative loops. In LT all iterations are accomplished
by means of lists. A succession of elements is brought in
from a list to fixed working-memory references, and the
iteration terminates when the end of the list is reached.

There are two kinds of recursions in LT. The matching
routine, which compares one logic expression with
another, is an example of the first kind. The routine
starts with the main connective of the expression and
proceeds recursively down the tree of the expression ele-
ment by element (see Fig. 2). The recursion is bound to
stop, since the number of elements in any expression is
finite. This recursion could also be expressed as an itera-
tion through the list of the expression, although perhaps
not so neatly.

A more fundamental recursion occurs at the highest
levels of the program. Here LT has an executive routine
which governs its whole problem-solving behavior.
Within this routine, that is, at some lower level, are
methods that generate subproblems. Also within this
routine are subroutines that select the subproblem to be
worked on next. A subproblem does not differ from the
original problem with respect to the methods and tech-
niques used to solve it. Hence the appropriate program-
ming technique is to apply the entire executive routine
to the subproblem; that is, to perform a recursion with
the entire program. Such a recursive system will termi-
nate if a solution is found, but since no guarantee exists
that the problem will be solved there is no guarantee the
machine will stop. In LT we add such a guarantee sim-
ply by having LT stop after a certain total amount of
effort, a rather trivial but effective device.

The language also has its drawbacks. It is expensive;
the over-all average time for a primitive is about 30
milliseconds. JOHNNIAC performs an add order in
about 80 microseconds. Thus if we consider L0135, the
addition instruction, and compare it with a direct repli-
cation of its operation in machine language, we find we
lose a factor of about 60. This is one of the more ex-
treme cases. If we consider an instruction like L092,
which is typical of the list operations, the loss factor
drops to about 5. However, as in the case of the associa-
tion memory, a component comparison is somewhat mis-
leading, since all the virtues of the interpretive scheme
arise from its automatic handling of the entire problem.
For example, the hierarchy provides a way of keeping
track of some 50 words of data in process, and it would
seem that this information must be maintained if the
problem is handled in any other way. The appropriate
comparison is with an alternative way of coding a total
problem such as LT, and no comparable alternative
currently exists.

The large hierarchy with its multiple levels may seem
a very expensive feature. However, its cost appears to
be less than the cost of interpreting the primitives,
primarily because of the infrequency of higher routines
in comparison with the number of primitives. All the
higher instructions account for only about 10 per cent
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of the total number of instructions interpreted, whereas
the unit cost of interpretation of a higher instruction is
only two and a half times as great as for a primitive
(about 50 ms to 20 ms). Thus interpretation of all the
higher routines accounts for less than 30 per cent of the
total cost of interpretation.

Additional Deficiencies of IPL

Experience in writing programs in IPL has revealed
a number of additional deficiencies. Perhaps the one
that strikes the programmer most is the artificiality of
the distinction between the element and the list. By
packing a set of symbols into a single JOHNNIAC word
we gain in memory space over schemes that use one full
word for each variable. The net result, however, is that
certain properties, those packed into an element, are
treated in one way, and others, those expressed by the
lists or by the description elements, are treated in an-
other. Elements are brought into working storage for
processing; since lists have various sizes and shapes,
they cannot be handled in this fashion. Information
that must be kept as a list is handled by indirect ref-
erence, through an element in working storage that
refers to it. Information that can be fitted into an ele-
ment is handled directly in working storage. For
example, an element and a one-element list must be
processed very differently in IPL.

A second deficiency is the restriction to certain forms
of referencing. IPL has great flexibility in the specifica-
tion of operations, that is, an operation can be specified
by giving an expression in the language for that opera-
tion. We have allowed no such flexibility in the specifi-
cation of the other references. There are only three ways
of giving the information to be used in a routine: by
giving the address of the element, the name of the work-
ing storage that holds the element, and the name of a
reference place that refers to the element. These meth-
ods allow certain indirect references, but they still lack
flexibility. A rather simple example, but one that is
typically annoying, occurs when we want to refer to a
name of a routine, that is, to a symbol like 1082, which
is the address of a directory element. This symbol is used
in many places throughout the program, but there is no
simple way of getting to it. There is no reason why there
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should be less power of expression for information ref-
erences than for operations. It should be possible to give
a reference by giving an expression for determining that
reference, just as is now done in IPL for operations.
There are other unsolved problems. For instance, we
have no satisfactory way of erasing in the association
memory. The problem is not how to delete items and
make their space available again, which we think is done
fairly well in IPL. The problem is how to know what
can be erased, since there is no direct way of knowing
what else in the system may be referring to the items
about to be erased. References are directional, so that
if location word A refers to item B, there is no way of
knowing this, when only the address of B is known.
Uniform two-way referencing seems to be an expensive
solution, although it may be the only one. In simpler
programs this erasing problem is handled by having the
programmer know at all times exactly what refers to
what. But if we move to programs in which all lists are
set up during operation by the program itself, such solu-
tions are not adequate, and the problem soon becomes
acute. ’

CONCLUSION

IPL is an experimental language that was built to
find ways of achieving extreme flexibility. It was de-
veloped in connection with a particular substantive
problem—proving theorems in symbolic logic—which
requires great flexibility in the memory structure, and
powerful ways of expressing information processes.

The language achieved its purpose: we have a
running program for LT which has allowed us to explore
its behavior empirically with a number of variations.
On the other hand, the language vlis relatively crude,
viewed as a general language for specifying programs
like LT. It is very costly; it shows the “provincialism”
of too close a connection with symbolic logic; and it still
has a number of rigidities.

We believe that the basic elements of the language are
sound, and can be used as the ingredients of languages
having considerably greater powers of expression and
speed. We are currently engaged in the construction of
a new language patterned on IPL, which we hope will
serve us as a general tool for the construction and in-
vestigation of complex information processes.

Discussion

L. P. Meissner (Nol, Corona): Do you
have a list of those lists which do not list
themselves?

Mr. Shaw: Without going further into
paradoxes except to say that there is not a
direct answer to this question, but the de-
bugging list does list itself.

P. Sayre (Northrop): Would you reiter-
ate or expand your remarks on the next ver-
sion especially with regard to automatic pro-

gramming?
Mr. Shaw: No, except to suggest that

‘programming itself is a field of complex

information. Processing such is the field we
are studying.

J. Matlock (Douglas): Can you give an
example of a subroutine using itself?

Mr. Shaw: I think the best example of
this is the matching routine which is asked
to match one expression to another. The
first part of this routine merely looks at the
main connectives. If it is successful in
matching the given expression to the second

one, it then takes a look at the lower left
element of each expression and there again
it is faced with exactly the same problem as
it was faced with initially. Again the match-
ing routine is asked to match this expression.
So, at this point the routine recourses and
calls upon itself to match the expression it
is faced with to the second expression. Even-
tually, of course, it comes to the termination
on these trees and proceeds to back off. So,
it says, “I am done” to itself, reiteratively,
and then backs up to a certain point at
which it proceeds down the right branch.



